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Resumo 

A criação de uma linguagem de programação pode ser comparada ao desenvolvimento de 

um sistema computacional. Sendo assim, o projeto e a implementação da linguagem devem 

atender a um conjunto de requisitos. Alguns deles estão relacionados às propriedades que a 

linguagem desenvolvida deve apresentar, como expressividade, capacidade de aprendizagem 

e produtividade. Outro grupo de requisitos compreende aqueles comuns ao desenvolvimento 

da maioria dos softwares, como extensibilidade, modularidade e reuso de código. 

Este segundo grupo de requisitos pode ser obtido através do uso de técnicas modernas de 

engenharia de software. Neste trabalho, apresentamos o desenvolvimento de uma linguagem 

multiparadigma modular que faz uso de programação Orientada a Objetos, design patterns e 

um paradigma de programação mais recente chamado Programação Orientada a Aspectos.  

A linguagem, que também pode ser vista como um conjunto de linguagens, é desenvolvida 

de maneira incremental, partindo de uma simples linguagem de expressões até linguagens 

mais complexas representando alguns dos mais representativos paradigmas de programação, 

finalizando com o desenvolvimento de linguagens multiparadigmas. Esta família de 

linguagens é criada através da integração de componentes que representam conceitos de 

programação. A modularidade obtida através do design proposto possibilita o reuso destes 

componentes na criação de diferentes linguagens, mesmo que pertencentes a diferentes 

paradigmas. Adicionalmente, é possível a evolução ortogonal das linguagens, já que a 

inclusão de novos conceitos é obtida através da simples inclusão dos componentes 

correspondentes, sem comprometer o funcionamento dos componentes já utilizados.  

A abordagem proposta para o design e implementação da linguagem também se mostrou 

bastante útil no ensino de conceitos de programação, já que oferece um ambiente uniforme e 

extensível para a prática e exploração dos conceitos pelos estudantes. Dessa forma, os 

estudantes não precisam lidar com diferentes notações e ambientes de desenvolvimento ao 

abordarem conceitos relacionados a diversos paradigmas. 
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Abstract 

The creation of a programming language can be compared to the development of a 

computational system. Therefore, the design and implementation of a language must consider 

a set of requirements. Some of them are related to properties that should be supported by the 

developed language, like expressiveness, learnability and productivity. Others are 

requirements desirable for the development of most software applications, like extensibility, 

modularity and code reuse. 

These later requirements can be achieve through the usage of modern Software 

Engineering techniques. In this work, we present the development of a modular 

multiparadigm language through the usage of Object-Oriented programming, design patterns 

and a more recent programming paradigm called Aspect-Oriented programming.  

The language, which can also be seeing as a set of languages, is developed in an 

incremental way, from a simple expression language to more complex languages, representing 

some of the most representative programming paradigms, and finally multiparadigm 

languages. This family of languages is created through the integration of components that 

represent the programming concepts. The achieved modularity of our design permits the reuse 

of these components in the creation of different languages, even from different paradigms. 

Besides, the design orthogonality allows extending one language with new concepts by only 

including the corresponding components to the language structure, without any impact on the 

already used components. We consider each of the major well-established paradigms 

(functional, imperative, object-oriented and logic) in isolation, and then study several possible 

combinations, including a language which combines all the paradigms. 

The proposed language design and implementation approach has also proven promising 

for teaching programming concepts, as it provides an uniform and extensible environment for 

the practice and exploration of such concepts by students. This frees students from having to 

learn different notations and support environments when studying multiparadigm concepts. 

 
 

Keywords: programming paradigm, multiparadigm languages, design of programming 

languages, design patterns, aspect-oriented programming, AspectJ.  
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1. Introduction 

The design and implementation of programming languages is similar to the design and 

implementation of software systems. Like the final product of a software engineering 

development process, the language must satisfy a set of requirements which define the 

language purpose, which is to support the development of programs [22].  

When creating a programming language, the language designers should be aware of 

several requirements [36, 37, 51]. Some of these requirements are specific to the properties 

the final language should exhibit, like expressiveness, learnability and productivity. Language 

expressiveness relates to the ability to conveniently describe a solution using the language 

elements. Learnability defines how much effort must be spent on learning before 

understanding enough to develop a program using the language. Productivity concerns the 

properties that allow an increase on the production of program code, like the ability to prevent 

errors, and improve code reuse and modularization. 

There are other requirements that are important to the development of any computational 

system, and should also be part of a programming language design and implementation. These 

are modularity, extensibility and code reuse (not of the programs written in the developed 

language, discussed above, but of the language design and implementation themselves). This 

allows the reuse of components when creating different languages that share similar concepts, 

thus providing uniformity in the way a concept is used. Extensibility is also desirable, as a 

programming language needs to evolve in order to provide new functionalities. Consequently, 

it should be possible to aggregate new components into an already developed language, 

aiming at the creation of more sophisticated languages. Ideally, the addition of the new 

components should be as orthogonal as possible, so that it does not influence the other 

components’ behaviour.  

Some authors have proposed frameworks for designing and implementing languages with 

the purpose of teaching programming concepts. For example, Kamin [29] uses the 

implementation of interpreters for describing programming concepts behaviour; Ghezzi and 
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Jazayeri [20] supply an abstract machine called SIMPLESEM, where the programs’ 

behaviour are defined through the execution of a set of instructions much like assembly 

language. Another work [12] investigates the use of Prolog as a meta-language for specifying 

the language elements. Unfortunately, these solutions have some disadvantages, like lack of 

support for different paradigms, lack of modularity for the components design, or not reusing 

components when dealing with more complex programming concepts. These characteristics 

are also not desirable for teaching, as student must spend valuable time understanding 

different implementations for the same concepts, or adapting to new heterogeneous 

environments when moving from different paradigms. 

In order to fulfil the desirable requirements discussed above appropriately, it is necessary 

to use modern Software Engineering concepts and technologies in language design and 

implementation. In our work, we use Object-Oriented (OO) techniques, design patterns [19], 

and a more recent programming paradigm, called Aspect-Oriented Programming [14, 31] to 

create the language design components.  

We choose to use the Java [21] programming language for the components’ 

implementation, as it supports the necessary OO concepts like inheritance, polymorphism, 

encapsulation, abstract classes and interfaces, among others. We also use several design 

patterns to provide a modular design of the language components. The Interpreter pattern [19] 

plays a central role, as it is used to structure the components’ execution and type checking. It 

permits the encapsulation of a programming concept inside a single component, easing code 

reuse. As an alternative to the pure OO approach, we also make use of AspectJ [30, 33], 

which is an Aspect-Oriented extension to the Java language. AspectJ is used to enhance the 

modularity of the language components’ design. 

When creating a language, we must define its behaviour (its semantics). Defining the 

semantics of programming languages is not an easy task, and yet, there is not a commonly 

accepted notation. Maybe the simplest way to accomplish the task is describing its 

components’ behaviour using natural language. Nevertheless, as we know, natural languages 

can be ambiguous and lack precision. Therefore, some approaches have arisen for describing 

formal semantics of programming languages like denotational [39], axiomatic [27] and 

operational semantics [57], where each one has its importance. 

Denotational semantics is a formal method based on recursive function theory. The key 

idea is to define a function that maps a program (a syntactic object) to its meaning (a semantic 

object). The �-Calculus [13] is used to define the functions that describe how the state of a 

program changes for the execution of each language element. It has the advantage of being 
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compact and precise, with a solid mathematical foundation, which can be used to prove the 

correctness of programs. Unfortunately, the mathematical sophistication is also its drawback, 

as it is often considered hard for most people to use. 

The axiomatic approach also makes use of mathematical notation to describe the language 

behaviour. It is based on first order predicate calculus. The approach defines axioms 

(inference rules) for each statement type in the language. Such an axiom allows one to 

transform expressions to other expressions. These expressions are called assertions, and state 

the relationships and constraints among variables that are true at a specific point of the 

program execution. To describe the program behaviour it is used the notation: {Pre} 

Statement {Post}. {Pre} describes the state of the program before the statement execution. 

{Post} describes the state of the program after the statement execution. This approach can be 

used in correctness proofs and possesses solid theoretical foundations. Unfortunately, the 

predicates transformers are hard to define, and its notation does not suggest an 

implementation. 

Operational semantics gives a program's meaning in terms of its implementation on an 

abstract machine. Each language statement is translated into code for this abstract computer. 

The changes in the state of the machine define the meaning of a statement. This approach is as 

formal as the previous ones; further, by modelling an execution mechanism in principle brings 

this semantic style closer to the practitioner programmer. 

Here we focus on an operational approach based on executable interpreters to define the 

language semantics. It is similar to the operational semantics style, but with the use of a real 

programming language to implement an interpreter, which defines the language’s behaviour. 

This approach makes possible a definition of the language semantics in a less formal, but 

executable way.  

The discipline of Programming Languages Paradigms, offered by the Graduate course at 

the Center of Informatics at Universidade Federal de Pernambuco, uses this approach for 

teaching the students programming language concepts. Therefore, a model was defined for the 

implementation of the programming concepts. Our work is to enhance the original model, 

trying to address their deficiences, like no integration between paradigms, low reuse of 

components and the lack of a model for the logic paradigm.  

In this work, we propose the design and implementation of a model that allows the 

creation of modular components, representing programming languages concepts. Through the 

composition of these components, we define a family of languages pertaining to different 

paradigms. Additionally, our proposed model permits that concepts pertaining to different 
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paradigms can also be used in conjunction, with the purpose of defining multiparadigm 

languages. Figure 1 presents the developed languages, where the arrows indicate the 

languages evolution, that is, that more sophisticated language were built by reusing 

components from simpler language. 

It should be clear that it is not the objective of this work to create real-world and 

competitive languages. One of the main motivations for the development of such a model is 

that it turns out to be a tool that can greatly enhance the experience of teaching programming 

concepts. As the components permit the creation of languages in an incremental way, students 

can start dealing with very a simple language, which will evolve through the aggregation of 

new programming concepts (components). Thanks to the orthogonal design of the 

components, adding new components to a language structure does not impact the others.  

 

 

 

Figure 1 The languages evolution 

 
The language parsers are developed using the JavaCC (Java Compiler Compiler) [28] tool, 

that is a parser generator tool developed in Java. Thus, when using this approach for teaching, 

it is possible for the students to practice the concepts explored during the course by 

implementing programs in the developed languages. Besides, students can create extensions 

or variations of the components, providing comparison between complementary or opposite 

concepts. 

We introduce the developed components by grouping them into a set of languages, which 

represent some of the most representative programming paradigms: the imperative [55], 
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logical [32], functional [5] and object-oriented [38]. For each language, we present their BNF 

[3] and the corresponding implementation components. We discuss the issues concerning 

each component development, detailing how OO programming, design patterns and aspects 

are used to create its design and implementation.  

The first language, called Expression Language 1(EL1), is a simple expression language, 

which basically supports the execution of some boolean and numeric expressions, as depicted 

in Figure 2. Therefore, this language introduces the concepts of expressions, values and types. 

 
 (1 + 2) > (3 – 4) 

Figure 2 EL1 example program 

Introducing the concepts of declarations and identifiers, we create the Expression 

Language 2 (EL2), which is an extension of EL1. Thus, now we are able to declare 

mathematical variables (constants), and operate with their corresponding identifiers, as shown 

in Figure 3. We also introduce the concept of environment, which stores the program state. 

 
let var x = 0 in  

  let var y = 2 in x + y 

Figure 3 EL2 example program 

The next two languages are related to the functional paradigm. The first one, called 

Functional Language 1 (FL1), is an extension of EL2, which means the components defined 

for the EL2 are reused for creating FL1. The major addition to FL1 is the possibility to use 

first-order functions, which means introducing the concepts of recursive function declaration 

and application. An If/Then/Else expression component is also introduced to enhance the 

language expressiveness. Figure 4 shows an example of a FL1 program. 

 
let fun sum (x y) = x + y in  

  sum(5, 2) 

Figure 4 FL1 example program 

The second language is the Functional Language 2 (FL2). It extends the FL1 to introduce 

the concept of higher-order functions, as depicted in Figure 5. This program uses the notation  

fn x . exp (x) to introduce an anonymous function with parameter x and body exp(x), 

just like lambda expressions in the lambda calculus [13]. Note, in the second let expression 

that id is bound to the expression add(0), which is itself a function. 
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let func add (x) = fn y . x + y in 

   let var id = add(0), var x = 4 in  

      id(1) + x 

Figure 5 FL2 example program 

Representing the imperative paradigm, we present the Imperative Language 1 (IL1). It 

reuses the concepts from EL2, and introduces the concept of commands. In fact, a set of 

commands are introduced, whose execution is likely to alter the state of the environment. 

Other major concepts like variables, assignment, sequencing and I/O are also included. Figure 

6 shows an IL1 program. 

 
var int x = 0; 

x := x + 1; 

write(x); 

Figure 6 IL1 example program 

To introduce the concept of procedures, which serves as a modularization component for 

commands, we define the Imperative Language 2 (IL2). Two components are incorporated to 

represent procedure declarations and procedure calls. Figure 7 shows an IL2 program, which 

declares a procedure that assigns to the global variable x and writes its new value. In the 

particular case, the value 10 is written. 

 
var int x = 0; 

proc changeX (int newValue){     

   x := newValue; 

   write(x); 

}; 

call changeX(10); 

Figure 7 IL2 example program 

The next explored paradigm is object orientation, represented by the Object-Oriented 

Language (OOL). As it would be expected, the OOL extends IL2 with the addition of classes. 

Therefore, we introduce components to represent class declarations, a class constructor 

command and method calls. Figure 8 shows a program coded with OOL which declares the 

class Sequence containing one integer attribute (value) and one method (printNext). 

Following the class declaration, the program creates a Sequence object, and invokes its 

printNext method in the next line. The method execution increments the value instance 

variable by one and writes its new value.  



 
7 

class Sequence { 

  var int value = 0; 

  proc printNext() { 

    this.value := this.value + 1; 

    write(this.value); 

  } 

}; 

Sequence s1 := new Sequence; 

s1.printNext(); 

Figure 8 OOL example program 

The last language that represents a paradigm in isolation is the Logic Language (LL). Its 

syntax and behaviour resembles the Prolog programming language, hence it represents the 

logic paradigm. It extends the EL2 to introduce the following concepts: predicates, rules, 

atoms, resolution, unification [48] and backtracking. Figure 9 depicts an example of a LL 

program, whose result is a list with all values that satisfy the query pet(X). 

 
CLAUSES 

animal('lion'). 

animal('dog'). 

friendly('dog'). 

wild('lion'). 

pet(X) :- animal(X), friendly(X). 

ENDCLAUSES  

pet(X). 

Figure 9 LL example program 

In order to create the multiparadigm languages, we defined a set of adapter elements that 

serve as interfaces to allow the integration of components pertaining to different paradigms. 

 
CLAUSES 

  edible('orange'). 

  edible('apple'). 

ENDCLAUSES 
class Apple { 
  var atom value = 'apple'; 
  proc isAnEdibleFruit() { 
    write(QUERY edible(this.value)); 
  } 
}; 

  var Apple a = new Apple; 

  a.isAndEdibleFruit(); 

Figure 10 Multi example program 
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We developed three multiparadigm languages. The first is called Imperative-Functional 

Language (IFL), as it represents a combination of the IL2 and the FL2 languages. The next is 

the Imperative-Logic Language (ILL), derived from a combination between IL2 and LL. The 

last one is called Multi, and it is a combination of all developed components. It integrates the 

Logic Language, the Functional Language 2 and the Object-Oriented Language (which 

encloses the IL2 components). An example of a Multi program is depicted in Error! 

Reference source not found.. It shows the combination of logic queries, object creation, 

method calls and I/O commands. First, two logic clauses are declared, followed by the Apple 

class definition. This class possesses an attribute of atom type, which is used for logic queries, 

and a method that writes the result of the logic query edible(this.value). Finally, an 

Apple object is created and its isAnEdibleFruit method is executed. The method execution 

results in first trying to prove the edible(this.value) predicate, which, in fact, means 

proving edible('apple'), as the value attribute is initialized with the 'apple' value. Then, 

it writes the value true, indicating the query was successfully proven. 

Our focus is on the modular design of this family of languages, showing how reuse can be 

achieved to great extent. 

1.1. Structure of This Work 

This work is organized in six chapters, which describe the concepts, design decisions and 

implementation techniques used during the development of our multiparadigm languages. 

In Chapter 2, we discuss the main characteristics of some of the most representative 

programming language paradigms nowadays: the imperative, the functional, the object-

oriented, and the logic paradigms. Besides, we also describe the importance of multiparadigm 

languages and three notations for describing programming language semantics. 

Chapter 3 presents the Visitor and the Interpreter design pattern, which are our design 

options to structure the development of our language components. We also discuss the usage 

of Aspect-Oriented programming as an alternative approach, in order to potentialise 

modularity. 

In Chapter 4, we explore the development of our languages, introducing their BNF and the 

corresponding implementation components. We present the languages in an incremental way, 

starting with a very simple expression language, called Expression Language 1, and then 

proceeding to more sophisticated languages like the Functional, the Imperative, the Object-
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Oriented, and finally the Logic language. Each language developed in this chapter contains 

only concepts related to one particular paradigm.  

In Chapter 5, we explore the combination of concepts from different paradigms in order to 

create multiparadigm languages. 

In Chapter 6 we conclude our work presenting our contributions, related work and some 

possible extensions to our work. 
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2. Programming Language Paradigms 

Before we define more precisely our strategy for designing the multiparadigm languages 

and the specific scope of this dissertation, we describe some relevant programming language 

concepts. We focus on language paradigms, semantics and approaches for teaching. 

In Section 2.1, we explain what programming language paradigms are, and detail the four 

most representative paradigms nowadays: the Imperative, the Object-Oriented, the Functional 

and the Logic paradigms, presenting their main characteristics. Still in this section, we 

describe the reasons for developing a multi-paradigm language, and point out some of the 

approaches used in existing multi-paradigm programming language to combine the concepts 

of the different paradigms. 

In Section 2.2, we briefly present ways to describe the semantics of a language. In 

particular, we describe three kinds of formal semantics: the Denotational Semantics, the 

Axiomatic Semantics and the Operational Semantics. 

Section 2.3 considers some existing approaches to teaching programming language 

concepts. 

Finally, in Section 2.4, we define the strategy and scope of this work and correlate it with 

the concepts mentioned in the other sections. 

2.1. Teaching Programming Language Paradigms 

We start our discussion on programming language paradigms by considering the meaning 

of the word “paradigm”. If we search its meaning in a dictionary, we would find the following 

entry, from the Cambridge Advanced Learner’s Dictionary: 

“Paradigm: 1. A model of something, or a very clear and typical example of 
something.” 

At first sight, it would seem to have little to do with computer programming languages. 

However it was in the sense of a unifying model, and as an organizational approach, that 
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Robert Floyd used the term in his 1979 ACM Turing Award lecture, “The Paradigms of 

Programming” [16]. So, a programming paradigm is a way of conceptualizing what it means 

to perform computation, and how tasks that are to be carried out on a computer should be 

structured and organized. In other words, a paradigm describes the way an individual 

perceives the world and translates it to ideas. 

Some definitions for programming languages are:  

• “A language intended for use by a person to express a process by which a 
computer can solve a problem.” Hope and Jipping. 

• “A set of conventions for communicating an algorithm” E. Horowitz. 

In summary, they are the tools a programmer has to solve the problems in the real world 

by translating them so that a computer can understand, and act to reach a resolution for the 

intended problem. 

Having the concepts of programming languages and paradigms in mind, we can see that 

the paradigm of the programming language will influence the way a programmer thinks about 

a problem, and the style in which the algorithms are to be developed. 

In this way, by distinguishing the paradigm each language belongs to is valuable for 

solving problems for several reasons [4]: 

• understanding a paradigm involves identifying the important entities and 
strategies in problem solving; 

• knowing which paradigm is being applied reveals assumptions being made in 
modeling a problem; 

• being able to state the advantages and drawbacks of various paradigms permits 
a choice among paradigms, based on the problem under consideration. 

Having discussed what a programming paradigm is, we can now introduce the main four 

programming paradigms nowadays: the imperative, logic, functional and object-oriented. 

Each one has its own concepts and characteristics, briefly described below; these concepts 

influence the way the programs are written. Because of this variety of concepts we will see 

too that some of them are more or less adequate to solve the variety of problems found in the 

development of computer systems.  

2.1.1. The Imperative Paradigm 

The imperative programming model is the oldest one. It is an abstraction of real computers 

which in turn are based on the Turing machine and the Von Neumann machine with its 
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registers and store (memory). Therefore, the execution model of imperative languages are 

very efficient.  

At the heart of these machines is the concept of a modifiable store. Variables and 

assignments are the programming language analogy of the modifiable store. The store is the 

object that is manipulated by the program. Imperative programming languages provide a 

variety of commands to provide structure to code and to manipulate the store. Each imperative 

programming language defines a particular view of hardware. These views are so distinct that 

it is common to speak of a Pascal machine, a virtual C machine or a Java machine. A 

compiler implements the virtual machine defined by the programming language in the 

language supported by the actual hardware and operating system. 

Therefore, the central idea about imperative programming is that a program is constituted 

of a set of cells, which are containers of data, whose contents can change. Three concepts 

characterize the imperative languages: variables, assignments and sequence.  

In imperative programming, a value may be assigned to an identifier and later another 

value can be assigned to the same identifier. These identifiers are the variables names defined 

by the program. The state of an imperative program is represented by the set of its variables. 

These variables are associated with a memory address and a stored value. The value of the 

variable can be accessed directly or indirectly, and can be modified through an assignment 

command.  

An imperative program in execution generates a sequence of states. The transition from 

one state to the next is determined by assignment operations and sequencing commands: 

S0 + O0 � S1 + O1 � ... � Sn-1 + On-1 � Sn 

These commands (also called statements) tell the machine what and how to do the 

computation. This is the reason for this paradigm to be called imperative, which comes from 

the Latin word imperare, meaning “to command”. 

The most popular programming languages are imperative, or extend from them like the 

object-oriented languages. Some examples are listed below with the respective period in 

which they have appeared. 

• In the 50’s: Fortran (1954), Algol (1958) 

• In the 60’s: Basic (1964), COBOL (1965) 

• In the 70’s: Pascal (1970), C (1971), Modula (1975), PL/1(1976) 

• In the 80’s: Perl (1986) 
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This paradigm has originated with the first programming languages, and had great 

popularity among programmers. This great acceptance has two main reasons: since it closely 

resembles the underlying machine, the programmer feels much closer to the machine, and 

therefore has relatively large control over it. The second reason is the efficient 

implementation it provides, which derives from its closeness to the machine model. So we can 

cite some of the main advantages of this paradigm:  

• proximity to the machine: which gives greater control over the program being 
implemented; 

• efficiency: derived from the proximity to the machine model;  

• popularity: even today is one of the most used paradigms world wide; 

• familiarity: the idea of constructing programs as a sequence of steps 
(commands) is closer to the way we normally organize our daily activities.  

But there are some major disadvantages in this paradigm. Maybe the most critical one is 

the presence of side-effects, which means that changes in a little portion of code can have 

consequences in many other places. Therefore, unless carefully written, an imperative 

program can only be understood in terms of its execution behaviour. The reason is that during 

the execution of the code, any variable may be referenced, control may be transferred to an 

arbitrary point, and any variable binding may be changed. Thus, the whole program may need 

to be examined in order to understand even a small portion of code. Because of the existence 

of side-effects, this programming paradigm lacks referential transparency (see Section 2.1.3).  

Another disadvantage is that the order of the commands is crucial to the program 

behaviour, which is not always suitable, e.g. for parallel programming. 

When imperative programming is extended with subprograms, subroutines or procedures, 

it is called procedural programming. 

2.1.2. The Object-Oriented Paradigm 

The object-oriented paradigm is actually an evolution of the imperative paradigm. As it 

provides some concepts that substantially alter the way programmers model the real world, it 

is considered by some authors (as well as in this work) a separate paradigm.  

Object-Oriented Programming (OOP) is a paradigm in which real-world objects are each 

viewed as a separate entity having its own state, that can be modified during the program 

execution. Its three basic components are: Objects, Classes and Inheritance.  

The objects can be seen as an entity that possesses a collection of operations and an 

internal state. Different objects can communicate among them through the mechanism of 
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message passing. The state of an object is known only by itself and it is accessible to the 

outside world through its set of operations. This internal state is composed of a set of local 

variables called attributes or instance variables. The operations of an object are generally 

called methods.  

Classes act as templates for object creation. They are composed of two pieces: interface 

and body. The interface defines the signatures (name, arguments types and result) of the 

available operations concerning the objects belonging to this class. The body contains the 

implementation of the operation contained in the interface part, and the representation of the 

state. This way, a class defines the common behaviour to all objects of the class.  

Inheritance is a mechanism to create the behaviour of a class based on the behaviour of 

parent classes. The subclasses inherit the characteristics of the classes above in the hierarchy, 

being able to add new operations and new instance variables, as well as to redefine operations. 

The process of redefining operations in subclasses is called overriding. Therefore the classes 

can be structured in a hierarchy of subclasses and superclasses. 

The ability to use inheritance is perhaps the most distinguishing feature of the OOP 

paradigm. Inheritance gives OOP its chief benefit over other programming paradigms - 

relatively easy code reuse and extension without the need to change existing source code. 

The mechanism of modelling a program as a collection of objects of various classes, and 

furthermore describing many classes as extensions or modifications of other classes, provides 

a high degree of modularity. 

Ideally, the state of an object is manipulated and accessed only by that object's methods. 

Most object-oriented languages allow direct manipulation of the state, but such access is 

stylistically discouraged. In this way, a class interface (which defines how objects of that class 

are accessed) is separate from the class implementation (the actual code of the class methods). 

Thus encapsulation and information hiding are inherent benefits of OOP. 

One of the principal advantages of object-oriented programming techniques over 

imperative programming techniques is that they enable programmers to create modules that 

do not need to be changed when a new type of object is added. A programmer can simply 

create a new object that inherits many of its features from existing objects. This makes object-

oriented programs potentially easier to evolve and modify. 

2.1.3. The Functional Paradigm 

A functional program can be seen as a mapping between inputs and outputs. Differently 

from the imperative approach, where this mapping is implicit, functional programming aims 
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at making this mapping more explicit. This way, a functional program is a function or a set of 

functions that accept values as inputs and produce an output in accordance with the definition 

of these functions. Concepts as commands and global variables no longer exist, nor the so 

called side-effects associated to these concepts. Thus, the pure functional programming 

languages possess the property of referential transparency.  

There are a number of intuitive readings for the term referential transparency, but 

essentially it means that an expression E can be freely replaced with its resulting value 

without changing the program’s semantics. This is because there are no side-effects, 

consequently the evaluation of an expression will always yield the same value [15]. 

Nevertheless, beyond functions and expressions, the modern functional languages 

implement other concepts to increase its potential. Some of the important concepts are: 

higher-order functions, lazy evaluation, pattern matching, polymorphism, abstract data types 

and strong typing.  

Functional languages support functional solutions to problems by allowing a programmer 

to treat functions as first-class objects. Therefore, they can be treated as data, and can be 

passed to other functions as arguments or returned as results. This way, we can have functions 

that can manipulate and create other functions, using them like any other data object in the 

language. This kind of function is called a higher-order function. 

Another important feature of functional programming is that evaluation of arguments 

could be delayed but done at most once. This technique is called lazy evaluation. Postponing 

sometimes can lead to such a situation that the postponed value could be found unnecessary, 

and therefore never to be evaluated. 

A feature that grants significant abstraction power to functional programming languages is 

polymorphism. It allows general definition of functions which could be applied to values of 

any type. To achieve such behaviour we use type variables which stand for any type. 

Strong typing means the language does not have a lot of (possibly non-orthogonal) typing 

rules for the programmer to remember, which helps in eliminating many type compatibility 

errors earlier, at compile time. 

Pattern matching allows functional languages to define functions in a very elegant way. 

Instead of testing arguments in the body of a function, it allows the programmer to specify 

case-based function definitions. An example of such a definition would be the factorial 

function described bellow:  
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1: fac(0) = 1 
2: fac(n) = n * fac(n - 1)  

In this function definition, it is clear that line 1 describes the base case for the factorial 

function, while line 2 describes the recursive case. 

An Abstract Data Type (ADT) mechanism provides a limited interface to a type, in order 

to hide its implementation details. This interface can be a set of defined operations on the 

abstract data type. This way, the user of the type can only access the type through its 

interface. This approach gives two advantages: (1) the user of the type and its implementer 

only have to agree on the interface and both can work independently; (2) the ADT 

implementation can vary without any effect to its users, as long there is no modification to its 

interface. 

Imperative languages such as Pascal and C are called high-level languages; functional 

(and logic programming) languages are often called very high-level, or declarative, since a 

programmer declares what needs to be done, rather than how it should be done. Functional 

programming is further insulated from the details of the underlying hardware architecture than 

imperative programs. Ideas such as higher-order functions add a lot of power and elegance to 

programming, and understanding them enhances the problem solving and abstraction abilities 

of programmers. 

Among the often-cited advantages of functional programming: 

• it is easier to reason about them, for example, prove their correctness. 

• ability to transform programs while preserving its semantics, usually to improve 
efficiency. This can be achieved because of the referential transparency property. 

• Conciseness, as it allows for simpler code due to several facts as pattern matching 
and higher level of abstractions.  

These advantages relate to well-written pure functional programs. Clearly, it is possible to 

write ill-structured programs in any paradigm. Also, these advantages become more evident in 

the development of non-trivial programs.  

2.1.4. The Logic Paradigm 

Logic programming deals essentially with the implementation of relations. While the 

existing mapping in the imperative and functional paradigms represent a relation of many-to-

one (the computational model is a function), a logical relation is many-to-many. Thus, the 

relations are more general than the mappings, indicating that the logic programming is 
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potentially more expressive than the functional and imperative programming. In particular, 

relations allow handling non-deterministic computations. 

A logic program is a collection of Horn clauses, where a clause possesses the following 

format: 

H � B1, B2, ..., Bn 

where H is called the head of the clause and Bi the body.  

Hence a logic program can be seen as a database of clauses.  These clauses introduce a 

series of declarations/definitions which characterize the problem domain, statements of 

relevant facts, and statements of goals in the form of a query. 

The computation of a program consists in the evaluation of a given input query based on 

the clauses that are part of the program. In case the query can be proved from the clauses of 

the program, it results in TRUE, otherwise, it results in FALSE. In case, the input query has 

some variables, the program output will be the values that can be assigned to these variables 

that make it TRUE, according to the clauses of the program. Therefore, the role of the 

computer becomes maintaining data and logical deduction. The evaluation of queries can be 

implemented using one inference technique called resolution, based on a mechanism of 

variable association (bind) called unification [48]. 

When the user supplies some queries (or goals) the system tries to prove them. This 

involves matching the current goal with each fact or the left hand side of each rule using 

unification. If the goal matches a fact, the goal succeeds; if it matches a rule then the process 

recurses, taking each sub-goal on the right hand side of the rule as the current goal. If all sub-

goals succeed then the rule succeeds. 

Logic programming languages are very high level languages. Their main advantage is that 

the system resolves the problem, so the programming steps themselves are kept to a 

minimum. In other words, in logic programs the programmers have to define the problem 

only in terms of facts and rules, describing the logic relationship among the entities of the 

problem being solved, and the underlying system of the language is responsible for the 

execution and resolution of the problem. This way, the programmer defines only what the 

program should do, but not how it should accomplish it. Other advantage of logic 

programming is that, as with functional programming, reasoning about a logic program is 

potentially much simpler, since it is also a declarative form of programming. 
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2.1.5. Other Paradigms 

While the imperative, object-oriented, functional and logic programming paradigms are 

the most representative, they certainly do not constitute all the existing programming 

paradigms. A few other common paradigms are the following:  

 
• The Access-Oriented programming paradigm [52]. Using this technique, 

side-effects, or “demons”, are attached to variables so that certain functions will be 
performed as variables are manipulated.  

• The Constraint programming paradigm [49]. Like logic programming, constraint 
programming is more declarative than imperative in nature. The programmer 
specifies a sequence of constraints that must be maintained during program 
execution (such as a window should always be twice as wide as it is tall, or a 
certain variable should be the sum of two other variables). An underlying 
constraint satisfaction mechanism, similar to the resolution mechanism used in 
logic programming, then assures that the constraints are met as the program 
executes. The Oz language [50] is a multiparadigm language that supports 
constraint programming. 

• The Parallel programming paradigm [23]. Computation is defined as taking place 
with multiple processes, either on a single or on many actual processors. In fact, it 
is probably incorrect, at this time, to describe parallel programming as a single 
paradigm. There are a number of different paradigms, such as the tuple-space 
model, data parallel programming, data flow techniques, all of which compete for 
attention in the parallel programming world. It is largely the lack of agreement on 
a single paradigm which makes programming parallel computers difficult, at the 
present time, and parallel programs unportable. Furthermore, parallelism can be 
considered an issue orthogonal to the major paradigms we have discussed. For 
example, several imperative languages include parallel operators, and so do some 
functional languages, like the Erlang programming language [2]. 

• The Visual programming paradigm [11]. Programs are specified visually, rather 
than textually. In practice, this is also a family of paradigms and can be considered 
an orthogonal issue, as there are functional visual languages, object-oriented visual 
languages, and so on. 

2.1.6. The Multiparadigm Approach 

As we saw, each paradigm is based on a proper set of characteristics that will guide the 

resolution of some computational problem. Nevertheless, we can not affirm that one paradigm 

is better or worse than another one. The choice of a paradigm in detriment of another one 

must be made from the analysis of the problem in question, and should also consider aspects 
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as the development team and the technology available, among others. Certain kinds of 

problems are more easily solved using a particular paradigm. For example, the construction of 

an Expert System becomes an easier task with the use of a logic language, while the 

implementation of mathematical functions is easier to encode and reason about with 

functional languages. 

Therefore, it seems interesting for programmers to possess a tool that could make use of 

characteristics existing in different paradigms. A proposed solution found in the literature is 

the use of multiparadigm languages, i.e., programming languages that allow the 

implementation of a program using concepts from distinct paradigms. 

Nowadays, there are a number of languages that integrate concepts from different 

paradigms. Some possible combinations are: OO + Functional [47, 58], OO + Logic [34], 

Functional + Logic [25], and, finally, OO + Functional + Logic [1, 44, 54]. For each one of 

these combinations a set of corresponding languages exists; some are listed in [43]. 

However, the problems associated with the design of such languages reside in the 

integration of the concepts from the distinct paradigms. In [43], we can see that the majority 

of multiparadigm languages use one of the following techniques for paradigms integration: 

• construct an interface between two or more languages; 

• extract useful characteristics from different paradigms and inject them into a 
dominant paradigm; 

• redefine an existing language in the context of new theoretical insights and goals; 

• start from scratch on a consistent formal basis. 

The coupling degree among paradigms increases from (1) to (4). The first method is the 

most practical but the least theoretical one among them. In contrast, (4) is consistent and 

elegant in theory but it requires a lot of effort to implement the system, and to attract a user 

community. Thus (2) and (3) can be viewed as two balance points between theory and 

practice of the design of a multiparadigm language. 

2.2. Programming Language Semantics 

Nowadays, there is not a commonly accepted notation for describing the semantics of 

programming languages. Thus, natural languages still is the most common way to describe the 

semantics of a programming language. Nevertheless, natural languages can be ambiguous and 

lack precision. Therefore, several approaches have appeared for describing formal semantics 

of programming languages. The three most consolidated approaches are Operational 
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Semantics, Denotational Semantics and Axiomatic Semantics [53], which have already been 

describe in Chapter 1.  

Throughout the remaining sections, it will become clear that we choose to use a kind of 

operational approach based on interpreters. Although it is a less formal approach, it provides a 

more accessible notation for the pragmatic user, and it also makes it possible to develop an 

executable implementation of the language semantics.  

2.3. Approaches for Teaching Programming Language Concepts 

Early texts that dealt with the study of programming languages were based on descriptions 

of some particular languages. Through the exploration of such languages, a number of 

language principles could be presented, but the organization of these texts was based in the 

languages and not in the principles [26]. 

The next generation of programming language texts was organized around the principles, 

but they were still descriptive, i.e., the principles were defined informally and related to 

known programming languages.  

Programming languages generally have many features and the correct description of their 

meaning (or semantics) is not an easy task. This task gets even harder when we try to do it in 

an unambiguous way. This scenario stimulated the development of rigorous mathematical 

techniques for describing these principles such as operational semantics and denotational 

semantics. 

Recently, some books have tried to use these analytic approaches. Unfortunately, the 

mathematical sophistication required by the formal techniques makes the comprehension of 

the principles of programming languages more difficult for the practical programmer. 

An alternative is teaching the semantics of languages based on interpreters, where the 

semantic principles are studied through their implementation. This way, the programming 

language semantics can be expressed with precision of the formal semantics techniques, but 

without the mathematical overhead. Besides being a more operational approach, there is the 

potential advantage of an executable implementation. 

An example of this approach can be found in [16], in which the author uses Prolog as a 

metalanguage for implementing the language concepts to be taught. Some books for teaching 

programming language concepts have also been written based on this approach; examples of 

this are [18] and [29]. 
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2.4. Strategy and Scope of This Dissertation 

Amongst the above methodologies for teaching programming language principles, one 

that deserves prominence is the one that makes use of interpreters. Through it, the students 

learn the semantic principles of the languages through its implementation. This approach 

makes it possible a definition of the language semantics in a precise way, without the 

mathematics overhead, while also supplying an executable version of the explored concepts, 

what usually motivates students who prioritize a more practical vision. 

The discipline of Programming Languages Paradigms, offered by the Graduate course at 

the Center of Informatics at Universidade Federal de Pernambuco, uses the above approach 

for teaching the students the main concepts of currently dominant programming language 

paradigms. For this purpose, a model was defined using the design pattern called Interpreter 

[19] and the Java programming language for the implementation of the programming 

concepts. 

The motivation of our work was to create a new model seeking to solve some problems 

present in the original model: 

• only the imperative, functional and object-oriented paradigms are implemented. It 
was not possible to create an extension for the logic paradigm following the 
original structure;  

• there is no integration between concepts pertaining to the different paradigms; 

• because of the complexity of some concepts, many times the model does not make 
it possible to reuse the structures when moving to different paradigms, or simply 
evolving the languages, which is the central objective of the adopted strategy.  

The main objective of this work lies in the definition of a model that overcomes the 

mentioned deficiencies. In other words, to create an architecture that allows the combination 

of components, representing the programming languages concepts, in order to create an 

executable final language, contemplating this set of concepts. Additionally, our proposal must 

allow that concepts pertaining to different paradigms can also be used in conjunction, with the 

purpose of defining multiparadigm languages.  

Concerning implementation, we use Java as meta-language, and AspectJ as a 

complementary approach. We say Java act as a meta-language because the behaviour of the 

developed languages is defined by the constructs of Java itself. 
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3. The Interpreter Design 

The main objective of this project resides in developing an interpreter that can be used for 

teaching programming language paradigms. An important requirement is that this interpreter 

must be created incrementally, i.e., it must be easy to incorporate new concepts to the final 

language, and therefore also to the interpreter. 

We decided to use Java as the programming language for developing the interpreter. One 

of the motivations is that Java is a well disseminated programming language, and besides, its 

object-oriented nature will be of great help in developing a modular design for the language 

components. 

Hence, Java will act as a meta-language. All concepts introduced in the final language 

should have a corresponding implementation element written in Java. 

The development of an interpreter is not an easy task because of the complexity and many 

details involving the various concepts modern languages embrace. To deal with this 

complexity, we could choose between two common design patterns that promise to minimize 

the problems involving this kind of task, the Interpreter Pattern and the Visitor Pattern [19]. 

Each one is discussed in the next subsections.  

3.1. The Interpreter Pattern 

As mentioned in [19], the Interpreter pattern should be used “when there is a language to 

interpret, and you can represent statements in the language as abstract syntax trees”. Figure 11 

shows the structure of this pattern. 

The AbstractExpression is the topmost interface, so all types ultimately inherit from it. As 

shown in the class diagram, it declares an abstract interpret operation that is common to all 

nodes in the abstract syntax tree. This method is responsible for the task of interpreting each 

existing element in the language.  
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Each TerminalExpression represents a terminal symbol in the grammar and should 

implement the interpret operation in order to define the behaviour of interpreting such a 

symbol.  

 

TerminalExpression

interpret(Context)

NonterminalExpression

interpret(Context)

AbstractExpression

interpret(Context)

<<Interface>>

Context

Client

 
Figure 11 The Interpreter Pattern 

Each NonterminalExpression implements the interpret operation for nonterminal symbols 

in the grammar.  

The Context is responsible for keeping global information to the interpreter. This way it 

keeps the current state during the interpreter execution, as each element is interpreted. 

The Client has the responsibility of creating the abstract tree and invoking the interpret 

operation at the root node. 

In summary, the Interpreter pattern defines a structure where a topmost element defines 

the abstract methods that should be overridden by subclasses to provide the interpreter 

implementation. 

So, as we can see, the rules of interpreting the language are spread throughout the 

elements in the language. Each element knows how to interpret itself, and the context serves 

as a common way to propagate changes made by each of them. 

The major advantage resulting from this approach lies at the simplicity in changing or 

extending the grammar. Inheritance can be used to create new expressions as variations on old 

ones. Furthermore, the interpretation of the new construct is an orthogonal increment 

provided it does not require changing neither the context structure, nor the interface of the 

interpret method. 

One of the drawbacks found in this approach is that adding new methods to (or modifying 

existing ones of) the top most element involves updating all other elements of the language to 

support the new operation.  
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3.2. The Visitor Pattern 

The visitor pattern can be used to represent an operation to be performed on the elements 

of an object structure. Unlike the Interpreter pattern, it allows the definition of a new 

operation without the need to change the elements on which it operates. The structure of the 

Visitor is shown in Figure 12. 

The Visitor declares a visitElement operation for each element of the object structure. The 

operation name identifies which element it is concerned to visit.  

The ConcreteVisitor implements the operations declared by Visitor. A ConcreteVisitor is 

responsible for one kind of task to be performed at the elements in the object structure. Each 

operation deals with a small part of the algorithm corresponding to the class the operation is 

concerned with. The ConcreteVisitor also keeps a context as part of his state, to accumulate 

the effects during the traversal of the structure. The main idea behind this pattern is to 

separate syntax (object structure) from semantics (behaviour of the operations defined in the 

Visitor). 

The Element defines an Accept operation that takes a Visitor as argument. 

ConcreteVisitor1

visitElementA(ElementA)
visitElementB(ElementB)

ConcreteVisitor2

visitElementA(ElementA)
visitElementB(ElementB)

ElementA

accept(Visitor)
operationA()

ElementB

accept(Visitor)
operationB()

Visitor

visitElementA(ElementA)
visitElementB(ElementB)

<<Interface>>

Client IElement

accept(Visitor)

<<Interface>>

ObjectStructure

v.visitElementA(this)

 
Figure 12 The Visitor Pattern 

Each ConcreteElement implements the Accept method to direct the call to the respective 

operation of the Visitor object passed as argument. 

The ObjectStructure contains the elements to be traversed by the Visitor. 
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Now all the code concerning one kind of task is concentrated in only one class, the 

ConcreteVisitor. With the Visitor approach, the task of adding a new (or modifying an 

existing) operation is much simpler, because we have only to create a new ConcreteVisitor, 

implementing its methods for each kind of element.  

Unfortunately, adding new syntactic elements becomes less modular when compared with 

the Interpreter pattern. A new element results in inserting a new Visit operation at the Visitor 

interface and, therefore, this new operation must be implemented in every ConcreteVisitor. 

3.3. Design Decision 

We have briefly discussed two alternatives for the interpreter design. Unfortunately, both 

design patterns have advantages and drawbacks, and, worst, they are incompatible. The 

Interpreter is not a good option when we have to add new (or modify) operations to the object 

structure, which is not a problem for the Visitor pattern. But the Visitor pattern suffers when 

we need to add new elements, which is exactly what the Interpreter is suitable for. 

Therefore, it should be clear that none of the patterns is an optimal solution. The decision 

of which pattern to adopt, should surely be a trade-off between which drawback will 

minimally affect the interpreter development.  

Although, during the interpreter implementation, we had to deal with some situations like 

new operations to be added and method signatures to be changed, the Interpreter pattern has 

been our choice. The language should be presented to the students in an incremental way, 

starting with a simple language with just a few concepts, and systematically adding new ones 

as these are taught. Adding the new concepts implies in creating new elements to be 

incorporated to the language, and this situation is much more common than method changes. 

With the Visitor pattern we would have to modify all ConcreteVisitor classes for every new 

element, while with the Interpreter pattern all changes are centralized at the new element. 

3.4. Other Patterns and AOP as a Complementary Solution 

Although the Interpreter pattern offers many advantages over the Visitor pattern, it is not a 

perfect solution for this task. Thus, one complementary approach is the use of Aspect-

Oriented Programming (AOP) [14] to increase the level of modularity at the language 

constructs. Actually, we developed two versions for our proposed languages. One of them 

uses only Object-Oriented techniques to implement the language constructs. The second uses 
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the same OO design defined for the first one, but also uses some AOP features in order 

support some issues that are not well addressed by the pure OO solution. 

By using Aspects we can concentrate the changes between language evolutions, avoiding 

code replication, and increasing the understandability of the resulting code. Aspect-oriented 

programming is used in many situations, as in Section 4.4.1 when we need to alter the class 

hierarchy avoiding duplicated code. It acts as a powerful tool for better structuring the 

language design, especially when it is necessary to alter a set of classes for adding or 

modifying a programming concept. This way, all necessary modifications can be centralized 

in one aspect, making it much easier to understand the impact of such concept to the language 

components. Another point that could be considered is implementing the Interpreter pattern 

with aspects, but [24] discusses this integration, and explains that this approach does not 

result in any gains. Therefore here we use the interpreter pattern and aspects as 

complementary concepts. 

Other patterns [19] such as Strategy (Section 4.2.2), Composite (Section 4.5), Memento 

(Section 4.8) and Adapter (Section 5) are also adopted to enhance modularity, and their use 

will be outlined in the following sections. 

3.5. The Aspect-Oriented Approach 

The Object-Oriented paradigm (see Section 2.1.2) is a powerful technique for constructing 

complex systems, but as every programming paradigm, it also suffers from some limitations. 

As we explain more details about the language implementation, we will discover that the pure 

OO approach does not provide enough features to achieve the desired modularity and reuse 

level. This can be explained because of the complexity inherent for combining heterogeneous 

programming concepts. That demands design techniques that offer the necessary resources for 

fulfilling the project requirements. 

The Aspect-Oriented approach offers some powerful characteristics that can fill the gaps 

found in the OO paradigm. Therefore, it will be used in conjunction with the OO approach in 

order to provide a more elegant solution. 

3.6. Aspect-Oriented Programming and AspectJ 

Many computer systems are composed of concerns that crosscut the majority of their 

modules. The object-oriented techniques for implementing such concerns usually leads to 

code that is hard to implement, understand and maintain, resulting in difficulties to evolve the 
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system. Aspect-Oriented Programming (AOP) emerges as a new technique for software 

development towards the separation of such concerns or aspects.  Therefore, AOP provides a 

way to clearly express programs involving aspects, including appropriate isolation, 

composition, and reuse of code. Cross-cutting concerns are objectives, concepts or even 

properties of the system, that by their nature affect various system modules, e.g. distribution 

and persistence. 

The actual object-oriented techniques do not provide a satisfactory solution to the above 

concerns, resulting in the following very common problems in OO systems: 

• Code Tangling: modules in a software system may simultaneously deal with several 
requirements like performance, synchronization, security and logging. Such 
requirements demand the presence of elements from all concerns to be implemented 
together. 

• Code Scattering: crosscutting concerns spread over many modules, resulting in similar 
implementation elements spread over various modules. 

Such factors make it difficult to achieve the desired maintainability and reuse level of 

system components. Using AOP, we can concentrate on the implementation of each concern 

as distinct aspects. This way, we achieve a better separation of concerns, avoiding the 

problems mentioned above. 

AspectJ is a general-purpose aspect-oriented Java extension, which uses the Java language 

itself for implementing individual concerns. It specifies extensions for defining how aspects 

are weaved into the resulting system. It adds to Java a new concept called join point, and the 

following new constructs: pointcuts, advices, inter-type declarations and aspects. Pointcuts 

and advices dynamically affect the program flow; inter-type declarations statically affects a 

program's class hierarchy; and aspects encapsulate these new constructs.  

AspectJ's join points are certain well-defined points in the execution of the program, like 

method calls, exception handling, and method body executions.  

Meanwhile, a pointcut picks out certain join points in the program flow. For example, the 

pointcut: 

call(void Point.setX(int)) 

picks up each join point that is a call to a method that has the signature void 

Point.setX(int) - that is, the setX method with a single int parameter and no return value,  

pertaining to Point class.  

A pointcut can be composed of several join points connected by the and, or, and not 

connectors (written as &&, ||, and !). For example:  
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call(void Point.setX(int)) || call(void Point.setY(int)) 

picks up each join point that is either a call to setX or a call to setY methods. 

AspectJ allows programmers to define their own named pointcuts with the pointcut 
form. Thus, the following code declares a new pointcut called movePoint:  

pointcut movePoint(): call(void Point.setX(int)) ||  

                            call(void Point.setY(int)) 

Note that pointcuts just pick up join points, but they do not execute any code. To actually 

implement the crosscutting behaviour, we use the advice construct. Advice brings together a 

pointcut (to pick out join points) and a body of code (to run at each of those join points).  

AspectJ has several kinds of advice. For example, the before advice runs the advice body 

immediately before the program reaches the join point. Thus, a before advice on a method call 

join point runs before the actual method starts running, just after the arguments to the method 

call are evaluated.  

before(): movePoint() { 
    System.out.println("about to move"); 
} 

Similarly, an after advice on a particular join point runs after the program proceeds with 

that join point, and an around advice runs as the join point is reached, and has explicit control 

over whether the program proceeds with the join point or not.  

Another kind of AspectJ constructs are the inter-type declarations. They permit the 

declaration of members that cut across multiple classes, or changing the inheritance 

relationship between classes. Unlike advices, which operate primarily dynamically, inter-type 

declarations operate statically, at compile-time.  

The following code, for example, introduces a new attribute called observers, and two 

new methods called addObserver and removeObserver into the class Point. 

aspect PointObserving { 
    private Vector Point.observers = new Vector(); 
 
    public void Point.addObserver(Screen s) { 
        this.observers.add(s); 
    } 
    public void Point.removeObserver(Screen s) { 
        this.observers.remove(s); 
    } 
} 

Note this aspect introduces into the class Point the capability of adding and removing 

observer objects, for example, to support a notification mechanism. 
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There is also another kind of declaration that can change the class hierarchy. The 

following AspectJ code, for example, alters the class Point so that it now implements the 

Serializable interface. 

declare parents: Point implements Serializable; 

The next one declares that the Square class extends from the Shape class. 

declare parents: Square extends Shape; 

The final concept we explore is of an aspect itself. An aspect is a new language 

component that wraps up pointcuts, advices, and inter-type declarations in a modular unit of 

crosscutting implementation. It is defined very much like a class, and can have methods, 

fields, and initializers in addition to the crosscutting members. Because only aspects may 

include these crosscutting members, the declaration of these effects is localized.  

For the Java code to be influenced by the defined aspects, it is necessary a special 

compiler, called a weaver [31], to be in action.  

The weaver is responsible for resolving the aspects influence at the system original source 

code, and generating a system version taking into account the resulting effects. 

The use of AspectJ may result the following benefits: 

• Easier to evolve systems: since the “aspected” modules can be unaware of crosscutting 
concerns, it’s easy to add newer functionality by creating new aspects. 

• Late binding of design decisions: with AOP, architects can delay making design 
decisions for future requirements, since they can implement those as separate aspects. 
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4. The Languages’ Development 

This chapter is dedicated to detailing the interpreter development. Developing a particular 

language, for example the Functional Language 1, entails developing its grammar and the 

corresponding elements of its interpreter. As we are using the Interpreter pattern approach, the 

elements (classes) that are hierarchically structured encapsulate the algorithms for interpreting 

each existing element in the language. 

The main objective of this approach is teaching programming language concepts to 

computer science students. Therefore, it is important to present the concepts in an incremental 

way, from the simplest concepts to the more complex ones. So, our main challenge is to 

structure the concepts in such a way that it is possible to reuse the developed elements and 

aggregate new ones as orthogonally as possible. Additionally, it is important to relate each 

concept to the paradigm it belongs.  

These requirements lead us to develop our languages as an evolving system, starting with 

just a few concepts, and then adding new concepts, creating new and progressively more 

powerful languages.  

We start with a very simple language constituted only of expressions, and so it is called 

Expression Language, or just, EL. From this we construct more complex ones like the (first-

order) Functional Language 1 (FL1), the (higher-order) Functional Language 2 (FL2), the 

Imperative Language 1, and so on. This way, for each evolution, we give it a name that 

characterizes its paradigm; even for a given paradigm we present the concepts incrementally, 

designing, for example, a first-order functional language, and then a higher-order language. 

We consider two kinds of evolution. The first is when we change from a programming 

paradigm to another one, so we actually change the name of the language to reference the 

target paradigm. The second happens when we insert concepts belonging to the same 

paradigm, so we just add a number to indicate the order of evolution between the languages. 

An example is the evolution from FL1 to FL2. 
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 Thorough this chapter we explain in detail how the programming language concepts are 

implemented and how they are organized to create the language evolutions. In fact, we 

discuss each paradigm separately. The task of combining the concepts pertaining to different 

paradigms is explained in Chapter 5. 

As we present each language, we introduce the concepts that it embodies, its grammar and 

implementation. For the sake of simplicity, we do not present the entire implementation code. 

A complete reference on the languages implementation, UML [17] models and BNFs can be 

found in [35], including the parsers’ implementation for all languages. 

The BNF definition has a close relation to the structure of the implementation coded as 

Java classes, according to the interpreter pattern. Some BNF elements, like a declaration, can 

be divided into different kinds of more specific elements, like variable declaration, function 

declaration, or class declaration. In these cases, the general element (the declaration) will be 

represented as a Java interface or a Java abstract class, in order to define the basic behaviour 

all sub-elements share. Meanwhile, each specific sub-element is translated to a regular Java 

class, which inherits from an interface or abstract class that represents the more general 

element. Following these rules, for each of the developed languages, we will get create a 

hierarchy of interfaces and abstract classes, whose final elements are the more specific sub-

elements, and hence regular Java classes. We can extract a simple example by looking at the 

Expression Language 1 BNF (Figure 13), in the following section. An expression element (an 

interface), can be specialized into a value element (an interface), a binary expression (an 

abstract class), or a unary expression (an abstract class). The value element itself can be a 

concrete value (an interface), which can still be specialized into the terminal elements 

IntegerValue (regular class) and BooleanValue (regular class).  

4.1. The Expression Language 1 

The Expression Language 1, or EL1, is our first and simplest language. As the name 

already reveals, the expression concept is the central concern. An expression is a program 

phrase that is evaluated to yield a value. This language also embodies the concepts of types, 

constant values and operations over them. A program written in EL1 is an expression, and 

therefore produces a value as result. Figure 13 presents the BNF for this language.  

Now we expose the implementation of each language term. As already said, the 

nonterminal symbols are represented as Java interfaces or abstract classes, while the terminal 

symbols as Java concrete classes. Figure 14 shows a compact class diagram, emphasizing the 
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relationships among the classes representing the language terms. We can see that, for 

example, Expression and Value are two Java interfaces, while SubExp, IntegerValue and 

others constitute concrete Java classes. In Figure 14, classes SubExp, SumExp, ProductExp, 

EqualityExp, OrExp and AndExp stand for binary expression subtraction, sum, product, 

equality, logical OR and logical AND, respectively. The names of the remaining classes 

clearly identify the operators they implement. 

 

Program ::= Expression 

Expression ::= Value | BinaryExp | UnaryExp 

Value ::= ConcreteValue 

ConcreteValue ::= IntegerValue | BooleanValue 

UnaryExp ::= “-” Expression | “not” Expression  

BinaryExp ::= Expression “+” Expression | Expression “-” Expression | 

              Expression “*” Expression | Expression “or” Expression | 

              Expression “and” Expression | Expression “==” Expression 

Figure 13 BNF for Expression Language 1 

 

EqualityExp

AndExp

MinusExpProductExp NotExpOrExp

SumExpSubExp

Value
<<Interface>>

BooleanValue

ConcreteValue
<<Interface>>

IntegerValue

leftExp

BinaryExp
<<abstract>>

UnaryExp
<<abstract>>

Expression

evaluate(env : ExecutionEnvironment) : Value
checkType(env : CompilationEnvironment) : boolean
getType(env : CompilationEnvironment) : Type

<<Interface>>

rightExp exp

 
Figure 14 EL 1 Classes and their Relationships 

For a better understanding, we can divide the class hierarchy into three groups, depicted in 

Figure 14: binary expressions, unary expressions and values. We describe the language terms 

in a top-down manner: we start describing the most abstract component and go down the 

hierarchy until a concrete element.  
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EqualityExp

evaluate()
checkSubExpressionsType()
getType()

OrExp

evaluate()
checkSubExpressionsType()
getType()

SumExp

evaluate()
checkSubExpressionsType()
getType()

SubExp

evaluate()
checkSubExpressionsType()
getType()

rightExpleftExp

AndExp

evaluate()
checkSubExpressionsType()
getType()

ProductExp

evaluate()
checkSubExpressionsType()
getType()

BinaryExp

getLeftExpression()
getRightExpression()
checkSubExpressionsType()

<<abstract>>

Expression

evaluate(env : ExecutionEnvironment) : Value
checkType(env : CompilationEnvironment) : boolean
getType(env : CompilationEnvironment) : Type

<<Interface>>

 
Figure 15 Class Diagram for Binary Expressions 

 

4.1.1. Expressions  

The Expression interface is the top-most interface. It defines the required operations that 

all kinds of expressions must implement (Figure 15). So, it represents the AbstractExpression 

element of the Interpreter Pattern depicted at Figure 11 (see Chapter 3). 

This interface includes two main services. One is concerned with executing a program 

(which, for our language EL is just expression evaluation); the other is a facility for type 

checking the program. 

Regarding execution, the Expression interface defines the operation evaluate, which must 

evaluate the expression and return a Value object (section 4.1.2) as result. As we chose to use 

the Interpreter pattern, each subclass of Expression is responsible for implementing the 

appropriate algorithm for evaluating the expression it represents.  

Concerning type checking, all expressions must implement the methods checkType and 

getType. The checkType method is responsible for checking for type compatibility inside 

expressions, e.g., checking whether the two argument terms to a sum expression actually 

return an integer value. It produces a boolean value, where true indicates that the expression is 

correctly typed, and false otherwise. For accomplishing this task, in the case of nested 

expressions it is necessary to query the subexpressions about the type of their results. This is 
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the responsibility of the getType method, which returns a Type object (section 4.1.2), 

representing the type of the value produced by the relevant expression.  

4.1.2. Types 

A type is characterized by a set of values and operations on these values. It is useful to 

group the possible values of a language into types. For example, we can determine if a value 

is suitable for a specific operation if we know its type.  

We defined the interface Type that all types in our language must implement. This 

interface defines the equals method, so that we can compare the different types for equality. 

 

public class PrimitiveType implements Type { 
   
  public static final PrimitiveType INTEGER_TYPE = new PrimitiveType(1); 
  public static final PrimitiveType BOOLEAN_TYPE = new PrimitiveType(2); 
   
  private PrimitiveType(int typeId) { 
     this.typeId = typeId; 
  } 
   
  public boolean equals(Object obj) { 
    if (obj instanceof PrimitiveType) { 
       return this.typeId == ((PrimitiveType)obj).typeId; 
    } 
  } 
}       

Source Code 1 The PrimitiveType class implementation 

 
Our expression language operates only on primitive types, which are represented by the 

PrimitiveType class. Since the language does not permit the creation of new primitive types, 

we chose to define no public constructors for the class. Instead, we provide public static fields 

to represent each permitted primitive type in the language. Source Code 1 shows 

PrimitiveType source code. 

4.1.3. Values 

A value can also be seen as an expression, as its evaluation yields the value itself. Hence 

we define the Value interface, which inherits from the Expression interface, to represent all 

kinds of values.  

The concept of value embodies any entity that exists during a computation, like primitive 

values, pointers and even functions or method abstractions (for higher-level languages). Later 

on we will differentiate between concrete and abstract values. In EL1, however, we consider 

only concrete values, and particularly the primitive values Integer and Boolean. Hence, we 
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define the interface ConcreteValue to represent all kinds of values that can be compared. This 

interface defines the method equals(Value v) to state that all its descendents must support 

equality.  

Value
<<Interface>>

BooleanValue

value : boolean

evaluate()
equals()
checkType()
getType()

ConcreteValue

equals(value : Value) : boolean

<<Interface>>

IntegerValue

value : int

evaluate()
equals()
checkType()
getType()

Expression

evaluate(env : ExecutionEnvironment) : Value
checkType(env : CompilationEnvironment) : boolean
getType(env : CompilationEnvironment) : Type

<<Interface>>

 
Figure 16 Class Diagram for Values 

 
public Value evaluate() { 
 return this; 
} 
public Type getType() { 
       return PrimitiveType.BOOLEAN_TYPE; 
} 
public boolean checkType() { 
       return true; 
} 
public boolean value() { 
       return this.value; 
} 
public boolean equals(Valor val) { 
       if (val instanceof BooleanValue) { 
          return this.value == ((BooleanValue)val).value(); 
       } else { 
          return false; 
       } 
}       

Source Code 2 Methods for BooleanValue 

 

Each primitive type has a corresponding class. The class hierarchy is presented in Figure 

16. Thus, IntegerValue represents the integer values and BooleanValue represents the boolean 

values. These two classes implement the methods evaluate, getType, checkType and the 
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additional method value. The value method returns the actual Java value (int or boolean). It is 

necessary to actually perform the operations over these values. The implementation of such 

methods for the BooleanValue class is depicted in Source Code 2. The IntegerValue class has 

a similar implementation. 

4.1.4. Binary Expressions 

The binary expressions (which operate over two other expressions to produce a value) are 

represented by the abstract class BinaryExp (Figure 15). This class defines the common 

elements and behaviour for all kinds of binary expressions.  

The class BinaryExp defines the implementation for the method checkType (Source Code 

3). Type checking any binary expression involves two steps: (1) checking its sub-expressions 

for type consistency and (2) checking if the sub-expression types are suitable for the operation 

realized by the binary expression.  

The first task is accomplished by calling the checkType method for both the right and the 

left expression elements. Note this checking is equally necessary for all kind of binary 

expressions, therefore, it is implemented in the BinaryExp abstract class, in order to promote 

code reuse.  

The second checking demands a specific implementation for each binary expression, thus 

it is delegated to the checkSubExpressionsType abstract method. This way, every BinaryExp 

subclass must provide an implementation for this method, which determines whether the types 

of the left and the right expressions are suitable for the operation realized by the specific 

binary expression.  

Finally, the methods getLeftExpression and getRightExpression give access to the left and 

the right expressions, respectively.  

 
public boolean checkType() { 
 boolean result = true; 
 if(!getLeftExpression().checkType() || 
          !getRightExpression().checkType()) { 
  result = false; 
 } else { 
  result = this.checkSubExpressionsType(); 
 } 
 return result; 
} 

Source Code 3 Method checkType for BinaryExp 

 
A sum operation is an example of a binary expression and it is represented by the SumExp 

class, which inherits from BinaryExp. SumExp is, in fact, a Java concrete class, therefore it 
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can be created to represent any sum operation allowed by the language. Following the 

hierarchy, we can see that every subclass of BinaryExp must implement evaluate, getType, 

and checkSubExpressionsType methods.  

 

public Value evaluate() { 
  IntegerValue leftValue = (IntegerValue)getLeftExpression().evaluate(); 
  IntegerValue rightValue= (IntegerValue)getRightExpression().evaluate(); 
 
  return new IntegerValue(leftValue.value() + rightValue.value()); 
} 
 
public Type getType() { 
  return PrimitiveType.INTEGER_TYPE; 
} 
 
public boolean checkSubExpressionsType() { 
  Type leftType = getLeftExpression().getType(); 
  Type rigthType = getRightExpression().getType(); 
  return PrimitiveType.INTEGER_TYPE.equals(leftType) &&  
         PrimitiveType.INTEGER_TYPE.equals(rigthType); 
} 

Source Code 4 Methods for the SumExp class 

 
The evaluation of a sum operation involves obtaining the values of its left and right 

expressions, and then returning a new value corresponding to adding the left and the right 

values. This is the responsibility of the evaluate method from SumExp, and it is showed in 

Source Code 4.  

Since the integer type is the only numeric type in our language, the method getType in 

SumExp always returns a Type object representing the integer type (Source Code 4). 

Finally, the method checkSubExpressionsType must test the left and the right expression 

types to certify that their resulting values are suitable for a sum operation. That means that 

both expressions must yield an integer value (Source Code 4). 

The implementation of the evaluate, getType and checkSubExpressionsType methods for 

all other subclasses of BinaryExp follow the same pattern described for SumExp. Their 

implementations are straightforward, and therefore are omitted from this document. A 

complete description can be found in [35]. 

4.1.5. Unary Expressions  

The unary expressions are very similar to the binary expressions, differing in that they 

operate over only one argument to produce a value. They are represented by the abstract class 

UnaryExp, which also inherits from Expression (Figure 17). This class defines the common 

elements and behaviour for all kinds of unary expressions.  
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MinusExp

evaluate()
checkSubExpressionType()
getType()

NotExp

evaluate()
checkSubExpressionType()
getType()

UnaryExp

getExp()
checkSubExpressionType()

<<abstract>>

Expression

evaluate(env : ExecutionEnvironment) : Value
checkType(env : CompilationEnvironment) : boolean
getType(env : CompilationEnvironment) : Type

<<Interface>>

exp

 
Figure 17 Class Diagram for Unary Expressions 

 

A UnaryExp is composed of an expression, which can be accessed through the 

getExpression method. It also contains the abstract method checkSubExpressionType, which 

has the same purpose of its counterpart from BinaryExp.  

The implementation of evaluate, getType and checkSubExpressionType methods for 

UnaryExp follow the same pattern described for BinaryExp.  

4.1.6. Example of Program Creation and Execution 

For better understanding the language structure concerning execution (evaluation) of a 

program (in EL1 just an expression), we illustrate how a program is formed through the object 

diagram at Figure 18. The object structure corresponds to the following program in EL1: 

 
(5 - 2) == (2 + 1 + 1) 

 

For each language, we created a parser which is responsible for creating the program 

abstract syntax tree with the corresponding implementation components as the tree nodes. The 

program evaluation starts at the tree root, which in this case is an EqualityExp, through the 

execution of its evaluate method. In order to evaluate this component, it is first necessary to 

evaluate its operands, which are also expressions, according to the BNF. Thus, to evaluate the 

operands we also make use of their evaluate methods. This way, the evaluation will continue 

down on the tree, through the execution of the evaluate method on each of the tree nodes, 
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which represent the program elements. The recursion continues until it reaches the tree leaves 

evaluation, which are Value components. A Value component can be seen as the base case of 

the recursion, as its evaluation resumes to returning the value it represents. Then, from their 

resulting values the outer expressions will be evaluate, and so on until the topmost expression 

is evaluated, and the program finalizes. 

 

:EqualsExp

:SubExp :SumExp

:SumExp

leftExp rightExp

two:IntegerValue

leftExp rightExp

:Program

one:IntegerValue one:IntegerValue

leftExp rightExp

expression

leftExp rightExp

five: IntegerValue two: IntegerValue

  
Figure 18 Object Diagram for an EL1 example program 

 

4.2. The Expression Language 2 

This language is an evolution of EL 1. It reuses all components of EL1 and adds two new 

concepts: declarations and variables. Figure 19 shows the BNF for this language. The new 

language items are depicted in italics. 

In the previous section, we explained some EL elements by exploring implementation 

details. From now on, we focus only on our design decisions for modelling the programming 

concepts. A complete reference about the project, including all source code, can be found in 

[35].  

A variable is represented by a data structure composed of a single value which has a name 

to identify itself. So, a variable can be seen as an alias to some value stored by the program. 

Before using a variable, we first need to associate its identifier to the corresponding value. As 

variables in EL2 are like those in mathematics or in functional languages, once they are 

associated with a value, this cannot be changed. Therefore, the association is accomplished by 
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declaring this variable. The purpose of a declaration is to bind an identifier to some element. 

For the EL2, the only element that needs binding is a variable, but in other languages, which 

have more elaborated concepts, like functions, procedures and classes, we need other kinds of 

declarations, and all of them share the design of EL2.  

 

Program ::= Expression 

Expression ::= Value | BinaryExp | UnaryExp | Id | DeclarationExp 

Value ::= ConcreteValue 

ConcreteValue ::= IntegerValue | BooleanValue 

UnaryExp ::= “-” Expression | “not” Expression  

BinaryExp ::= Expression “+” Expression | Expression “-” Expression | 

              Expression “*” Expression | Expression “or” Expression | 

              Expression “and” Expression | Expression “==” Expression 

DeclarationExp ::= “let” Declaration “in” Expression 

Declaration ::= VariableDeclaration 

VariableDeclaration ::= “var” Id “=” Expression (“,” “var” Id “=”  
                        Expression)* 

Figure 19 BNF for Expression Language 2 

 

4.2.1. The Environment 

Before modelling declarations, we describe an important element that is used thorough the 

language evolution, the environment.  

Notice that for handling EL2 it is necessary to keep track of the identifiers and their 

bindings. This means we need a structure to store these bindings and make them accessible to 

all language elements. But this is a natural extension, because the Interpreter pattern itself 

includes an element to support this facility: the Context object.  

Actually, two contexts are needed: a static context, which records associations of 

identifiers and types (for type checking purposes), and a dynamic one, that records 

associations of identifiers and values (for program execution). 

In our design, the context acts as a Repository, as it provides the current values for the 

identifiers during the program execution. We defined the general interface Environment to act 

as our program context. It defines the methods incrementContext and restoreContext, which 

have the purpose of creating a new inner scope into the application context, and restoring to 

the previous outer scope, respectively, during program execution. 
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Environment

increment()
restore()

<<Interface>>

CompilationEnvironment

mapType(id, idType)
getType(id) : Type

<<Interface>>
ExecutionEnvironment

mapValue(id, value)
getValue(id) : Value

<<Interface>>

CompilationContext
contextStack : Stack

increment()
restore()
mapType()
getType()

ExecutionContext
contextStack : Stack

increment()
restore()
mapValue()
getValue()

 
Figure 20 The Environment Hierarchy 

 
A scope in the language is defined by the scope of a declaration. So, when starting a 

declaration, we define where its scope starts and where it ends. We also allow for nested 

declarations, which lead to nested scopes.  

The environment keeps track of the scope hierarchy, so that bindings in inner declarations 

are not visible to the outer ones; on the other hand, identifiers declared in an outer scope are 

visible inside an inner declaration, provided an identifier with the same name is not declared 

in the inner scope. So, the purpose of the incrementContext method is to create a new scope 

and add it to the environment, and the restoreContext removes the last introduced scope from 

the environment, thus implementing a stack of scopes. 

We define two subinterfaces which inherit from Environment, for the two notions of 

context discussed previously: the ExecutionEnvironment, which is used as argument to the 

evaluate method, regarding the program execution, and the CompilationEnvironment, which 

is used as argument to the checkType method, regarding the program type checking. 

The ExecutionEnvironment defines the methods mapValue, which is used to bind an 

identifier to a value, and getValue(Id), which returns the current value bound to the  informed  

identifier. For similar purposes, the CompilationEnvironment defines the methods mapType 

and getType. These interfaces and the classes that implement them can be seen in Figure 20. 

Note that the mapping methods permit only one assignment per identifier, so our variables 

act, in fact, like constants. This will remain true for the functional languages, which have no 
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side-effects. For imperative languages we extend the execution context signature so that it is 

possible to modify the value of variables. 

As we shall see in the following sections, it is often needed to extend the Environment to 

include extra information and functionality. Of course, we can use inheritance to create more 

specialized environments. Nevertheless, this approach has the drawback that an element, that 

needs some sort of functionality, must know exactly which subclass supports its needs. An 

example of this situation can be found in the evaluate method of the Application component 

(Source Code 9), where there is a need to perform a cast operation in order to access a 

functionality specific to an ExecutionEnvironment subclass. 

Another approach, which provides a more decoupled design, is to use aspects to define the 

new environment behaviours. AspectJ provides inter-type member declarations (Section 3.6), 

which allow adding new methods, attributes or even changing the inheritance hierarchy. This 

way, we can introduce new behaviour into the ExecutionEnvironment and 

CompilationEnvironment classes and let the language elements use the new functionalities, 

and remain unaware of the aspect influence.  

For example, consider that we need to extend the environment, so that it also supports 

mapping of identifiers to functions. Using the conventional approach, we would create a 

subclass to implement this new behaviour. Consequently, all elements that need this new 

functionality would have to use this specific subclass. Defining a simple Aspect like the one 

in Source Code 5, that would not be necessary. The Aspect code alters the 

ExecutionEnvironment class to introduce the desired behaviour while keeping the components 

unaware of the Aspect existence. This way, all elements that need the new funcionality would 

use the same ExecutionEnvironment component, as it is now influenced by the defined 

Aspect. This example will be described in more details in Section 4.3.1.  

 
1. public aspect FirstOrderFunctionAspect { 
2. //Introduces the Stack for storing Functions Blocks. 
3. private Stack ExecutionEnvironment.functionStack = new Stack(); 
4.  
5. //Introduces the necessary methods to  
6. //provide First Order Functions 
7. public void ExecutionEnvironment.mapFunction(Id id, Function f){ 
8.    StackHandler.mapIdObject(this.functionStack, id, f); 
9. } 
10. public Function ExecutionEnvironment.getFunction(Id id) { 
11.    return (Function)StackHandler.getFromId( 
12.                                       this.functionStack, id); 
13. } 
14. ... 
15. } 

Source Code 5 Example of extending the environment component using AspectJ 
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We already mentioned that we use aspects as an alternative approach. In fact, we have 

developed two implementations for our languages, one that uses only the OO techniques, and 

a second one that also makes use of aspects to create a more modular design. Therefore, 

throughout the sections, we explain the OO solution and when necessary, we state how we 

can use aspects to create a better solution. 

4.2.2. Declarations 

For representing all kinds of declarations in our language, we created the Declaration 

interface (Figure 21). It defines the method declare, which is responsible for actually 

including the declaration bindings into the environment, and checkType. An example of a 

concrete class is the VariableDeclaration class, which encapsulates the binding between an 

identifier and a value. Source Code 6 presents the implementation of declare and checkType 

methods for the VariableDeclaration class. 

 

Id

idName : String

evaluate()
checkType()
getType()

VariableDeclaration

getExpression()
getId()
getType()
checkType()
declare()

-varId

Expression

evaluate()
checkType()
getType()

<<Interface>>
-expression

Declaration

checkType(env : CompilationEnvironment) : boolean
declare(env : ExecutionEnvironment)
getId() : Id

<<Interface>>

DeclarationExpression

ExpDeclaracao()
avaliar()
checaT ipo()
getTipo()
toString()
getSeqDeclaracoes()
getExpressao()

-declaration

-expression

 
Figure 21 Class Diagram for Declaration 

 
public boolean checkType(CompilationEnvironment env) { 
      boolean expCheck = getExpression().checkType(env); 
      if (expCheck) { 
         env.mapType(getId(), getExpression().getType(env)); 
      } 
      return expCheck; 
} 
public void declare(ExecutionEnvironment env) { 
 env.mapValue(getId(), getExpression().evaluate(env)); 
} 

Source Code 6 Methods for the VariableDeclaration class 
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Note a declaration is an auxiliary concept, as it is not an expression (nor a command, as 

described in Section 4.5); thus the Declaration interface is not part of the Expression class 

hierarchy. On the other hand, a let construct is an expression; to model it we create 

DeclarationExpression that encapsulates an object of the type Declaration, and implements 

the Expression interface. When it needs to evaluate or check for type consistency, it does 

some common operations and delegates the declaration and type checking to each of its 

constituent declarations, which is an implementation of the Declaration interface (Source 

Code 7). This way, we keep the logic of the element declaration encapsulated inside each 

Declaration subclass. This approach of decoupling the structure from a specific algorithm is 

an instance of the Strategy pattern [19]. 

 
public boolean checkType(CompilationEnvironment env) { 
 env.increment(); 
 boolean typeChecking = true; 
 //Checks all declaration elements 
 for (Iterator iter = this.seqDeclaracoes.iterator(); 
  iter.hasNext() && (typeChecking);) { 
 
   Declaration d = (Declaration) iter.next(); 
    typeChecking = d.checkType(env); 
 } 
 //Checks inner expression 
 if (typeChecking) { 
   typeChecking = getInnerExpression().checkType(env); 
 } 
 env.restore(); 
 return typeChecking; 
} 
 
public Value evaluate(ExecutionEnvironment env) { 
      env.increment(); 
      Iterator iter = getDeclarations().iterator(); 
      while (iter.hasNext()) { 
   Declaration dec = (Declaration) iter.next(); 
   dec.declare(env); 
      } 
      Value result = getInnerExpression().evaluate(env); 
      env.restore(); 
      return result; 
} 
 

Source Code 7 Evaluate method  for the DeclarationExpression class 

 

4.2.3. Sample Programs 

In this section we present some sample programs to illustrate the use of variable 

declarations in our language. Figure 22 presents a program that defines two variables in 

separate declaration blocks.  The first block declares the variable x, and has as its inner 
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expression the declaration block for variable y. When executed, this program evaluates the 

variable declaration at line 1, which binds the identifier x to the boolean value true. Next, 

line 2 is executed and the variable y is declared in the same fashion. Finally, the boolean 

expression at line 3 is evaluated and yields a true value, which is the program result. 

 
1. let var x = true in   

2.    let var y = false in  

3.       y or x and (not y) 

Figure 22 Sample program for the EL2 language 

 
The next program, in Figure 23,  is a more elaborated one as it presents some interesting 

properties of the EL2. First, we can see, at line 2, that the program declares three variables (x, 

y and z) using a single declaration block. From a quick analysis of Source Code 7, it becomes 

clear that the DeclarationExpression implements a sequential declaration. Thus, each 

declaration is elaborated one after another. Because of this behaviour it is possible to use the 

variable z in the sum expression while declaring variable y at line 2. If we wanted to change 

the behaviour of EL2 so that we have collateral declarations, instead of sequential 

declarations, we would just modify the DeclarationExpression component. This modification 

would affect all kinds of element declarations. 

 
1. let var x = 3 in   

2.    let var z = 1, var x = x + 1, var y = x + z in  

3.       y + x 

Figure 23 Sample program for the EL2 language 

 

Another point to notice is the declaration of variable x at line 2. According to the 

VariableDeclaration implementation (Source Code 6), the assigned expression is evaluated 

first and then the identifier is bound to the resulting value. Thus, the value of variable x used 

at the sum expression is actually from the variable x declared at line 1, which is defined in the 

outer scope. This way, the second variable x is bound to 4. On the contrary, while declaring 

the variable y, the value retrieved for variable x at the sum expression is 4. This is because of 

the sequential nature of the declarations, which makes the variable x at line 2 available to the 

subsequent declarations in the current block. 

Finally, at line 3, the value retrieved for variable x can be ambiguous, as there are two 

variables with this name. Actually, as we discussed in Section 4.2.1, our language works with 
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nested scopes. Thus, the value retrieved for an identifier, corresponds to the one in the 

innermost scope. In this case, the sum expression results in the value 9. 

4.3. The Functional Language 1 

By evolving the expression language with the concept of functions, we can create a new 

language that conforms to the functional paradigm. Like the expression language, this 

language has the referential transparency property, as it does not allow side-effects. We will 

see that due to the modularity of the language design, the evolution to this functional language 

is only a matter of adding the newly developed components and reusing the already created 

ones. This is a great advantage (also for teaching) because one can focus on the new 

constructs to understand the functional paradigm concepts. Figure 24 presents the newly 

added elements, which are depicted in italics. The reaming elements should be considered as 

they were defined for the EL2 in Figure 19.  

 

Program ::= Expression 

Expression ::= Value | BinaryExp | UnaryExp | Id |  
               DeclarationExp | Application | IfThenElse 

Declaration ::= VariableDeclaration | FunctionDeclaration 

FunctionDeclaration ::= “func” Id “(” (Id)* “)” “=” Expression 

Application ::= Id “(” (Expression (“,” Expression)*)? “)” 

IfTheElse ::= “if” Expression “then” Expression “else” Expression 

Figure 24 BNF for Functional Language 1 

 
 

IfThenElse

evaluate()
checkType()
getType()
getCondition()
getThenExpression()
getElseExpression()

Expression
<<Interface>>

-condition

-thenExpression

-elseExpression Declaration

checkType()
declare()
getId()

<<Interface>>

Function

getType()
checkType()
getBody()

FunctionDeclaration

getId()
getExpression()
getFunction()
getArity()
checkType()
declare()

-function

Id
-functionId

Aplication

evaluate()
checkType()
getType()
getFunction()
getArguments()

-functionId

 
Figure 25 Class Diagram for FL1 
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As it is an extension of the EL2, a program in our functional language is also an 

expression. The newly created elements, that concern the concept of functions, are the 

Application, FunctionDeclaration and Function classes, presented in Figure 25. 

A function is an abstraction of an expression, just like variables are of values. It has a 

name to identify itself, a body, which is an expression, a parameter list, which is used for 

passing values to the body of the function, and a return value, which is the result of evaluating 

the function. Before using a function, we need to define its whole structure and associate it to 

a name (an identifier). So, just like variables, we need a way of declaring functions. 

In section 4.2.2, we already explained how we decoupled the declaration algorithm from 

the structure element of the language (DeclarationExpression). Therefore, adding function 

declarations to our language is just a matter of creating the FunctionDeclaration class. It 

implements the Declaration interface and it is responsible for binding an identifier to the 

corresponding function definition, which in turn is modelled as a Function object. Its 

implementation is depicted in Source Code 8. 

 
public boolean checkType(CompilationEnvironment env) { 
    env.increment(); 
    env.mapType(getId(), getFunction().getType()); 
    boolean typeCheck = getFunction().checkType(); 
    env.restore(); 
    return typeCheck; 
} 
 
public void declare(ExecutionEnvironment env) { 
    FunctionalExecutionEnviroment fe = (FunctionalExecutionEnviroment)env; 
    fe.mapFunction(getId(), getFunction()); 
} 

Source Code 8 Methods for the FunctionDeclaration class 

 

The Application class represents the application of a function to some real parameters; 

therefore, it encapsulates the identifier of the function to be evaluated and the actual 

parameters. Its evaluate method (Source Code 9) is responsible for evaluating the actual 

parameters, recovering the function definition from the environment, binding the formal 

parameters to the values yielded by the actual parameters, and executing the function’s body 

to return the resulting value. So, it is clear that the Application class encapsulates the logic for 

function application. Concerning teaching, students can try alternatives for parameter passing 

or evaluation mechanisms by only modifying this class. The implementation in Source Code 9 

supports a parameter passing by value mechanism. 
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public Value evaluate(ExecutionEnvironment env) { 
  FunctionalExecutionEnvironment fev = (FunctionalExecutionEnvironment)env; 
  Function function = fev.getFunction(getFucntionId()); 
  List formalParameters = function.getParameters(); 
      
  //Creates a mapping between the formal parameter identifiers  
  //to their corresponding real parameter values  
  Map paramBindings = resolveParametersBindings(fev, formalParameters); 
  env.increment(); 
   
  //Includes the parameter bindings into the Environment scope 
  includeParametersBindings(fev, paramBindings); 
   
  //Executes the function body 
  Value result = getFunction().getExpression().evaluate(fev); 
  env.restore(); 
      
  return result; 
} 

Source Code 9 Evaluate method for the Application class 

 
The IfThenElse construct represents a conditional expression and yields the value of the 

Then expression if true, otherwise, returns the value of the Else expression. This element is 

not associated with the functional paradigm, but we introduce it to give more expressiveness 

to our language. 

4.3.1. Extending the Environment 

In order to support these new functionalities in FL1, we also need to extend the 

ExecutionEnviroment in order to add the new methods mapFunction and getFunction. We 

have seen in Section 4.2.1 that this can be accomplished by either creating new subclasses or 

through a new aspect to enhance the existing ExecutionEnviroment class. Of course, these 

approaches can also be used to extend the CompilationEnvironment class. 

Creating a new subclass of the ExecutionEnvironment class to support the new 

functionalities has a drawback, as the elements that use these new functionalities need to be 

aware of which subclass they should use. This dependency can be found, for example, in 

Source Code 8, where the declare method for the FunctionDeclaration class performs a cast 

operation to access the mapFunction operation. Source Code 9 presents another example of 

this dependency, as during the Application element evaluation, it needs to retrieve a function 

definition from the environment. 

In our alternative implementation for the FL1, we use aspects to introduce the new 

operations into the ExecutionEnvironment class without creating a new subclass. Therefore, 

we defined an aspect called FisrtOrderFunctionAspect to perform this task. It has this name, 
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as it introduces functionalities to provide support for first order functions to FL1. In Source 

Code 10 we present the aspect implementation.  

 
16. public aspect FirstOrderFunctionAspect { 
17. //Introduces the Stack for storing Functions Blocks. 
18. private Stack ExecutionEnvironment.functionStack = new Stack(); 
19.  
20. //Introduces two auxiliary methods. 
21. private void ExecutionEnvironment.incrementFunctionStack() { 
22.    this.functionStack.push(new HashMap()); 
23. } 
24. private void ExecutionEnvironment.restoreFunctionStack() { 
25.    this.functionStack.pop(); 
26. } 
27.  
28. //Introduces the necessary methods to  
29. //provide First Order Functions 
30. public void ExecutionEnvironment.mapFunction(Id id, Function f){ 
31.    StackHandler.mapIdObject(this.functionStack, id, f); 
32. } 
33. public Function ExecutionEnvironment.getFunction(Id id) { 
34.    return (Function)StackHandler.getFromId( 
35.                                       this.functionStack, id); 
36. } 
37.  
38. //POINTCUTS for the increment and restore methods calls. 
39. pointcut executEnvironmentIncrement(ExecutionEnvironment ee):  
40.    call (public * ExecutionEnvironment+.increment(..)) && 
41.    target(ee); 
42.  
43. pointcut executEnvironmentRestore(ExecutionEnvironment ee):  
44.    call (public * ExecutionEnvironment +.restore(..)) &&  
45.    target(ee); 
46.  
47. //ADVICES to increment and decrement the functionStack 
48. after (ExecutionEnvironment ee)  
49.    returning : executEnvironmentIncrement(ee) { 
50.    ee.incrementFunctionStack(); 
51. } 
52.  
53. after (ExecutionEnvironment ee)  
54.    returning : executEnvironmentRestore(ee) { 
55.    ee.restoreFunctionStack(); 
56. } 
57. } 

Source Code 10 The FirstOrderFuncionAspect implementation 

 

Using the AspectJ static introduction feature (Section 3.6), we are able to add the 

necessary attributes and methods into the ExecutionEnvironment component (lines 2 to 20). 

Besides the methods introduction, we also need to increment and restore the function stack for 

every call to the increment and restore methods respectively. This is achieved through the 

pointcuts defined at lines 23 to 30, which intercept all method calls to the increment and 

restore methods defined at the ExecutionEnvironment class. Finally, the advices implemented 
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at lines 32 to 41 actually increment or decrement the functions stack, depending on which join 

point is intercepted. As we provide a specific stack for storing the functions bindings, it is 

possible for a variable and a function to share the same identifier in the same scope. 

With this approach, the elements from FL1 are unaware of the aspect, while they can still 

use the ExecutionEnvironment element, which, because of the aspect influence, now gives 

support to the new operations. Under this scenario, the cast operation in Source Code 9 

becomes unnecessary, therefore eliminating the dependency between the FL1 elements to 

some specific ExecutionEnvironment subclass. 

4.3.2. Sample Programs 

This section presents some sample programs to illustrate the use of functions in the 

Functional Language 1.  

In Figure 26, we declare the variable x at line 1, and then declare the sum function at line 

2. Note that one of the sum function parameters has the same identifier as the variable at line 

1. This is not a problem because, when evaluating the function application (at line 3), a new 

scope is created before the function body evaluation (Source Code 9). Thus, when executing 

the function body, the x identifier refers to the function parameter, which is in the inner 

scope, instead of the x variable at line 1, which is defined in an outer scope. However, at the 

moment of the function application, the x identifier is used as a real parameter. In this point, 

the inner scope does not exist yet, so the identifier refers to the variable x defined at line 1. 

This program yields the value 5. 

 
1. let var x = 3 in   

2.    let fun sum (x y) = x + y in  

3.       sum(x, 2) 

Figure 26 Use of functions in FL1 

 
The next sample program (Figure 27) shows the declaration of function mult, which 

implements the arithmetic multiplication operation. The interesting point to note is that we 

make use of the IfThenElse component to create a recursive implementation for the mult 

function. This program yields the value 35. 

 

1. let fun mult (x y) =  

2.     if (x == 0) then (0) else (y + mult (x - 1, y))  

3.     in mult(5, 7) 

Figure 27 Using recursive functions in FL1 
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4.3.3. Type Checking in FL1 

At the function declaration, we obtain the function type (FunctionalType) and store in the 

Environment. Later, the Application component uses this type to check the consistency with 

the real parameters. A function type is composed of the function parameters types and its 

result type.  

As we do not explicitly define the function parameters types, we need to infer them, based 

on the operation realized over them inside the function body. For accomplishing this task, we 

have defined the RestrictTypesVisitor class, which follows the Visitor design pattern detailed 

in Section 3.2. It works by traversing the function body elements in search of expressions 

where the function parameters are referenced. The types of these expressions can be used to 

restrict the possible types the parameters can admit. For example, if a parameter “X” is used 

as an operand for a SumExpression element, it can only accept values of integer type.  

 
public static Map visitAndExp( 
   AndExp currentExp, // the current expression being explored 
   CompilationEnvironment env, // the compilation environment 
   Map idToTypeMapping, // the id to discovered type mapping   
   Type expectedType // the expected type for the enclosing expression 
) { 
   //Informs that the leftExp should be of type boolean 
   idToTypeMapping = visit (currentExp.getLeftExp(), env,  
                            idToTypeMapping, PrimitiveType.BOOLEAN_TYPE); 
 
   //Informs that the rightExp should be of type boolean 
   idToTypeMapping = visit(currentExp.getRightExp(), env, 
                           idToTypeMapping, PrimitiveType.BOOLEAN_TYPE); 
   return idToTypeMapping; 
} 

Source Code 11 visitAndExp method implementation for RestricTypesVisitor class 

 

According to the Visitor pattern, the RestrictTypesVisitor class defines methods for every 

expression component; in each of these methods it specifies the expected type for its 

subelements. An example is depicted in Source Code 11, where visitAndExp method states 

that the left and right expressions for an AndExp component should be of type boolean. This 

expected type is used to restrict the possible types the subelements should have. The visit 

method is then used recursively with the expression subelements, until the Visitor reaches an 

occurrence of the parameters identifiers.  

When reaching an Id element, the Visitor’s visitId method is executed. This method is 

responsible for actually restricting the possible types for its corresponding identifier, which 
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might be one of the function parameters. Its implementation is depicted in Source Code 12. 

Note that the code concerning types intersection is delegated to the intersect method from 

Type interface. This way, each Type subclass must provide an implementation that dictates its 

compatibility to other types. If there is no expression that restricts a parameter type, for 

example, when a parameter is declared but never used inside the function, we keep it bound to 

the UniversalType. This way, when calling the function, this parameter can receive any kind 

of value, as the UniversalType is compatible to any existing type. 

 
public static Map visitId(Id currentExp, CompilationEnvironment env,  
                          Map idToTypeMapping, Type expectedType) { 
 
   Type actualExpectedType = (Type)idToTypeMapping.get(currentExp); 
   Type commonType = expectedType.intersect(actualExpectedType); 
   idToTypeMapping.put (currentExp, commonType); 
   return idToTypeMapping; 
} 

Source Code 12 Implementation of visitId method for the RestricTypesVisitor class 

 

Another point to consider is that using the RestrictTypesVisitor class requires some 

changes in the expression components. According to the Visitor pattern, all expression 

elements should implement an accept method to enable the Visitor object execution. 

Obviously, introducing changes in all components is not a desired effect, but we can avoid it 

by using aspects. An AspectJ implementation for the Visitor pattern has some advantages 

over the pure Java implementation, as stated in [24]. In fact, through AspectJ static 

introduction feature, it is possible to introduce code related to the pattern implementation into 

expression elements without modifying their current implementation. This way, we can 

enable the use of the Visitor pattern while maintaining the original implementation of our 

components.  Source Code 13 shows part of AspectVisitorAcceptance implementation, which 

introduces the accept method into all expression elements. 

 

public aspect AspectVisitorAcceptance { 
   
  public void AndExp.accept(Visitor v) { 
    v.visitAndExp(this); 
  } 
  public void IntegerValue.accept(Visitor v) { 
    v.visitIntegerValue(this); 
  } 
  // implementation continues... 
} 

Source Code 13 Aspect for enabling the Visitor pattern 
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4.4. The Functional Language 2 

In FL1, the functions are first-order elements, which means they cannot be passed as 

parameters, stored in variables or yielded as result. The presence of higher-order functions is a 

powerful characteristic found in most real world functional languages, and should also be 

incorporated to our language. To accomplish this, we defined the FL2, which is an upgrade 

from the FL1 with functions having the status of any other value in the language. Figure 24 

shows the BNF for FL2, which now allows programs like the one in Figure 28, where the 

function add(x) produces another function as result. As the FL2 is an evolution of the FL1, 

its BNF also extends from the FL1 BNF. Therefore, Figure 29 presents only the newly added 

elements, which are depicted in italics. The remaining elements should be considered as they 

were defined for the FL1 in Figure 24. 

The notation fn x . F (x) introduces an anonymous function with parameter x and body F, 

in which x will namely occur; it is an alternative notation to a lambda abstraction. 

 

1. let func add (x) = fn (y) . x + y in 

2.    let var id = add(0), var x = 4 in 

3.       id(1) + x 

Figure 28 Sample program for the FL2 language 

 
In this section, we show how to evolve our model to support higher-order functions, using 

only the OOP capabilities. Although it seems an appropriate solution, in Section 4.4.1 we 

demonstrate how AspectJ can provide an even more elegant solution.  

 

Program ::= Expression 

Value ::= ConcreteValue | AbstractValue 

AbstractValue ::= FunctionValue 

FunctionValue ::= “fn” “(” (Id)* “)” “.” Expression 

Figure 29 BNF for Functional Language 2 

  
It may seem to require a lot of work to transform our language so that it can use function 

as values (higher-order functions), but, surprisingly perhaps, it is not. Due to the modular 

design, it is simple to include this characteristic. The main modification is to use the concept 

of inheritance and make the class Function to implement the Value interface. Actually, we 

created the subinterface AbstractValue, which is the immediate interface Function should 

implement (Figure 30). We classify as concrete values those which admit a syntactic equality 



 
54 

operation, and as abstract values those which involve some form of abstraction. In FL2 the 

only kind of value in the latter category are functions, which abstract expressions. Other 

examples are the elements of abstract data types and classes. 

As we want both FL1 and FL2 to coexist, we need to create the new class 

HigherOrderFunction, which is a replication of the Function class including the 

implementation of the required methods from the Value interface. 

Besides this new class, other minor modifications are necessary. First, as we are using the 

HighOrderFunction class instead of the Function class, for representing functions, all classes 

that directly depends on the Function class also needs to be modified. Therefore, we defined 

the HigherOrderFunctionDeclaration class, which is just a replication of FunctionDeclaration 

that uses the HigherOrderFunction class. Another impacted class is the Application class. In 

FL1, it used the Function internal expression to produce a result, but now the 

HigherOrderFunction itself has an evaluate method that yields a value. This explains the need 

to define the HigherOrderApplication class.  

Notice that we do not need the Environment to keep a specific collection to store functions 

anymore. As functions are also values, they can now be stored as any ordinary value. So the 

methods mapFunction and getFunction become redundant in the FL2. 

The type checking phase for the FL2 elements is achieved through the checkType method, 

similarly to FL1. Therefore, for the sake of simplicity, we will not explore it here.  
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Figure 30 Class Diagram for FL2 – OO Solution 

 

4.4.1. Aspects for Defining Function Classes 

The purely OO solutions described so far allow an elegant modelling style, but they are 

not free from drawbacks, like class replication and minor modifications spread throughout the 
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code. These negative points can easily be addressed by using aspects in a way that we can 

more comfortably define, for instance, which kinds of function we want to allow in the 

language, first-order or higher-order. 

It is important to realize first the differences between the above FL1 and FL2 

implementations. In summary: FL1 needs the methods mapFunction and getFunction from the 

Environment; FL2 needs the Function class to implement the AbstractValue interface, and 

some minor modifications in the Application and FunctionDeclaration classes. 
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Figure 31 Class Diagram for FL2 - AspectJ solution 

 
We defined two aspects responsible for setting first-order and higher-order functions. 

These elements are called: FisrtOrderFunctionAspect, already explored in Section 4.3.1, and 

HigherOrderFunctionAspect, respectively. A class diagram with the aspects influence is 

shown in Figure 31.  

The HigherOrderFunctionAspect (Source Code 14) has two tasks, which are achieved 

through the inter-type declarations feature present in AspectJ (Section 3.6). First, it makes the 

Function class to implement the AbstractValue interface (line 3). This modification will 

require the Function class to implement the evaluate method. Thus, the aspect also introduces 

the evaluate method implementation(lines 6-8), for the Function class to conform to the 

AbstractValue interface. This step implies that we do not need any longer to replicate the 

FunctionDeclaration, as we are still using the same Function class, but now under the aspect 

influence. Second, to slightly modify the behaviour of the evaluate method at the Application 

class, so that it delegates the function evaluation to the Function object itself. 



 
56 

In summary, we end up with a common set of classes for both languages, and two aspects, 

one responsible for ensuring that functions are first-order elements, and the other to make 

them higher-order. 

This solution is more modular and flexible than the OO one, as we concentrated all the 

modifications in the respective aspects, instead of creating new classes to support the new 

feature. Now choosing between treating the functions as first-order or higher-order elements 

is only a matter of using the appropriate aspect. 

 
public aspect HigherOrderFunctionAspect { 
     //Makes the Function class to implement the AbstractValue interface. 
     declare parents: Function implements AbstractValue; 
      
     //Adds the evaluate method to the Function class. 
     public Value Function.evaluate(ExecutionEnvironment env) { 
         return this;  
     } 
} 

Source Code 14 The HigherOrderFuncionAspect implementation 

4.5. The Imperative Language 1 

The imperative paradigm is based on the idea of a modifiable store, which maintains the 

current state of the program, represented by a set of bindings that can change over time. 

Imperative programming languages provide a variety of commands for modifying the state of 

the program.  

The central notion of our imperative language is a command; therefore, an imperative 

program is itself a command. Three other relevant concepts are variables, assignments, 

sequencing and I/O commands. Figure 32 shows the BNF for the Imperative Language 1. 

Note the expression elements were omitted for the sake of simplicity. Since this language 

reuses the expression elements from EL1, these should be considered as they were defined in 

Section 4.1. If we wanted our imperative language to support functions just like Pascal does, 

we could have extended it from the Functional Language 1. However, we choose for creating 

an imperative language without such abstraction mechanism. In Section 4.6, we describe 

procedures which serve as abstractions to commands. 

Note that in our imperative language, commands and expressions are two separate 

components, which is not exactly the case for some imperative languages such as Java and C. 

We decided for this approach as it makes very clear the differences between the two concepts. 

The commands are the main elements of our imperative language, while the expressions are 
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an auxiliary component, used by some commands, mainly for generating or operating on 

values. In Chapter 5, we discuss how to treat commands and expressions interchangeably.  

 

Program ::= Command 

Command ::= Assignment | While | IfThenElse | CommandSequence | 
            DeclarationCommand | IO | Skip 

Assignment ::= Id “:=” Expression 

While ::= “while” Expression “do” Command 

IfThenElse ::= “if” Expression “then” Command “else” Command  

CommandSequence ::= Command “;” CommandSequence | Command “;” 

DeclarationCommand ::= “{” Declaration “;” Command “}” 

IO ::= Read “(” Id “)” | Write “(” Expression “)” 

Declaration ::= TypedVariableDeclaration 

TypedVariableDeclaration ::= SimpleVariableDeclaration |  
                             CompoundVariableDeclaration  

SimpleVariableDeclaration ::= “var” Type Id “=” Expression  

CompoundVariableDeclaration ::= SimpleVariableDeclaration 
                                (“,” SimpleVariableDeclaration)* 

Type ::= PrimitiveType 

PrimitiveType ::= “int” | “boolean” 

Expression ::= ...  

Figure 32 BNF for Imperative Language 1 

 
Because we still need to use the expressions concept, it is natural that we reuse the 

previously developed components, and this is exactly what we do. All the elements related to 

the expression language EL1 (Section 4.2) are reused to represent expressions in the 

imperative language. We extend EL1 rather than EL2 for simplicity. 

A command is an element that can modify the state of the program modelled by the 

environment. Thus, we created the topmost interface Command that must be implemented by 

all commands. It defines the methods execute, which is responsible for executing the 

command and returning the modified environment, and checkType. Note this is the same 

approach we have adopted for the expression and functional languages, differing only 

because, in these languages, expressions are the central concern. Thus, we keep an uniform 

design throughout the languages. 

 The first concept we explore is that of sequencing. The output of an imperative program 

is dependent on the order of the commands it executes. To model this concept, we create the 

CommandSequence component. It is itself a command, but also a compound element, as it 

encapsulates two commands. So we are using here an instance of the Composite pattern. This 
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way, we can use a single command or compose them using the CommandSequence element, 

and treat them interchangeably. 

For declaring variables, there are some minor modifications from the previous languages. 

We have already explored untyped variables in FL2. As most of the real imperative languages 

use typed variables, we choose to explicitly define the variable types at their declaration in 

IL1, although we could still reuse the components from FL2 and give support to untyped 

variables.  

Although we are defining a new kind of variable declaration, we can still reuse the 

previously defined components from EL2 (Section 4.2.2), by creating a subclass of 

VariableDeclaration. Thus, the TypedVariableDeclaration component is a specialization of 

VariableDeclaration, which adds a type to its internal state. From the behaviourial perspective, 

the only difference is that now the expression type must be compatible to the defined variable 

type. This can be easily accomplished by overloading the checkType method and including 

this additional checking. 

It is interesting to observe that variable declarations in EL2 introduce mathematical 

variables (constants), whereas in IL1 they introduce explicitly typed programming variables. 

Despite the difference of concepts, our design made it still possible to reuse the previous 

elements. 

So far, we have defined the new variable declaration component, but remember from 

Section 4.2.2, that these components responsibility is to encapsulate the declaration algorithm, 

thus they do not participate in the Command class hierarchy. In the EL2, we defined the 

DeclarationExpression component for encapsulating a Declaration. In the IL1, the central 

notion is a command, so we need to define the DeclarationCommand element which has the 

same purpose as its counterpart in EL2. 

 
public ImperativeExecutionEnvironment execute( 
                                       ImperativeExecutionEnvironment env) { 
 
       env.changeValue(getId(), getExpression().evaluate(env)); 
       return env; 
} 
 
public boolean checkType(ImperativeCompilationEnvironment env) { 
        return getExpression().checkType(env) && 
               getId().getType(env).equals(getExpression().getType(env)); 
} 

Source Code 15 Execute and CheckType methods for the Assignment class 

 
An important characteristic of the IL1 is the ability to directly modify the state of the 

program, which is represented by its set of variables. This normally happens as the effect of 
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executing an Assignment command (x := e), which assigns the value of e to the declared 

variable x. We therefore need the ExecutionEnviroment to be extended in order to provide the 

functionality of modifying the value of a declared variable. Consequently, this operation is 

responsible for violating referential transparency: a property which is true for both expression 

and functional languages. It also must enforce that the value being assigned is compatible 

with the variable type. Source Code 15 presents the Java code for the Assignment component. 

The final concept introduced in IL1 is that of commands for processing data input and 

output, or simply I/O. The input and output devices are abstractly modelled as lists of values, 

which can be accessed by the program through the environment. This way, we again extend 

our environment so that we are able to read from the input list and write to the output list. The 

Read and Write commands are responsible for executing the I/O operations. Every time a 

Read command executes, it asks the environment for a new value from the input list and 

assigns it to the variable (generating a side-effect similar to an assignment command). The 

effect of the Write command is insert a given value into the output list. 
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checkType()
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Figure 33 Class Diagram for Imperative Language 1 

 

The IfThenElse component is responsible for creating conditional constructs. It evaluates 

the conditional expression and executes the command defined inside the Then block if true, 

otherwise, executes the command defined inside the Else block. Notice that although the 

IfThenElse component has the same behaviour as its counterpart in FL1, it is implemented as 

a different component in order to be part of the Command hierarchy.  
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To support the creation of loop statements, we defined the While component. It is a 

command where behaviour encompasses executing its inner command statement while the 

expression defined as its guard yields the value true. 

The type checking phase for the IL1 elements is achieved through the checkType method, 

similarly to the previous languages. Therefore, we do not explore it here, since its 

implementation is rather simple, and it will not contribute to enrich our discussion about the 

language design.  

4.5.1. Sample Programs 

This section presents some sample programs to illustrate the use of commands in the 

Imperative Language 1.  

In Figure 34 we show some use of the I/O operations read and write. First, we have an 

integer variable declaration at line 1, and then we use the read command at line 2 to assign a 

new value to our variable from the input list. Inside the IfThenElse construct we have some 

calls to the Write element, which adds to the output list the current value of variable x. 

 
1. var int x = 0; 

2. read(x); 

3. (if x == 4 then 

4.     write(x) 

5.  else 

6.     read(x); 

7.     write(x); 

8. ) 

Figure 34 Use of I/O operations in IL1 

 
In Figure 35, through the use of the while and assignment components, we use the x 

variable as a counter to print its current value 4 times into the output list. Actually, at the end 

of the program execution, the output list will contain the values: 1, 2, 3, and 4. 

 
1. var int x = 0; 

2. (while not x == 5 do x:=x+1;write(x);) 

Figure 35 Use of while and assignment constructs in IL1 
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4.6. The Imperative Language 2 

The Imperative Language 2 (IL2) is an evolution of the previous one. IL2 reuses all design 

elements of IL1 and adds the concept of procedures. The BNF for this language is shown in 

Figure 36. 

Procedures have similarities with functions but have also significant differences. Both of 

them serve as an abstraction mechanism, as they define an interface for operating on them, 

and encapsulate a piece of code to be executed. The difference lies in the fact that procedures 

abstract commands whereas functions abstract expressions. 

 

Program ::= Command 

Command ::= Assignment | While | IfThenElse | CommandSequence | 
            DeclarationCommand | IO | Skip | ProcedureCall  

Declaration ::= TypedVariableDeclaration | ProcedureDeclaration 

ProcedureDeclaration ::= AtomicProcedureDeclaration |  

                         CompoundProcedureDeclaration 

AtomicProcedureDeclaration ::= “proc” Id “(” (ParametersList)? “)” “{”  
                               Command “}” 

CompoundProcedureDeclaration ::= AtomicProcedureDeclaration “,”            

                                 ProcedureDeclaration 

ParametersList ::= Type Id | Type Id “,” ParametersList 

ProcedureCall ::= “call” Id “(” (Expression (“,” Expression)*)? “)” 

Figure 36 BNF for Imperative Language 2 

 
Because a function is an expression, it yields a value as a result of its execution. A 

procedure is a command; therefore it does not return a value, but it can modify the program 

state, represented by the environment, and return the modified environment, just like any 

other command. 

Many real world languages do not distinguish procedures from functions. They treat them 

as a single component, so that the programmer can create procedures which execute 

commands and also return a value. Similarly, functions in languages like Pascal return values 

but might also modify the program state, as the body of a Pascal function is a command rather 

than an expression. Again, we choose to have a clear separation between the two concepts.  

To include the procedure concept to our language, we need to define two components: a 

declaration and an execution part. The first one is addressed by the ProcedureDeclaration 

component. As any other declaration component we have seen so far, it extends the 
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Declaration interface, keeping the uniformity of our design. Figure 37 shows the class 

diagram for these new components of IL2. 

In order to execute a procedure, we need to call it by providing a list of expressions (actual 

parameters), one for each formal parameter in the procedure definition. The ProcedureCall 

component is the one responsible for supporting procedure calls in EL2. The implementation 

of its execute method is depicted in Source Code 16.  

The execution of a procedure call involves the following actions: First the procedure 

definition is retrieved from the ExecutionEnvironment; then the parameters are bound to the 

values produced by the expression list; and finally the procedure body is executed. All these 

actions take place inside an inner scope, which explains the calls to the increment and 

decrement methods of the ExecutionEnvironment. The implementation of the 

bindParameter method, in Source Code 16, assumes a parameter passing by value 

mechanism, as it only deals with the values yielded by the actual parameters, which are 

evaluated from left to right.  

The behaviour of the ProcedureCall component is very similar to the one described for the 

Application component in Section 4.3. Although they share these similarities, each of them 

participates in distinct class hierarchies. While the ProcedureCall is a command, the 

Application is an expression component. Besides, the type checking phase for the parameter 

list in each of them differs. 

 
public ImperativeExecutionEnvironment execute( 
                                       ImperativeExecutionEnvironment env) { 
 
      ImperativeExecutionEnvironment2 env2 =  
   (ImperativeExecutionEnvironment) env; 
      Procedure proc = env2.getProcedure(getProcedureId()); 
      env2.increment(); 
      List formalParameters = proc.getFormalParameters(); 
      env2 =  bindParameters(env2, formalParameters); 
      env2 = (AmbienteExecucaoImperativa2) proc.getBody().execute(env2); 
      env2.restore(); 
      return env2; 
} 
private ExecutionEnvironment bindParameters( 
  ExecutionEnvironment env, 
  List formalParameters) { 
 
      for (int i=0; i<formalParameters.size(); i++) { 
         Expression exp = getActualParameter(i); 
         Id parameterId = (Id) formalParameters.get(i); 
         env.mapValue(parameterId, exp.evaluate()); 
 } 
 return env; 
} 

Source Code 16 Execute method for the ProcedureCall class 
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When defining a procedure, one needs to specify each parameter type just like in ordinary 

variable declaration. This decision facilitates the detection of type inconsistencies during a 

procedure call and definition. 

At this point, we can compare the approaches used for modelling function and procedure 

parameters. The former relies on type inference, allowing the same function to be applied to 

different types of parameters (polymorphism), but needs some extra effort from the compiler 

in order to guarantee the absence of type inconsistencies.  
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Figure 37 Class Diagram for Imperative Language 2 

  
Therefore, in the IL approach it is easier to check the procedure body for type 

inconsistencies related to operations involving the parameters, as their types are explicitly 

defined. The same happens for type checking a procedure call. All we need is to compare the 

types defined in the procedure declaration with the types of the expression list provided as 

argument of the procedure call. Of course, we could have adopted the same type inference 

mechanism used for the functional languages. Therefore, using a different mechanism for the 

imperative languages is useful, as it provides the students the opportunity to compare the two 

approaches. 

4.6.1. Sample Program 

This section presents a sample program to illustrate the use of procedures in the 

Imperative Language 2.  

In Figure 38, we have defined a procedure called writeDouble which writes the double 

value of parameter i (lines 2 to 5). Then, at line 6, we call this procedure using variable x, 

defined at line 1, as its parameter. 
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1. var int x = 4; 

2. proc writeDouble(int i){     

3.    i:= i+i; 

4.    write(i); 

5. }; 

6. call writeDouble(x); 

Figure 38 Use of procedures in IL1 

4.7. The Object-Oriented Language 

The object-oriented paradigm is actually an evolution of the imperative paradigm. As it 

provides some concepts that substantially alter the way programmers model real world 

entities, it is considered by some authors (as well as in this work) a separate paradigm. 

With Object-Oriented Programming (OOP), objects are each viewed as a separate entity 

having its own state, which can be modified during program execution. In this language, we 

focus on the concepts of objects and classes.  

 
Program ::= (ClassDeclaration “;”)* Command 

Command ::= Assignment | While | IfThenElse | CommandSequence | 
            DeclarationCommand | Skip | MethodCall | NewCommand 

ClassDeclaration ::= “class” Id “{” VariableDeclaration “;” 

                     ProcedureDeclaration “}” 

NewCommand ::= LeftExpression “=” “new” Id 

LeftExpression ::= Id | AttributeAccess 

AttributeAccess ::- This “.” Id | LeftExpression “.” Id 

This ::- “this” 

MethodCall ::= CallingExpression “.” Id “(” (ExpressionList)? “)” 

ExpressionList ::= Expression (“,” Expression) * 

CallingExpression ::= This | LeftExpression 

VariableDeclaration ::= “var” Type Id “=” Expression | 

                        “var” Type Id “=” “new” Id 

Type ::= PrimitiveType | ClassType 

ClassType ::= Id 

Expression ::= Value | BinaryExp | UnaryExp | Id |  

               LeftExpression | This 

ConcreteValue ::= IntegerValue | BooleanValue | NullValue 

Figure 39 BNF for the new components in Object-Oriented Language 
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In Figure 39, for the sake of simplicity, we depict only the new and modified elements of 

our Object-Oriented language (OOL) BNF. The terms not shown here are the same as in the 

IL2, thus should be considered as they appear in Figure 36.  

 As OOL is an evolution of the imperative paradigm, it is straightforward that we reuse 

the command elements discussed in the previous section, and create new ones to support the 

additional OOP concepts. Thus, a program is now composed of class declarations and a 

command. For simplicity, we do not deal with the inheritance concept, consequently, neither 

with the method redefinition and dynamic binding concepts. Figure 40 shows the class 

diagram for the new elements. 

For representing class declarations, we defined the ClassDeclaration class, which 

implements the Declaration interface. It has the responsibility of registering the class internal 

structure to the environment. This way, we can use it as a model for creating instances of 

classes, i.e., objects. The class components we can deal with are attributes and methods. Note 

that these two kinds of elements are very similar to concepts found in the imperative 

paradigm: the variable and procedure concepts. The main difference is that, in IL1 or IL2, 

these elements are not bound to any object, i.e., they do not need an object instance to exist, in 

order to be used. Thus, an attribute can be seen as a variable that belongs to an object, and a 

method as a procedure that also belongs to some object.  
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Figure 40 Class Diagram for the Object-Oriented Language 

 
The existence of an object instance is relevant when trying to access an attribute or 

method. Thus, concerning declarations, a method has no difference from a procedure, nor has 

an attribute from a variable. This way, we can reuse the ProcedureDeclaration class for 
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methods declaration, and the VariableDeclaration class for attribute declaration, by 

associating them to the appropriated ClassDeclaration. 

Another expected increment in our language is of course the possibility to declare 

variables whose types are classes. For this we created a new subclass of Type, the ClassType 

component. It actually holds the identifier of the class, and implements the required methods 

of the Type interface. 

Concerning object creation, we see in Figure 39 it encompasses two steps: creating the 

object itself and assigning its reference to some Id. Thus, we have two design options: (1) 

reuse the assignment component and create an Expression element to actually create the 

object in the Environment and return its reference; (2) create a new command element 

responsible for the two tasks. We chose to use the second option, thus, creating the New 

command element. Our decision is based on the fact that creating a new object instance 

implies in modifying the current state of the environment. Therefore, it is a task that should be 

performed by a command element. Of course, this option has its drawbacks, as we have to 

duplicate a little piece of code to make the object reference assignment; on the other hand, we 

keep a clear separation between the concepts of commands and expressions. Therefore, the 

New command is responsible for creating a class instance (Object class), adding it to the 

environment, associating the corresponding RefValue to the variable identifier on the left side, 

and finally initializing the object instance variables. 

In order to support the new functionalities introduced by the OO language, the execution 

environment was extended to include the new methods: mapClassDef, which maps an 

identifier to a class definition; mapObject, which maps a RefValue to an Object; getClassDef, 

which retrieves the class definition given its identifier; and getObject, which retrieves an 

object instance given the corresponding RefValue. Similarly, the compilation environment 

was also extended to include the methods mapClassDef and getClassDef, which behaviours 

are identical to their counterparts in the execution environment. 

The Object element represents an existing object in memory. It must store the object state, 

i.e., the actual values of each object attribute; this means that an object acts just like a local 

environment, as it binds their attributes to some values. Thus, the Object element has an 

Environment attribute, in order to represent its state. 

Just like the Java programming language, a variable in our language does not store a copy 

of the object, instead it is bound to an object identifier. Through this identifier, the program 

can reach the object stored at the execution environment. This identifier is in fact 
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implemented through the RefValue class. It is a new kind of Value which represents a 

reference to an object stored at the environment.  

In the BNF (Figure 39), we do not refer to the RefValue element. This is because, just like 

Java, the user does directly manipulate the object identifiers; they are used internally by the 

system in order to access the objects. Nevertheless, there is a special kind of RefValue, which 

programmers can refer to, the NullValue component. A variable bound to a null value means it 

references no object. It is easy to see that NullValue is a specialization of the RefValue 

component. Not that these two new values could also be used to extend the imperative 

language with the pointers concept. The RefValue component will be useful again when we 

discuss the Logic Language in Section 4.8. 

We have already seen that an object is composed of attributes and methods. Two objects, 

although being instances of the same class, constitute different entities that exist throughout 

the program execution. Thus, when trying to access a certain attribute or method pertaining to 

an object, we must first identify which object we are dealing with. We also have seen that 

when creating an object, we store its reference in a variable, and so, its Id can be used to reach 

the object in question. Now, we can define that to access an attribute, we use the syntax: 

“ObjectId.AttributeId”.  

The above solution works fine for the base case, but remember that an attribute can also 

represent a reference to another object. This way, we can have complex objects, which are 

objects that encapsulate other objects, which can encapsulate others and so on. Thus, we may 

need to traverse many objects in order to reach the attribute or method we want. So, to reach 

some attribute, we could write “objectA.objectB.attributeX”. This means that we are 

accessing “attributeX” pertaining to object B, and this one is an attribute of object A.  

Notice that what we have is actually a sequence of identifiers. To address this problem 

uniformly, we defined the LeftExpression term in the BNF (Figure 39), which intends to 

represent the access to some identifier, be it simple or compound.  

To model this BNF term, we define the LeftExpression component, which is an interface, 

and its implementations follow the Composite pattern. The non-compound components are 

the Id and This. The Id component is the same one defined in EL2, but now it also implements 

the LeftExpression interface. The This component represents the reserved identifier “this”, 

which is a self reference to an object. As This is just a special kind of identifier, it was 

implemented as a subclass of Id, just like happens with NullValue and RefValue. 

The compound component of the LeftExpression hierarchy is AttributeAccess. It is 

composed of an Id and a LeftExpression that represents the path to reach the Id. A special case 
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is when the LeftExpression is in fact This. As all LeftExpression components are also 

Expression components, their evaluation yields some value. Of course, as we are representing 

object access, the produced values are RefValue components. Thus, when evaluating an 

AttributeAccess we first evaluate its internal LeftExpression, which yields a RefValue, from 

which we can obtain the corresponding object from the environment and finally reach the 

attribute through its identifier. 

The action of calling a method is performed by the MethodCall component. It is composed 

of a LeftExpression, through which we can access the corresponding object, the method Id, 

and the actual parameters list. It is a command just like ProcedureCall (Section 4.6), but with 

some differences. When executing a method, it is inside the scope of an object, and so it must 

have access to its internal state including the object reference (This). As the rest of the 

execution happens just like a ProcedureCall, we actually reuse this component. Thus, in the 

MethodCall component we prepare the Environment to include the internal object state and 

declare the “this” reference. When it comes to really executing the method body, we delegate 

the execution to a temporarily created ProcedureCall element. Source Code 17 presents the 

implementation code for the execute method in MethodCall class. 

 
public ImperativeExecutionEnvironment execute( 
                                       ImperativeExecutionEnvironment env) { 
 
      OOExecutionEnvironment envOO = (OOExecutionEnvironment) env; 
      RefValue objectReference = (RefValue)leftExpression.evaluate(envOO); 
      Object obj = envOO.getObject(objectReference);  
 
      Id classId = obj.getClassId();  
 // recupera a definição da classe 
 ClassDef classDef = envOO.getClassDef(classId); 
 // recupera o procedimento 
 Procedure method = classDef.getMethod(getMethodId()); 
 
      OOExecutionEnvironment aux = new OOExecutionEnvironment (envOO); 
      aux.mapValue(new Id("this"), objectReference); 
      aux.mapProcedure(getMethodId(), method); 
   
      ProcedureCall procCall = new ProcedureCall( 
                                       getMethodId(), getRealParameters()); 
      procCall.execute(aux); 
 
      return envOO; 
} 

Source Code 17 Execute method for the MethodCall class 

 
Through the implementation of a method call, one can actually see in practice an example 

of what are the differences between the imperative and the OO paradigms. This happens 

mainly because we use the previously developed components from the IL, and extend or 

compose its functionality in order to evolve the language with the OO concepts.  
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 As we can see, the creation of the OO language was straightforward, due to the 

modular characteristics of the language design. Actually, some minor modifications were also 

necessary on existing classes, but they were all accomplished by subclasses, which extend the 

superclass behavior. An alternative is to have aspects redefining the classes behaviour. This 

way, all changes are concentrated in one place, the aspect definition. 

4.7.1. Sample Program 

This section presents a sample program to illustrate the use of classes in our Object-

Oriented Language.  

In Figure 41, we declare a class Counter from line 1 to 9. This class has an attribute 

called count, and two methods. The increment method increments by one the value of 

the count attribute. The print method uses the write command to include the counter current 

value into the output list. At lines 10 and 11, we create two instance of the Counter class. 

Then, we call the increment method one time for the first instance, and two times for the 

second instance. And finally, we print the current values of the two Counter objects through 

their respective print methods. The output list for this program execution will contain the 

values 1 and 2.  

 
1.  class Counter { 

2.    var int count = 0; 

3.    proc increment() { 

4.      this.count := this.count + 1; 

5.    }, 

6.    proc print() {  

7.      write(this.count); 

8.    } 

9.  }; 

10. Counter c1 := new Counter; 

11. Counter c2 := new Counter; 

12. c1.increment(); 

13. c2.increment(); 

14. c2.increment(); 

15. c1.print(); 

16. c2.print(); 

Figure 41 Class declaration, object creation and method calls in OOL 
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4.8. The Logic Language 

A logic program is a collection of Horn clauses, where a clause possesses the following 

format:  

H � B1, B2, ..., Bn 

and H is called the head of the clause and Bi’s the body. Hence, a logic program can be seen 

as a database of clauses. The computation of a program consists of the evaluation of a given 

input query based on the clauses that are part of the program. The possible results are TRUE 

or FALSE, depending on whether the query can be proved from the clauses, or the set of 

values that can be assigned to the existing variables belonging to the query, in order to make it 

true. Therefore, the role of the computer becomes maintaining data and logical deduction. The 

evaluation of queries can be implemented using one inference technique called resolution, 

based on a mechanism of variable association (bind) called unification.  

 

Program ::= “CLAUSES” ClausesList “ENDCLAUSES” Query 

Query ::- PredicateList 

ClausesList ::- (Clause “.”)* 

Clause ::- Rule | Predicate 

Rule ::- Predicate “:-” PredicateList 

PredicateList ::- Predicate (“,” Predicate)* 

Predicate ::- Id “(” (ArgumentsList)? “)” | IsPredicate 

ArgumentsList ::- Term (“,” Term)* 

Term ::- Variable | Atom 

Variable ::- Id 

Atom ::- “’” Id “’” 

IsPredicate ::- Variable “is” Expression 

Expression ::= Value | BinaryExp | UnaryExp 

Value ::= ConcreteValue 

ConcreteValue ::= IntegerValue | Atom 

UnaryExp ::= “-” Expression  

BinaryExp ::= Expression “+” Expression | Expression “-” Expression | 

              Expression “*” Expression 

Figure 42 BNF for Logic Language 

 
The main concepts we tried to explore while creating our logic language are backtracking, 

the resolution mechanism, rules, predicates and atoms.  
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As we used Prolog as a model for defining our logic language, its BNF, depicted in Figure 

42, has many similarities to Prolog’s syntax, except for the way variables and atoms are 

represented. In Prolog, a variable is any identifier beginning with an uppercase letter or 

underscore, and an atom is any identifier beginning with a lowercase letter.  In general, the 

design of a logic language is significantly different from functional or imperative languages. 

The main reason is that while the computational model for the later is a function, the one for a 

logic language is a relation. 

Unfortunately, the syntax presented in Figure 42 is not compatible with the variable 

representation we have used throughout our languages development. Hence, to keep the 

uniformity between the languages, we decided to maintain the variable representation and 

consider an atom to be any string of characters inside single quotes. This uniformity is 

desirable, not only to facilitate the language understanding, but also when integrating the 

languages, as we will see in Chapter 5. 

In our language, a logic program consists of a list of clauses and a query. The first element 

acts as a repository, as it contains the data the program considers to be true. The query is a list 

of predicates that should be proved, which is the main objective of the program execution. 

When we say, prove a given query, we mean prove that it is true according to what the 

program considers to be true, which is the clauses list previously defined.  

The output of a logic program can be of two kinds. If the predicates in the query contain 

no variables, then the execution will result in “yes” if the query can be proved, or “no” if it 

cannot. In the case there are one or more variables in the predicates of the query, the output 

will be the set of values that can be bound to the variables in order to make the query true. 

4.8.1. The Pattern Matching 

The task of proving a query is done through pattern matching. Hence, a query is 

considered to be true if it matches some clause defined at the body of the program. The 

adopted pattern matching technique is called unification, which is the same used by Prolog. 

To explain how this works in our language, we will describe each of its elements and the roles 

they play. 

We already know that pattern matching plays an important role for our logic language, so 

we defined an interface called LogicExpression, which all logic components must extend. 

This interface provides the methods canMatch, match and getLogicalVariables, whose 

purposes can be easily deduced. With this approach, we distribute the pattern matching 
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algorithm throughout the elements of the logic language, thus keeping the Interpreter 

approach we have been using so far. 

The simplest element is an Atom. It is simply a text constant we can make use as terms for 

the predicates. An atom can match (or unify) only another atom representing the same text 

constant or a variable. 

A Variable can be used as terms in predicates, and can match any other term, if it is not 

already bound to some value. If it does, it can still result in a match, as long as its value 

matches the term in question. As can be easily deduced from the BNF, a variable can be 

bound only to an Atom or another Variable. The binding between two variables is achieved 

through the auxiliary component RefValue, which implements the Value interface, just like 

the Atom component.  

The RefValue was described in Section 4.7 for representing object identifiers. Although it 

is reused here, its meaning differs from the OOL usage. In LL, a RefValue stores a pointer to 

some logic variable. This is necessary because during the resolution mechanism execution 

(Section 4.8.2), we can have successive matches among logic variables, until all predicates are 

proven. 

A Predicate component matches another Predicate if three conditions are satisfied: both 

predicates have the same name, or identifier; they have the same arity; and their 

corresponding terms match each other. A predicate can also be compared with a Rule 

component, as we see bellow.  

Finally, a Rule component can be compared with a predicate through its head. So, a 

predicate can match a rule if the head of the rule matches the predicate, which can be 

perfectly achieved as the head of a Rule is in fact a Predicate element. 

The IsPredicate is a special kind of predicate that permits the use of arithmetic 

expressions in order to provide functionalities of a useful general purpose programming 

language. Because of its special purpose, it does not match any other element in the language.  

4.8.2. The Resolution Mechanism 

Until now, we have defined the components of a logic program and the rules for pattern 

matching for each of them. Now, it is time to investigate how all these concepts are used to 

prove queries, that is, how a logic program actually executes.  

The program starts by trying to prove the given query, which is itself a list of predicates. 

Hence, to prove the query, we must prove each individual predicate. Each of these proofs can 

be seen as goals the program must achieve. For a predicate to be true, it must unify (or match) 
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some clause defined in the program. If the matching clause is another predicate, the predicate 

is considered to be proved. If the matching clause is a rule, we must continue and prove the 

body of the rule, which means proving each of the predicates it encompasses. The process 

goes on until all the goals are satisfied (all predicates in the execution path are proved) or 

running out of clauses and no match is found. Thus, it is easy to see that the program 

execution involves a series of proofs of predicates, and that is because the Predicate 

component is an important piece in the resolution mechanism.  

As we can see in Figure 43, the LogicExpression element implements the Expression 

interface. Hence, all logic components must also implement the evaluate method, which is in 

fact the one responsible for the program execution, just like in other previous languages.  

 

Atom

Variable

Expression
<<Interface>>

Rule

Value
<<Interface>>

LogicExpression

canMatch(LogicExpression, LogicExecutionEnvironment) : boolean
match(LogicExpression, LogicExecutionEnvironment) : void
getLogicalVariables() : Collection

<<Interface>>

Predicate
-head

1..n-body 1..n

Goal

-nextGoal

 
Figure 43 Class Diagram for the Logic Language 

 

The evaluate method for the Predicate element, depicted in Source Code 18, is the most 

important one, as its responsibility is to iterate over the clauses list and find a possible match. 

When a match is found, the match method is called, whose purpose is to make the appropriate 

binding of the variables that may exist in the predicate terms. Notice that the variable binding 

must occur even if the variable is located in the predicate in the clause list, and not in the one 

we are trying to prove. The result of a predicate evaluation is a Boolean value indicating if the 

predicate is true or not. A false value is returned when the clauses list reaches its end and 

there are no matches for the predicate. 

 
public Value evaluate(ExecutionEnvironment env) { 
  LogicExecutionEnvironment le = (LogicExecutionEnvironment)env; 
  Iterator clausesIt = le.getClausesIterator(); 
  BooleanValue result = new BooleanValue(false); 
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  while (clausesIt.hasNext()) { 
    LogicExpression clause = (LogicExpression)clausesIt.next(); 
    if (this.canMatch(clause, le) { 
      this.match(clause); 
      if (clause instanceof Rule) { 
        Goal newGoal = new Goal(clause); 
        newGoal.call(le); 
        result = newGoal.hasBeenProven(); 
        if (result.value()) { 
          //This predicate is proven. 
          break;  
        } else { 
          //Continue to search the clause list for new matches. 
      } else { 
        // This predicate is proven. 
        break; 
      } 
    } else { 
      //Continue to search the clause list for new matches. 
    } 
  } 
  return result; 
} 

Source Code 18 Evaluate method for the Predicate class 

 
When a predicate matches a rule, we have already seen that it will be true, if and only if 

this rule is also true, that is, the result of its evaluate method is true. However, proving a rule 

is just as simple as proving each of the predicates in its body. Therefore, this is exactly the 

behaviour of its evaluate method, which evaluates each of its predicate in order to prove 

them, as depicted in Source Code 19. 

 
public Value evaluate(ExecutionEnvironment env) { 
  LogicExecutionEnvironment le = (LogicExecutionEnvironment)env; 
  le.increment(); 
  BooleanValue result = new BooleanValue(false); 
  Iterator bodyPredicatesIt = getBodyIterator(); 
 
  while (bodyPredicatesIt.hasNext()) { 
    Predicate pred = (Predicate) bodyPredicatesIt.next(); 
    Goal newGoal = new Goal(pred); 
    newGoal.call(le); 
    result = newGoal.hasBeenProven(); 
    if (result.value()) { 
      //continue proving the remaining predicates 
    } else { 
      //This predicate could not be proven. Therefore neither this Rule. 
      break; 
    } 
  } 
  le.decrement(); 
  return result; 
} 

Source Code 19 Evaluate method for the Rule class 

 

The behaviour of the Atom component is very simple. Its evaluate method returns itself, as 

an Atom is itself a Value.  
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The IsPredicate component can be seen as a predicate that is always true; this is because it 

has the specific purpose to bind a Variable to the value produced by the expression it 

encompasses.  

The Variable component of the logic language does not behave like in other programming 

languages. Their scope is local to a clause, so variables with the same identifier in different 

clauses are considered different variables. This can be achieved through a mechanism of 

identifier rewriting, that is, internally, variables defined with the same name are stored with 

different references.  

Another point is that during program execution, a variable, during the execution flow, can 

be bound to another variable, and this variable can also be bound to another one, and so on. 

This process can continue throughout the various matches between the predicates until the 

variable is bound to a value: an integer or an atom. Therefore, the environment must be 

enhanced in order to search through this variables chaining in order to provide the value a 

variable was bound to. This is particularly useful when listing the values the variables were 

bound to, in order to prove the initial query. 

The type checking phase for our logic language is straightforward as the syntax parsing is 

enough to guarantee a well formed program. This is true because of the inherent declarative 

style of logic languages. The programmers need only to provide the clauses in a well formed 

way, and how the execution goes is defined by the language resolution mechanism. 

Nevertheless, our language still uses some element inherited from EL1, like binary and unary 

expressions, and values. Thus, we still need a type checking phase upon these components. 

Still, the solution is simple, since the checkType method for the EL1 components are already 

implemented. We also implement the typeCheck method for the logic components, which 

implementation is very simple. The method would return true, if the element is a terminal one, 

like an Atom. Otherwise, it delegates the type checking to its inner components, like a Rule, 

which results in true if calling the typeCheck method for its header (a Predicate) and body (a 

PredicateList), returns true. Following this rule, the type checking for the IsPredicate 

component implies in type checking its associated Expression component, which guarantees 

the type checking for the components from EL1. 

4.8.3. Backtracking and the Goal Component  

There is an important issue still not addressed. For those familiar with the Prolog 

language, it is known that there can be numerous matches when the query involves finding 

values to its variables. After a first match, we may want to restart the process from the last 
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matched clause and find the remaining matches, that is, find other clauses that match the 

initial query, therefore possibly resulting in new variable bindings, if there are any. There are 

still situations where it is not possible to find a suitable set of values at the first attempt, so it 

is necessary to backtrack, undo the matches (variable binds) and try new configurations: 

alternative bindings. Section 4.8.4, presents some sample logic programs where this behaviour 

is presented. 

For accomplishing this task, we need to keep track of the execution path a logic program 

is taking, and for that we created an auxiliary component called Goal. Thus, the main purpose 

of this component is to create a checkpoint during the program execution. By checkpoint, we 

mean recording the current predicate being proved and the state of the variable bindings 

before the predicate starts its evaluation (proof). As we already said, each attempt to prove a 

predicate can be seen as a goal the program has to achieve, thus the name of this component. 

So, a Goal component stores the Predicate it is trying to prove, a snapshot of the environment, 

and links to the previous Goals, so that they form a chain representing the execution flow of 

the logic program. The Goal class follows the Memento pattern, taking a snapshot of the 

execution flow. 

This component provides two methods: call and retry, whose implementation are depicted 

in Source Code 20. The call method is used the first time a Goal is to be executed, and besides 

configuring itself, it starts the evaluation of the predicate it stores.  

The retry method is used when we want the Goal to re-execute its corresponding predicate, 

which is desirable when we need a new set of possible values for the variables in the initial 

query, or the current attempt fails to prove the query.  

In this new execution, the predicate will not start its search from the beginning of the 

clauses list. The Goal is responsible for reconfiguring the environment so that the predicate 

initiates its evaluation from the next clause of the last matching clause, and with all his 

variables unbounded. Therefore, it is just like the predicate were executing normally, but 

skipping some initial clauses. Note that the variables that are unbounded are the ones 

pertaining to the predicate that Goal stores, so all the other bindings made so far are 

preserved, which also preserves the state of the program execution prior to the execution of 

the predicate. If the new execution results in a fail, the Goal just discards itself, and sends a 

message to the previous Goal in the chain to retry itself.  

These goals are created by the predicates and rules during their evaluation, so that during 

the proof of the query, a chain of goals is created representing the execution path. These goals 
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can then be used to re-execute the program in order to try new configurations for proving the 

initial query.  

 

public void call(LogicExecutionEnvironment le) { 
  env.registerNewGoal(this); 
  storeEnvironmentSnapshot(le); 
  this.lastEvaluationResult = this.logicExpression.evaluate(le); 
  return result; 
} 
 
public void retry(LogicExecutionEnvironment le) { 
  this.lastEvaluationResult = new BooleanValue(false); 
  if (isThereAdditionalClausesToSearch()) { 
    le = restoreEnvironmentFromSnapshot(le); 
    this.lastEvaluationResult = this.logicExpression.evaluate(le); 
    if (!this.lastEvaluationResult.value()) { 
      //This Goal could not be proven with the current bindings,  
      //then backtrack. 
      le.discardGoal(this); 
      Goal g = le.getLastGoalInExecutionFlow(); 
      g.retry(); 
    } else { 
      //Goal is proven! Environment has the new bindings! 
    } 
  } else { 
    le.discardGoal(this); 
    Goal g = le.getLastGoalInExecutionFlow(); 
    g.retry(); 
  } 
} 

Source Code 20 Call and retry methods for the Goal class 

 

Our language is very simple if compared to Prolog, which has some interesting features 

such as the predicates used to remove and add clauses in the program list, or the cut predicate, 

used by most pragmatic logic programmers mainly concerned with performance. This is not a 

serious matter because our objective is to demonstrate the main concepts of a logic language 

and contrast these with characteristics of the other paradigms, and not to create a real-world 

and competitive language.  

4.8.4. Sample Programs  

This section presents several sample programs that demonstrate the capabilities of our 

Logic Language. 

In Section 4.8, we stated that the goal of a logic program is to try to prove its associated 

query. According to the Logic Language BNF, the query comprehends the predicate list 

located after the ENDCLAUSES token. Therefore, in Figure 44, we present a logic program 

which tries to prove the query edible(apple). This proof will take in consideration the 
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clauses list which is define between the CLAUSES and ENDCLAUSES tokens. Obviously, 

this program outputs a YES message, indicating the query is true according to the clause list. 

The query is valid because there is an identical predicate in the clause list (line 2 in Figure 

44). 

 
1. CLAUSES 

2. edible('apple'). 

3. edible('orange'). 

4. ENDCLAUSES  

5. edible('apple'). 

Figure 44 Logic program with a direct query match 

 
The next sample program in Figure 45 is very similar to the previous one, although it has 

an important distinction: the query predicate has a variable as its argument. Thus, the output 

of this program is all values that can be bound to the variable that make the query true 

according to the clause list. In this case, the program will output three statements: X = 

apple, X = orange and NO. The first two indicate the query matches two clauses and the 

variable x is bound to values apple and orange on each match. The last one indicates there are 

no further matches, so the program terminates. To find the additional matches, the logic 

language makes use of its backtracking mechanism (Section 4.8.3), which permits to continue 

the search for additional matches from the last successful match point. 

 
1. CLAUSES 

2. edible('apple'). 

3. edible('orange'). 

4. ENDCLAUSES  

5. edible(X). 

Figure 45 Logic program using a variable in the query  

 
The example in Figure 46 shows the usage of a Rule element. This program intends to 

retrieve all possible places, defined in the clause list, containing some food along with the 

food description. When trying to prove the query, there is a match with the whereFood rule 

at line 7. This rule actually says that there is food X at location Y if X is at location Y and X 

is edible. As already described in Section 4.8.2, to prove a rule we need to prove its body, in 

this case the predicates location(X,Y) and edible(X).  

The location predicate has three matches. When the first match is done, X and Y variables 

are bound to atoms 'orange' and 'kitchen' respectively. After that, we try to prove the 
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edible(X) predicate, which, because of the current variable bindings, means proving 

edible(orange). Actually, there is a match at line 6, which results in the program output: 

X = orange Y = kitchen. 

 
1. CLAUSES 

2. location('orange', 'kitchen'). 

3. location('orange', 'room'). 

4. location('clock', 'bedroom'). 

5. edible('apple'). 

6. edible('orange'). 

7. whereFood(X,Y) :- location(X,Y), edible(X). 

8. ENDCLAUSES  

9. whereFood(X,Y). 

Figure 46 Logic program using the IsPredicate 

 
When trying to find additional matches, the edible(X) fails to find a new match. 

Therefore, the backtracking mechanism is used in order to backtrack to the last unfinished 

Goal, in this case, the one corresponding to location(X,Y) predicate. When this Goal is 

restored, the variable bindings are undone and the search continues from the last successful 

match, that is, the search starts from line 3.  

In line 2 there is another successful match, that will result in variable X bound to 

'orange' atom and variable Y bound to 'room' atom. These new bindings are therefore 

used for proving the edible(X) predicate again, which will result in a successful match. 

Then, the program outputs: X = orange Y = room. 

Similarly to the previous case, the backtracking mechanism will act again. This time there 

is still another match for the location(X,Y) predicate, but the resulting variable bindings 

cause the edible(X) to fail. Therefore, there are no further successful matches and the 

program outputs the message NO. 

 
1. CLAUSES 

2. initializeAndDouble(B) :- A is 10, B is A + A. 

3. ENDCLAUSES  

4. initializeAndDouble (X). 

Figure 47 Logic program using the IsPredicate element 

 
The last sample program, in Figure 47, is an example of usage for the IsPredicate element.  

During execution, there is a match between the query and the rule at line 2, thus the variable X 

is bound to variable B. After that, while proving the rule body, the IsPredicate element binds 
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the variable A to 10, and then associates the double of A to variable B. As variable X is bound 

to B, it is also bound to the double of A. Hence, the output for this program is: X = 20 and 

NO. 

4.9. Conclusion 

Combining object-oriented techniques, design patterns and aspect-oriented programming, 

we described a modular and uniform approach to incrementally implement programming 

language concepts. The appropriate use of patterns and inheritance made possible to evolve 

the language families following a conservative extension process. 

We outlined how our approach can be used to implement some of the most representative 

concepts found in the functional, imperative, object-oriented and logical paradigms. We also 

described how patterns, once again, and aspects were used for combining concepts to create 

multiparadigm languages. One of the main advantages of our approach is its incremental 

design. The language elements are always reused to develop more elaborate concepts.  

We have seen in this Chapter the advantages provided by the proposed model while 

evolving languages pertaining to one particular paradigm. In the next Chapter, we show our 

strategy for combining concepts from different paradigms, while still reusing the already 

developed components.  
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5. Combining Concepts from Different Paradigms 

It has been a tendency in computer science to investigate the design of progressively more 

general languages, possibly integrating different paradigm concepts. These multiparadigm 

languages provide a set of tools capable of expressing a wide range of problems. They ease 

the coding of algorithms as they provide a more flexible style of problem solving. This style 

may be, for instance, the functional or the object-oriented paradigm, depending on whether 

just functions are evaluated or state manipulation is necessary. 

From a system development point of view, using a single language avoids the proliferation 

of interfaces between components addressing different concerns. In a distributed setting, using 

a single language allows the communication of arbitrary data structures. The set of data 

structures which can be transferred between different languages is usually severely restricted.  

Finally, multiparadigm languages are promising for teaching of programming language 

concepts. Most programming language courses force students to use several distinct 

languages to gain experience with different concepts and implementation issues. Although 

this approach gives students exposure to multiple real-world languages, the exposure tends to 

be shallow due to the time involved in learning new environments. By using one 

multiparadigm language, instead of several single-paradigm languages, students can 

concentrate specifically on the aspects of a particular paradigm rather than having to learn a 

new environment and syntax for each language in addition to a paradigm. The language Leda 

[8], for instance, which supports multiple paradigms, was strongly motivated by this 

educational concern. Another example of using multiparadigm languages for educational 

purpose is described in [10]. Although, for this approach to be effective, it is important that 

multiparadigm languages are carefully designed in an orthogonal way, allowing each 

paradigm to be studied in isolation. 
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5.1. Design Rationale  

We have already explored the design of several languages in the previous chapters. Each 

of these languages is related to a particular paradigm: functional, imperative, object-oriented 

or logic. Now, our purpose is to integrate the elements from these languages in order to create 

multiparadigm languages.  

So far, we have seen that evolving the design of a language is facilitated by the modular 

design of the language components, but now we must combine concepts from different 

paradigms, so that they can work together. Additionally, we must preserve the reusability of 

our solution; we must reuse the already developed components to create multiparadigm 

languages. Another issue is that, ideally, the creation of these languages should be a matter of 

only composing the concepts from the various languages in order to create our final 

multiparadigm languages.  

Our approach is based mainly on the fact that each element of the languages previously 

studied is enclosed in one of the three constructs: command, expression or logic expression. 

Thus, integrating the languages reduces to integrating these main concepts. 

The reason is that the elements from the expression language and the functional language 

derive from the expression concept, as all of them yield some value. The imperative language 

has as central notion the command concept, and so does the object-oriented language, as it is 

an evolution of the imperative paradigm. Finally, the logic expression is the concept that all 

the elements of the logic language derive from. 

To create our multiparadigm languages, we decided that the appropriate element to serve 

as basis is the Expression interface. This way, we must adapt the elements from the different 

paradigms so that they all can be part of the Expression hierarchy. Therefore, we must 

convert the elements from the imperative, object-oriented and logic paradigms somehow so 

that they can work together with the expression and functional elements. 

The Declaration component and all its subclasses are used throughout almost all languages 

we have defined until now, so they should also be considered for the paradigms integration. In 

fact, the Declaration elements constitute a parallel hierarchy, not directly dependent on 

expressions, commands or logic expressions, as described in Section 4.2.2. This independency 

makes unnecessary any conversions on the Declaration elements, as they can be uniformly 

used by any of the Expression, Command or LogicExpression interfaces.  
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The problem with combining these concepts is that their respective implementations have 

incompatible interfaces. Fortunately, this problem can be easily addressed by the Adapter 

pattern. According to [19], the intent of the Adapter pattern is to:  

“Convert the interface of a class into another interface that the clients expect. Adapter 
lets classes work together that could not otherwise because of incompatible 
interfaces.” 

In other words, the Adapter pattern, whose structure is depicted in Figure 48, helps a 

software engineer to use a class or object that contains the desired functionalities but without 

the exact expected interfaces. The Target element defines the domain-specific interface the 

Client uses. The Adaptee element defines an existing interface that needs adapting. Finally, 

the Adapter element is responsible for adapting the Adaptee interface to the Target interface, 

thus making it possible for the Client to interact with an Adaptee element through the 

Adapter. Therefore, this pattern becomes our solution to the problem of integrating the 

heterogeneous elements into a uniform hierarchy of expression components. 

 

Adaptee

SpecificRequest()

Adapter

Request()

SpecificRequest()

Client
Target

Request()

 
Figure 48 The Adapter Pattern 

 
To show the effectiveness of our solution, the next three sections are devoted to explaining 

three sample multiparadigm languages we created by combining elements from the various 

paradigms. Of course, there are more combinations we could explore, but we understand that 

these three languages provide a sufficient basis for us to explain how each particular paradigm 

can be used in conjunction with others. 

5.2. An Imperative-Functional Language 

As our first multiparadigm language, we unify the expression and the command concepts, 

thus creating an Imperative-Functional Language (IFL). A possible design choice for this 

language is to use an imperative-centric approach, taking advantage of the fact that the 
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imperative language already has some expression elements incorporated into its syntax. Thus, 

we could use the imperative language as a basis and include other expression elements 

specific to the functional language, like functions. Unfortunately, this solution has some 

limitations, as it does not allow elements from both paradigms to be used interchangeably. 

The reason is that the IL syntax defines the specific points where we could use the expression 

elements. Therefore, the use of the functional elements would be restricted to these spots. 

Besides that, it also would not allow the use of command elements inside expressions. For 

example, we could not insert commands, like an assignment, into a function declaration.  

 

Expression
<<Interface>>

CommandExpression

Command
<<Interface>>

-innerComand
 

Figure 49 Class Diagram for the CommandExpression adapter 
 

As mentioned in Section 5.1, our solution is to develop an expression-centric language 

instead, and for achieving this goal, we create adapter elements to integrate the heterogeneous 

concepts. For IFL, we need only one adapter that will be responsible for allowing the 

command elements to act as expressions.  

 
Program ::= Expression 

Expression ::= Value | BinaryExp | UnaryExp |  

               Id | DeclarationExp | Application | IfThenElse | 

               CommandExpression | ExpressionSequence 

CommandExpression ::= Command  

ExpressionSequence ::= Expression “;” ExpressionSequence |  

                       Expression “;” 

Figure 50 BNF for the Imperative-Functional Language 

 
The CommandExpression is the component responsible for integrating the imperative 

(and object-oriented concepts, as presented in Section 5.4) into the expression and functional 

language. It adheres to the Adapter pattern (see Figure 49), thus it can play the role of both an 

expression and a command. This flexibility permits a command to be used interchangeably 
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with the expressions elements, resembling the behaviour of the ML programming language 

[45]. 

This flexibility can be easily noticed by examining the language BNF. According to our 

reusability requirement, the BNF for the Imperative-Functional language is defined by 

combining FL2 and IL2, with some minor changes, which are depicted in Figure 50. The 

other syntactic elements do not suffer any modifications, and as such, they were omitted for 

the sake of simplicity. Furthermore, there is only one new element in the syntax; the others 

are just relocated, but their definitions remain unchanged.  

The IfThenElse element is an exception to this rule. This is because it appears in both FL2 

and IL2 BNFs, so one of them had to be removed. Of course, we opted for the IfThenElse 

element from the FL2 as it accepts an expression element in its body. If we had chosen the 

IL2 element, the language would be limited to use only command elements for the conditional 

constructs.  

Another important concern in our language BNF is the possibility to have a sequence of 

Expression elements, modelled by the ExpressionSequence component. This compound 

element is used in place of the CommandSequence element from the Imperative language. 

Thus, as in the IL2, we can still create a sequence of commands, but that will be encapsulated 

in a sequence of CommandExpression elements. We can also create a list of ordinary 

expressions as well, or even a mix of these and CommandExpression elements. The resulting 

value from this kind of sequence is the one produced by the last element in the list. Again, this 

behaviour is similar to the expression sequence construct existing in ML . 

The BNF shows us that all Command elements are reduced to a CommandExpression, 

which are in turn reduced to an Expression. With this approach we are able to use a command 

in any place where an expression is expected, of course, through the CommandExpression 

element. 

The CommandExpression implementation is rather simple, as depicted in Source Code 

21. It encapsulates a Command object, so calling its evaluate method implies in executing the 

inner command and returning a value. The execution of the majority of the command 

elements returns a VoidValue, which is a new kind of AbstractValue. The ML language also 

uses a value called unit, with the same purpose. The Assignment element is an exception to 

this rule. Instead of returning a VoidValue, the CommandExpression returns the new value 

assigned to the identifier on the left-hand side, just like it happens in languages like C or Java.  

Although the flexibility of our language is an important feature, of course some misplaced 

constructions may arise when coding the programs. For instance, it does not make sense to 



 
86 

use a command as the guard expression of a While command (unless it is an assignment of a 

boolean type), even though the language syntax does not prohibit it. Such kind of 

inconsistencies should be treated during type checking in order to prevent ill-defined 

programs. 

 
public class CommandExpression implements Expression, Command { 
  private Command innerCommand = null; 
   
  public Value evaluate(ExecutionEnvironment env) { 
    //Executes the innerCommand 
    execute(env); 
    //Returns the appropriated value 
    if (innerCommand instanceof Assigment) { 
        return env.getValue(this.getId()); 
    } else { 
        return new VoidValue(); 
    } 
  } 
 
  public void execute(ExecutionEnvironment env) { 
    innerCommand.execute(env); 
  } 
  
  public Type Command.getType(CompilationEnvironment env) { 
    if (innerCommand instanceof Assigment) { 
       return env.getType(this.getId()); 
    } else { 
       return PrimitiveType.UNIT_TYPE; 
    } 
  } 
  //implementation continues  
} 

Source Code 21 The CommandExpression component 

 

In Figure 51, we show an example of an invalid use of a command element in the 

Imperative-Functional language. Note the use of a Skip command inside an equality 

expression is syntactically valid. According to the language BNF, every command is also a 

CommandExpression, therefore it is a valid expression, and as such it can be placed as an 

operand for an equality expression. However, from a semantic point of view, this construction 

is not permitted because the two operands have incompatible types, thus cannot be compared 

to each other.  

 
1. var x = 0; 

2. if (skip == 1) then 3 else 4 

Figure 51 An invalid program for the IFL language 
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As in the previous case, this semantic checking is assured during the type checking phase. 

Since all CommandExpression elements have a common type called Unit, the use of these 

elements can be restricted only to places where the unit type would make sense. This result is 

achieved without any further modification on the reused components, since they have already 

implemented the restrictions on the types of expressions they can handle. So, as long as all the 

elements have a correct implementation of the checkType method, such kind of construction 

is not permitted.  

Even if we try to create a comparison between two CommandExpression elements, like 

“skip == skip”, it would result in a type checking error. This behaviour can be explained 

from the fact that a VoidValue is an AbstractValue, and as such cannot be compared to other 

values. That rule is already guaranteed by the EqualityExp element. 

5.2.1. Sample Programs 

In this section we show how flexible IFL can be through the exploration of some sample 

programs. Figure 52 shows the use of an assignment as the operand of an equality expression. 

As we already discussed, this is a valid construction, as the CommandExpression element 

returns the produced value on its right-hand side. This program produces as output the integer 

value 3. 

 
1. var x = 0; 

2. if (x:=1) == 1 then 3 else 4 

Figure 52 Sample program for the IFL 

 
The code snippet in Figure 53 presents two interesting points. The first one is the use of a 

conditional expression as the right side of an assignment, which is not possible in the IL2 

language. The other is the fact that this program text includes a sequence of 

CommandExpression elements. Note this program outputs the factorial of 5. This behaviour 

is obtained as the last element from the sequence is the variable id result, which is in turn 

used to store the calculation. 

1. var x = 0, var result = 1; 

2. x := if x == 0 then 1 else 2; 

3. (while not x == 5 do  

4.    x := x+1;  

5.   result := result*x); 

6. result 

Figure 53 Sample program for the IFL 
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The program in Figure 54 presents an example of a function containing imperative 

components, where we implement a function adopting an iterative approach, using the While 

command. The function computes the factorial of a number, using the same approach from 

the last example, using an accumulator (variable result) as the last element of the expression 

sequence, thus it becomes the function return value. At the last line of this code, we have an 

application of this function to calculate the factorial of 5. 

 

1. let fun fatImpFunc(n) =  

2.    var x = 99, var result = 1; 

3.    x := 0; 

4.    (while not x == n do    

5.      x := x+1; 

6.      result := result*x); 

7.    result 

8.  in fatImpFunc(5) 

Figure 54 A function definition with imperative elements 

 
In Figure 55, we present an example of a procedure containing functional elements. More 

specifically, we use a function previously defined inside the procedure body.  

 

1. let fun double (n) = n + n in 

2.   proc p1(int x) { 

3.     x:= double(x); 

4.     write(x); 

5.   }; 

6.   Call p1(5); 

Figure 55 Using procedures and functions 

 
As the OO paradigm is actually an evolution of the imperative language, it is not difficult 

to incorporate its components into this language. This is because the OO elements are also 

Command elements. We discuss the integration of the OO paradigm in Section 5.4. 

5.3.  Integrating the Logic Paradigm 

In this section, we cover the issues concerning the integration of the logic paradigm 

concepts into another paradigm. We mentioned in Section 5.1 that our basis for integration is 

around three main interfaces: commands, expressions and logic expressions. Thus, we could 

have chosen integrating the logic components to the expressions (functional) components. 

Instead, we decided for integration with the imperative components because it happens to be a 
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more interesting example, since the component interfaces from these paradigms present more 

divergent characteristics.  

Creating a functional and logic language is a simple task, as both paradigms share similar 

expression behaviour. In Section 5.4, we integrate all paradigms; therefore it is also an 

example of the logical and functional concepts working together. 

Our Imperative-Logic Language (ILL) uses the imperative language as basis and adds 

support to the execution of logic queries. Therefore, the resulting BNF is a combination of the 

Imperative Language 2 BNF (Section 4.6) and the Logic Language BNF (Section 4.8). Figure 

56 presents the BNF elements that have suffered some adjustments in order to achieve the 

integration. Nevertheless, the implementation of these components does not have any 

modifications, enforcing the reusability of our model. All other syntactic elements should be 

considered as they were defined at their original languages.  

 
Program ::= “CLAUSES” ClausesList “ENDCLAUSES” Command 

Expression ::= Value | BinaryExp | UnaryExp | LogicQuery 

LogicQuery ::= “query” Query 

ConcreteValue ::= IntegerValue | BooleanValue | Atom 

PrimitiveType ::= “int” | “boolean” | “atom” 

Figure 56 BNF for the Imperative-Logic Language 

 
From the BNF, we can see that a program is composed of two parts. The first is a 

declaration of logic clauses, which constitute our logical “database”, similarly to the original 

logic language. The last one is a command, which encompasses the program entry point.  

As we said, the imperative paradigm plays a central role in this language; hence, the logic 

paradigm is introduced as an extra feature. To be more specific, the logic elements can be 

seen as a new (and powerful) kind of expression element, as we can see by taking a look at 

the position of the LogicQuery element at the language BNF. With this approach, we can use 

this language to produce pure imperative programs, or logic-imperative ones, in the case 

where the logic concepts can address more easily the problem being solved.  

One important issue that should be noticed in our approach is that this integration works in 

a unidirectional way. That is, we can execute the logic expressions from some imperative 

construct, but we cannot execute a command once inside a logic term. This restriction can be 

explained by the fact that we did not want to deal with the distributed backtracking issue. An 

example of a distributed backtracking is when a command is executed during the resolution of 
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a logic query, and then this command initiates the resolution of another query. Thus, in this 

scenario we could have multiple backtracking instances distributed along the execution flow.  

The element responsible for adapting the logic framework is the LogicQuery adapter, 

depicted in Figure 57. It plays four main roles: initiating the query resolution, control of 

backtracking execution, parameter passing mechanism and returning the query result.  

 

Expression
<<Interface>>

LogicQuery

evaluate()
checkType()
getType()

LogicExpression
<<Interface>>

-query

 
Figure 57 Class Diagram for the LogicQuery adapter 

 

In Section 4.8.3, we discussed an auxiliary component to assist in the backtracking 

mechanism for the logic language, the Goal component. Therefore, when initiating a logic 

query, we also need this component to be instantiated and used. Thus, when initializing the 

query resolution, the first task of the adapter is to create an initial Goal and associate it to the 

query element. This procedure guarantees the correct behaviour during the logic components 

execution.  

The second task is that of transferring values from the imperative environment to the 

logical scope, and vice-versa. From the BNF of the Logic Language (Figure 42), we stated 

that a query is a list of predicates, which works much similar to a function, as it yields some 

boolean value and accepts parameters, values or variables. While using concrete values as 

parameters it is necessary only to bind these values to the corresponding logic variables, some 

problems arise when using variables.  

Remember that when using variables as a query parameter, the resolution mechanism 

binds these variables to values that make the query true (in case there are any). Thus, 

variables can be used to transmit values to and from the logical scope. Unfortunately, 

variables from both paradigms have much different behaviours to be used interchangeably. 

This issue forces us to create a mechanism responsible for the variables mapping between the 

two environments. When a variable is provided to a query, the LogicQuery adapter is 

responsible for mappping its value to the appropriate logic variable. In the other way, when 



 
91 

the resolution mechanism finds a value that makes the query true, and binds it to the logic 

variable, the adapter also associates this value to the variable existing in the imperative scope, 

so that it can be used outside the logic elements. This behaviour resembles a parameter 

passing by reference mechanism, as any bindings on the parameter variables that occurs 

during the query evaluation are propagated to the outside scope. This behaviour is illustrated 

through an example in Section 5.3.1. 

The LogicQuery execution, that is, its evaluate method execution, yields a BooleanValue, 

to indicate whether the query was successful or not. As we have seen during our explanation 

about the resolution mechanism, the variables supplied to the query can have multiple values 

that make it true. Thus, the backtracking mechanism must be enabled in order to search for 

additional matches. The task of knowing when to search for additional matches or re-initiate 

the query is a decision left to the LogicQuery adapter. 

The behaviour is quite simple. The first time the component is executed, it initiates the 

query and thus the resolution mechanism to look for the first match. If we need additional 

matches, all we need is to call the query again. The adapter holds the initial goal and keeps 

retrying it for additional matches. Once no more matches are found, and thus a false value is 

obtained, the adapter discards the goal element, and other calls made to it would result in a 

new search for matches like the first one. 

The last task of the adapter element is returning the result from the resolution mechanism, 

which is a true value if the query can be proved and false otherwise. 

5.3.1. Sample Programs 

To illustrate the behaviour of our Imperative-Logic Language we present the following 

three sample programs. Figure 58 shows the use of a logic query in a conditional statement. It 

is also an example of how we can use a variable bound to some value as a parameter to the 

logic query. This way we are transmitting values from the imperative to the logic scope. In 

this program the query will evaluate to true, as the second clause is a perfect match to our 

query. Then, the value of the variable X will be written to the program output. 

 
1. CLAUSES 

2.   edible('orange'). 

3.   edible('apple'). 

4. ENDCLAUSES 

5.   var atom X = 'apple'; 

6.   (if QUERY edible(X) then  

7.      write(X)  
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8.    else  

9.      write("not edible") 

10.  ) 

Figure 58 Sample program using a logic query in a conditional statement  

 
Considering the same logic clauses from the previous example, the code snippet in Figure 

59 shows that, as any regular expression, the result of a logic query can also be used as the 

right side of an assignment. Therefore, the variable y will receive a false value. 

 
1. CLAUSES  …  ENDCLAUSES 

2.   var atom X = 'car', var boolean y = true; 

3.   y := QUERY edible(X); 

4.   write(y); 

Figure 59 Sample program using assignment with a logic query 

 
The next example, in Figure 60, is a very interesting one, as it shows how we can retrieve 

the values bound to a logic variable that causes the query to be true. For achieving this we use 

a loop statement, where its guard expression is the logic query itself. Inside the loop body we 

could use the variable X for any purpose, but here we are simply writing it to the program 

output. As we described in Section 5.3, consecutive calls to the same query will cause the 

resolution mechanism to search for additional matches, until it returns a false value, indicating 

there are no more possible matches. This behaviour will cause this program to print all the 

values that make our query true, which in this case are the atoms ‘orange’ and ‘apple’. 

 
1. CLAUSES  …  ENDCLAUSES 

2.  var atom X = ''; 

3.  (while QUERY edible(X) do write(X)); 

Figure 60 Sample program for retrieving matches from a logic query  

5.4. The Multi Language 

So far, we have discussed how to integrate two paradigms into one language. The purpose 

was to concentrate on integrating each particular paradigm. Nevertheless, we can now 

demonstrate that our design approach is also suitable when integrating all concepts into a 

single language, which we call Multi.  

In the beginning of this chapter, we have already mentioned some advantages of using 

multiparadigm languages for educational purposes. Therefore, our Multi language can be used 

as an valuable educational tool for teaching programming concepts. This is true due to the fact 
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our proposed model permits the combination of the concepts from different paradigms in an 

uniform way.  

In order to define the BNF for Multi, we have used the same approach of the Imperative-

Functional language (Section 5.2). Thus, we integrate the functional, the object-oriented, and 

the logic paradigms through the expression concept. Figure 61 shows the main elements of the 

Multi language BNF.  

Through a quick analysis of the BNF, we can observe that the Multi language shares many 

similarities with the two previous multiparadigm languages. In fact, while creating the Multi 

language it was not necessary to create any further components. We rather reused the adapter 

elements discussed previously (Section 5.2 and Section 5.3) and combined all of them into a 

single language. The elements not shown in Figure 61 are to be considered as they were 

defined in their original languages: Functional Language 2, Object-Oriented Language and 

Logic Language. 

 
Program ::= “CLAUSES” ClausesList “ENDCLAUSES”  
            (ClassDeclaration “;”)*  
            Expression 
Expression ::= Value | BinaryExp | UnaryExp |  
               Id | DeclarationExp | Application | IfThenElse |  
               LeftExpression | This | 
               LogicQuery | CommandExpression | ExpressionSequence 
CommandExpression ::= Command  
ExpressionSequence ::= Expression “;” ExpressionSequence |  
                       Expression “;” 
LogicQuery ::= “query” Query 
Command ::= Assignment | While | DeclarationCommand | Skip | 
            MethodCall | NewCommand 
ConcreteValue ::= IntegerValue | BooleanValue | Atom | NullValue 

 

Figure 61 BNF for the Multi Language 

 
As we have already mentioned, the central notion of the Multi language is an expression. 

Thus, a program is an expression (derived from the FL2), which is the execution entry point, 

plus a list of logic clauses (derived from the LL), and a set of class declarations (derived from 

the OOL). Only the elements from FL2 are compatible to the Expression interface, thus only 

they can be executed. Therefore, we still need to add support for the logic and object-oriented 

components.  

The integration of the logic paradigm is achieved through the use of the LogicQuery 

adapter, which is an expression and thus adheres to the language syntax, just like we 

described in Section 5.3. 
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The integration of the object-oriented components may seem a difficult task, but 

remember that the OO paradigm is in fact an evolution of the imperative paradigm. We have 

already discussed in Section 4.7 that all object-oriented components (except for the 

ClassDeclaration element) implement the Command interface. Thus, combining the OO 

elements is achieved through the same technique for combining the imperative elements from 

IL2, as described in Section 5.2, using the CommandExpression adapter.  

The element that has more additions is the Expression element. This can be explained by 

the fact that it is the integration point among the concepts from different paradigms. 

Therefore, the elements Value, BinaryExp, UnaryExp, Id, DeclarationExp, Application and 

IfThenElse were inherited from the FL2, and as such, they give support to the functional 

paradigm. From the OOL, we brought the LeftExpression and This elements, and finally for 

integration purposes, there are the CommandExpression and LogicQuery elements. 

An element that has suffered minor changes to accommodate all paradigm concepts is the 

ConcreteValue element that besides the IntegerValue and BooleanValue from FL2, 

incorporate the Atom element from LL and the NullValue from the OOL.  

5.4.1. Sample Programs 

To illustrate the behaviour of the Multi language we present the following sample 

programs. As Multi was built by reusing the concepts from the Imperative-Functional and the 

Imperative-Logic languages, the sample programs previously defined for them (Section 5.2.1 

and Section 5.3.1) are also valid programs for the Multi language.  

 
1.  CLAUSES 

2.    edible('orange'). 

3.    edible('apple'). 

4.  ENDCLAUSES 
5.  class Fruit { 
6.    var atom valor = ''; 
7.    proc setFruit(atom f) { 
8.      this.valor := f; 
9.    }, 
10.   proc isAnEdibleFruit() { 
11.     write(QUERY edible(this.valor)); 
12.   } 
13. }; 

14. var Fruit fruit = new Fruit; 

15. f.setFruit('apple'); 

16. f.isAndEdibleFruit(); 

17. f.setFruit('banana'); 

18. f.isAndEdibleFruit(); 

Figure 62 Program presenting a method class invoking a logic query 
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Figure 62 presents our first Multi program that shows a class utilizing logic queries inside 

a method body. The method isAnEdibleFruit queries the logic database if its attribute is an 

edible fruit and prints the produced result. This program includes the values true and false into 

the program output list. 

The next example, in Figure 63, presents an enhanced “Hello World” application. We first 

declared the Counter class to work as a simple counter. Then, we declared a function called 

count whose purpose is to increment the counter object and return its new value. The body of 

the program is composed of a while statement, whose body writes the value “Hello World” to 

the output list. The loop iterates until the counter has a value less than 5. The counter 

increments are executed through a call to the count function located at the while guard. 

 
1. CLAUSES … ENDCLAUSES 
2. class Counter { 
3.   var int value = 0; 
4.   proc inc () { 
5.     this.value := this.value + 1; 
6.   }, 
7. }; 
8. var Counter c = new Counter; 

9. let fun count() = c.inc(); c.value;  

10.   in (while count() < 5 do  

11.        write(“Hello World!”) ) ; 

Figure 63 Program presenting the usage of functions and classes 

5.5. The Alternative Approach using AspectJ 

The previous sections described the purely OO solution for integrating paradigms using 

the Java language. In this section we present the alternative implementation for the Multi 

language that includes the use of AspectJ.  

Constructing this alternative implementation means reusing the already developed AspectJ 

components and using all of them together, as the Multi language is a combination of all 

explored paradigms. Additionally, we also provide an alternative implementation of the 

Adapter pattern using AspectJ. 

The first step is to choose which kind of functions (first-order or higher-order) the Multi 

language will support. For that, we have to use one of these aspects: the 

FirstOrderFunctionsAspect (Section 4.3.1), and the HigherOrderFuncionsAspect (Section 

4.4.1). In the purely OO version of Multi, we must be aware of the specific classes which give 

support to each kind of functions. As we described in Section 4.4.1, in the case of higher-



 
96 

order functions, this is aggravated by the fact that it demands two specific subclasses to be 

known.  

The advantage of using AspectJ is that all necessary changes can be grouped into one 

single component, the aspect. Therefore, we just need to have one of the mentioned aspects to 

influence the language components. Then, the components implementation becomes 

independent of specific subclasses, as the enabled aspect is responsible for defining the kind 

of function supported by the language. 

Another advantage of using aspects concerns the Environment component implementation. 

The Multi language is a combination of the FL2, the IL2 and the LL languages. Therefore, its 

components need all the services provided by the environment on each of these languages. In 

the purely OO solution, it requires the creation of a new subclass which inherits from the 

various Environment implementations, but this cannot be accomplished as Java does not 

support multiple inheritance. Thus, a new component had to be created which duplicates 

functionalities from all Environment elements. 

 

ExecutionEnvironment
<<Interface>>

CompilationEnvironment
<<Interface>>

IL1EnvironmentOperationsAspect

influences

influences

IL2EnvironmentOperationsAspect

influences

OOLEnvironmentOperationsAspect

influences

influences

LLEnvironmentOperationsAspect

influences

influences influences

 

Figure 64 Aspects affecting the environment components 

 

 

AspectJ can supply a much better solution to this problem. In Section 4.3.1, we discussed 

that we could create aspects to orthogonally include new services into the Environment. This 

way, elements would not be dependent on a specific Environment subclass. Adopting this 

approach, we can avoid the creation of a new Environment with duplicated code. Therefore, 

enabling all aspects that include new functionalities into the Environment, would be enough 

for making available for the Multi components all the Environment operations they need, as 

depicted in Figure 64.  



 
97 

Finally, the use of aspects also brings some advantages concerning the components 

integratation. In fact, we still use the Adapter pattern, but providing an alternative 

implementation using AspectJ. Hannemann and Kiczales [24] state there are great advantages 

while implementing the Adapter pattern with aspects,  because all code concerning the pattern 

implementation can be encapsulated inside an aspect.  

This goal can be accomplished through AspectJ´s static introduction feature, which allows 

the adapter code to be introduced into the Adaptee element. Consequently, the Adaptee 

element can be directly used by the Client objects, while the original class implementation 

remains unchanged and unaware of the Adapter code. Source Code 22 shows the aspect 

source code responsible for integrating Command (Adaptee) and Expression (Target) 

elements.  

 
public aspect CommandExpressionIntegrationAspect { 
  declare parents : Command implements Expression; 
   
  public Value Command.evaluate(ExecutionEnvironment env) { 
    execute(env); 
    return new VoidValue(); 
  } 
 
  public Value Assignment.evaluate(ExecutionEnvironment env) { 
    execute(env); 
    return env.getValue(this.getId()); 
  } 
  
  public Type Command.getType(CompilationEnvironment env) { 
    return PrimitiveType.UNIT_TYPE; 
  } 
    
  public Type Assignment.getType(CompilationEnvironment env) { 
    return env.getType(this.getId()); 
  } 
} 

Source Code 22 Aspect for adapting Command and Expression elements 

 

The CommandExpressionIntegrationAspect aspect initially makes the Command interface 

to implement the Expression interface. Therefore, Command elements can be used in any 

place an Expression element is expected. Additionally, it is necessary for the Command 

elements to implement evaluate and getType methods, defined in the Expression interface. 

Again, we use AspectJ static introduction feature to include the required methods into the 

Command class. There is no introduction for the checkType method as it is already supported 

by the Command elements. The influence of CommandExpressionIntegrationAspect aspect is 

depicted in Figure 65. 
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Expression
<<Interface>>

Command
<<Interface>>

CommandExpressionIntegrationAspect

Command.evaluate()
Command.getType()
Assigment.evaluate()
Assigment.getType()

influences

Only when 
CommandExpressionIntegrationAspect 
is enabled.

Assignment influences

 

Figure 65 Command and Expression integration using AspectJ 

 

Note the Assigment class receives a specific implementation for evaluate and getType 

methods. This is because the assignment, when used as an expression, should return the 

assigned value, as described in Section 5.2. 

In conclusion, we can affirm the use of AspectJ has improved the integration design of the 

components, as it concentrates the necessary changes into the aspect elements, and allows the 

orthogonal modifications on the components structure. 
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6. Conclusions 

Educators are recognizing that choosing the “correct” paradigm for teaching programming 

courses may not be the appropriated approach. Instead, students should be exposed to more 

than one paradigm, as that would make them more prepared for future paradigm shifts. Using 

multiparadigm languages for this purpose is an approach encouraged by some authors [9, 46]. 

This is because they present more flexibility and extended modelling capabilities than the 

languages concerning one single paradigm. These characteristics provide the students with a 

broader knowledge for developing more creative solutions for problems. Besides, students 

spent less time on learning new environments for different languages, and focus on the 

essential characteristics of the paradigms being studied.  

These facts motivated us for the development of a framework that allows the creation of 

programing languages, including multiparadigm ones, for educational purposes. 

Combining Object-Oriented techniques, design patterns and Aspect-Oriented 

programming, we proposed a modular and uniform approach to incrementally design and 

implement programming language concepts. The appropriate use of patterns and inheritance 

made possible to evolve the language families following a conservative extension process. 

The use of AspectJ has also demonstrated to be of great help in achieving a better design for 

the language components. 

We outlined how our approach can be used to implement some of the most representative 

concepts found in the functional, imperative, object-oriented and logical paradigms. We also 

described how patterns and aspects, once again, were used for combining concepts to create 

multiparadigm languages. 

6.1. Contributions and Related Work 

Other authors have also developed frameworks with the same purpose of teaching 

programming concepts. Haynes [26] discusses the advantages of using an interpreter for 
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teaching programming concepts and a number of considerations for a successful approach to 

teaching. Kamin [29] uses interpreters for several programming concepts, but his approach 

lacks uniformity as he creates different languages for presenting the concepts. Ghezzi and 

Jazayeri [20] uses an abstract machine called SIMPLESEM, whose set of instructions are 

much like assembly language, forcing the students to code on a low level language. An 

interesting work [12] proposes using Prolog as a meta-language for teaching programming 

concepts. They use Prolog terms to define the language constructs, thus resulting in a formal 

and executable specification for this language. Unfortunately, due to the lack of inheritance 

and other concepts, Prolog does not help in getting a modular design such as the one proposed 

in this work. 

Our approach has the advantage of the incremental design over the mentioned works. The 

language elements are always reused to develop more elaborate concepts. Besides, we present 

the integration between concepts pertaining to different paradigms in a uniform framework. 

The initial version of this framework has been developed and continuously improved in 

the context of teaching programming language concepts at Federal University of Pernambuco 

[6] about six years ago. The framework has also been used in short courses given by Borba 

and Sampaio in the Software Engineering Institute of the United Nations University. Their 

experience has demonstrated that students can easily assimilate the theory about programming 

concepts as they have the opportunity to progressively implement these concepts using a 

practical framework where the operational meaning of each construct is exercised. The 

students also have parsers developed for each language, so that they can program using the 

concrete syntax in the language they create.  

Despite the great benefits provided by the initial version of this framework, it suffered 

from some drawbacks, as described in Section 2.4. The project described in this document is 

the final result of several improvements made to the mentioned initial version. 

The initial version development was carried out by several groups of students from 

different periods of time. Due to this fact, there was a low reuse level of the components as 

many of them were duplicated for different languages, especially for the more complex 

languages as the IL1, the IL2 and the OOL. One example is the OOL that, even being an 

extension of the imperative language, was coded as a whole separated language. This means 

that all command components were duplicated and some of them had different 

implementations from their counterparts in IL1 and IL2.  

Besides that, the design of some components did not foresee the evolution to more 

complex languages, resulting in the creation of duplicated components with the same purpose 
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in different languages. The integration between paradigms also demanded that the initial 

design of some components should be generic and extensible enough to be used in language 

pertaining to different paradigms. 

During our work, an overall refactoring task was done in order to enhance the uniformity 

of the previously developed components, resulting in the removal of many duplicated 

components. 

Another significant contribution is the design and implementation of the Logic Language, 

which had not been considered in the initial version. It was done from scratch taking in 

consideration the reuse need and that their components should also be used in conjunction 

with components from other languages, in order to create the multiparadigm languages. 

The final task concerns the creation of the design strategy for integrating the developed 

components and creating multiparadigm languages, as the ones described in Chapter 5.  

In order to make the approach of practical use, a parser was created for each of the 

languages described in this document, using the JavaCC tool. From the language’s BNF, it is 

easy to notice that the grammar of the languages share similar elements. In fact, the grammar 

elements from the simpler languages are reused to create the parsers for the more 

sophisticated languages.  

As we discussed in Chapter 3, a great difficulty while developing this project was in 

choosing the pattern to structure the design of the language components. We opted for the 

Interpreter pattern, as it centralizes the coding of a new concept into the corresponding class. 

Because of the incremental style of development of the languages, this choice would produce 

more localized modifications in our project components. 

Unfortunately, as we have also discussed, this is not a perfect solution, and we suggested 

the use of aspects (and, particularly, AspectJ) as an alternative solution, in order to increase 

the modularity of our design. Therefore, we developed two versions: a purely OO solution 

and another one that also makes use of Aspect-Oriented programming. 

The use of AspectJ showed that aspects could be used to fill some gaps provided by the 

purely OO solution. Since the components affected by the aspects can be unaware of 

crosscutting concerns, it was easy to add orthogonally new functionalities or modify the 

behaviour of previously defined elements by creating new aspects.  

In many cases, in the purely OO solution, there was the need to create a new class or at 

least a subclass, in order to modify some language behaviour. This has led to other minor 

modifications in dependent classes. When using AspectJ, this obligation disappeared, as the 
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implemented aspects where responsible to alter or extend the behaviour of the already 

developed components, without the need to modify others. 

Therefore, this project also provides an interesting use of aspects, as they are used as a 

concept for language implementation design. As far as we are aware, this is an original use of 

aspects for such a purpose.  

6.2. Future Work 

Several small extensions of the proposed framework have been worked out by the 

students. Concerning the functional paradigm, structured types (tuples, lists, sets), lazy 

evaluation, free types, partial evaluation and abstract data types have been included. On the 

imperative side, arrays, pointers, registers, several parameter passing mechanisms and higher-

order procedures have been studied and implemented. Regarding object-orientation, they have 

exercised with inheritance, dynamic binding and exceptions.  

Even other paradigms have been implemented, like aspect-oriented programming. The 

framework has also been extended by the students to add new features, like compilation to a 

target architecture (as opposed to interpretation) and theorem proving. Due to the use of the 

Interpreter pattern, adding a new feature involves creating a new method in each component 

to support the new functionality. 

We intend to extend the framework with other paradigms like concurrency. For this 

extension, AspectJ would be of great help, as the concurrent capability would certainly affect 

all developed components. Therefore, the AspectJ ability of cross-cutting interference would 

greatly minimize the need of spread code related to concurrency control through the language 

components. 

In this work we have adopted a practical approach to language design and implementation, 

as well to paradigm integration. It would be interesting to investigate how a more rigorous 

approach, based on formal semantics, could be developed. Works such as those based on 

Action Semantics [41] would be an interesting starting point to explore. Action Semantics is a 

framework for the formal semantic description of programming language, whose main 

advantage is its pragmatic approach [40]. Unlike other frameworks, Action Semantics has 

demonstrated its applicability on real programming languages, like Pascal [42] and Standard 

ML [56].  

Adopting a formal approach, like Action Semantics, would provide some benefits, like 

reasoning about programs and specially the use of compiler generators [7]. Compiler 
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generators provide the generation of complete, correct, and efficient implementations of 

compilers automatically from language descriptions, in the same way that parsers can be 

automatically generated from grammars.  
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