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Resumo

Estudos recentes têm demonstrado que as redes biológicas apresentam características não-

aleatórias, dentre as quais destacamos a arquitetura modular. Neste trabalho, estamos in-

teressados na organização modular das redes de regulação transcricional (RRT), que mod-

elizam as interações entre genes e proteínas que controlam a sua expressão no nível tran-

scricional. Compreender os mecanismos de regulação transcricional é crucial para se ex-

plicar a diversidade morfológica e funcional das células.

Nós nos propomos a abordar o problema da identificação de módulos regulatórios tran-

scricionais, i.e. grupos de genes co-regulados e seus reguladores, com ênfase no aspecto

computacional. Uma distinção importante deste trabalho é que estamos também interes-

sados em estudar o aspecto evolutivo dos módulos transcricionais. Do ponto de vista bi-

ológico, a abordagem proposta está fundamentada em três premissas principais: (i) genes

co-regulados são controlados por proteínas regulatórias comuns (fatores de transcrição—

FTs) e, portanto, eles devem apresentar padrões de sequência (motifs) comuns nas suas

regiões regulatórias, que correspondem aos sítios de ligação desses FTs, (ii) genes co-regu-

lados respondem coordenadamente a certas condições ambientais e de desenvolvimento

e, logo, devem ser co-expressos sob essas condições, e (iii) uma vez que módulos tran-

scricionais são presumivelmente responsáveis por funções biológicas importantes, eles es-

tão sujeitos a uma maior pressão seletiva e, consequentemente, devem ser evolutivamente

conservados. Nós definimos, portanto, o conceito de metamódulo regulatório transcricional

(MMRT) como grupos de genes compartilhando motifs e exibindo um comportamento de

expressão coerente em contextos específicos consistentemente em várias espécies e propo-

mos modelos probabilísticos para descrever o comportamento modular em termos do com-

partilhamento de elementos regulatórios (motifs), da co-expressão e da conservação evolu-

tiva das associações funcionais entre os genes com base em dados diversos tais como dados

de sequência, de expressão e dados filogenéticos.

Palavras-chave: metamódulos regulatórios transcricionais, compartilhamento de motifs,

análise de co-expressão, modelos evolutivos de módulos transcricionais, reconhecimento

de padrões, modelos probabilísticos, modelos de Markov, cálculo de p-values, biclustering,

algoritmos filogenéticos.
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Abstract

Recent studies have demonstrated that biological networks display non-random character-

istics, among which we highlight the modular architecture. In our thesis, we are interested

in the modular organisation of transcriptional regulation networks (TRN), which model the

interactions between genes and proteins that control their expression at the transcriptional

level. Understanding the mechanisms of transcriptional regulation is crucial to explaining

the morphological and functional diversity of cells.

We propose to address the problem of identifying transcriptional regulation modules,

i.e. groups of co-regulated genes and their regulators, with emphasis on the computational

aspect. One important distinction of our work is that we also interest ourselves to the evo-

lutionary aspect of the transcription modules. From the biological point of view, the pro-

posed approach is supported by three main premises: (i) co-regulated genes are bound by

common regulatory proteins (transcription factors—TFs) and so they must present com-

mon sequence patterns (motifs) in their regulatory regions, which correspond to the binding

sites of those TFs, (ii) co-regulated genes respond coordinatedly to certain environmental or

growth conditions, and so they must be co-expressed under those conditions, and (iii) since

transcriptional modules are suposedly responsible for important biological functions, they

are more subject to selective pressure and therefore they must be evolutionary conserved.

We thus define the concept of a transcriptional regulation metamodules (TRMMs) as groups

of genes sharing regulatory motifs and displaying coherent context-specific expression be-

haviour consistently across species and propose probabilistic models to describe the mod-

ular behaviour in terms of the sharing of regulatory elements (motifs), of the co-expression,

and of the evolutionary conservation of functional associations between genes based on

diverse data such as genomic sequence, gene expression, and phylogenetic data.

Keywords: transcriptional regulation metamodules, motif sharing, co-expression analysis,

transcriptional modules evolutionary models, pattern recognition, probabilistic models,

Markov models, p-value computation, biclustering, phylogenetic algorithms.
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Notation

In the table below, we summarise the typographical conventions used throughout the text.

General

Type of expression Formatting convention Example

Numerical constant Uppercase latin N = 10

Numerical variable/index Lowercase latin i = 1, . . . , N

Numerical array Bold lowercase latin v= (v1, . . . , vN )

Set Calligraphic uppercase latin G= {g1, . . . , gS}

Strings

Type of expression Formatting convention Example

Character constant Monospaced latin A,c

Character variable Lowercase latin a =a

String of characters Bold lowercase latin x= x0x1 · · ·xN

Probabilistic Models

Type of expression Formatting convention Example

Random variable Uppercase latin X ∼N (0, 1)

Random variable valuation Lowercase latin X = x

Random vector Bold uppercase latin X= (X1, . . . , XN )

Random vector valuation Bold lowercase latin X= x

Parameter Lowercase greek P(x ;θ )

Parameter vector Bold lowercase greek θ = (θ1, . . . ,θN )

Parameter space Uppercase greek θ ∈Θ
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xx NOTATION

Besides these general typographic conventions, we also employ the following specific

notation:

Notation Meaning

#[X] Cardinality of the set or event X

Pr[X] Probability of the set or event X

x The mean of vector x

var (x) The variance of vector x

E(X ) The expected value of the r.v. X

We notice also that we sometimes use vectors instead of sets (or multisets) to represent

collections of objects. We chose the vector format because it is convenient to think of those

sets as ordered (for example, one can unambiguously use genes and conditions as indices

of arrays) and because this is closer to the computer representation. Nonetheless, when

those vectors appear in contexts in which they should be interpreted as sets, this can usually

be done with no risk of confusion. Moreover, given a vector v = (v1, . . . , vN ), we abuse the

notation and write v′ ⊂ v even though ’⊂’ usually denotes the subset relation. In this case,

we mean that v′ = (vi 1 , . . . , vi L ) for some 1≤ i 1 < i 2 < · · · i L ≤N .
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For convenience, we list some abbreviations frequently used in the text along with their

meaning.
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CHAPTER 1

Introduction

In recent years, biotechnological advances have made possible the production, at an un-

precedented rate, of massive amounts of data about the cells of diverse tissues and organ-

isms. These data contain information about (i) the chemical structure and composition of

the organic macromolecules which are responsible for the codification and transmission

of hereditary characteristics of living beings, the DNA and RNA, (ii) the composition and

structure of several families of proteins, which are the basic constituents of living organ-

isms, (iii) the level of activity of the genes, that are regions of the DNA from which proteins

are produced, (iv) biochemical reactions that occur in the interior of the cells, etc. Acquisi-

tion of these data constitutes, by itself, a great scientific challenge, having represented, to a

great extent, the focus of research over the last decades. The success achieved in this direc-

tion, which can be testified, for example, by the complete sequencing of the human genome,

is fundamentally based on collaborative work involving several fields of knowledge, includ-

ing Biology, Chemistry, Physics, Mathematics, Statistics, Computer Science, among others.

Much bigger yet, is the challenge of interpreting these data, in order to transform this enor-

mous amount of information into useful knowledge. Here, as before, interdisciplinary ef-

forts are, more than necessary, urgent.

Biological research has traditionally dealt with isolating components of biological sys-

tems and studying their individual characteristics and functions. Given that biological sys-

tems, from simple bacterial cells to complete ecosystems, are constituted of several compo-

nents that interact in a complex and orchestrated way, we can only expect to fully under-

stand the biological phenomena sustaining life if we shift from this parts-list identification

paradigm to a more integrative approach, in which we are also interested in the associations

and interactions between the system components as well as in the dynamics of those inter-

actions. This is the essence of the emerging field of Systems Biology (Kitano, 2002a,b) which

proposes to explain biological systems from a holistic, system-level perspective through sys-

tematic (computational) analysis of heterogeneous experimental data. Long term objectives

are even more ambitious: eventually, we would like to be able to build predictive models

which would let us anticipate future states of the modelled systems through computational

1



2 CHAPTER 1 INTRODUCTION

simulation. This would have profound impacts in areas such as medicine and agriculture.

An example of the need for a more system-oriented analysis arises when one wants to ex-

plain the complexity of organisms from their genomes. For instance, the genome of the fruit

fly Drosophila melanogaster has less than 14,000 genes, against the approximately 20,000

genes of the worm Caenorhabditis elegans (a 1mm soil nematode, with a lifecycle of approx-

imately 3 days), in spite of the fact that the latter does not possess the same cellular diversity

as the former. The human genome, in its turn, contains about 30,000 protein-coding genes,

being only 1.5 times larger than that of the worm. Clearly then, the complexity of an or-

ganism does not depend solely on the genes it contains. The way genes are interconnected

and controlled is as important as the genes themselves and their products (Levine and Tjian,

2003). Unravelling the mechanisms of gene regulation represents one of the most important

research goals of the post-genomic era.

A first step towards deciphering the gene regulatory logic consists in building a map of

the interactions between the genes and their regulators. For the time being, it is enough

to know that these regulators are simply proteins that are produced by some genes, and

that they can somehow regulate the level of activity of one or more genes, possibly even the

genes that produce it (we will discuss the mechanisms of gene regulation in further detail in

Section 2.1.2). This static representation of regulatory interactions (and similarly, of many

other kinds of biological interactions) takes the form of a biological network (Alm and Arkin,

2003), in this particular case, a transcriptional regulation network (TRN). In a TRN, nodes

represent genes and regulatory proteins. An arc gene→regulator means that the gene pro-

duces the regulator, whereas an arc regulator→gene states that the regulator controls the

gene. Constructing such networks imply identifying the genes and their products, as well

as the regulators and their protein-DNA interactions. Traditional laboratory techniques for

these tasks are costly and time-consuming. Several computational techniques have thus

been developed to help carrying out the job.

Regulation networks, as well as other kinds of networks, biological and non-biological,

often present some characteristics that make them more amenable to computational treat-

ment (Alon, 2003). Among these characteristics, we highlight their modularity. From a

purely topological point of view, a module is a subset of nodes highly interconnected be-

tween them, but loosely coupled to other nodes (see Figure 1.1). From a biological stand-

point, a module in a regulation network corresponds to a set of co-regulated genes plus the

corresponding regulators. Global regulatory networks are made of a collection of loosely

connected and partially overlapping modules. Hence, the identification of regulatory mod-

ules is a fundamental step in a bottom-up strategy for the elucidation of the regulatory pro-
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gram of the cell, providing important indications about core biological processes and their

main actors.

Gene G encodes protein PProtein P regulates gene G

GeneTFBS

TF

TF

Gene product

G PGP

Figure 1.1 Schema of a TRN decomposed into modules (delimited by the dotted ovals).

In this thesis, we propose to study the problem of characterising modules of co-regulated

genes and their condition-specific regulators though the computational analysis of diverse

experimental data concerning multiple species.

Overview of this text

The remainder of this text is organised as follows:

Chapter 2 is conceptually divided into two parts: in the first part we provide biological

background information necessary for understanding the problem of the identification of

transcriptional regulation modules in general, its relevance, and the context into which it

is inserted. Then, in the second part, we give a general presentation of the problem from a

non-specialist perspective, sketching the main objectives we wish to attain.

Chapter 3 contains a literature review of related work on the specific problems we are trying

to address or subparts of it. We explain those methods in order to highlight their main ideas,

with emphasis on their methodological aspects.
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Chapter 4 is the main chapter of this thesis and contains a formal description of our pro-

posed methods (models and algorithms) for dealing with the problems introduced in Chap-

ter 2, and the analysis of the experimental results.

Chapter 5 contains an overall discussion about the research work of this thesis and the ob-

tained results, with the delineation of its main contributions. We also present future per-

spectives concerning this work, indicating a few directions in which it could be ameliorated

and/or extended.

We wanted this thesis to be not only a research report but also some sort of memories of

the studies we had the opportunity to do during this doctorate period. However, this work

lies in the boundary of a few research areas, and even if we consider its position within

the (sub)field of Bioinformatics itself, it touches a few distinct important sub-problems,

which adds to the difficulty of presenting the material herein in a concise and relatively self-

contained manner. Because of our own academic background, and since this thesis is to be

presented in a Computer Science department, the adopted tone is more mathematical than

biological. Hence the reason for presenting the basic biological material in the beginning of

the text, assuming it may be less familiar, and not having the equivalent “mathematical pre-

liminaries”. Despite of this, we do include appendices with background material on assorted

specific mathematical topics appearing in the text.



CHAPTER 2

Background and problem description

In this chapter, we introduce the problem we propose to study from a high-level perspective.

We do not go into details of how we model the problem neither delve into specific questions,

but we sketch the problem setting and state the overall objectives to be pursued. However,

before talking about the research topic itself, we give an introduction to the main biological

concepts involved, in the hope that this will help both to motivate the topic and facilitate its

understanding.

2.1 A Biology primer

Biology—the study of life—has accompanied mankind since the earliest days. Genetics is

the branch of Biology that concerns the study of heredity and variation in organisms. It

has become increasingly popular over the last decades because of its potential applications

to medicine and agriculture, for instance, and the implied ethical, social, economical, and

environmental issues. The rapid development of modern Genetics is intimately related to

advances in Biochemistry. The union of Genetics and Biochemistry gave rise to a discipline

widely known as Molecular Biology, which strives to understand observed biological char-

acteristics and behaviour (phenotype) in the light of their molecular codification (genotype)

and related processes that occur in the interior of cells. A core task performed by cells, im-

plicated in virtually all its vital functions, is that of producing proteins from genes. This

process is controlled by sophisticated molecular circuits whose decodification constitutes

one of the greatest challenges of the life sciences in our era. In this section, we explain the

basics of this process, its main actors, and control mechanisms.

5



6 CHAPTER 2 BACKGROUND AND PROBLEM DESCRIPTION

2.1.1 Molecules of life: nucleic acids and proteins

DNA

The deoxyribonucleic acid, or DNA, is a macromolecule constituted of smaller units called

nucleotides. Each nucleotide, in its turn, is composed of a pentose sugar molecule (deoxyri-

bose), a phosphate group, and a nitrogenous base that distinguishes one nucleotide from

another. The four possible nitrogenous bases are: adenine (a), guanine (g), thymine (t),

and cytosine (c).

The DNA has the form of a double helix, that is, two strands coiled around a central fibre

axis (Figure 2.1(a)). Each strand represents a chain of nucleotides linked by phosphodiester

bonds. The strands are held together by hydrogen bonds between the bases. These bonds

follow a strict rule: the purine bases (a and g) of one chain are paired to pyrimidine bases

(t and c) on the other chain and vice versa (Figure 2.1(b)), forming the so-called Watson–

Crick base pairs (bp). More precisely, an adenine always matches a thymine, and a guanine

matches a cytosine (and conversely). As a result of this rule, despite of being not identical,

the two DNA strands are complementary, in the sense that each determines the other un-

equivocally. Besides, each chain possesses a relative orientation, given by the numbers of

the carbon atoms of the pentose, labelled from 1’ to 5’, through which nucleotides bind to

their neighbours in the strand. Positive (or sense) orientation is conventionally assumed to

be the 5’-3’ direction, in which a nucleotide is attached to the previous nucleotide through

the 5’ carbon, and to the next nucleotide through the 3’ carbon. In a symmetric manner, the

3’-5’ is taken as the negative (or antisense) orientation .

The DNA molecule can be represented by a string of characters over the alphabet {a,c,g,t}.
This string corresponds to the sequence of nucleotides in one of the strands in the positive

orientation.

In eukaryotes—higher organisms, mostly multicellular, whose cells possess distinct, mem-

brane-bound, nuclei—DNA is bundled into structures known as chromosomes that lie inside

the cell nucleus. In prokaryotes—simple unicellular organisms which, in contrast to eukary-

otes, do not have organised nuclei—chromosomes consist of single circular molecules of

DNA which are found free in the cytoplasm.

Proteins

Proteins are polymers, that is, large chains composed of smaller structural units (mono-

mers) known as amino acids linked by peptide bonds, as shown in Figure 2.2. An amino
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(a) (b)

Figure 2.1 The deoxyribonucleic acid—DNA. (a) Schematic tridimensional conformation of the
DNA molecule. (b) Ribose and phosphate molecules from the same strand form a sugar-phosphate
backbone to which nitrogenous bases are attached. Bases on one strand bind to complementary
counterparts on the other strand through hydrogen bonds: two in the pairing a=t, and three in the
matching g≡c. © National Human Genome Research Institute (www.genome.gov)

acid is a molecule composed of a central carbon atom, known as the alpha carbon, or Cα, to

which are attached a hydrogen atom (H), an amino group (NH2), a carboxy group (COOH),

and a side chain that distinguishes one amino acid from another. There are twenty amino

acids commonly found in proteins in nature, roughly represented by capitalised letters in

the range A–Y.

Proteins are essential constituents of the cell. They amount to more than half of the dry

weight of cells and are involved in almost all cell processes. Some proteins, such as keratin

and collagen, known as structural proteins, form most of the solid material of organisms

(skin, hair, bones, nails, muscular fibre, etc.). Other proteins are in charge of helping cells

to perform their activities: they are called functional proteins. A special group of functional

proteins is comprised by the so-called enzymes, that serve as catalysts of specific chemical

reactions that would otherwise take too long to complete, if ever started. For instance, the

amylase is an enzyme contained in the saliva that helps in the digestion of starch.
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Figure 2.2 Formation of a peptide bond. The carbon of the carboxy group of one amino acid is
bound to the nitrogen of the amino group of the other amino acid. During the formation process, a
water molecule is released.

RNA and protein biosynthesis

The ribonucleic acid (RNA) is another form of nucleic acid present in cells. RNA is similar

to DNA in the sense that both are composed of nucleotide chains. Major differences from

DNA are: (i) RNA is normally a single stranded molecule, (ii) in RNA nucleotides, the pentose

sugar is the ribose, instead of deoxyribose, (iii) in RNA, the pyrimidine base thymine (t) is

replaced by uracil (u), and (iv) RNA varies in both size and structure far more than DNA.

There are different kinds of RNA involved in basic cell activities, as we shall shortly see.

One of the core tasks performed by cells is that of producing (or synthesising) proteins.

Protein synthesis in eukaryotes is more elaborate than in prokaryotes. In both cases, though,

it occurs in two phases named transcription and translation, which are illustrated in Fig-

ure 2.3 and explained next.

Transcription At this stage, a contiguous stretch of one strand of the DNA—the coding

strand—is transcribed into an RNA molecule known as messenger RNA, or mRNA. Like other

biochemical reactions, this polymerisation reaction is controlled by a complex of enzymes,

among which an enzyme called RNA polymerase plays the major role. The whole transcrip-

tion process can be roughly subdivided in three steps: initiation, chain elongation, and ter-

mination.

The RNA polymerase recognises and strongly binds to a short specific region, known as

promoter, which indicates the start point of the transcription. It then induces the separa-

tion of the two DNA strands by breaking the hydrogen bonds between them. With strands
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Figure 2.3 Protein synthesis. © NHGRI (www.genome.gov)

set apart, it initiates transcription from the transcription start site (TSS), located a few basis

downstream1 of the promoter. The RNA polymerase catalyses the formation of phosphodi-

ester bonds between ribonucleotides using the coding DNA strands as a template, that is, it

starts to slide through the template strand and, for each deoxyribonucleotide (c, g, t or a)

found on its way, a complementary ribonucleotide (resp. g, c, a oru) is added to the mRNA

molecule that is progressively elongated. RNA chain elongation occurs in the 5’-3’ direction

(thus the coding strand is read in the 3’-5’ direction). This procedure eventually halts with

the RNA polymerase being released from the DNA molecule, which is then recomposed.

The contiguous stretch of DNA that is transcribed into mRNA, and later translated into

a protein is called a gene. DNA is not always densely occupied by genes. Only 2%–3% of

1We use the terms upstream and downstream to refer to positions relative to the orientation of the coding
strand, with the promoter being upstream from the TSS. It is also a convention to number nucleotides accord-
ing to their position relative to the first transcribed nucleotide, which we label +1. Nucleotides downstream
are numbered +2,+3,+4, . . ., whereas nucleotides upstream are numbered −1,−2,−3, and thereafter.
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human DNA, for instance, is constituted of genes, the remaining 97%–98% corresponding

to intergenic DNA whose function is still largely unknown.

Translation Once mature, mRNA leaves the nucleus (in eukaryotes) towards the cytoplasm,

where translation into proteins takes place inside cellular organelles called ribosomes. An-

other kind of RNA—transfer RNA, or tRNA—takes part in this process. A tRNA is usually a

short RNA molecule (74–93 residues) which possesses a region, called anticodon, composed

of a triplet of nucleotides, that base-pairs to the complementary triplet, known as codon.

It has also another region in the opposite side, the acceptor stem, which binds to a specific

amino acid. Which particular amino acid is bound to the tRNA is determined by the corre-

sponding codon, as specified in Figure 2.4—the so-called genetic code.

1st base
2nd base

3rd base
u c a g

u

Phe (F) Ser (S) Tyr (Y) Cys (C) u
Phe (F) Ser (S) Tyr (Y) Cys (C) c
Leu (L) Ser (S) STOP STOP a
Leu (L) Ser (S) STOP Trp (W) g

c

Leu (L) Pro (P) His (H) Arg (R) u
Leu (L) Pro (P) His (H) Arg (R) c
Leu (L) Pro (P) Gln (Q) Arg (R) a
Leu (L) Pro (P) Gln (Q) Arg (R) g

a

Ile (I) Thr (T) Asn (N) Ser (S) u
Ile (I) Thr (T) Asn (N) Ser (S) c
Ile (I) Thr (T) Lys (K) Arg (R) a

Met (M) Thr (T) Lys (K) Arg (R) g

g

Val (V) Ala (A) Asp (D) Gly (G) u
Val (V) Ala (A) Asp (D) Gly (G) c
Val (V) Ala (A) Glu (E) Gly (G) a
Val (V) Ala (A) Glu (E) Gly (G) g

Figure 2.4 The genetic code. Notice that the code is degenerate since the 64 (43) possible codons
originate only 20 amino acids.

Translation also has three identifiable steps. At the initiation step, the mRNA start site

is recognised by the ribosome and an initiation complex is formed. During the elongation

phase, the mRNA slides through the ribosome who consecutively ‘reads’ a codon, recruits

an amino acid molecule bound to a tRNA with the corresponding anticodon, and catalyses

the formation of a peptide bond between that amino acid and the last added one, forming

an elongating chain. Finally, at the termination step, the ribosome recognises the stop codon

and interrupts the elongation of the peptide chain, releasing it from the translation complex.

The processes described above, together with the processes of DNA self duplication and
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reverse transcription (not described here) constitute the so-called central dogma of molecu-

lar biology, depicted in Figure 2.5.

DNA RNA Protein

Transcription
Translation

Reverse
transcription

Duplication

Figure 2.5 The central dogma of molecular Biology.

2.1.2 Gene expression and regulation

Virtually every cell of an animal or plant contains the same set of chromosomes. It is surpris-

ing, therefore, that they can have so many different forms and perform so diverse functions.

What makes pancreas cells produce insulin and not, say, tears? In principle, pancreas cells

have the ‘recipe’ for producing tears, or milk, but some circuitry seems to selectively inhibit

the action of inappropriate genes. When a protein is produced from a gene, we say that the

gene is expressed. Regulation of gene expression corresponds to that intricate logic that con-

trols which genes must be activated, and which must be repressed under a given condition,

such as a particular stage in a cell’s life cycle, or the presence of some external stimulus. It

lies at the heart of the processes of cellular differentiation (Levine and Tjian, 2003). Reg-

ulatory mechanisms are diverse and work cooperatively, rather than independently, what

makes their study even more complicated.

The regulation of gene expression occurs at several levels: transcriptional, post-trans-

criptional, translational, and post-translational. This classification essentially reflects the

moment at which the cellular machinery acts to attenuate or improve the assembly of the

product of a gene or group of related genes. In this work, we will be mostly concerned with

transcriptional regulation, since most cellular pathways are known to be controlled at the

transcriptional level.

A basic transcription control mechanism consists of the binding of special proteins known

as transcription factors (TF) to specific control regions of the DNA known as transcription

factor binding sites (TFBS). TFs can have the effect of either preventing or fostering the initi-

ation of transcription by avoiding the proper coupling of RNA Polymerase to the promoter,

or by favouring this binding, respectively. The former effect is known as repression, and the
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latter, as activation. Corresponding factors are respectively called repressors and activators.

Most of the well-known regulatory logic in prokaryotes is centred around the concept of

an operon, which is basically a group of adjacent structural genes with a common promoter

and a regulatory site known as operator (see Figure 2.6). An operon is a basic transcription

unit of prokaryotic cells, that is, their genes are transcribed into a single polycistronic mRNA

molecule which encodes the corresponding set of (functionally related) proteins, one for

each gene.

P O G1 G2 Gn

Promoter Operator Structural genes

+1

transcription
 start

Figure 2.6 Layout of a typical prokaryotic operon

The operator acts as a sort of on/off switch, controlling the expression of the physically

linked structural genes in the operon. As explained before, transcription initiation depends

on the proper binding of the RNA Polymerase complex to the promoter. The operon is usu-

ally organised in such a way that, if a specific regulatory protein is bound to the operator,

then it obstructs the linkage of the RNA Polymerase to the promoter therefore repressing

transcriptional activity. The action of the regulatory protein depends upon an effector (or

inducer) molecule which binds to it, interfering on its ability to adhere to the operator site.

The influence of the effector can either be negative, i.e., impede RNA Polymerase coupling,

or positive, i.e., facilitate it.

Gene regulation in eukaryotes is far more involved than in prokaryotes. Even among

eukaryotes, the level of complexity and organisation of the regulatory apparatus varies im-

mensely, from a moderately complex mechanism found in unicellular fungi to an utterly

elaborate machinery found in metazoans. In any case, though, much of the transcriptional

regulatory logic resides in the control of transcription initiation.

As with prokaryotes, the key role in eukaryotic transcription initiation is played by the

RNA Polymerase riboenzyme. Contrary to prokaryotic cells, eukaryotic cells contain three

different types of RNA Polymerase (I,II, and III), being the RNA Polymerase II (RNAPolII for

short) the one involved in the transcription of protein-encoding genes.



2.1 A BIOLOGY PRIMER 13

RNAPolII alone is not capable of firing the transcription process. Instead, it relies on the

action of a few proteins known as general transcription factors (GTFs). GTFs help in the cor-

rect positioning of the RNAPolII on the promoter, in the separation of the two DNA strands,

as well as in the release of the RNAPolII from the promoter as soon as transcription initiates.

RNAPolII, together with GTFs and coactivators (see below) form the preinitiation complex

(PIC), which binds to a region typically spanning nucleotides in the (−50,+50) interval called

the core promoter (Figure 2.7).

YYAN T/A YYTATAAAG/C G/C G/C CGCC RG A/T CGTG

+1-26-32-38 +30

BRE TATA INR DPE
! !

Figure 2.7 The eukaryotic core promoter is usually composed of four subunits: TATA box (TATA),
initiator sequences (INR), downstream promoter element (DPE), and the TIIFB recognition element
(BRE). Typical locations and site consensi are displayed. As for the consensus, Y represents any
pyrimidine (c or t), and R represents any purine (a or g).

Apart from the RNAPolII PIC, in vivo transcription usually depends on other regulatory

protein-DNA interactions. In addition to the core promoter, eukaryotic cells often include

proximal promoters, usually located a few hundred bases upstream the TATA box, as well

as distal promoters (sub-classified into enhancers and silencers), scattered over distances

from tens to hundreds of kilobases both upstream and downstream the gene they regulate.

Enhancers and silencers do not interact directly with the RNAPolII Complex, but rely on

certain coactivators/mediators to intermediate that interaction. To prevent distal promot-

ers from inappropriately affecting genes in the same region of the chromosome, eukary-

otic genomes also possess regulatory DNA stretches called insulators located between en-

hancers/silencers and promoter of adjacent genes.

The main elements of transcriptional regulation in a typical eukaryotic cell presented so

far in this section are summarised in Figure 2.8.

2.1.3 Natural selection (in a nutshell)

The foundations of the theory of Natural selection were laid out by Charles Darwin in his

never-enough-praised The Origin of Species of 1859. It has been the subject of intense crit-

icism but also of incremental refining since then and remains, to these days, as the most

widely accepted scientific theory for the evolution of living organisms. By the time the the-

ory of Natural selection was proposed, the mechanisms of heredity were unknown. Only
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Figure 2.8 Schematic view of the several participants of the transcription-initiation process in a typ-
ical eukaryotic cell.

much later, with the discovery of the DNA, it could be established that the phenotype was

backed up by a molecular codification, the genotype, and that the mechanisms of heredity

act at the level of the genes, the basic hereditary unit.

The central idea of the theory of Natural selection is that the great diversity in the forms

of life results from small random modifications accumulated through generations over the

course of millions of years. Natural selection acts over heritable traits (physical character-

istics that can be transmitted from parents to offspring), induced by selective pressure due

to environmental aspects. It pre-suposes hence genetic variation. When individuals repro-

duce, they give rise to offspring with diverse genotype (and not exact copies) because of

mutation and recombination events, this variation resulting in different levels of fitness. The

concept of fitness of a genotype is usually associated to the mean rate of reproductive suc-

cess of a group of individuals presenting it. When a new genotype confers higher fitness,

it will become more and more frequent over successive generations, being eventually fixed

and shared by the entire population. This is known as directional selection. A complemen-

tary (and more common) form of selection called stabilising or purifying selection occurs

when the new phenotype results in lower fitness, being thus filtered out over successive

generations, becoming less and less frequent until eventually disappearing.
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An important phenomenon resulting from natural selection is that of speciation. Two

subgroups of individuals of a same population may be formed such that the mating between

individuals of a same subgroup becomes much more frequent than the mating between in-

dividuals of different subgroups, and that may arise, for instance, because of a geographical

separation, or because of sexual selection. In addition, it may happen that natural selec-

tion acts differently in the two subgroups, causing incompatible differences to be accumu-

lated, and eventually fixed, separately by each subgroup up to a point where individuals of

different subgroups can no longer interbreed. At this point, these reproductively isolated

groups will have constituted two different species. It has become a standard practice to rep-

resent the process of evolution of species in the form of a tree, the tree of life, with each node

corresponding to a species (or higher hierarchical unit: genus, family, class...) connected,

upwards, to its ancestral species and, downwards, to its descendant species. The leaves of

the tree correspond to current species whereas the root of the tree would correspond to a

primitive common ancestral species (see Figure 2.9 for an example).

Figure 2.9 An illustrated partial species tree for the Drosophila genus. Source: DroSpeGe
(http://insects.eugenes.org/species/)
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2.2 Biological data acquisition

Much of the recent progress in computational Biology can be credited to biotechnological

advances which led to the development of techniques allowing for the acquisition of large

scale data concerning different aspects of cellular structure and activity.

2.2.1 DNA sequencing

The process of identifying the exact composition of a DNA molecule, or more precisely, the

ordered sequence of nucleotides that constitute a DNA strand is called DNA sequencing. It

lies at the heart of the boom of genomic research started few decades ago. Most high-scale

sequencing projects are based on the chain termination method designed by F. Sanger in the

late seventies, and for which he won the Chemistry Nobel Prize in 1980. The Sanger method

explores the fact that DNA molecules whose length differ by one single nucleotide can be

separated by gel electrophoresis. In this technique, a pool of differently sized DNA molecules

is put in one end of a lane (capillary glass tube) filled with a viscous polymer. An electric cur-

rent is then applied between the extremities of the lane, causing molecules to start moving

towards the opposite end. Smaller molecules will face less resistance to slide through the

gel, and thus, after some time, they will have moved further than bigger ones, so that each

molecule will be in a distinguishable distance range (band) from the start point, depending

on its size. Modern implementations of the Sanger method use a technique known as poly-

merase chain reaction (PCR) developed by K. Mullis in the early eighties (and for which he

won the Chemistry Nobel Prize in 1993) to obtain samples of differently sized partial copies

(or clones) of the DNA to be sequenced. The clones are produced in such a way that their

last nucleotides are special, fluorescently labelled, chain terminating dideoxynucleotides

(ddATP, ddCTP, ddGTP and ddTTP), each receiving a dye of a distinct colour (i.e., they flu-

oresce at distinct wavelengths). When the buffer containing labelled clones is submitted to

gel electrophoresis, each partial copy will occupy a distinct band: the first band (the one that

is more distant from the start point) will contain monomers, the second band will contain

dimers, and so on until the last band (the closest to the start point), which will correspond

to full copies of the molecule being sequenced. Upon exposure of the dried gel to UV radi-

ation at specific wavelengths, one can identify the bands associated to each terminator, or

equivalently, identify the nucleotide at each position of the original molecule. A sketch of

the procedure is shown in Figure 2.10.



2.2 BIOLOGICAL DATA ACQUISITION 17

Figure 2.10 Chain termination sequencing method.

2.2.2 DNA hybridisation arrays

In addition to sequencing technology, another major impulse to genomic research was given

by the development of DNA array technology in the 90’s. A DNA array, also called DNA mi-

croarray or DNA chip, is a device used to simultaneously measure the expression level of

thousands of genes, usually the whole genome of an organism or a significant portion of it,

by gauging the amount of transcribed mRNA for each gene. It basically consists of a solid

substrate, usually a glass slide or a nylon membrane, which is divided into a grid of spots

(or features), each containing an immobilised sample (from tens to hundreds of thousands

molecules) of a unique nucleic acid molecule with known sequence. The DNA array is de-

signed so that the molecule of each feature, called the probe, has high hybridisation affinity

for the mRNA product, called the target, of a specific gene. The pattern of expression of a

set of genes is determined by collecting the complete mRNA product of a cell in a certain

condition or at a given moment in time, incubating it with with the array, and measuring

how much of it hybridises with the DNA in each feature.

Gene expression profiling experiments differ depending on the type of array (oligonu-

cleotide, cDNA) and readout technology (confocal laser scanning, phosphorimagers). They

are usually performed in series with the objective of monitoring cellular activity at different

growth conditions, or cellular response to diverse stress situations or therapeutic treatment.

The measurements of the (relative) expression levels of one particular gene under the se-

ries of observed conditions constitute its gene expression profile under those conditions. A

series of N profiling experiments using DNA arrays representing M genes results in a set

of M gene expression profiles, one for each gene, and each encompassing N experimental
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conditions. These profiles (N -dimensional row vectors) are stacked into a M ×N matrix

called the expression profile matrix. Such a matrix is often represented by a coloured grid of

small rectangles, each receiving a colour in a red-green spectrum, with levels of red stand-

ing for activation, green for repression, and black for unaltered expression relative to a fixed

reference condition (Figure 2.11).

Figure 2.11 Partial view of the expression profile matrix comprising the whole set of S. cerevisiae’s
ORFs (only 35 shown) under∼ 80 experimental conditions. Source: Eisen et al. (1998, Suppl. website)

2.3 Biological networks

Every biological system, from a single bacterial cell to a complete ecosystem, is composed

of several elements that act cooperatively in a complex and coordinated way to perform the

tasks necessary to the maintenance of life. A great deal of traditional research in the life

sciences consists of isolating and dissecting the structural properties of individual compo-

nents of such systems. Whereas this represents a legitimate and, moreover, necessary inves-

tigation practice, it fails to completely explain the dynamical and evolutionary behaviour of

biological systems. It was soon realised that a holistic understanding would not be attained

otherwise than by the study of the interactions between the parts of those complex systems

in parallel with their individual properties.

Over the last decades, it has become popular to model biological interactions at a static

level as networks. A biological network (Alm and Arkin, 2003) is a network, i.e. a set of inter-

connected nodes, in which each node represents a component of a biological system and a

connection between two nodes represents some kind of interaction or functional associa-
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tion between them. Although simple, this modelling allows for the study of several aspects of

the cellular machinery at a molecular level. Relevant questions concern size, topology and

evolution of such networks. In the long run, we would like to be able to construct dynamical

models reliable enough to permit explanation of manifested behaviour (phenotype) from its

biomolecular codification (genotype). Moreover, we would like to build predictive models

to let us perform simulations in order to anticipate future states of the cell.

It has been observed a notable progress in the study of three kinds of molecular inter-

action networks: protein-protein interaction networks, metabolic networks, and transcrip-

tional regulation networks.

In a protein-protein interaction network, nodes represent proteins and edges represent

physical interaction (which usually imply functional association) between the connected

proteins. Traditional methodologies used for determining protein interactions include pro-

tein co-immunoprecipitation, and interaction mapping through yeast-two-hybrid (Y2H)

screens.

A metabolic network represents the chains of chemical reactions underlying the metabolism

of an organism. In a metabolic network, nodes correspond to compounds, whereas a di-

rected connection labelled E from node A to node B (A
E−→ B) indicates that substrate A is

used by enzyme E to produce metabolite B . Networks of this kind often arise from innu-

merable studies targeted at individual enzymes and substances.

In this work, we will be mainly concerned with the last of the three kinds of biological

network mentioned above. In a transcriptional regulation network (TRN) each node repre-

sents a protein or a gene. An arc (directed connection) protein → gene indicates that the

protein regulates the gene, whereas an arc in the opposite direction means that the gene

encodes the protein. Thus the assembly of transcription networks depends on the identifi-

cation of the genes of a genome and their respective products, as well as the localisation of

protein-DNA interactions. Gene identification (also called gene finding or prediction) is a

well-studied problems in computational Biology (Mathé et al., 2002). Current methods are

mainly based on homology, i.e., on the sequence similarity with previously characterised

genes, on the analysis of the sequence content (nucleotide composition, codon usage bias,

hexamer frequency, etc.), and on the recognition of certain functional signals specific to

genes in contrast to intergenic, non-protein-coding regions. As for protein-DNA interac-

tion identification, traditional methods include chromatin immunoprecipitation (ChIP) as-

says, in which a protein is cross-linked in vivo to DNA, which is then sheared, and the re-

sulting fragments bound to protein-specific antibody causing the precipitation of the pro-

tein+antibody+DNA stretch complex. After isolation of the protein-bound pieces, the link
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is reversed and the protein digested, resulting in DNA which is then purified, amplified, and

sequenced at last. A recent technique based on the use of DNA arrays to perform several

thousand simultaneous ChIP experiments (ChIP-on-Chip) (Ren et al., 2000) has made pos-

sible the construction of fairly comprehensive TRNs of model organisms, like the budding

yeast (Lee et al., 2002).

Biological networks have been found to exhibit some characteristics that confer them

a degree of regularity and ‘good design’ principles compliance beyond what would be ex-

pected for random networks (Alon, 2003). Although unexpected, those fortuitous character-

istics make those networks, otherwise arbitrarily large and complex, amenable to computa-

tional study. In particular, we highlight some features also found in other kinds of networks,

such as social networks, or even human-engineered networks, such as computer networks.

They are: scale-free connectivity distribution, the use of recurrent topological patterns, and

modularity.

In scale-free networks (Barabási and Albert, 1999), the probability of finding a k -connected

node, P(k ), follows the power-law distribution P(k )∝ k−γ, for some constant γ. In practical

terms, this means that the networks have only a few highly connected nodes, or hubs. This

is a common architectural feature of computer networks, for instance. Also, in a scale-free

network the distance between any two nodes is typically shorter than in a random network.

This small-world property is also often found in social networks.

A common engineering practice is to arrange the simplest components of a system into a

restricted set of small basic circuits, and then to re-use these patterns recurrently as building

blocks for the construction of even more elaborate subsystems and so forth, leading up to

the whole system. For example, in electronics, transistors and resistors are organised into

logic gates, and these into flip-flops, full-adders, multipliers, and so on. Once you have

a whole bunch of basic components, you connect them in a convenient way to build up

the desired system. Similarly, biological networks have been found to possess some small

recurrent topological patterns, or network motifs (Milo et al., 2002) that often correspond

to specific information-processing tasks such as filtering input fluctuations, or accelerating

network throughput (Shen-Orr et al., 2002).

In a modular architecture, the nodes of a network can be decomposed into a set of (pos-

sibly overlapping) groups, or modules. Although modularity is a somewhat fuzzy concept,

a module in a network can be loosely defined as a group of nodes highly interconnected

between them and weakly connected to other nodes outside the module. The idea is that

modules would correspond to semi-autonomous functional or structural units of the whole

system with well-defined interfaces, i.e. a set of input and output nodes that serve to con-
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nect it to other modules. Modular networks can be more easily adapted and reconfigured

since intra or intermodular adjustments are more isolated and affect potentially much less

nodes that in an highly connected non-modular network. Therefore, it seems reasonable

that essentially dynamic, often-evolving biological systems display a modular architecture.

Modular networks can be more easily treated by computer algorithms. Indeed, instead of

considering the network as a whole, it is a common practice to study it from ground up,

starting with the modules, one at a time, and then analysing the connectivity between the

modules to get a global picture.

2.4 Identifying transcriptional regulation modules: problem overview

Even though no precise and universal definition exists, a regulatory module can be thought

of as a group of genes that are co-regulated under certain conditions. Here, by ‘co-regulated

genes’ we understand genes co-regulated at the transcriptional level, i.e., genes that are con-

trolled by common transcription factors and which act coordinately as a functional unit in

response to particular growth conditions or environmental stimuli. Therefore, it is more

precise to say that we are interested in identifying transcriptional regulation modules (TRM).

The task of identifying TRMs in silico depends heavily on the particular definition of modu-

larity and the availability of meaningful data with respect to the assumed definition.

With full genome sequence databases being populated at a relentless pace, the iden-

tification and annotation of all functional elements in the genome, not only genes but also

regulatory sequences, became an important issue. This need gave rise to one of the most im-

portant problems in computational Biology, vaguely entitled ‘motif finding’, which appears

in the literature under many denominations, for instance, with the word ‘motif’ being re-

placed by ‘pattern’, ‘signal’ or ‘element’, and the term ‘finding’ being replaced by ‘inference’,

‘detection’ or ‘discovery’. The term ‘motif’ itself is subject to various interpretations. So well-

studied is the problem, that even surveys on the subject abound (e.g.,Brazma et al. (1998);

Vanet et al. (1999); Stormo (2000); Rigoutsos et al. (2000); Zhang (2002); GuhaThakurta (2006),

to cite a few). In general, motifs are representations of (usually short) recurrent signals in

sets of biological sequences which can represent, for instance, binding sites for regulatory

proteins. We can explore the fact that genes that are co-regulated by common TFs share mo-

tifs representing their binding sites. In this case, we define a regulatory module as a group of

genes sharing motifs, and therefore the problem of identifying TRMs depends basically on
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the task of identifying common cis-regulatory elements2 in the regulatory regions of genes.

The advent of DNA microarray technology and the availability of gene expression data

opened new perspectives for the development of computational methods aimed at identi-

fying regulatory modules. Knowing that co-regulated genes behave accordingly, we could

define a TRM as a group of genes with coherent (transcriptional) expression profile across

a certain set of conditions. Considering the measured expression profiles of the genes as

multidimensional vectors, the task of identifying TRMs would correspond to finding groups

of vectors whose projections onto a certain subset of features (i.e. specific vector positions)

would display a certain level of ‘similarity’, according to some definition. This problem re-

lates then to the problem of multidimensional data clustering or, more specifically, biclus-

tering, which will be more thoroughly discussed in Section 3.2.2.

Both in the motif and in the cluster-oriented versions, the problem of identifying TRMs

implies designing efficient models, data structures and algorithms for the identification of

patterns in voluminous data sets. Two main problems intervene in this task, one intrinsic

and the other of a more practical nature. The first problem is that the biological signals are

often very subtle, that is, they correspond to rather small chunks of information buried into

massive amounts of non-signal, background data. The second difficulty is that current data

sets are frequently incomplete and noisy, sometimes so noisy as to mask real signals and

induce false ones. Therefore, apart from the natural subtlety and variability of biological

patterns, developed methods have yet to cope with additional sources of uncertainty, what

renders their design particularly problematic. We are thus asked to put forth strategies for

amplifying the signals in order to help them stand out from noise and become more suitable

to computational retrieval.

A promising strategy is to base the concept of modularity on multiple complementary

criteria, backed up by several kinds of data. In our problem setting, we concentrate on the

analysis of gene expression and sequence data. As already mentioned, by studying gene

expression data, one tries to identify genes that display similar expression patterns across

certain subsets of experimental conditions, and then use this to infer co-regulation. Simi-

larly, relying on the hypothesis that co-regulated genes are bound by common TFs, if we can

identify motifs shared by some genes, we can use this as an evidence of co-regulation. Now,

if a given set of genes are found to display coherent expression patterns and, in addition,

they also share cis-regulatory elements, then chances are improved that those genes indeed

integrate a regulatory module.

2It is common to refer to both TFs and their respective binding sites indistinguishably as regulatory ele-
ments. When a clearer distinction is necessary, we call them respectively trans-regulatory elements and cis-
regulatory elements
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A distinguished characteristic of our approach to the study of transcriptional regulation

modularity is that we also take into account the evolutionary conservation of modules. We

explore the biological hypothesis that relevant functional associations are more subject to

selective pressure and thus more likely to be conserved along evolution. We therefore con-

tend that, if a module can be found reasonably conserved in multiple species, then it can be

attributed a higher significance, since the odds that they would come out by chance from

multiple species data sets simultaneously would be sensibly reduced. In this case, instead

of looking for modules in data sets concerning one single species, it would be desirable to

perform the search on data sets concerning multiple related species.

In the light of the preceding discussion, we formulate the definition of conserved tran-

scriptional regulation module as follows.

Definition 2.1 (Transcriptional regulation metamodule, TRMM). Let S = {1, . . . ,S} be a set

of related species. For each species k = 1, . . . ,S, let gk represent its set of genes, and ck be

a set of conditions of interest w.r.t. transcriptional activity of the genes in gk . A ‘conserved’

transcriptional regulation module, which we call a transcriptional regulation metamodule,

takes the form M = ((r̃1, g̃1, c̃1), . . . , (r̃S , g̃S , c̃S)) where, for each k , g̃k ⊂ gk is a group of co-

regulated genes, c̃k ⊂ ck is the group of conditions under which genes in g̃k are co-expressed,

and r̃k is a motif profile, i.e., a set of cis-regulatory elements shared by genes in g̃k .

The first thing that needs to be clarified about the definition above is that by ‘related

species’ we mean ‘evolutionary related’. More precisely, we assume that the species in S

descend from a common ancestor and that the phylogenetic tree relating these species is

known. A phylogenetic tree is a graphic description of the evolutionary inter-relationships

among a set of species in which every node corresponds to a species, each internal node

is the immediate common ancestor of its children, and the edge lengths represent evo-

lutionary distance estimates in terms of time. Knowing evolutionary relationships among

species is important to help making the distinction between irrelevant similarities that oc-

cur serendipitously only due to proximity between organisms, and to relevant similarities

that are kept due to selective pressure over longer evolutionary distances.

We notice that a transcription regulation metamodule (or metamodule, for short) is es-

sentially a set of conserved modules from several species. In order to give a sharper idea of

what we consider to be a module, let us take a given species k and concentrate on the cor-

responding metamodule component M k = (r̃k , g̃k , c̃k ). In fact, M k describes a module com-

posed of a group of co-regulated genes, g̃k , the conditions under which the co-regulation

is manifested, c̃k , and the corresponding cis-regulatory elements, r̃k . According to our con-
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cept of a TRM, specific relations must hold between the components of M k . First, we re-

quire motifs in r̃k to be over-represented in the regulatory regions of genes in g̃k . Second,

genes in g̃k should have similar transcriptional expression profiles under the conditions c̃k .

Although we do not define yet how to exactly measure over-representation nor expression

profile similarity, we precise that this information is contained in sequence and gene ex-

pression data respectively, and indicate that the intensity of these ‘forces’ holding together

the components of M k are used to measure the cohesion of the module.

Key to our definition of a metamodule is the fact that, apart from the intramodule re-

lationships described above, we require that the individual modules composing the TRMM

also display a level of conservation. However, if the very concept of a module is ill-defined,

much less agreement exists on what is meant by a conserved regulatory module. To start

explaining our notion of module conservation, let us recall that two genes from distinct

species are said to be orthologues if they evolved from a common ancestral gene following

a speciation event. A relevant question is to what measure orthologues preserve function.

As an indication, some studies show that, to a given extent, orthologous genes conserve co-

regulation along significant phylogenetic distances (Snel et al., 2004; Okuda et al., 2005). We

postulate that the ‘important’ co-regulation relations are evolutionarily conserved and use

this property as the core of our module conservation definition. More precisely, given any

two species k and s , whose metamodule components are respectively M k = (r̃k , g̃k , c̃k ) and

M s = (r̃s , g̃s , c̃s ), we require that a good matching between gene sets g̃k and g̃s w.r.t orthology

can be established. In other words, we require that co-regulated genes we choose to inte-

grate individual modules are those whose co-regulation is preserved by evolution. Knowing

that orthologues often display a high degree of sequence similarity, we follow the common

practice and infer orthology relations based on sequence homology. In principle, this can

be misleading since duplicated genes (or paralogues) also present a high level of sequence

identity. We expect, however, that intramodule co-regulation relationships and intermod-

ular gene set orthology will complement each other and help to identify true associations.

Not only we expect that distant orthologues which diverged in sequence but which are still

functionally equivalent can be identified, but also paralogues which diverged in function to

be filtered out by failing to comply with co-expression requirements, even though sequence

homologues exist in other species modules.

As mentioned, biological sequence motifs are hard to identify since they are usually

small and degenerate. Hopefully, for this problem too, we can find help in the fact that

important functional sequences are more subject to selective pressure and therefore evolve

slower. This is the principle of the method known as phylogenetic footprinting (discussed
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in Duret and Bucher (1997)) in which conserved motifs (evolutionary footprints) are sought

for in the regulatory regions of orthologous genes. We incorporate this principle in our con-

ception of module conservation by requiring the cis-regulatory elements r̃k not only to be

over-represented in the regulatory sequences of g̃k but also to be conserved in the regula-

tory regions of genes g̃s in other species s . The defining properties of a TRMM discussed so

far are summarised in Figure 2.12. Notice that dashed lines are used to represent potential

relationships not explored in this thesis. Self-loops on each c̃k indicate constraints on the

conditions under which co-regulation is manifested in species k . For example, if we were

studying the behaviour of gene expression over time as the cell undergoes a certain process,

such as cell division, then we could possibly require c̃k to be composed of consecutive time

points. On the other hand, vertical lines connecting pairs of condition sets (c̃k , c̃s ) are much

harder to interpret. If the expression profile experiments were designed so that every species

were tested in ‘comparable’ experimental conditions, then it could be reasonable to require

significant overlap between c̃k and c̃s . In practice, however, available data sets for differ-

ent species are highly heterogeneous, reflecting diversity in the particular interests of each

study, making it very hard to establish comparative criteria between conditions. Therefore,

even if some required properties for the conditions are conceivable, we adopt a more neu-

tral position since we lack reasonable biological hypothesis and appropriate data to support

them. Instead of imposing constraints on conditions, we hope that the other requirements

will suffice to indirectly force some structure on the condition sets. In addition, we could

impose other constraints such as the physical interaction between the protein products of

genes in the module, revealed by protein-protein interaction data, indicated in the figure by

the self-loops on g̃k . The biological idea supporting this constraint is that the reason why

genes group into modules is because their products need to form complexes in order to be

effective in response to a particular condition the cell undergoes.

To summarise, the general objective of this thesis is to study the problem of character-

ising conserved transcriptional regulation modules through the computational analysis of

different kinds of data concerning several species. We want to use these heterogeneous data

to rank groups of genes on multiple species with respect to the modularity criteria we dis-

cussed, namely, the sharing of cis-regulatory elements, the expression profile coherence un-

der a set of experimental conditions, and the evolutionary conservation of these groups of

genes. More precisely, our specific objectives include:

(i) Developing a measure for the sharing of binding site motifs, which is to be based on the

analysis of the sequence of the regulatory regions of genes. This measure should take

into account the number of simultaneous significant occurrences of common motifs in
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Figure 2.12 TRMM properties. Horizontal lines and self-loops represent intramodular relationships
that must hold between components of individual modules of each species. Vertical lines represent
intermodular relationships that must hold between the modules of any two species in the meta-
module. Dashed lines represent potential relationships shown just for illustration, but which are not
systematically treated in this thesis.

those regulatory regions. An important algorithmic subproblem that intervene on this

task corresponds to assessing the statistical significance of those motif occurrences.

(ii) Providing a method for identifying subsets of genes with coherent expression profiles

under subsets of experimental conditions through the analysis of gene expression data

usually issued from microarray hybridisation assays. This implies defining a gene co-

expression model from which a context-specific co-expression measure follows, and

then an algorithm for selecting genes and conditions with respect to this model.

(iii) Defining a model for the evolution of gene modules and providing the correspond-

ing algorithms that compute the probability that given sets of genes from multiple

species correspond to modules that have evolved from a common ancestral module.

This model should take into account the composition of each species’ module, the or-

thology relations that hold between the genes from the modules of different species,

which can be determined based on the analysis of the gene sequences, and the phylo-

genetic relations between the concerned species.

The characterisation of gene modules with respect to each modularity criteria, as discussed

in items (i)–(iii) above, constitute important computational problems. Because of the inher-

ent variability and noise in biological data, we use mostly stochastic models and algorithms,

which allow to model facts and draw conclusions in terms of probabilities. Also, we intend
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the work of this thesis to constitute the basis for a unified optimisation procedure for iden-

tifying transcriptional regulation metamodules.





CHAPTER 3

Related work

As suggested by the problem description of Section 2.4, our research involves the analysis

of groups of genes with respect to three different criteria: the sharing of regulatory motifs,

gene co-expression and evolutionary conservation. In this chapter, we present a literature

review of existing methods that propose to analyse biological data in terms of each of those

aspects, as well as combinations of them.

3.1 Motif finding

Although any classification tends to be incomplete and inaccurate, we can roughly sepa-

rate traditional motif finding techniques into two main subclasses: the combinatorial, or

pattern-driven, approaches versus the probabilistic, or model-driven, approaches.

In the combinatorial approaches, the goal is to identify over-represented patterns of a

certain length by ‘counting’ their occurrences on the input sequences, these occurrences

being either exact or approximate, i.e., allowing for a certain number of errors. In this case,

the motif is usually represented by a consensus word, eventually containing special charac-

ters (wildcards) that correspond to more than one choice for the character at the position

they appear. Several strategies, which include the development of efficient search heuristics

and the use of index structures, have been developed to escape exponential time behaviour

on the size of the motif and on the number of allowed errors. Combinatorial motif finding

algorithms are intended to answer specific questions regarding the combinatorics of the in-

put sequences in an exact, deterministic fashion. For instance, a typical question would be

to identify all patterns of length W that occur at least Q times in the input sequences with

at most K errors (substitutions) per occurrence. Each position of the input sequences, or

more precisely, the subword of length W starting at each position, can thus be classified as

a yes/no occurrence of the consensus pattern (motif).

In the probabilistic approaches, the goal is to build a statistical model for the motifs, and

then use the input sequence data to ‘learn’ the model parameters. The most widely used

model takes the form of a position weight matrix (PWM), also called position-specific score

29
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matrix (PSSM). This model assumes that each position j = 1, . . . , W of the motif is gener-

ated independently by a multinomial trial with probabilities (θaj ,θcj ,θgj ,θtj ). Therefore,

the model corresponds to a 4×W stochastic matrix (θi j )i=a,c,g,t; j=1,...,W , where θi j reflects

the likelihood of observing character i at the j th position of the motif. Differently from com-

binatorial methods, probabilistic models allow for a more flexible classification, in which

every W -subword can be assigned a score that reflects its compliance to the model. In the

typical PWM model, this score is defined as

s (x= x1 · · ·xW ) = P(x|θ) =
W
∏

j=1

θx j j ,

or the more common log-version

s (x= x1 · · ·xW ) =
W
∑

j=1

logθx j j , (3.1)

which essentially reflects the likelihood of the word being generated by the PWM. It is also

common practice to take background nucleotide distribution into account. More precisely,

if (θa,θc,θg,θt) represent background (prior) frequencies of each base, then the score

s (x= x1 · · ·xW ) =
W
∑

j=1

log
θx j j

θx j

. (3.2)

represents the (log-)odds of the word being generated by the motif model as opposed to

the background. In both (3.1) and (3.2), the additivity of the score can be partially justified

by biophysical considerations which approximate the total free energy of a protein-DNA

binding as the sum of individual contributions of each position (Stormo and Fields, 1998).

3.1.1 EM and Gibbs sampling motif finding

The algorithm MEME (Bailey and Elkan, 1994) is a notorious representative of probabilis-

tic motif finding techniques. It uses an expectation maximisation (EM) procedure (see Ap-

pendix A.2) to fit a generative mixture model to the data set x= (x1, . . . , xN ) of all overlapping

subsequences of length W of the input sequences. The model has two components: a mo-

tif component, consisting of a PWM θm = (θa j )a=a,c,g,t; j=1,...,W , and a background compo-

nent, consisting of position-independent nucleotide frequencies θb = (θa 0)a=a,c,g,t. It also

includes a mixing parameter λm that corresponds to the probability of generating a motif at
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any given position (λb = 1−λm represents the probability that this position belongs to back-

ground). The hidden data takes the form of an array of binary variables Y= (Yi k )i=1,...,N ; k=m,b

which indicate whether the word xi belongs to class k =m (motif) or k = b (background).

More precisely, Yi k = 1 iff xi belongs to class k , and Yi k = 0 otherwise. The algorithm tries to

maximise the model log-likelihood

log L(θ ,λ|x, Y) =
N
∑

i=1

∑

k=m,b

Yi k log(λk P(xi |θk )),

where P(xi = x i 1 · · ·x i W |θm) =
∏W

j=1θx i j j and P(xi = x i 1 · · ·x i W |θb) =
∏W

j=1θx i j 0 represent the

probabilities of sequence xi under the motif and background models respectively.

Following the standard EM discipline, in the E-step, we obtain the expected log-likelihood

of the model based on observed data and on current parameter estimates, averaged over all

possible valuations of the hidden data,

EY[log L(θ ,λ|x, Y)|x,θ (t ),λ(t )] =
N
∑

i=1

∑

k=m,b

y (t )i k log P(xi |θk )+
N
∑

i=1

∑

k=m,b

y (t )i k logλk , (3.3)

where θ (t ) = (θ (t )m ,θ (t )b ) and λ(t ) = (λ(t )m ,λ(t )b ) denote current parameter estimates and y (t )i k =

E[yi k |x,θ (t ),λ(t )] = P(xi |θ (t )k )λ
(t )
k /
∑

k ′=m,b P(xi |θ (t )k ′ )λ
(t )
k ′ represents hidden data estimates (ex-

pected values) based on observed data (x) and current parameter estimates. In the M-step,

the values of the model parameters are updated as to maximise expression (3.3) by making

λ(t+1)
k =

1

N

N
∑

i=1

y (t )i k , and (3.4)

θ (t+1)
a j =

ca j +βa
∑

a ′=a,c,g,t ca ′ j +βa ′
, for a =a,c,g,t; j = 0, . . . , W (3.5)

where ca 0 represents the expected number of times character i appears at any position of the

background sequence, ca j (j = 1, . . . , W ) represents the expected number of times character

a appears at position j of the motif (both can be obtained from the values of y(t ) by counting

nucleotides at individual positions of estimated background and motif occurrences), andβa

is a pseudocount for the character a , used to avoid zero probabilities.

Another approach that has been successfully applied to the problem of motif finding

consists of the use of MCMC techniques, namely Gibbs sampling (see Appendix A.3.1), to

sample from the space of multiple local subword alignments. The basic method proposed
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by Lawrence et al. (1993) (further extensions described in (Thompson et al., 2003)) takes

as input a set of sequences {x1, . . . , xN } and tries to identify the positions that correspond

to occurrences of a motif of length W . Here we assume that we look for exactly one oc-

currence of the motif in each sequence. We denote by Yi , for i = 1, . . . , N , the r.v. indicat-

ing the start position of the subword of length W corresponding to the motif occurrence

in sequence xi , which, in its turn, we denote by xi Yi . The idea is to discover positions Y

that maximise the odds that subwords xi Yi have all been sampled from a common mo-

tif PWM model θm = (θa j )a=a,c,g,t; j=1,...,W rather than from a position-independent back-

ground model θb = (θa 0)a=a,c,g,t, given the observed sequences x. This is accomplished

by a Gibbs sampling procedure that simulates a Markov chain with stationary distribution

P(Y,θm ,θb |x). At each iteration of the procedure (Algorithm 3.1), the value of each variable

is updated, one at a time, based on current values of the other variables. More precisely, the

value of Yi is set to k with probability proportional to the ratio w i k = P(xi k |θm)/P(xi k |θb).

The probability of xi k being generated by the motif model is computed based on the char-

acter frequencies at each position of the pattern, considering the occurrences in all se-

quences, except xi , that is, θa j =
ca j+βa

N−1+β , where ca j denotes the number of times character

a appears at position j in (x1y1 , . . . , x1yi−1 , x1yi+1 , . . . , x1yN ), βa is a pseudocount for character a ,

and β =
∑

s βs . The background frequencies are computed similarly, taking into consider-

ation the non-pattern subwords of all sequences except xi . The idea behind the algorithm

is that, even though motif positions Y may be completely wrong at the beginning, at a given

moment the value of a certain Yi will be correctly assigned. This will make the pattern de-

scription more precise therefore biasing the choice of the other Yi in subsequent steps to-

wards the positions which conforms better to the model. The more correct the values of

the Yi are, the more precise the pattern description will be, the more correct choices of Yi

will be made, and so on. This virtuous cycle continues until some convergence criterion is

attained, for instance, until no significant change in Y is observed.

3.1.2 Multispecies motif finding

Traditional motif finding algorithms take as input the regulatory sequences of several genes

from a given organism. Genes are usually chosen as to maximise the chances of having

common motif occurrences in their regulatory regions. However, real biological motifs are

typically small, degenerate, and can be found on regions spanning several kilobases around

the transcription start site of the gene. As a consequence, an important number of false-

positives is usually reported on typical runs of these algorithms. To overcome this difficulty,
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Algorithm Gibbs Motif Sampler
Input A set of sequences x= (x1, . . . , xN )

The motif length W
Output A PWM θm = (θa j )a=a,c,g,t; j=1,...,W

1 Initialise Y= (Y1, . . . , YN )← (y1, . . . , yN ) arbitrarily
2 repeat
3 for each i ∈ {1, . . . , N } in any order do
4 Compute θm from pattern subwords x1,y1 , . . . , xi−1,yi−1 , xi+1,yi+1 , . . . , xN ,yN

5 Compute θb from all non-pattern subwords xi ′ j ′ with i ′ 6= i , j ′ 6= yi

6 for each k = 1, . . . , |xi | −W +1 do
7 w i k ← P(xi k |θm)/P(xi k |θb)
8 Yi ← k ∼w i k

9 until convergence
10 return The PWM θm obtained from (x1y1 , . . . , x1yN )

Algorithm 3.1 The Gibbs motif sampler algorithm. xi k denotes the subword of length W of xi start-
ing at position k . Line 8 reads ‘Set Yi to k according to its weight w i k .’

an orthogonal approach, known as phylogenetic footprinting, advocates the idea of taking as

input regulatory sequences of orthologous genes from several organisms, in the hope that

they will present common motifs. The subjacent biological hypothesis is that functional

sites are more subject to selective pressure and hence more conserved across evolution.

Early algorithms for phylogenetic footprinting proposed to analyse several orthologous

sequences of only one gene. For instance, Blanchette et al. (2000, 2002) propose a dynamic

programming procedure to solve the following problem: given a set of orthologous sequences

x1, . . . , xS from S species, and a rooted phylogenetic tree T relating these species, find all sets

of substrings x′1, . . . , x′S , of fixed length W , with parsimony score on T less or equal to a given

D. The parsimony score of a set of W -sequences at the leaves of T is defined as the the mini-

mum total number of substitutions over the tree needed to explain the observed sequences,

which is computed as the minimum of the sum of the Hamming distances1 between the

labels of nodes connected by an edge in T, over all possible labellings of the internal nodes

with sequences of size W .

Going a bit further than this one-gene-several-species paradigm, in this work, as dis-

cussed in Section 2.4, we will be interested in techniques that take as input regulatory se-

quences of several genes from multiple species, possibly linked by orthology relationships.

In the remainder of this section, we examine a few extensions of standard motif finding algo-

1The Hamming distance between two strings of the same length is given by the number of disaccording
positions. For example, d H (aact,gaat) = 2 and d H (tac,tac) = 0.
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rithms to deal with this heterogeneous scenario. We first describe three related algorithms

that build on basic ideas laid out by MEME, extending it to treat heterogeneous data from

multiple species and incorporating evolutive models for the regulatory sequences, and then

we present one algorithm based on Gibbs sampling.

The algorithm OrthoMEME (Prakash et al., 2004) takes as input regulatory sequences

of several genes from a given species and their corresponding orthologues in other species

to learn a model for over-represented motifs that occur simultaneously in all species. We

describe the procedure for two species only, since it suffices to present the central ideas of

the method.

Let x = (x1, . . . , xM ) be upstream regulatory sequences of M genes from species 1 and

y= (y1, . . . , yM ) the corresponding orthologues from species 2. In this setting, for a motif oc-

currence on the i th sequence, we mean an occurrence of the motif in xi and a simultaneous

orthologous occurrence in the corresponding sequence yi . Since these orthologous occur-

rences need not be identical, the motif model has to consider probabilities of observing

each possible pair of nucleotides at each position of the motif. The authors propose a gen-

eral model for a motif of fixed length W composed of a motif PWM θm = (θa j )a=a,c,g,t; j=1,...,W ,

coupled with a set of transition probabilities η= (ηj r s )j=1,...,W ; r,s=a,c,g,t, s.t. ηj r s denotes the

probability of matching, at the position j of the motif, character r on x with character s on

y. The background model for each organism is identical to that of MEME, i.e., a vector of

nucleotide frequencies θ o
b = (θ

o
i 0)i=a,c,g,t, for o = 1, 2.

The authors derive EM formulae to learn the parametrisation θ = {θ1
b,θ2

b,θm,η} max-

imising the likelihood of the model given observed sequences x, y, assuming that the posi-

tions of motif occurrences are given by hidden binary variables Z= (Zi s j k ), s.t.

Zi s k j =











1, if the motif occurs at positions j and k of xi and yi respec.,

both occurrences in direction s

0, otherwise.

The main problem with this approach is that the evolutive model η is too unconstrained,

with ∼W ·4S free parameters for S species, so that the method becomes rapidly impractical

for more than two species. Another important limitation is the requirement that the motif

be present in all orthologous sequences.

The algorithm EMnEM (Moses et al., 2004) trains a generative probabilistic mixture model

with two components, motif and background (as in MEME), coupled to a probabilistic model
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for the evolution of regulatory sequences. Under this evolutive model, related regulatory se-

quences from several species are supposed to evolve from an (unknown) common ancestral

sequence following a continuous-time Markov substitution process (see Appendix A.3.2).

For the sake of simplicity, we will describe the method for the case of two species.

The algorithm takes as input the set of all overlapping chunks of length W (the length of

the motif) resulting from the global multiple alignment of the input sequences of length N

(see Figure 3.1). These (aligned) W -subwords are assumed to be generated independently

either by the motif component, with probability λm, or by the background component, with

probabilityλb = 1−λm. In both cases, observed sequences are assumed to have evolved from

a common ancestral sequence. Actually, the model describes how the unobserved original

ancestral sequence was generated and then how the observed sequences evolved from it.

Figure 3.1 Schematic representation of the input of the EMnEM Algorithm for the case of two genes
and their orthologues in a second species. Regulatory sequences are globally aligned and, from the
global alignment of length N , all overlapping chunks of the length of the motif, W , are (conceptually)
extracted and used as input data for the EM procedure.

Let us denote the globally aligned input sequences by x = x1 · · ·xN and y = y1 · · ·yN ,

the ancestral sequence by z = z 1 · · ·z N , and the W -subword starting at position j of x by

xj = x j · · ·x j+W−1 (similarly, yj = y j · · ·y j+W−1 and zj = z j · · ·z j+W−1). Let also C j ∈ {m ,b}, j =

1, . . . , N −W + 1 denote the hidden indicator variable that tells whether aligned subwords

starting at position j correspond to motif or background. According to the model, the an-

cestral sequence zj is generated by component c j with probability P(zj |c j ), and observed

sequences evolve from zj with probability P(xj , yj |zj , c j ). Under the motif model, each po-

sition k = 1, . . . , W of the ancestral sequence is assumed to be generated independently

by a multinomial trial with probabilities (θak ,θck ,θgk ,θtk ). As for background sequence,

each base b = a,c,g,t is assumed to occur with probability θb 0 regardless of position. Fi-

nally, in each component c ∈ {m, b}, sequences x, y are supposed to descend from z inde-
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pendently, that is, P(xj , yj |zj , c j ) = P(xj |zj , c j )P(yj |zj , c j ), and according to the Jukes-Cantor

model (Jukes and Cantor, 1969). This evolutive model specifies that each position k evolves

independently from the others according to the following simple rule: the base at position

k can be replaced by any other base with equal rates αc k , or either be maintained at rate

−3αc k . Therefore, the parameter αc k gives the mutation rate at position k of either the motif

(c =m) or the background (c = b). We can introduce the constraint that motifs evolve at a

slower pace than background sequences by setting smaller values to αmk compared to αbk .

EMnEM utilises EM to infer the model parameters λ= (λm,λb), θm = (θi j )i=a,c,g,t;j=1,...,W ,

θb = (θi 0)i=a,c,g,t, and α = (αc k )c=m,b;k=1,...,W based on observed aligned sequences x, y, and

with the aid of unobserved data corresponding to motif/background indicator variables C=

(C j )j=1,...,N−W+1, and ancestral sequence z. The actual EM formulae are somewhat involved

and will be omitted here. Instead, we refer to the original paper (Moses et al., 2004).

A limitation of EMnEM resides in the fact that it requires input sequences to be glob-

ally aligned, thus disallowing motifs to occur in less conserved regions. Another arguable

shortcoming corresponds to the evolutive model: the assumption that all mutations are

equally probable is actually oversimplifying and does not reflect the compositional bias

found on real sequences, neither the fact that transitionsTransition, i.e., the replacement

of a purine/pyrimidine by another purine/pyrimidine, are more frequent than transver-

sionsTransversion, i.e., the substitution of a purine for a pyrimidine or vice versa.

The algorithm PhyME (Sinha et al., 2004) fits a two-state HMM (see Appendix A.4) to

data consisting of aligned regulatory sequences of genes from several species. For simplicity,

we describe the method for the case of only one gene and the corresponding orthologous

regulatory sequences from S different species, one of which is chosen to be the reference

species r . In general, we can have also multiple genes, but we require the reference species

to possess all the genes.

The algorithm allows motifs to occur in conserved regions as well as in less-conserved

addresses. It preprocesses input sequences, transforming them into a mixed collection of

aligned blocks and unaligned regions. All input sequences are aligned w.r.t. the reference

sequence. The reference sequence coupled to the corresponding aligned blocks from other

sequences is then provided as input, as well as the unaligned regions from the non-reference

sequences. This way, each position of the input is associated to either a single base or, in

general, to an alignment of bases from several species (not necessarily all) including the

reference species. The strategy is depicted in Figure 3.2.

The HMM model specifies that, at each step of the generative process, either the mo-

tif or the background state is chosen with probabilities λm and 1− λm respectively. If the



3.1 MOTIF FINDING 37

Figure 3.2 Schematic representation of the preprocessed input of the PhyME Algorithm for the case
of three orthologous regulatory sequences of one gene. At the left, the original input sequences
aligned to the reference sequence (1). At the right, the actual input consisting of the reference se-
quence with the aligned blocks hanging off it, plus the unaligned chunks from other sequences
(shown detached from the original sequences). We distinguish several cases for the bases on se-
quences (black balls): a base in the reference sequence aligned to bases in all other sequences (1), a
base in the reference sequence aligned to bases in some other sequences (2), an unaligned base in
the reference sequence (3), and an unaligned base in a sequence other than the reference (4).

HMM enters the motif state, then a subword of length W is sampled from the PWM θm =

(θi j )i=a,c,g,t;j=1,...,W and appended to the sequence x being generated. If otherwise the back-

ground state is chosen, then one nucleotide is sampled according to background frequen-

cies θb = (θi 0)i=a,c,g,t. We remind that each sampled position may actually correspond to

an alignment of bases, one of which coming from the reference sequence. The process is

carried out until the full length of the input is reached.

PhyME uses an adaptation of the Baum-Welch Algorithm (see Section A.4) to infer ML

values of the parameters (λm,θm) w.r.t. aligned input sequences. θb is not learnt, but rather

pre-computed.

As with previously described methods, the computation of subword probabilities lies at

the heart of the E-step estimation process. In order to compute those probabilities, PhyME

uses an evolutionary model based on the following assumptions: (i) observed sequences

evolve from a common ancestor, (ii) the PWM models apply equally to the ancestor and its

descendants, and (iii) positions evolve independently at equal rates with the probability of

fixing a mutation a → b at a given position being proportional to the weight matrix entry

corresponding to b at that position. For instance, if the phylogenetic tree relating the in-

put species {1, . . . ,S} has a star topology, then, for a given position j corresponding to an

alignment of bases y = (ys1 , . . . , ysK ), where {s1, . . . , sK } ⊂ {1, . . . ,S} is a subset of species and

ys denotes the nucleotide at position j coming from the aligned sequence of species s , the

motif evolution model assumes the form

P(y|θm, j ) =
∑

b=a,c,g,t

θb j

sK
∏

s=s1

(µsθys j +(1−µs )δys b ),
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where the parameter µs corresponds to the neutral mutation rate of species s , and δb ′b = 1,

if b ′ =b , and 0 otherwise.

The algorithm PhyloGibbs (Siddharthan et al., 2005) is the phylogenetic counterpart of

the Gibbs motif sampler, roughly as much as PhyME is the phylogenetic counterpart of

MEME. PhyloGibbs receives as input a set x = (x1, . . . , xN ) containing unaligned sequences

from several species, with some of those sequences being phylogenetically related. For in-

stance, they may represent orthologous intergenic regions. The algorithm tries to infer mod-

els for several motifs of a fixed length W simultaneously, by sampling from the joint distri-

bution of their sets of binding sites.

The method contains a pre-processing step in which a local multiple alignment of the se-

quences is produced, so that clearly related blocks are unambiguously aligned, whereas the

other blocks, for which no strong orthology evidence can be established, are left unaligned.

PhyloGibbs requires that, if a motif site includes bases of an aligned segment, then this site

must consistently extend over the corresponding bases in all aligned sequences. However,

independent sites contained in unaligned segments are also allowed. More precisely, the

authors extend the concept of a site to what they call a window, i.e., a contiguous block of

W characters extending over a subset of one or more aligned sequences. Completing the

pre-processing step, the set of all valid windows W is identified. In order to be valid, if the

window contains an aligned character, then it must extend over all sequences containing

the aligned position and, moreover, no inconsistent gaps are allowed, i.e., sequences en-

closed by windows must be contiguous. On the other hand, a window may be completed

with unaligned characters.

The motifs identified by PhyloGibbs are associated with ‘colours’ (1,2,3 . . .). Any par-

tial non-overlapping assignment of colours to valid windows c : W→ {0, 1, 2, ...} is called a

configuration.2 The set of windows receiving the same colour k , c−1(k ) ⊂W, is interpreted

as the set of occurrences of the motif corresponding to that colour. Uncoloured windows,

i.e., windows of colour zero, are assumed to correspond to background sequence fragments.

PhyloGibbs tries to obtain the most likely configuration by using a Markov chain to sample

from the posterior distribution of configurations

P(c |W) =
P(W|c )P(c )

∑

c ′ P(W|c ′)P(c ′)
. (3.6)

In the formula (3.6) above, P(c ) denotes the prior probability of configuration c . In practice,

2By non-overlapping, we mean that, once a window is coloured, then none of its potential 2(W − 1) over-
lapping windows can receive a colour. In other words, no pair of coloured windows is allowed to intersect.
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the authors propose prior distributions that limit the number of colours and coloured win-

dows (motif sites). Also in (3.6), P(W|c ) corresponds to the probability of having, for each

colour k ∈ Im(c ), all windows in c−1(k ) sampled from the same PWM, and all uncoloured

windows sampled from a background distribution, that is

P(W|c ) = P(c−1(0)|θb)
∏

k∈Im(c )

P(c−1(k )), (3.7)

where

P(c−1(k )) =

∫

P(c−1(k )|θm)p (θm)dθm =
∏

w∈c−1(k )

∫

P(w|θm)p (θm)dθm. (3.8)

The prior distribution of the PWM takes the form p (θm)∝
∏W

j=1

∏

i=a,c,g,t(θi j )γ−1, with pseu-

docount parameter γ given as input. The authors use the same evolutionary model as

PhyME for binding sites spanning several related species for the purpose of obtaining an

expression for P(w|θm), and then use an approximation of that expression for obtaining a

closed form for the last integral in (3.8). As for the background model, the algorithm assumes

that non-pattern sequences are generated by a Markov model of an order q given as input.

The entries of θb, which correspond to transition probabilities of the form P(x i |x i−1, . . . ,x i−q ),

are precomputed from a separate collection of intergenic sequences, also provided as input,

or from the input sequences x themselves.

PhyloGibbs and PhyME are much alike. One difference in favour of the latter is that Phy-

loGibbs assumes that species relate through a phylogenetic tree with star topology, whereas

PhyME can handle more general topologies. On the other hand, the underlying MCMC ap-

proach of PhyloGibbs allows for the search of several motifs simultaneously, while PhyME

can only optimise one motif model at a time.

3.2 Gene co-expression analysis

3.2.1 Clustering expression data

A myriad of techniques and tools have been proposed to mine gene expression data in the

search for common patterns of expression that would indicate concerted activity, and thus

co-regulation of genes. Most of those techniques are centred around the concept of multi-

dimensional clustering, that is the grouping of vectors based on predefined similarity mea-

sures. We do not intend to survey clustering methods here, but rather comment on the basic
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ideas and principles. We refer to (Jain et al., 1999) for a comprehensive review.

Let x1, . . . , xM be N -dimensional vectors, i.e., xi = (x i 1, . . . ,x i N ), where an individual scalar

component x i j is called a feature. In our case, each vector xi corresponds to the gene ex-

pression profile of a gene over N experimental conditions, with x i j representing the level of

expression of gene i under condition j . The problem of clustering consists of decomposing

this set into classes (or clusters), C = {C1, . . . ,Ck }, s.t. (i) the elements of a same cluster are

highly similar (cohesion), and (ii) the elements from different clusters are dissimilar (separa-

tion). Crucial to this problem is the choice of the similarity measure, which heavily depends

on the nature of the data and application domain. For real-valued data, such as gene ex-

pression data, two popular options are the well-known Euclidean distance function

d (xi , xj ) = ‖xi −xj ‖=

s

N
∑

k=1

(x i k −x j k )2,

which is a dissimilarity measure with intuitive interpretation, and the Pearson’s correlation

coefficient, which measures the degree of linear dependence between the features of two

data vectors, and is given by

r (xi , xj ) =

∑N
k=1(x i k −xi )(x j k −xj )

Æ

[
∑N

k=1(x i k −xi )2][
∑N

k=1(x j k −xj )2]
,

where xi = 1
N

∑N
k=1 x i k and xj = 1

N

∑N
k=1 x j k denote the means of the features of each data

vector.

Clustering algorithms can be categorised along several axes. For instance, Jain et al.

(1999) propose a taxonomy in which clustering methods are classified according to several

properties, roughly summarised in Table 3.1.

In what follows, we present the basics of some techniques usually employed in expres-

sion profiling data analysis.

As mentioned in Table 3.1, hierarchical clustering techniques are characterised by the

grouping of the data into a multilevel hierarchy of nested clusters. A hierarchical clustering

method outputs a collection of nested clusters, often represented by a dendogram. This

dendogram is essentially a rooted tree in which each node corresponds to a cluster and

edges represent inclusion, i.e., an internal node is the cluster formed by the union of its

children. The leaves represent singleton nodes, and the root represents the entire data set.

In hierarchical clustering, we start with a collection of singleton clusters being repre-
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Hierarchical vs. Partitional
Data is organised into nested clusters at
several levels.

Only one cluster level.

Agglomerative vs. Divisive
Begins with each pattern assigned to a sin-
gleton cluster and proceeds by progres-
sively merging clusters.

Begins with all patterns assigned to a
unique cluster and proceeds by progres-
sively splitting clusters.

Hard vs. Fuzzy
Every pattern is allocated to a single clus-
ter.

A pattern is taken to belong to each cluster
with some probability.

Deterministic vs. Stochastic
Based on traditional exact techniques. Based on randomised algorithms.

Monothetic vs. Polythetic
Uses only one feature (at least one at a
time) of the data vectors to compute simi-
larities.

Uses all features simultaneously to com-
pute similarities.

Incremental vs. Non-incremental
Works on fractions of the data set in an
incremental fashion due to memory con-
straints.

Works on the entire data set.

Table 3.1 Classification of clustering methods.

sented by nodes C{i } ≡ {xi }, i = 1, . . . , M . At each step of the procedure, we find the two

nearest clusters and merge them, that is, we build a new node representing the union of

them and add it to the tree as their father. The algorithm stops when the cluster represent-

ing the entire data set, C{1,...,M }, is reached. Cluster similarity is often defined as a function

of the similarities between their individual elements, usually the smallest (single link), the

largest (complete link) or the mean distance (average link) between them.

Unlike hierarchical techniques, partitional algorithms return a ‘flat’ partition of the in-

put data set. They classify data into disjoint clusters as to optimise some clustering crite-

rion. A commonly used metric to assess the quality of a clustering solution is the total sum

of squared errors, which is based on the deviation of cluster members relative to their cen-

troids. The squared error for a clustering C is given by

e 2(C) def=
∑

C∈C

∑

xi∈C

‖xi −C‖2,

where the centroid C is defined as C
def= 1

|C |

∑|C |
k=1 xk . Another fundamental issue regarding

partitional methods is the choice of the number of classes. Hierarchical methods produce



42 CHAPTER 3 RELATED WORK

flexible outputs which permit clusters to be recovered at any granularity. Instead, partitional

methods require the number of clusters to be established a priori.

The K -means clustering is a partitional method with straightforward and efficient im-

plementation. It is based on a randomised optimisation algorithm which tries to minimise

the squared error function. It starts by randomly selecting a set of K group centroids and

allocating each data vector to the group represented by its closest centroid. The algorithm

then repeatedly relocates vectors to their closest clusters based on the distance to group

centroids, updating these centroids after each relocation round based on new membership

information. This iterative process continues until some convergence criterion is attained,

typically, when the error decrease is under some previously established threshold, or when

no significant number of relocations occur. The major shortcoming of K -means resides on

its sensitivity to the initial guess of centroids, which may cause the algorithm to stuck at a lo-

cal optimum. Standard techniques, such as random restart, are often employed to overcome

such limitation.

Tight clustering (Tseng and Wong, 2005) proposes a strategy based on resampling tech-

niques aimed at identifying tight stable clusters. By ‘tight’ we mean that the clusters are

formed by vectors that consistently fall in the same group when K -means (or other parti-

tional method) is run on slightly different input sets. By ‘stable’ we mean that a cluster is not

sensitive to small variations in the partition size, that is, it is found by K -means even when

run with slightly different values of K . The procedure is thus divided in two parts. The first

part identifies tight cluster candidates assuming a given number of clusters, and the sec-

ond part iteratively uses the first to identify clusters that show up stably, assuming different

partition sizes.

In order to identify tight cluster candidates assuming that the data x= (x1, . . . , xM ) is to be

partitioned into K clusters, the method suggests that different subsets x′q ⊂ x (q = 1, . . . ,Q)

be used as reference, being fed into K -means, producing the centroids {C q1, . . . ,C q K }. These

centroids are used to cluster the original data set by allocating each sample xi ∈ x to the clus-

ter Cq j whose centroid is the closest. The final clustering is denoted by Cq = {Cq1, . . . ,Cq K }
and is represented by a M ×M adjacency matrix dq = (d qr s ) s.t. d qr s = 1 if xr and xs belong

to the same cluster in Cq and d qr s = 0 otherwise. Notice that the the clusters {Cq1, . . . ,Cq K }
correspond to ‘all-ones’ maximal submatrices of dq . Now, defining d = 1

Q

∑

q dq (d r s are es-

timates of the probability that xr , xs be clustered together), the tight cluster candidates are

given by index subsets v ⊂ (1, . . . , M ) s.t. d r s ≥ 1−α, for all r, s ∈ v and for some parameter

α≈ 0 which controls the tightness of the clusters.

The strategy for identifying stable clusters consists of finding cluster candidates for in-
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creasing values of K , starting from a user-specified K0, until two candidates for consecutive

values of K intersect above a certain level. More precisely, if vk and v(k+1) are two candidates

found for partition sizes k and k +1, s.t. |vk ∩vk+1|/|vk ∪vk+1| ≥β , for some parameter β ≈ 1

controlling cluster stability, then vk+1 is identified as a stable cluster and removed from x.

This process is repeated, decreasing K0 by one for each stable cluster identified, until it goes

below a certain threshold value.

In contrast to the methods just described, which rely on heuristics, the model-based

clustering paradigm (Fraley and Raftery, 1998; Yeung et al., 2001) is based on theory of prob-

abilistic models. The basic assumption is that data on each cluster is generated accord-

ing to a distinct probability distribution, and so the entire data set is generated by a finite

mixture model. More precisely, if data x = (x1, . . . , xM ) is to be partitioned into K clusters,

then the assumed underlying model is a mixture model with components C1, . . . ,CK , gov-

erned by the corresponding parameters θ1, . . . ,θK , and with mixing parameters λ1, . . . ,λK

(λj ≥ 0,
∑

j λj = 1). The likelihood of the model is thus given by

L(θ ,λ|x) =
M
∏

i=1

K
∑

j=1

λj f j (xi |θ j ),

where f j denotes the p.d.f. of the component C j . If the number of clusters K is known,

then the parameters of the model (θ ,λ) can be adjusted, for instance, by EM, using group

membership

Zi j =







1, if xi is generated by component C j

0, otherwise

as hidden data.

The model-based clustering approach benefits from the well-established theory of prob-

abilistic model selection in issues like determining the clustering method (reflected by the

model parametrisation) and the number of clusters. If C and C ′ are two distinct models,

specified by the parameters θ and θ ′ respectively, then the Bayes factor

BF
def=

p (x|C )
p (x|C ′)

=

∫

p (x|θ ,C )p (θ |C )dθ
∫

p (x|θ ′,C ′)p (θ ′|C ′)dθ ′
(3.9)

can be used to test whether one model is best fitted to the data than the other. In practice,

since the integrals in (3.9) are hard to evaluate, it is common to use the approximation given
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by the so-called Bayesian information criterion (BIC),

2 log p (x|C )≈ 2 log p (x|θ̂ ,C )−ν log(M ) def= BIC, (3.10)

where θ̂ represents the ML estimator of θ and ν represents the total number of free parame-

ters of the model. Therefore, the first term of the BIC rewards the fitness of the model to the

data while the second penalises the overfitting.

A recent comparative study (Thalamuthu et al., 2006) suggests that model-based and

tight clustering outperform other methods when applied to gene expression data analysis.

3.2.2 Biclustering expression data

Clustering techniques present two main limitations as far as the analysis of expression data

is concerned: first, they require genes in a cluster to display global expression coherence un-

der all experimental conditions and, second, they associate each gene to exactly one cluster.

Such requirements are often too stringent for real data for two basic reasons: first, a gene

can be involved in several processes, on each of which, it interacts with a different set of

co-regulated peers. This does not imply, though, that a certain pair of genes that act coop-

eratively in a certain condition, retain this interaction under every condition. Second, and

on the practical side, the noise in microarray data can lead to misclassifications on both

sides, i.e. it can either cause cooperating genes to be classified as non-interacting, or induce

accidental grouping of unrelated genes.

Biclustering (sometimes called coclustering, two-way clustering, or direct clustering) has

been proposed to address the main deficiencies of clustering techniques. Biclustering meth-

ods group together patterns that display significant similarity if a certain subset of their fea-

tures is considered.

In what follows, we consider that the data set x1, . . . , xM is organised in the form of a

M ×N matrix x, where each row corresponds to a pattern and each column corresponds

to a feature. Moreover, if i ⊂ (1, . . . , M ) and j ⊂ (1, . . . , N ), we denote by xij the submatrix

obtained from x by taking only rows and columns whose indexes are in i and j, respectively.

In addition, we write xi j to denote de i th row of xij, and xij to denote its j th column.

Given the matrix x, the problem of biclustering consists in finding a collection of subma-

trices B = {xi1j1 , . . . , xiK jK } whose rows display coherent behaviour across the corresponding

set of columns and vice versa. That is, we require each bicluster Bq = xiq jq to satisfy some

homogeneity conditions, whose precise definitions vary largely from one specific approach

to another. Unfortunately, biclustering is a NP-complete problem. Madeira and Oliveira
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(2004) present a comprehensive survey of biclustering methods known to date, classifying

them according to four aspects: the bicluster model , the way multiple biclusters are con-

sidered (Are multiple biclusters considered? Are they allowed to overlap?), the algorithmic

strategy employed to find them (greedy search, exhaustive enumeration, parameter estima-

tion), and the application domain on which they are employed. Next, we examine only a

representative set of existing solutions to this problem focusing on their application to ex-

pression data analysis.

The application of biclustering to expression data analysis was introduced by Cheng and

Church (2000). They try to find the largestδ-bicluster, which is a bicluster with homogeneity

score below a given threshold δ. The homogeneity score of the submatrix xij is defined by

H (i, j) def=
1

|i||j|

∑

i i

∑

j∈j

(x i j −xi j−xij +xij)2, (3.11)

where

xi j =
1

|j|

∑

j∈j

x i j , xij =
1

|i|

∑

i∈i

x i j , and xij =
1

|i||j|

∑

i∈i

∑

j∈j

x i j .

Intuitively, H (i, j) measures the deviation of xij relative to an additive bicluster model in

which entries are of the form x i j = µ+ αi + βj , where µ is a fixed background, and αi ,βj

are row and column-specific contributions respectively.

The proposed solution consists in a greedy search over the space of submatrices of x in

order to find the δ-bicluster of maximum size. The algorithm starts with the complete data

matrix x and operates in two distinct phases. In the first phase, rows and/or columns are

repeatedly removed from the matrix. The choice of the row/column to be removed is based

on its contribution to the score H (i, j). The contribution of a row/column to the global score

is estimated by the local mean squared residue of the elements in that row/column. At each

cycle, the algorithm greedily chooses the row/column with the largest contribution to be

deleted. This phase ends as soon as H (i, j) drops below the maximum allowed value δ. This

way, the algorithm tries to remove the minimum possible number of rows/columns. In the

second phase, the algorithm attempts to put back in the matrix some of the rows/columns

removed during the deletion phase. Again, the choice of the rows/columns to be added is

greedy: the row/column with the smallest contribution is returned to the bicluster. This

phase ends just before the score rises above δ. This way, the algorithm tries to add the maxi-

mum possible number of rows/columns. The proposed algorithm finds only one (maximal)

bicluster at a time. If multiple biclusters are to be considered, then the authors propose ‘de-
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facing’ each found bicluster by replacing their entries with random values, and running the

algorithm again until the desired number of biclusters is achieved.

An intuitive idea concerning the design of biclustering techniques consists of combin-

ing results obtained from the clustering of each dimension of the input matrix in separate, in

order to construct significant biclusters. One naive solution to this problem would be to per-

form clustering on each dimension of every submatrix of x and report the ones which con-

stitute statistically significant (termed stable) clusters in either dimension. Unfortunately,

the exponential number of submatrices render this approach computationally infeasible.

Getz et al. (2000) propose a heuristic solution, called coupled two-way clustering (CTWC),

in which one-way clustering is performed only over sets of rows/columns which have al-

ready been proved stable clusters, thus preventing the whole set of submatrices from being

considered.

The procedure starts considering the whole sets of rows and lines. Uncoupled one-way

clustering is performed along each dimension of the complete input matrix. Row and col-

umn subsets which correspond to stable clusters are stored. In the next iteration, all subma-

trices that result from combinations of the rows and columns subsets previously identified

as stable clusters are tried. The stable clusters that emerge from these submatrices are fur-

ther stored to be considered in the following iterations. The process is repeated until no

additional significant cluster is found. The algorithm outputs a collection of pattern (row)

subsets, I, and a collection of feature (column) subsets, J, which constitute stable clusters.

CTWC constitutes a general framework which can be used to transform a standard clus-

tering method into a biclustering solution. In theory, any clustering procedure could be

plugged into CTWC. In practice, the authors suggest that the best suited method is a vari-

ation of a divisive hierarchical clustering algorithm described in (Blatt et al., 1996). As a

divisive clustering method, this algorithm splits a cluster at each iteration. The number of

iterations during which a cluster retains its integrity defines a natural measure of its stability.

The algorithm SAMBA (statistical-algorithmic method for bicluster analysis) proposed

by Tanay et al. (2002), converts the problem of finding statistically significant biclusters in

the input matrix into the problem of finding certain subgraphs in a corresponding bipartite

graph. Given the expression matrix xM×N , the corresponding bipartite graph G = G (x) =

(U , V, E ) is built by associating each pattern xi to a vertex in U (therefore |U | = M ), each

attribute to a vertex in V (|V | = N ), and adding an edge (u , v ) to indicate that pattern u

displays significant variation in attribute v , relative to a ‘normal’ expected behaviour. A

biclique in G would thus correspond to a subset of patterns which jointly respond to the
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same subset of features, hence a bicluster in a more qualitative sense, i.e., if we look at the

data matrix as a binary matrix s.t. at each position, we have x i j = 1 iff a significant change in

pattern xi occurs at position j , then such a biclique corresponds to a submatrix of 1’s only.

To assess the significance of found bicliques (biclusters) in particular, and of subgraphs

of G in general, the authors propose a statistical model as follows. Let G ′ = (U ′, V ′, E ′) be

a subgraph of G . We are interested in testing the null hypothesis (see Appendix A.1) of G ′

being a random subgraph, against the alternative hypothesis of G ′ representing a significant

bicluster. Under the null model, M 0, we assume that the occurrence of each edge (u , v ) is an

independent Bernoulli trial with parameter pu ,v = P((u , v )|M 0). Therefore, the likelihood of

G ′ under M 0 is given by

P(G ′|M 0) =
∏

(u ,v )∈E ′

pu ,v

∏

(u ,v )∈E ′

(1−pu ,v ),

where E ′ = (U ′×V ′) \ E ′. On the other hand, if we consider the alternative bicluster model,

M 1, then we assume that each edge occurs with (high) constant probability pc . Thus, the

likelihood of a subgraph G ′ under the bicluster model is given by

P(G ′|M 1) =
∏

(u ,v )∈E ′

pc

∏

(u ,v )∈E ′

(1−pc ).

The idea behind this assumption is that biclusters represent uniform relations between their

elements. The log-likelihood ratio for G ′ is therefore

λ(G ′) = log







∏

(u ,v )∈E ′

pc

pu ,v

∏

(u ,v )∈E ′

(1−pc )
(1−pu ,v )






=
∑

(u ,v )∈E ′

log
pc

pu ,v

∑

(u ,v )∈E ′

log
(1−pc )
(1−pu ,v )

. (3.12)

The greater the value of λ(G ′), the greater the odds that G ′ represents a real bicluster rather

than being a random subgraph. We are interested in finding subgraphs with high values ofλ.

Finally, if we set the weights of the edges (u , v )∈ E ′ to w (u , v ) def= log pc

pu ,v
> 0, and the weights

of the non-edges (u , v ) ∈ E ′ to w (u , v ) def= log (1−pc )
(1−pu ,v )

< 0, then finding significant biclusters

of x resumes to finding weighty subgraphs of G , where we define the weight of a subgraph

G ′, w (G ′), to be the sum of the individual weights of both its edges and non-edges, i.e.,

w (G ′) def=
∑

(u ,v )∈E ′∪E ′ w (u , v ). SAMBA employs a heuristic which basically consists in finding

weighty bicliques centred around each pattern vertex, and using these bicliques as seeds to

build weighty subgraphs upon systematic addition and/or deletion of edges according to a

greedy weight optimisation strategy.
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Sheng et al. (2003) propose a method based on a Gibbs sampling procedure to find bi-

clusters on discretised expression data. Assuming that the expression matrix x is discre-

tised into L levels and that the matrix contains a single bicluster, the authors propose a

probabilistic model in which background entries are assumed to be drawn independently

from a multinomial trial with parameters ϕ = (ϕ1, . . . ,ϕL), whereas entries belonging to

the bicluster are assumed to be generated by a model in which all entries of each column

j = 1, . . . , W of the bicluster are assumed to be independently generated by a common multi-

nomial trial with parameters θ j = (θ1j , . . . ,θLj ), where θi j represents the probability of sam-

pling an i at the column j of the bicluster. Bicluster membership is indicated by binary

r.v’s R = (R1, . . . , RM )
iid∼ Bernoulli(λR ) and C = (C1, . . . ,CN )

iid∼ Bernoulli(λC ) s.t. Ri indicates

whether row i belongs to the bicluster, and C j indicates whether column j belongs to the

bicluster.

The procedure identifies the bicluster, i.e., it recovers the values of R and C, by sampling

from the joint posterior distribution P(R, C|x). Gibbs sampling achieves this by iteratively

sampling from the components’ marginals

P(Ri |R¬i , C, x) =

∫

P(Ri |R¬i , C, x)p (ϕ)p (θ)p (λ)dϕdθdλ

P(C j |C¬j , R, x) =

∫

P(C j |C¬j , R, x)p (ϕ)p (θ)p (λ)dϕdθdλ,

(3.13)

where R¬i = (R1, . . . , Ri−1, Ri+1, . . . , RM ), C¬j = (C1, . . . ,C j−1,C j+1, . . . ,CN ). The authors derive

approximations for Eqs. (3.13) assuming conjugate priors for the model parameters, that is,

assuming ϕ ∼ Dirichlet(α), θ j ∼ Dirichlet(βj ), λR ∼ Beta(ξR ), and λC ∼ Beta(ξC ), and esti-

mating functions of the parameters from sufficient statistics of the sample. The algorithm

is run until convergence and then, if a bicluster is found, i.e., R 6= 0 and C 6= 0, it is re-

moved from the data matrix by setting the corresponding entries to zero, and the procedure

is restarted to find another bicluster.

In contrast to previous approaches, which mine the expression data to find similar ex-

pression patterns, Friedman et al. (2000) propose to use these data to build a more explicit

model of the transcriptional regulation network. The proposed model has the form of a

Bayesian network (see Appendix A.5) in which the expression level of each gene g is associ-

ated to a node X g and edges are used to indicate regulatory dependencies between genes,

i.e., an edge X g → X g ′ means that the expression of gene g ′ is directly influenced by that of

gene g . In the proposed model, the expression level of a gene is assumed to depend on the
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discretised expression levels of it parents, that is, if Par(X ) = {Y1, . . . , YN }, then

X ∼N

 

u 0+
N
∑

i=1

u i [yi ], σ2

!

,

where [yi ] is the discretised value of the r.v. Yi . In other words, the mean expression level

of a gene is assumed to be a linear regression of the expression level of its regulators, but

is allowed to vary according to an ‘independent’ variance which reflects how ‘tight’ is the

regulation. The authors apply an automated learning procedure (Friedman, 1998) to learn

the network structure and parametrisation that maximise a Bayesian score proportional to

the posterior probability of the model given the input expression data.

The problem with this Bayesian network approach, as far as module identification is

concerned, is that the inferred networks are very hard to interpret, since they involve thou-

sands of genes, and are highly unstructured, maybe due to the insufficient amount of learn-

ing data. To address these issues and to facilitate modularity interpretation in special, an

alternative model, called module network has been proposed (Segal et al., 2003a). A module

network is an extension of a Bayesian network in which nodes are grouped into modules.

Nodes in the same module share a common c.p.d., and hence must take values on the same

domain and have the same parents. Formally speaking, we have the following definition:

Definition 3.1 (Module network). Let X = {X1, . . . , XN } be a set of r.v’s and M be a triple

(C, T, a )where

• C= {M1, . . . , MK } is a set of modules. Each module Mk has an associated type, Val(Mk ),

corresponding to the set on which all the variables in the module assume their values.

• T = (S,θ) is a network template composed of

– A network structure S that associates to each module Mk a set of parents Par(Mk )⊂
X.

– A set of local template c.p.d’s P(Mk |Par(Mk )) which define, for each valuation in

Val(Par(Mk )), a probability distribution over Val(Mj ). The set of parameters of

these template c.p.d’s is denoted by θ .

• a : X → C is an assignment function, which associates each variable X i to a module

Mk , provided that Val(X i ) =Val(Mk ).

M defines a directed module graph, GM , s.t.

• Each module Mk corresponds to a node of GM ;
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• GM contains an edge Mr →Ms iff there is a X ∈ Par(Ms ) s.t. a (X ) =Mr .

If GM is acyclic, then we call M a module network over X.

The semantics of a module network M over X is defined in terms of a ground Bayesian

network BM over X s.t., for each variable X i with a (X i ) =Mk , the set of parents of X i in BM

is defined to be Par(Mk ), and its associated c.p.d. is defined to be P(Mk |Par(Mk )). Due to

the acyclicity of the module graph, BM , and hence M , defines a consistent joint distribution

over X. The fact that all nodes in a same module share the same c.p.d. reduces significantly

the number of parameters of the model.

When applied to gene expression data, the module network model groups genes with

coherent expression behaviour into modules. In order to represent context-specific regu-

lation, the template c.p.d’s P(Mk |Par(Mk )) are expressed in terms of regression trees. In this

setting, a regression tree is a binary tree, similar to a decision tree, in which every internal

node v , called a decision node, is associated to a boolean predicate pv (X j ) of some variable

X j ∈ Par(Mk ), and so that every node w represents a subset of the possible valuations of

Par(Mk ), denoted Valw (Par(Mk )), recursively defined as follows:

• Valroot(Par(Mk )) is the entire set of all possible valuations of Par(Mk );

• If w is the right child of its parent v = Par(w ), and v is associated to pv (X j ), then

Valw (Par(Mk )) is the subset of Valv (Par(Mk )) composed only by the valuations in this

set that satisfy pv (X j ), i.e., whose values x j of X j satisfy pv (x j ) = True. Else, if w is

the left child of v , then Valw (Par(Mk )) is the subset of Valv (Par(Mk )) composed by the

valuations in this set that do not satisfy pv (X j ), i.e., for which pv (x j ) = False.

When l is a leaf, we call Vall (Par(Mk )) a context, and we associate to it a context-specific

probability distribution P[Mk | Par(Mk )∈Vall (Par(Mk ))].

The algorithm for learning module networks (Segal et al., 2005) is an optimisation pro-

cedure that receives an initial module assignment as input and then iterates over two steps:

a structure search step, which involves a greedy search over the space of legal dependency

structures attempting to maximise a fitness score proportional to the posterior likelihood

of the model, and a module reassignment step, which looks for the best assignment given

the current structure by repeatedly and sequentially reassigning one variable at a time while

keeping the others fixed. The process is carried out until no significant improvement of the

score is obtained.
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(a) (b)

Figure 3.3 Example of context-specific regulation of a gene X . (a) The four regulatory contexts: with
no regulation, the gene is expressed at the basal level; under regulation of the activator, the gene is
overexpressed; the repressor inhibits the expression of the gene only in the presence of the activa-
tor, causing the gene to be underexpressed; otherwise, the repressor alone has no regulatory effect.
(b) Regression tree representing this scenario. The root node (A?) corresponds to question ‘is the
activator gene overexpressed?’, while the other decision node (R?) corresponds to ‘is the repressor
gene overexpressed?’. The leftmost leaf (¬A) corresponds to the situations where the activator is not
present. The corresponding c.p.d., P(X |¬A), is represented by a normal curve with mean close to
zero. Note that, in this case, it does not matter if the repressor is present or not. Similarly, the middle
leaf is associated to the activation context, with c.p.d. P(X |A,¬R), and the rightmost leaf corresponds
to the repression context, with c.p.d. P(X |A, R).

3.3 Combining expression and sequence data

Although capable of providing invaluable indication about the composition of regulatory

modules, the analysis of gene expression data is essentially incomplete, since it represents

only a partial and indirect portrait of the effects of regulation on a set of genes at particular

time points. On the other hand, it is widely accepted that groups of genes sharing common

motifs are likely to be co-regulated under some conditions. Thus it is natural to think of

integrating gene expression and sequence data to identify modules of genes that not only

are co-expressed, but that also share motifs.

A natural way of integrating gene expression and sequence data is identifying the set of

co-expressed genes and searching for common motifs in their upstream regulatory regions.

This procedural approach, depicted in Figure 3.4, has been implemented by Tavazoie et al.

(1999) and applied to the analysis of transcription regulation in the budding yeast Saccha-

romyces cerevisiae. The choice of the algorithms used for (bi)clustering and for motif finding,

as well as the implied parameters, such as the number of clusters, the similarity metric, the
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size of the regulatory region, the size of motifs, etc., determine the results obtained by this

method.

Figure 3.4 Procedural two-phase method: (I) mRNA levels of several genes under a set of experimen-
tal conditions, measured by DNA microarrays, are normalised, and the resulting expression patterns,
represented by points in a multidimensional space (here tridimensional, for the purposes of visuali-
sation only), are clustered. (II) Common motifs are sought after in the upstream regulatory regions of
genes in each cluster. The groups of co-regulated genes plus their cis-regulatory elements constitute
the modules discovered by the method.

Transcriptional regulation, specially in eukaryotes, depends on the cooperative action of

several regulatory elements. In addition to considering occurrence of common motifs, infer-

ence of regulatory modules should ideally take into account the combined action of groups

of regulatory elements. Pilpel et al. (2001) set out to systematically study the cooperation

between regulatory elements in the yeast transcriptional program.

The authors compiled a database of known and putative promoter motifs and then,

for each pair of motifs in that database, they sought for sets of genes containing the mo-

tif pair in their regulatory sequences, as well as each motif in the pair alone. Next, they

proposed a Markov chain procedure to test the whether the expression coherence score of

the set of genes containing both motifs (defined as the fraction of the pairs of genes in the

set for which the euclidean distance between the expression profiles is smaller than a cer-

tain threshold) is higher than that of the sets containing only one of the motifs. When this

happens, we can consider that the set of genes containing both motifs constitute a module

regulated by a synergistic motif interaction. Notice that this method is, in some sense, com-

plementary to the procedural two-phase approach, since it tests sets of genes sharing motifs

for co-expression, whereas the former method uses a set of co-expressed genes as input to

motif finding.

Ihmels et al. (2002) propose a method to identify modules that are essentially biclus-

ters refined from initial ‘seed’ sets of related genes. The Signature Algorithm (SA) receives
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as input a gene subset i0, a considerable fraction of which is presumably composed of co-

regulated genes. This initial set of genes is chosen based on previous biological knowledge.

For instance, i0 may be built by taking genes that share motifs, thus characterising the in-

tegration of sequence information. The algorithm tries to identify which conditions induce

substantial change in expression levels of the genes in i0. The subset j1 of such conditions

is called the experiment signature. Next, the algorithm proceeds to discover which genes,

over the entire genome, are differentially expressed under the conditions in j1. The resulting

set of genes, i1, is called the gene signature. The gene and expression signatures together

constitute the module that is returned by the Signature algorithm. This procedure (i) filters

out a initial set of genes to remove elements that were inappropriately included, and which,

in fact, are not co-regulated with genes in i0; (ii) finds additional genes, originally not in-

cluded in i0, but which are co-expressed with (remaining) genes in that set; and (iii) points

out which conditions trigger this co-expression.

The experiment signature is determined as follows: first, the original expression matrix

x is row-normalised so that the mean and variance of the expression levels of each gene

are set to 0 and 1, respectively. The resulting matrix is denoted by xG . Next, the algorithm

computes the condition score s j , for every condition j , defined as the average change in the

expression of the preselected genes under j , that is, s j = (1/|i0|)
∑

i∈i0
xG

i j . The experiment

signature is then defined as the set of conditions whose scores deviate from the mean score

more than a constant multiple (provided as input) of the standard deviation expected for

random fluctuations,σC = 1/
p

|i0|.

In order to discover the gene signature i1, the algorithm first computes a column-nor-

malised expression matrix xC from the original x. Then, for every gene i , a gene score s i

is computed, which corresponds to its average expression change under the conditions in

the experiment signature, weighted by the condition scores, i.e., s i = (1/|j1|)
∑

j∈j1
s j x C

i j . The

gene signature is then defined as the subset of genes whose scores deviate from the mean

score more than a given multiple of the sample standard deviation,σG = SD(si).

The Signature algorithm is sensitive to the choice set of genes used as seed. Badly chosen

initial sets may lead to ‘loose’ modules. A later extension of the method (Ihmels et al., 2004),

called Iterative Signature Algorithm (ISA), drops the need for the careful choice of the input

set. This extension is centred around the concept of a self-consistent module. Starting with

any random input set i0, the Signature Algorithm is run on it, producing the signature i1.

Genes in i1, although possibly not making a good module, have in common at least the fact

of being differentially expressed under conditions in j1. Therefore i1 is, in some sense, less

random than i0. The Signature Algorithm can then be run again, this time on i1, to produce
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an even better i2, and then i3, and so forth. This iterative procedure will eventually converge

to a fixed point in = in+1, which defines a self-consistent module.

Segal et al. (2003b) propose a joint unified model for explaining TRMs. Their method,

which is based on the framework of probabilistic relational models (see Appendix A.6), learns

modules composed of co-regulated genes, along with their cis-regulatory elements, from

gene expression and genomic sequence data. The model is based on a few basic assump-

tions: (i) genes are partitioned into a set of mutually exclusive modules, (ii) all genes in a

module are supposed to display the same expression behaviour, (iii) each module is char-

acterised by a motif profile that specifies which motifs, out of a restricted set of possible

elements, regulate the module, and (iv) a gene’s module assignment depends on the motifs

occurring on its upstream regulatory region.

The schema and dependency structure of the PRM is exhibited in Figure 3.5. The model

contains four classes. Class Promoter represents promoter sequences of fixed length L, with

attribute Sl ∈ {a,c,g,t} representing the base at position l = 1, . . . , L. Class Gene con-

tains binary probabilistic attributes R1, . . . , RQ that indicate which of the Q motifs regulate

the gene. The value of each Rq is determined by the promoter sequence of the gene (given

by the reference slot Gene.Promoter, not explicitly shown), hence the edges Sl → Rq in the

dependency graph. The class Gene contains also another probabilistic attribute, M , that in-

dicates to which module the gene belongs, and is completely determined by the motif pro-

file, hence the edges Rq →M . Class Condition represents experimental conditions, which

are identified by their Id attributes. Finally, class Expression represents one hybridisation

experiment (one spot of a DNA array) of a gene under a certain condition (the reference

slots Expression.Gene and Expression.Condition are also not explicitly shown). The expres-

sion level, represented by the attribute X , varies according to the experimental condition

and the module of the gene, hence the edges Id→X and M →X .

As for the local c.p.d’s, the model assumes that expression measurements are indepen-

dently and normally distributed, given the module assignment, i.e.

P(X |M =m , Id= c )∼N(µc m ,σ2
c m ).

Module assignment is modelled as a softmax conditional distribution

P(M =m |R1 = r1, . . . , RQ = rQ ) =
exp(

∑Q
q=1 u mq rq )

∑K
m ′=1 exp(

∑Q
q=1 u m ′q rq )

.
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Figure 3.5 Probabilistic relational model for gene expression. Reference slots are not explicitly
shown, but are represented in the picture by the dotted lines.

A softmax distribution is used to describe probabilities of categorical data: it outputs values

in the [0, 1] interval, and the sum over all possible categories equals 1. In this case, we want

to describe the probabilities of each of the K possible module assignments given the values

of the binary Regulates variables R1, . . . , RQ . In general, the distribution parameters express

the (signed) relative importance of each input (the conditioned variables) to each output

category. Here, parameter u mq specifies to which extent motif q regulates expression in

module m , and therefore the vector um = (u m 1, . . . , u m K ) (more specifically, its nonzero en-

tries) determines the motif profile of module m . The strength of the association of gene g

with module m is given by
∑Q

q=1 u mq g .Rq . The model assumes the existence of Q motifs of

length W .3 Motif q is described by a PWM (w q
b p )b=a,c,g,t; p=1,...,W . Following Segal and Sharan

(2005), the probability for a motif q to occur in the regulatory region of a gene is given as a

function of the subsequences of length W in the regulatory region of the gene by

P(Rq = 1|S1, . . . ,SL) = logit






log







w0

s

L−W+1
∑

j=1

exp





W
∑

p=1

w q
s j+p−1,p
















,

where logit(x ) = x
1+e−x , is the logistic function, which is used to discriminate real motifs from

random subsequences, and w i
0 is a threshold parameter.

The overall joint p.d.f. defined by the PRM and a skeleton σ (see eq.(A.14) on page 150)

3Actually, the authors propose a strategy to allow motifs to be dynamically added and/or removed from the
model during the learning procedure.
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is given by

P(I|σ,S,θS ) =
∏

p∈σ(Promoter)

P(I(p .S))
∏

c∈σ(Condition)

P(I(c .Id))

∏

g∈σ(Gene)

P(I(g .M )|I(g .R))
Q
∏

q=1

P(I(g .Rq )|I(g .Promoter.S))

∏

e∈σ(Expression)

P(I(e .X )|I(e .Gene.M ),I(e .Condition.Id))

(3.14)

The model parameters are estimated from input data (skeleton) D= {x, s} by EM. The E-

step requires computing P(M, R|D) = P(R|D)P(M|R). Since genes are assumed independent,

this can be done for each gene g individually. The proposed procedure considers every pos-

sible module assignment g .M =m , and then searches greedily over the sample space of g .R

for a good valuation given this assignment. The M-step consists of finding maximum log-

likelihood estimates for the model parameters given input data and the values of g .R and

g .M estimated during the E-step. Maximum likelihood estimates for the means and vari-

ances of the Gaussian distributions of expression levels have closed form, given the module

assignment. The PWM weights are maximised by a conjugated gradient ascent subproce-

dure, and the softmax weights are maximised through another greedy subroutine.

Figure 3.6 The cMonkey Algorithm.

The algorithm cMonkey (Reiss et al., 2006) pro-

poses to identify biclusters making use of gene ex-

pression data, sequence data, as well as other kinds

of data represented in the form of association net-

works. More specifically, the method takes as input

an expression profile matrix xi,j, for a set of genes i

and a set of experimental conditions j, the upstream

sequence si of length L of each gene i ∈ i, and a (pos-

sibly empty) set N of networks representing associ-

ations between genes. An element N ∈ N can be,

for instance, a protein-protein interaction network,

a metabolic pathway co-participation network, etc.

Biclusters are refined from initial seed biclusters by a

MCMC procedure. At each step, the algorithm com-

putes the conditional probability for each gene or

condition to belong to the current bicluster and then sample from this probability to add
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or remove it from the bicluster. The process is summarised in Figure 3.6. In order to com-

pute the probability for a gene or condition to be a member of bicluster, given the current

cluster configuration, the algorithm combines information from the three kinds of data (ex-

pression, sequence, and association networks) in the form of p-values.

Supposing that bicluster k is made up of genes in ik ⊂ i and conditions in jk ⊂ j, and as-

suming also that the bicluster expression levels at each condition j are normally distributed,

the likelihood of an arbitrary measure x relative to the bicluster values at this condition is

defined by

p (x ) =
1

p

2π(σ2
ij + ε

2)
exp



−
(x −xik j )2+ ε2

2(σ2
ij + ε

2)



 , (3.15)

where xik j = 1
|ik |

∑

i∈ik
x i j is the mean bicluster expression under condition j , and σ2

ij =
1
|i|

∑

i∈i(x i j−xij ) is the overall variance under condition j . The term ε2 is included for system-

atic error. Assuming independence, the joint likelihood of the measurements of an arbitrary

gene i under the bicluster conditions is given by p (xi jk ) =
∏

j∈jk
p (x i j ), and the co-expression

p-value ri k is obtained by integrating the two tails of the distribution (3.15). Intuitively,

ri k tells how likely it is that an arbitrary gene would be at least as well co-regulated with

the other genes in the bicluster under its conditions as gene i is. Similarly, one can define

p (xik j ) =
∏

i∈ik
p (x i j ) and rj k , for an arbitrary condition j .

Regarding the upstream sequence information, the method proposes to use the algo-

rithm MEME (see Section 3.1) to find a group of motifs mk in the set sik of upstream se-

quences of the genes in bicluster k , and then define the motif p-value s i k of an arbitrary

gene relative to bicluster k as the combined p-value of si relative to mk , as computed by the

MAST algorithm (Bailey and Gribskov, 1998). Intuitively, s i k indicates how likely it is that the

upstream sequence of an arbitrary gene matches the motifs defined by the bicluster at least

as well as that of gene i does.

When considering the membership of a gene i to a bicluster k w.r.t. an association net-

work N ∈ N, it would be natural to privilege genes with a higher number of connections

to genes in the bicluster, n i→ik , relative to the number of connections to genes not in the

bicluster, n i→ik
. cMonkey uses the hypergeometric distribution

P(n i→ik |n i→ik
, n ik→ik , n ik→ik

) =

�n i→ik +n ik→ik
n i→ik

��n i→ik
+n ik→ik

n i→ik

�

�n i→ik +n ik→ik +n i→ik
+n ik→ik

n i→ik +n i→ik

�
(3.16)

to evaluate the probability of observing such an arrangement of connections given the over-

all topology of the network. The network association p-value q N
i k is computed by integrating
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the lower tail of distribution (3.16). Intuitively, q N
i k indicates how likely it is that an arbitrary

gene would be at least as well associated (through N ) to the other genes in the bicluster, in

comparison to the genes not in the bicluster, as gene i is.

The authors propose to integrate the information provided by the p-values ri k , s i k and

q N
i k to predict the value of the Bernoulli r.v. Yi k , which informs whether gene/condition i

is a member of bicluster k or not. They perform a constrained multiple logistic regression,

treating each p-value as a r.v. and defining

πi k
def= P(Yi k = 1|xk , si , mk ,N)∝ exp

(

β0+β1



r0 log(r̃i k )+ s0 log(s̃ i k )+
∑

N∈N

q0 log(q̃ N
i k )





)

,

where r̃i k , s̃ i k and q̃ N
i k are normalised values of ri k , s i k and q N

i k respectively; r0, s0 and q N
0 are

parameters that control the relative importance of each piece of information; and β0 and β1

are the regression parameters estimated by a particular ML procedure.

Genes and conditions are moved, i.e., added to or dropped from the bicluster, accord-

ing to πi k . These moves are executed in order to increase the joint likelihood of the bi-

cluster. In early iterations of the algorithm, when the bicluster is still unstable, the values

of the πi k can be misleading, and therefore random moves should be allowed. However,

such moves should be progressively discouraged as the process advances and the values of

πi k become more reliable. cMonkey addresses this issue by using a simulated annealing

scheme, in which the moves at iteration t = 1, 2, 3, . . . are sampled according to

P(add|πi k ) = exp
�

−
πi k

t

�

and P(drop|πi k ) = exp

�

−
1−πi k

t

�

.

3.4 Multispecies gene co-expression analysis

Unravelling the mechanisms of gene regulation is, in fact, just one of the intermediate steps

in the path that will eventually lead us to understand the function of the elements in the

genome. Moreover, co-regulation does not necessarily imply functional association. For in-

stance, a same regulatory protein may ‘accidentally’ control the expression of nearby genes

which are not functionally associated. In this case, even the combined analysis of expression

and sequence data can result in false associations. However, due to the constant shuffling

and rewiring of the elements of the genome along evolution, it is unlikely that such acci-

dental co-regulation would be consistently reproduced in several organisms. Conversely, it

is reasonable to hypothesise that the co-regulation relationships that are conserved across
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taxa are the ones more subject to selective pressure, and thus presumably related to a real

functional associations.

Stuart et al. (2003) tackle the problem of identifying co-expression relationships that

are conserved across species. They analysed data concerning four organisms: the budding

yeast Saccharomyces cerevisiae, the worm Caenorhabditis elegans, the fruit fly Drosophila

melanogaster and the human. As a first step, they identified a list of what they called meta-

genes, i.e., genes with orthologues in multiple organisms. More precisely, metagenes are de-

fined as the maximal connected components of the (multipartite) orthology graph in which

the nodes correspond to the genes in all species and an edge (g , g ′) is set whenever genes

g , of species s , and g ′, of species s ′ 6= s , are one another’s best (amino acid sequence) ho-

mologue (detected by BLAST (Altschul et al., 1990)) in their respective species. A multiple-

species gene co-expression network was then built from a large compendium of DNA mi-

croarrays, using a probabilistic method based on order statistics (whose details are, unfor-

tunately, ommited in the paper). This co-expression network is visualised in the form of a

3D co-expression terrain map, in which metagenes are laid out along the xy-plane in such

a way that the distance between two metagenes is inversely proportional to the correlation

of their expression profiles, and the density of metagenes per region is indicated along the

z-axis. Peaks in this surface represent thus regions of high concentration of co-expressed

metagenes, and hence potential functional modules. K -means clustering was used to iden-

tify the components of twelve modules corresponding to visually distinguishable peaks in

the terrain map. The authors analysed the composition of these clusters and verified that

they are significantly enriched for specific biological functions. In addition, some previously

uncharacterised functional associations suggested by the network were experimentally con-

firmed.

The robustness of this construction, and hence of the conclusions derived from it, was

tested for several types of perturbations of the input data. For instance, the obtained net-

work was compared to networks built from metagenes composed of randomly chosen genes,

to networks built from random halves of the gene expression data sets, and to networks

built from original microarray data with different levels of added noise. The authors also

compared the multispecies network to networks similarly obtained using data from each

species separately. The obtained results indicate that the use of multiple species data con-

fers a higher level of robustness and consistence to the inferred associations between genes,

suggesting that evolutionary conservation is a powerful filter to real functional associations,

as opposed to spurious associations implicated by single species data.
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Bergmann et al. (2004) compared the co-expression program of six evolutionarily distant

species (the four species used in the just-described work by Stuart et al. plus the bacterium

Escherichia coli and the plant Arabidopsis thaliana) to look for similarities and differences

at both the local and global levels. The study was divided in three parts: in the first part, they

analysed whether co-expression modules are conserved across species; in the second part,

they analysed whether higher order relations that hold between modules in one species are

conserved in other species; in the third part, they compared gene co-expression networks

for global topological properties like connectivity distribution and modularity.

In order to study co-expression conservation, the authors compiled a set of reference

groups of genes, termed transcription modules, from the yeast data (which are the most

comprehensive and well-annotated). These modules are self-consistent modules computed

by the ISA (Ihmels et al. (2004), discussed on p. 53). For each yeast transcription mod-

ule, they constructed a corresponding homologue module in every other species, simply by

taking the homologous of the genes in the original module in the other species. Although

the average correlation between the expression profiles of pairs of genes in the homologue

modules were statistically significant, the authors verified that, individually, only a fraction

of the genes in each homologue module was correlated. So they applied the SA (Ihmels

et al. (2002),discussed on p. 53) on each homologue module, and defined the intersection

between the obtained module and the homologue module as the corresponding purified

module. The purified module contains only the correlated genes of the homologue module.

Next, they applied the SA once more to each purified module, obtaining the correspond-

ing refined module. The refined module is constituted by homologous genes that are really

co-regulated, as well as other genes that are not necessarily homologous to genes in the

original yeast transcription module, but which are still co-regulated with genes in the pu-

rified module. In general, for all six species, the average gene-gene correlation was found

to be progressively higher from homologue modules to purified modules, and from there

to refined modules. This defines a procedure for obtaining a refined homologue module

in one species from a previously characterised module in another species using sequence

homology and gene expression data (Figure 3.7).

We recall from our discussion on the Signature algorithm (p. 52), that each module is

associated to a set of genes and a set of conditions, and that the condition score s j indicates

the mean expression behaviour of the genes in the module under that condition. If two

modules are so that their condition scores are correlated, this means that the conditions

somehow induce the same kind of response in both modules, and so the modules itself are

correlated. The authors explore this idea to define the higher order correlation between two
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Figure 3.7 Obtaining a refined homologue module.

modules k and k ′ of a same species as

ck k ′ =

∑

j∈j s k
j s k ′

j
∑

j∈j s k
j s k

j

∑

j∈j s k ′
j s k ′

j

,

where s k
j denotes the score of condition j relative to module k . Interestingly, they verified

that the correlation between pairs of modules in one organism and their corresponding re-

fined homologues in other species vary greatly. This evidences a basic principle of modular

design, which states that the same building blocks can be differently wired in distinct sys-

tems, giving rise to various functions.

Finally, the authors built co-expression networks for each species, representing them as

undirected graphs in which the genes (nodes) are connected based on the Pearson correla-

tion coefficient of their expression profiles. It was verified that the co-expression networks

of all species share common global properties. For instance, the node connectivity in all

species follow a power law P(k ) ∝ k−γ, with similar exponents γ ≈ 1.1− 1.8. This a feature

present in other kinds of networks, which has been associated with evolving systems. Defin-

ing the clustering coefficient of a gene i with k neighbours as

cv =
1

k (k −1)/2

∑

k>j 6=i

a i k a k j a j i ,

where the a= (a i j ) represents the adjacency matrix of the co-expression network, this num-

ber indicates to what extent the genes connected to i are also interconnected between them.

The authors found that the mean clustering coefficient is significantly higher than what

would be expected from random networks, which is an evidence of the high degree of mod-

ularity of those regulation networks.





CHAPTER 4

Methods and results

In this chapter, we detail our proposed methods for approaching the questions related to

the problem presented in Section 2.4. We recall, from that preliminary discussion, that our

objective is to deliver set of models and algorithms ultimately aimed at identifying what we

called transcriptional regulation metamodules (TRMM), that is, transcriptional regulation

modules conserved across taxa. As we already mentioned, the concept of a module in a

network, in general, and in a biological network, in particular, is not standardised, varying

greatly from work to work depending on the particular aspects researchers decide to high-

light. In this thesis, we propose a modularity definition that takes into account multiple ev-

idence. We focus on three criteria, namely, gene co-expression, the sharing of cis-regulatory

elements, and evolutionary conservation. Our conclusions are to be based on the analysis

of different kinds of high-throughput data concerning multiple species, with emphasis on

gene expression data, resulting from DNA microarray experiments, and genomic sequence

data.

The original problem consists in choosing genes and experimental conditions in each

species, such that (i) selected genes are controlled by common regulatory elements, (ii) se-

lected genes display coherent expression behaviour under selected conditions, and (iii) se-

lected groups of genes have evolved from a common ancestral core group of co-regulated

genes. We consider all these issues in this sequence, one at a time.

4.1 Sharing of regulatory elements

A basic and often-explored biological hypothesis states that genes that are co-regulated at

the transcriptional level share common sequence motifs in their regulatory regions. These

motifs would correspond to the TFBS of the regulatory proteins that simultaneously control

the expression of these genes. This hypothesis has motivated numerous studies aimed at

representing recurrent sequence patterns and inferring their occurrences in the regulatory

regions of genes, resulting in a plethora of models and algorithms for the motif identifica-

tion problem which, albeit this intense work and the considerable progress brought by it,

63
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remains essentially open.

We explore the hypothesis mentioned in the previous paragraph from a subtly different

and less studied perspective: we interest ourselves in studying the ‘motif-sharing’ property

and its relation to the transcriptional co-regulation of genes. The ultimate goal would be

to be able to infer transcriptional co-regulation from the co-occurrence of regulatory motifs

in the promoter sequences of a given set of genes or, at least, derive a measure that could

eventually be combined with other evidence in order to determine whether a group of genes

constitutes or not a transcriptional regulation module.

The first issue that we consider is how to gauge this motif-sharing property. That is,

given a set of regulatory sequences, measure how well do they share motifs: the more motifs

in common, the better. This question evokes the simpler problem of measuring how well

a given set of sequences shares a given set of motifs. We propose a formalisation for this

question from which a precise measure follows. We then discuss how to build upon this

measure to attack the original question.

If our proposed definition of the motif-sharing property is, in principle, independent

of the assumed motif model, its efficacy and computational performance can be directly

affected by this choice. In particular, we would like to use a model that is both expres-

sive enough to allow for a rich description of the TFBS, while being computationally fea-

sible. Thus we also interested ourselves in obtaining a motif representation that takes inter-

dependencies between individual positions into consideration with limited computational

overhead.

In what follows, whenever we talk about a motif m of length W , we refer to a probabilistic

model that defines a multivariate discrete probability distribution Pm(·) over the space of all

words of length W of a fixed alphabet A. More precisely, if x = x1 · · ·xW ∈ AW , then Pm(x)

is actually a shorthand for P(X1 = x1, . . . , XW = xW |m),1 where X j is a r.v. corresponding to

the position j of the pattern. Hence a motif defines a joint probability distribution of its

individual positions. Pm(x) indicates the ‘probability of the match’ between the word x and

the motif m.

4.1.1 Measuring the motif-sharing property

Let S = {s1, . . . , sN } denote the set of sequences we want to evaluate in terms of the motif

sharing property. It is convenient to assume that all sequences in S have the same length L >

W . In order to explain our proposed measure for the motif-sharing property, let us consider

1We may drop the subscript or the ‘given’ m when the context makes it clear.
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first the simpler problem of quantifying how well the sequences in S share one given motif

m of length W . An intuitive measure would be simply the number of sequences of S in

which m occurs, but then we must precise what we mean by ‘occur’. We say that the motif

m occurs in a sequence s whenever there is a subword sj ···j+W−1 of s s.t. Pm(sj ···j+W−1)≥ l , for

some threshold l . However, choosing a reasonable value for l may be difficult depending on

the complexity of Pm(·). Alternatively, we can discriminate between good and bad matches

based on their statistical significance. For this, we define the p-value of an occurrence x

relative to the motif m.

Definition 4.1 (Motif occurrence p-value). Let m be a motif model of length W and m0 be a

background sequence model. We define the p-value of a word x as

p-value(x; m) def= Pm0({y | Pm(y)≥ Pm(x)} ). (4.1)

In words, the p-value of x corresponds to the probability that a random word y drawn from

the background sequence model m0 matches the motif at least as well as x does. In the

statistical test of the (null) hypothesis ‘x is a background (non-motif) word’ against the al-

ternative hypothesis ‘x is an occurrence of the motif’, the p-value of x can be used to reject

the null hypothesis if it falls below an established significance threshold (see Appendix A.1).

We then fix a significance level α and require that the p-value of the match between a given

word and the motif m be inferior to α, so that it can be considered a true occurrence of the

motif. To be more exact, we define

l m,α
def= max

x∈AW
{Pm(x) | p-value(x; m)≥α} (4.2)

and require a word to match m with probability greater than l m,α in order to be considered

a true occurrence. Equation (4.2) may deserve some explanation. Actually, the p.m.f. Pm(·)
is itself a discrete r.v. assuming values in the unit interval. Therefore, given a value l ∈ [0, 1],

it is possible to compute its one-tailed p-value. These p-values vary monotonically and in a

inversely proportional manner relative to the values assumed by Pm(·), that is, the bigger the

probability, the smaller the p-value. Formula (4.2) is saying that we should take the highest

probability with p-value superior or equal to the limiting significance level as the threshold

for the match probability of a real occurrence. If a word matches the motif with probability

greater than l m,α, then the p-value of this match will be less than α, and hence it should be

considered a real occurrence of the motif. Figure 4.1 illustrates this situation.

Once we have decided on a value for α, we can derive the corresponding l m,α and define
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Figure 4.1 The graphic shows an example of a discrete r.v. assuming values in the unit interval. Its
probability mass function and its p-value function are shown superimposed. As it can be seen, since
the r.v. is discrete, the p-value is monotonically non-increasing but remains unchanged between two
successive values of the r.v. The horizontal dotted line indicates the established significance level, in
this example α= 0.3. No value assumed by the r.v. has exactly this p-value but all values greater than
0.4 have a p-value inferior (hence more significant) to this limiting significance level. Therefore we
take this value as the probability threshold, which is indicated in the figure by the dotted vertical line.

the ‘occurrences count’ measure

c (S; m,α) def=
N
∑

i=1

δ(si ; m,α), (4.3)

where

δ(s; m,α) =







1, if Pm(sj ···j+W−1)> l m,α for some j = 1, . . . , |s| −W +1

0, otherwise.

A major flaw of this simple measure is that it favours large sequence sets over smaller

ones. That is, the longer and the more numerous are the sequences, the greater are the

chances of presenting significant occurrences of the motif. To circumvent this problem, we

should look at the observed value of c (S; m,α) not in absolute terms but rather relative to

what would be expected for random sequence sets of the same size. In other words, we
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should consider the p-value of this measure. Under the null model m0, the probability of

observing at least one true occurrence of m in such a random a sequence s is given by

pm,α,L = Pr[m occurs in s | s∼m0]

= Pr[Pm(sj ···j+W−1)> l m,α for some j = 1, . . . , L−W +1 | sj ···j+W−1 ∼m0]

= 1−Pr[Pm(sj ···j+W−1)≤ l m,α for all j = 1, . . . , L−W +1 | sj ···j+W−1 ∼m0]

Assuming the matches between m and sj ···j+W−1 to be independent, for j = 1, . . . , L−W + 1,

we have

pm,α,L = 1−
L−W+1
∏

j=1

Pr[Pm(sj ···j+W−1)≤ l m,α | sj ···j+W−1 ∼m0]

= 1−Pr[Pm(sj ···j+W−1)≤ l m,α | sj ···j+W−1 ∼m0]L−W+1,

(4.4)

in other words, the event ‘m occurs in s’ resumes to a Bernoulli trial with probability of

success pm,α,L , which is proportional to the length of s. Now, considering the whole set of

sequences S = {s1, . . . , sN }, and assuming that the occurrences in the different sequences

are independent, we have that c (S; m) follows a binomial law Binom(N , pm,α,L) . Thus we

formally define the sharing metric of S relative to m as

Definition 4.2. Given a set of sequences S= {s1, . . . , sN } of length L, a motif m of length W ,

and a significance level α, the motif-sharing score of S relative to m is given by

MS(S; m,α) = p-value[c (S; m,α)]

under the null model c (S; m,α) ∼ Binom(N , pm,α,L), with pm,α,L given by (4.4), and l m,α de-

fined as in (4.2).

We can now extend this metric to measure how well the set of sequences S shares a set

of motifs, M = {m1, . . . , mQ}, of lengths W1, . . . , WQ respectively (see Figure 4.2). The natural

extension is to consider the total sum of the number of sequences in which each of the

motifs occurs. That is, we define

c (S;M,α) def=
Q
∑

q=1

c (S; mq ,α),

where each of the c (S; mq ,α) is defined as in (4.3). Similarly to the previous case of one sin-

gle motif, and for identical reasons, this measure also favours large sequence sets. So we
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follow a similar idea and take the p-value of c (S;M,α) as the measure of the motif shar-

ing property relative to that set of motifs, instead of looking at its absolute value. We have

already established that, under the background model, c (S; mq ,α) follows a binomial law

Binom(N , pmq ,α,L), with pmq ,α,L defined according to (4.4), and l mq ,α defined according to

(4.2) for q = 1, . . . ,Q . Thus c (S;M,α) follows a distribution corresponding to a sum of Q

independent binomials with the same number of trials, N , and probabilities of success

pm1,α,L , . . . , pmQ ,α,L , which we will denote by c (S;M,α) ∼
∑Q

q=1 Binom(N , pmQ ,α,L). We then

define the motif-sharing metric relative to a set of motifs formally as

Definition 4.3. Given a set of sequences S = {s1, . . . , sN } of length L, a set of motifs M =

{m1, . . . , mQ} of lengths W1, . . . , WQ respectively, and a significance level α, the motif-sharing

score of S relative to M is given by

MS(S;M,α) = p-value[c (S;M,α)]

under the null model c (S;M,α) ∼
∑Q

q=1 Binom(N , pmQ ,α,L), with pmq ,α,L given by (4.4), and

l mq ,α defined as in (4.2), replacing m by mq in those formulas.
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Figure 4.2 Motif sharing of Q motifs.

So far, we have relied on the fact that we already know the set of motifs relative to which

we want to compute the sharing score. In practice, this may be not so restrictive since, for

several species, many motifs are known and so we can try to answer the question of how

well a set of regulatory sequences share these known motifs (or subsets of them) and try to

infer co-regulation of the corresponding genes from the obtained motif sharing scores. In

general, though, we might have only the set of sequences and be interested in knowing how
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well these sequences share ‘any’ motifs, whichever they might be. This case is of particular

interest if we want to have an objective measure to compare sets of sequences in order deter-

mine whether one of them is more bound by common motifs than the other. Of course, we

cannot try every possible motif combination. Thus in this case, we modify the motif sharing

score to take a motif finding algorithm as well as the characteristics of the motifs sought for,

then use this algorithm to find motifs on the sequences and use the inferred motifs as if they

were given. Here is the idea: if the sequences are bound by several significant motifs, then

we trust the given algorithm to find them. When scanning the sequences back to compute

the sharing score, occurrences of these motifs will contribute positively to the sharing score.

If, on the other hand, the sequences are unrelated, that is, they do not share enough motifs,

then the motif finding algorithm will output poor, dispersed, motifs which will not meet the

significance criteria and therefore will not be counted on for the sharing score. Of course,

the fidelity of this kind of sharing measure depends on the capacity of the given algorithm to

effectively extract the real motifs shared by the sequences. A perfect motif finding algorithm

that outputs exactly the real motifs shared by a set of regulatory sequences not existing, we

content ourselves with the fact of being at least ‘fair’ in a comparative setting, that is, giving

all the sets of sequences we want to compare the same algorithm so that, in principle, we

give them equal chances of being scored in terms of a set of motifs of comparable quality.

Definition 4.4. Given a set of sequences S = {s1, . . . , sN } of length L, a motif finding algo-

rithm MFA controlled by a set of configuration parameters γ (determining, for example, the

number and length of motifs sought for), and a significance level α, the motif-sharing score

of S is given by

MS(S; MFA,α) =MS(S; MFA(S,γ),α),

where MFA(S,γ) denotes the set of motifs output by MFA when run over S whith parameters

γ, and the term at the right-hand side is the motif-sharing score of Definition 4.3.

4.1.2 The choice of the motif model

The PWM model has become a de facto standard for sequence motifs. Key to its success are

its simplicity, which allows for immediate interpretation and simplified analytical manipu-

lation, and the consequent computational efficiency. A fundamental hypothesis on which

the PWM model is based is that of the independence of each position of the motif relative to

other positions. This assumption, the practicality it confers to the model notwithstanding

comes at the cost of an allegedly over-simplification of the actual biochemical interactions

that take place at the regulatory sites. We would like to employ a motif model that takes into
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account inter-position dependencies in the hope that this may reveal some structural prop-

erties of binding sites not captured by the PWM model. However this means increasing the

complexity of the model and hence, reducing its computational efficiency.

A few models have already been proposed that take into account dependencies between

individual motif positions. Among the most sophisticated models, we find those based on

the framework of probabilistic graphical models (Barash et al., 2003). These models express

the joint probability distribution of the individual site positions in terms of a Bayesian net-

work (Section A.5) and are thus capable of encoding almost any reasonable (in)dependency

scheme. However, they rely on elaborate and computationally intense learning algorithms

which, in practice, may limit their application to particular sub-classes, like Bayesian net-

works with tree topology ). One can then argue whether the use of such models always pay

off when compared to other models that represent dependencies in a more limited way, but

which are computationally ‘lighter’.

In this work, we chose to improve on the complexity of the PWM by considering K -order

Markov models. More precisely, we assume that motif occurrences are generated by a K -

order non-homogeneous Markov chain (see Appendix A.3.1). The probability of a particular

word x= x1 · · ·xW under such a model m is defined as

P(x1 · · ·xW |m) =
W
∏

j=1

P(x j |x j−K · · ·x j−1, m).2

The model parameters are the position-specific transition probabilities

θa K a K−1···a 1a 0,j = Pr[X j = a 0 | X j−K = a K , . . . X j−1 = a 1],

for all possible assignments of a 0, . . . , a K in A, and for each position j = 1, . . . , W . If K = 0,

then the model resumes to a PWM. In general, though, the number of parameters grows

exponentially with K . This model captures local relationships between individual letters

which can vary according to their positions in the sequence.

High order Markov models have already been successfully employed to describe binding

site motifs. For instance, Ellrott et al. (2002) propose a representation based on ‘optimised’

K -order Markov models, which are Markov models in which the individual motif positions

are re-ordered so that highly correlated positions are put together. We set out to evaluate the

eventual gain obtained by using a standard K -order Markov model to represent transcrip-

2We use the general notation P(x j |x j−K · · ·x j−1, m) for simplicity, but it should be clear that, for 1 < j ≤ K ,
we actually have P(x j |x1 · · ·x j−1, m) and, for j = 1, we have P(x1|m).
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tion factor binding sites over the usual PWM model. For this end, we performed an exper-

iment analogous to that described in (Barash et al., 2003) as follows. We obtained from the

supplementary website of that paper a data set composed of multiple alignments of binding

sites for 95 transcription factors originally extracted from the TRANSFAC database. Among

these 95 factors, we retained only 56 for which the alignments contained no gaps. Then,

for each of these alignments, we performed a 10-fold cross-validation test in which we ad-

just a K -order Markov motif model to 90% of the sequences and test the other 10% of the

sequences, i.e., compute their log-likelihood relative to this model, in such a way that each

sequence is tested exactly once. The procedure was repeated for K = 0, . . . , 3 resulting, for

each TF x, in four vectors of log-likelihood scores `K (x) of the same size as the correspond-

ing alignment. We then analysed these log-likelihood scores vectors to determine how the

discrimination power of the model correlates with K .

Our intuition suggested that a model with K > 0 would somehow generalise the case

K = 0. We considered that if, say, the third position was independent from the second, then

we would observe [x2 = a,x3 = a], . . . , [x2 = t,x3 = a] an approximately equal number of

times and so, in a model with K = 1, for example, we would have the empirical probabilities

P̂(x3 =a|x2 =a)≈ · · · ≈ P̂(x3 =a|x2 =t)≈ 1/4. However, the problem resides in the fact that,

even for motifs of modest length, and for small values of K , the number of model parameters

(empirical conditional probabilities) becomes too big compared to the number of samples

used to adjust the model since the former grows exponentially (∝ W · |A− 1| · |A|K ). For

W = 13, which is about the mean motif length for the TFs used in the experiment, and K = 2,

for instance, we would have 544 free parameters whereas the average size of the alignments

in the data set was about 33. Hence, we have a problem of overfitting which makes the model

impose very strong dependencies over the test samples based on an insufficient number of

training examples, a problem which is only aggravated with bigger K .

To overcome the overfitting problem above, we ‘smooth’ the adjusted log-scores distri-

bution or, in Bayesian parlance, we attach to it a prior distribution whose influence to the

final posterior distribution decays with an increasing training sample size. We do this by

adding pseudocounts to the K -mers in the sequence, more specifically, we estimate the

transition probabilities P(x j |x j−K · · ·x j−1) empirically as

P̂(x j |x j−K · · ·x j−1) =
#[X j−K · · ·X j−1X j = x j−K · · ·x j−1x j ]+ξx j |x j−K ···x j−1x j ,j

#[X j−K · · ·X j−1 = x j−K · · ·x j−1]+
∑

a∈Aξa |x j−K ···x j−1,j
,

where the pseudocountξa |x j−K ···x j−1,i indicates an expected a priori count of the event [X j−K =

x j−K , . . . X j−1 = x j−1, X j = a ], for each a ∈ A. This is equivalent to adopting conjugated
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Dirichlet priors with pseudocounts ξa |x j−K ···x j−1,i to the |A| parameters of the multinomial

c.p.d. P(X j |x j−K . . .x j−1). A general principle is that, the greatest the value of the pseudo-

counts, the greatest the relative importance of this a priori ‘belief’ over the actually observed

data. However, as pointed out by Lawrence et al. (1993), there is no absolute rule regarding

the choice of the values for the pseudocounts. For example, they hinted that a rule-of-thumb

that worked well for them was to choose
∑

ξ≈
p

N , where N is the sample size. We followed

another reasoning to set our pseudocounts which consists in (virtually) extrapolating our

training set. We explain it below.

The main problem of estimating a K -order Markov model from a small set of sequences

is that we create very strong dependencies from limited observation. As an example, sup-

pose we want to learn a model with K = 3 from a set of nucleotide sequences of size, say,

30. For a given position j > 3, there would be 43 = 64 possibilities for preceding 3 letters.

However, the data set contains only 30 sequences, and hence some combination of 3 letters

will never appear in positions j − 3 . . . j − 1. Thus if we estimate the transition probabili-

ties directly from the subword counts, we will have some P(x j |x j−3x j−2x j−1) = 0 and, if this

combination of letters appears in a sequence, this sequence will receive probability zero

under this model. Now, consider a set X composed of M words of length W , to which we

want to adjust a K -order Markov motif model. Instead of computing the transition prob-

abilities from X directly we take another set X′ as follows. First, we add one occurrence of

each possible W -mer, which we will call pseudo-occurrences, to X′. So far, every word of

length W would already have the same non-zero probability 1/|A|K . However, we want our

model to reflect the information contained in X. We need thus to add the sequences of X to

X′ but, since there are already many sequences in the latter (actually |A|W ) , we add X not

only once, but many times, so that its sequences, the real occurrences, stand out amidst the

pseudo-occurrences. The exact number of times we add X controls the relative importance

of the observed occurrences over the pseudo-occurrences and it should be proportional to

M , the size of the sample. The rationale is that the bigger the X, the greater the impor-

tance of its elements. We choose to add X M γ times, for some adjustable γ. Estimating the

K -order Markov model from X′ directly is then equivalent to estimating it from X but with

non-informative uniform pseudocounts ξa |x j−K ···x j−1,j = |A|W−K−1/M γ. 3

Back to the analysis of the log-likelihood data, we compared, for each motif, the mean of

the cross-validation scores obtained for the different values of K > 0 against that obtained

with K = 0. We used pseudocounts as explained above with γ= 4. For W = 13, M = 30 and

K = 2, for example, this value results in a sum of pseudocounts of approximately
p

30, which

3Except for the border positions j ≤ K , for which we have ξa |x1 ···x j−1,j = |A|W−j /M γ.
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is value used by Lawrence et al. (1993). The results are summarised in Figure 4.3. For 17 TFs,

the mean score for K = 0 (PWM) was superior to the mean score with K > 0. For the other

39 TFs, the mean log-likelihood with some value of K > 0 was superior or equal to that of

the case K = 0.

K>0 vs. K=0
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Figure 4.3 Comparison of the mean 10-fold cross-validation log-likelihood for 56 motifs using K -
order Markov models for K = 0, 1, 2, 3. The TFs were ordered by their value of the y axis.

The results obtained in this analysis, which is similar to the analysis performed by Barash

et al. (2003) seems to indicate that we can, in some cases, obtain, in average, a better predic-

tive likelihood for an occurrence of a motif knowing other occurrences of the motif by using

a K -order Markov model with K > 0 rather than K = 0 (PWM). However, this analysis does

not say all because, in fact, we are comparing scores from different distributions. The confu-

sion that may arise is illustrated in Figure 4.4. In the picture we see two likelihoods from two

distributions with l > l ′. However, the proportion of values superior to l (indicated by the

shaded area) is higher that that of l ′. In our case, this could mean that, although the average

cross-validation likelihood per site is higher in one model, it could be that more sequences
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l

l'

Figure 4.4 Comparing likelihoods from distinct distributions.

have a score at least as good as this value, and so the model would be less discriminative to-

wards the real occurrences of the motif. We therefore computed the exact p-value (uniform

null model) of the mean likelihood scores for the models of different orders for the motifs of

length up to 14 to see where they lie in the scores distribution. The results are summarised

in Table 4.1. We notice that, for the majority of the TFs, a Markov model of order superior

to zero produced more extreme average log-likelihood scores per site in the 10-fold cross-

validation test. This would mean that the model is more selective to the real occurrences of

the motif, although we always have to be aware about the risk of over-fitting.

4.1.3 Representing a set of motif occurrences

In most cases, the parameters of a motif model are derived from a set of known or putative

instances, even during the course of a learning procedure. For example, if we examine care-

fully the algorithms that learn motif models by EM, we see that the model parameters are

updated to maximise the likelihood of the occurrences indicated by the current estimates

of the hidden variables. The same goes for Gibbs sampling-based techniques, where the

model parameters are also calculated from the last sampled occurrences (see Section 3.1).

In other words, the model parameters are constantly updated to summarise the information

contained in a set of ‘assumed’ occurrences. Motivated by these observations, we adopt an

alternative approach which consists in representing a set of occurrences in a convenient

way, but with no compression of information. In other words, we store the whole set of oc-

currences into a certain data structure in such a way that any information necessary for the

computation word probabilities can be recovered on demand. Our proposed representation
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Table 4.1 Comparison of the p-values of the average log-likelihood per site of the 38 motifs with
length ≤ 14 in a 10-fold cross-validation test with K -order Markov models of different orders. For
each TF (row), the most discriminative p-value is shown in boldface.

# TF K = 0 K = 1 K = 2 K = 3
1 I_CF1_02 1.14E-04 7.63E-05 9.54E-05 1.03E-04
2 I_CF2II_01 1.19E-03 2.66E-03 2.22E-03 8.70E-04
3 I_DRI_01 5.14E-03 3.73E-03 5.53E-03 6.96E-03
4 P_LIM1_01 1.00E+00 1.00E+00 1.00E+00 1.00E+00
5 P_P_01 2.73E-03 2.25E-03 1.01E-03 8.47E-04
6 V_AML1_01 1.22E-03 1.95E-03 1.71E-03 1.71E-03
7 V_ATF6_01 1.53E-05 1.53E-05 1.53E-05 1.53E-05
8 V_ATF_01 1.00E+00 1.00E+00 1.00E+00 1.00E+00
9 V_CEBP_01 1.00E+00 1.00E+00 1.00E+00 1.00E+00

10 V_CEBPB_01 1.00E+00 1.00E+00 1.00E+00 1.00E+00
11 V_CETS1P54_02 6.75E-01 3.78E-01 3.89E-01 7.42E-01
12 V_CIZ_01 4.27E-04 2.59E-04 1.83E-04 1.83E-04
13 V_E4BP4_01 9.87E-01 6.73E-02 2.91E-03 6.41E-04
14 V_ELK1_02 1.00E+00 1.00E+00 1.00E+00 1.00E+00
15 V_ERR1_Q2 1.00E+00 1.00E+00 1.00E+00 1.00E+00
16 V_EVI1_03 1.42E-04 2.86E-06 2.15E-06 2.38E-06
17 V_FAC1_01 1.00E+00 1.00E+00 1.00E+00 1.00E+00
18 V_FOXD3_01 8.91E-02 1.27E-02 3.03E-03 3.20E-03
19 V_GATA6_01 1.56E-02 1.24E-02 1.86E-01 5.67E-01
20 V_GKLF_01 9.51E-01 8.61E-01 7.02E-01 8.04E-01
21 V_IRF1_01 1.00E+00 1.00E+00 1.00E+00 9.98E-01
22 V_LHX3_01 1.48E-04 8.87E-05 1.08E-04 1.03E-04
23 V_MZF1_01 5.13E-03 5.04E-03 3.56E-03 2.21E-03
24 V_NCX_01 3.44E-01 2.50E-01 3.31E-01 7.45E-01
25 V_NFKAPPAB_01 1.69E-04 1.54E-04 7.53E-05 4.77E-05
26 V_NKX22_01 6.23E-03 5.86E-04 1.69E-04 4.20E-05
27 V_PAX2_02 4.49E-02 6.20E-02 2.07E-01 7.16E-01
28 V_RORA2_01 1.31E-01 2.56E-03 1.98E-04 1.09E-04
29 V_SOX9_B1 2.16E-02 1.29E-02 2.34E-02 1.10E-01
30 V_SRY_01 2.47E-02 1.43E-02 4.63E-01 7.96E-01
31 V_SRY_02 7.50E-01 4.34E-01 3.07E-01 5.80E-01
32 V_TBP_01 1.94E-03 1.88E-03 2.06E-03 2.06E-03
33 V_VMYB_01 2.09E-02 8.95E-03 9.15E-03 1.73E-02
34 V_VMYB_02 8.58E-04 8.35E-04 5.99E-04 4.96E-04
35 V_ZIC1_01 1.60E-01 1.67E-01 2.92E-01 8.34E-01
36 V_ZIC2_01 2.26E-01 1.25E-01 2.93E-01 8.35E-01
37 V_ZIC3_01 1.37E-01 6.94E-02 1.20E-01 4.97E-01
38 V_ZID_01 4.37E-01 3.30E-02 4.06E-03 3.31E-03
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is based on the use of index structures known as tries (Fredkin, 1960; Knuth, 1998). Here, we

apply this representation to the K -order Markov model but it is, in principle, suitable to

other dependency models.

Definition 4.5 (Trie). A trie over a fixed alphabet A is a rooted tree such that:

(i) Every edge is labelled with a character in A;

(ii) Every node has, at most, one outgoing edge labelled with a , for any given a ∈A.

An important property resulting from the definition of tries is that we can then establish

a 1:1 association between each node v and the word label(v ) obtained by concatenating the

labels of the edges on the path from the root to that node (by definition, label(root) = ε). We

then define the set of words represented by a trie T by

str(T ) def= {label(l ) | l ∈ leaves(T )}.

If we have a set of words X s.t. none of its words is a proper prefix of another word, then there

exists one, and only one trie T = T (X) with str(T ) = X. As a matter of fact, we can always

artificially impose this pre-condition on S by appending a special symbol $ /∈A, called the

sentinel character, to each of its elements. We therefore continue our discussion assuming

that our set of words always respect that property. Figure 4.5 shows an example of a trie.

a

a

aa

a c

c c c c c

t

t

t

t

g gg

Figure 4.5 Trie representing the set of words {aac,aag,atc,cac,cag,ctc,taa,tac,tag,tat}.
In this example, all represented words have the same length, but this needs not necessarily be the
case. Also, we have omitted the final ‘$’ characters from the picture.

We can generalise the definition of a trie so that they represent multisets of words, the

fundamental difference being that we can then have repeated elements. In order to indicate

the count of copies of a word in the multiset, we store this number in the corresponding

leaf of the trie. Additionally, it is convenient to attach to every internal node the sum of the
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counts of the leaves of the subtree rooted at that node. We refer to these numbers generically

as the leaf counts of the nodes. Figure 4.6 displays an example of an extended trie with its

leaf counts. Two fundamental properties of leaf counts are:

P1. The leaf count of a node v of T (X) corresponds to the number of words of X having

label(v ) as prefix;

P2. The leaf count of an internal node v equals the sum of leaf counts of its children.

5

2 3
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2
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1 11

7

2 5

2

2 1

a

a

aa

a c

c c c c c

t

t

t

t

g gg

7 9 4

20

Figure 4.6 Extended trie representing a multiset of twenty words. From the picture, we see that seven
of the words start by a, nine start by c, and four by t. Among those that start by a, for example, five
have another a as the second letter, and the other two have a t. The word that occurs more often in
the set is cag, which appears five times.

A trie is an example of a full index, that is, a structure that fully represents a set of words

with no loss of information. In particular, the trie encodes the character frequencies at each

position of the represented words as in a PWM. This fact is established by the following

proposition:

Proposition 4.1. Let T = T (X) be a trie representing a multiset of words X. The probability

of observing the character a at position j in X is obtained from T as the sum the leaf counts

of the nodes at height4 j whose incoming edges are labelled by a , divided by the total num-

ber of represented words, i.e., the leaf count of the root node.

Before the proof, consider again Figure 4.6 for an example of the property above. The

proportion of words that start with an a in that set is given by the leaf count of the node at

height 1 that is connected to the root by an incoming edge labelled by a, which is equal to 7,

divided by the total number of represented words, which is equal to 20, hence Pr[x1 = a] =

4The root is assumed to be at height zero, its children, height one, its grandchildren, height two, and so on.



78 CHAPTER 4 METHODS AND RESULTS

7
20
= 0.35. Similarly, Pr[x2 = t], namely the proportion of words whose second letter is a t,

is given by the sum of the leaf counts of the two nodes at height 2 whose incoming edge is

labelled by t, divided by the total number of represented words, that is Pr[x2 = t] = 2+2
20
=

0.2.

Proof of Proposition 4.1 . The proof is an immediate consequence of the definition of ex-

tended trie. The leaves at height j represent all possible prefixes of length j of the words

in X. The leaves at height j whose incoming edges are labelled by ‘a ’ correspond to the

j -prefixes ending by a . Hence the sum of the leaf counts of these nodes corresponds to

the number of j -prefixes ending by a , which is equivalent to the number of times we have

x j = a . By dividing this quantity by the total number of represented sequences, we have the

probability of the event x j = a in X.

Now, the real advantage of using a trie for representing sets of words and computing

probabilities upon them shows up when we consider connections between positions. Sup-

pose, for instance, that we want to establish the probability of having a c in the first and

third positions in the set of words represented by the trie of our running example. By look-

ing at the leaf count of the central node at height one, we see that nine words start with a

c. By looking at the leaf counts of its children, we see that in seven out of those nine words,

the initial c is followed by an a, whereas in the other two, the second letter is a t. Since

we made no restrictions about the second letter, in principle all those words can interest

us. However, by looking at leaf counts further down in the tree, we notice that although the

two words that start with ct end by c, only two out of the seven words that start with ca

end with a c. The two words of the latter case plus the other two of the former are then

the only ones to match our requirements, and the desired probability can be computed as

Pr[x1 = c,x3 = c] = 2+2
20
= 0.2. Notice that what we had to do in this case was to sum up the

leaf counts of the nodes at height three whose incoming edges are labelled by c and which

belong to the subtree rooted at the leaf of height one whose incoming edge is also labelled

by c, dividing the obtained result by the total number of represented words. This principle

is generalised in the following proposition.

Proposition 4.2. Let T = T (X) be a trie representing a multiset of words X, each of length

W . Let i= (i 1, . . . , i L)⊂ (1, . . . , W ) be a ‘subvector’ of positions, and a= (a 1, . . . , a L) ∈AL be a

vector of L characters. We denote by xi = a the event [x i 1 = a 1, . . . ,x i L = a L], that is, the char-

acter at each of the selected positions i j (j = 1, . . . , L) equals the corresponding component

a j of a. Then the probability of xi = a in X is given by the sum of the leaf counts of all nodes

of height i L whose ingoing edges are labelled by a L , and such that the paths from the root
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to those nodes go through nodes at heights i 1, . . . , i L−1 whose incoming edges are labelled by

a 1, . . . , a L−1 respectively, divided by the total number of represented words.

Proof. Again, this is a direct consequence of the definition of extended trie. The paths from

the root to nodes at height i L which go through nodes at height i 1, . . . , i L via edges labelled

a i 1 , · · · , a i L correspond to all prefixes of length i L with xi = a. Hence the sum of leaf counts of

the terminal nodes of these paths correspond to the number of occurrences of the event xi =

a in X. By dividing this number by the total number of sequences, we have its probability.

Conditional probabilities can also be also calculated with the aid of the Proposition 4.2

and the relation

Pr[X|Y] = Pr[X, Y]/Pr[Y].

For example, according to the trie of the Figure 4.6, the probability of having a g in the third

position, given that the base at the first position is a c is calculated as

Pr[x3 =g|x1 =c] =
Pr[x1,3 =cg]

Pr[x1 =c]
=

#[x1,3 =cg]
#[x1 =c]

=
5

9
≈ 0.56.

4.1.4 Counting subword occurrences over the extended trie

From the discussion above, we can see that the central point in the calculation of joint

position-specific base frequencies is how to read the appropriate counts from the trie. In

order to describe the algorithmic solution, we introduce some notation. Let A∗ =A∪{?} be

the extended alphabet obtained from the original alphabet A upon the addition of a special

symbol ‘?’. A word x in the extended alphabet represents a set of words exp(x)—the expan-

sion of x—in the original alphabet according to the following recursive rules:

(i) exp(ε) = {ε}

(ii) exp(x y) =







{a } ·exp(y), if x = a ∈A

A ·exp(y), if x =?,

where ε denotes the empty word, and ‘·’ denotes the distributive concatenation operator,

for example, {ac,g} · {t,ta} = {act,acta,gt,gta}. In other words, patterns in A∗ con-

stitute a restricted class of regular expressions over A with ‘?’ as a wildcard standing for ‘any

character’ at the positions they appear.
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Now, let i = (i 1, . . . , i L) ⊂ (1, . . . , W ), a = (a 1, . . . , a L) ∈ AL , and suppose we want to count

the occurrences of xi = a in T = T (X). As a first step, we build a pattern representing all words

that match the restrictions xi = a. This pattern is a string patt(mi = a) = y1 · · ·yW of characters

in A∗ s.t. yk = a k , if k = i j for some j ∈ {1, . . . , L}, and yk =?, otherwise. Counting the

occurrences of xi = a is then equivalent to counting the occurrences of patt(xi = a) in the trie,

which is, in its turn, equivalent to counting the occurrences of the words in its expansion.

The counting is carried out by the recursive procedure detailed in Algorithm 4.2.

Algorithm TrieMatchCount
Input T = T (X): a trie representing the multiset of words X

u : the node from which the matches should begin
y= y1 · · ·yW : a pattern over the extended alphabet A∗ =A∪{?}

Output The number of occurrences of the words in exp(y) on X

1 if y= ε then
2 return leafCount(u )
3 else
4 if y1 ∈A then

5 if there exists an edge u
y1→ v then

6 return TrieMatchCount(T, v, y2 · · ·yW )
7 else
8 return 0
9 else {y1 =?}

10 c ← 0
11 for each v ∈ children(u ) do
12 c ← c +TrieMatchCount(T, v, y2 · · ·yW )
13 return c

Algorithm 4.2 Counting the matches a pattern with wildcards in a trie. The algorithm should be
initially called with u = root(T ). Notice that we can remove from y any suffix of consecutive ?’s, since
they have no effect on the result of the procedure.

Complexity For a K -order Markov motif model m built from a set of motif occurrences

X, we need to compute transition probabilities of the kind Pm(x j |x j−K · · ·x j−1) and thus we

will need to count the occurrences of contiguous subwords x j−K · · ·x j on X. In this case, we

can save considerable time by keeping pointers to the nodes at each height of the trie and

starting the counting procedure directly from nodes at level j − K − 1, instead of counting

occurrences of the pattern ‘? · · ·?x j−K · · ·x j ’ from the root of the trie. More precisely, suppose

we want to compute Pm(x1 · · ·xW ) =
∏W

j=1 P(x j |x j−K · · ·x j−1). For the K first factors, we need

to match the prefixes x1, x1x2, . . ., x1 · · ·xK starting from the root of the trie. For positions
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j = K + 1, . . . , W , we need to match the subwords x j−K · · ·x j , of length K + 1, starting from

any of the |A|j−K−1 nodes at height j −K −1. Hence we need to visit at most

1+2+ · · ·+K +
W
∑

j=K+1

|A|j−K−1 ·K = K

�

1+K

2
+

1− |A|W−K

1− |A|

�

vertices for computing Pm(x1 · · ·xW ). However, this worst case O(K |A|W−K ) behaviour corre-

sponds to an unrealistic case in practice since it happens only when the motif trie is com-

plete. In practice, the trie is very sparse since it contains only a few occurrences of the motif.

In addition, once Pm(x j |x j−K · · ·x j−1) is computed, it can be stored for subsequent use.

4.1.5 Inferring motifs using a trie-based K -order Markov model

So far, we have not considered the problem of inferring the motif model from a set of un-

aligned regulatory sequences. Actually, we are not advancing any new methodology for the

problem of motif identification, but rather a way of representing a motif from a set of occur-

rences containing more information than the usually employed PWMs, while still allowing

for the computation of more sophisticated scores with reduced computational overhead.

We argue that this representation, coupled with a convenient choice for the score function,

can be used with known frameworks such as EM and Gibbs sampling. Considering this last

approach, in particular, it is easy to see that we can extend current algorithms to work with

trie-based K -order Markov models, instead of with PWMs. In fact, the essence of the Gibbs

motif sampler approaches (see Section 3.1) consists of iteratively sampling the motif sites

according to weights which reflect their conformity to the content of the other currently

assumed motif occurrences. As soon as a new site is sampled, it must be somehow incorpo-

rated into the current model. In the case of a PWM, the base frequencies are recalculated.

In the case of a trie, we need only to add the newly selected occurrence to the tree. If, in

the opposite case, a position previously believed to be a motif occurrence is now marked

as background, then it has to be removed from the trie. The procedure is outlined in Algo-

rithm 4.3.

4.1.6 Computing p-values

The methods we put forth in this work for the identification of regulatory modules based,

among other criteria, on the co-occurrence of cis-regulatory motifs, depends on the compu-

tation of different kinds of probabilities and their corresponding p-values. The computation
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Algorithm Gibbs K -order Markov Motif Sampler
Input S= (s1, . . . , sN ): a set of sequences of length L

W : the length of the motif
K1: the order of the motif Markov model
K0: the order of the background Markov model
M : the number of sampling iterations

Output A K1-order Markov motif model m represented by a trie T1 containing M sampled
occurrences from each input sequence si

1 Initialise Y= (Y1, . . . , YN ) arbitrarily
2 Initialise the background trie T0← T ({si j |i = 1, . . . , N ; j = 1, . . . , L−W +1})
3 Initialise the motif trie T1← T ({si yi |i = 1, . . . , N })
4 repeat M times
5 for each i ∈ {1, . . . , N } in any order do
6 Remove si yi from T1

7 for each j = 1, . . . , L−W +1 do
8 w i j ← P(si j |m1 = (T1, K1))/P(si j |m0 = (T0, K0))
9 Yi ← j ∼w i j

10 Add si yi to T1

11 return T1

Algorithm 4.3 The Gibbs motif sampler for trie-based K -order Markov model. si j denotes the sub-
word of length W of si starting at position j . Line 9 reads ‘Set Yi to j according to its weight w i j .’

of the motif-sharing score of Definition 4.4, for instance, consists in the computation of the

p-value of a ‘sum of binomials’ r.v. In addition, and prior to the computation of this p-value,

we have to compute the values of the occurrence probabilities pmq ,α,L (4.4) which, in its turn,

depends on the computation of the probability thresholds l mq ,α (4.2), a problem which is re-

lated to the computation of motif p-values. In this section, we propose solutions for the

computation of these values.

4.1.6.1 Computing p-values for Markov motif models

We consider first the problem of computing motif occurrence p-values as defined in Defi-

nition 4.1. For the PWM model, this problem is well-studied in the literature and has been

recently demonstrated to be NP-hard (Zhang et al., 2007; Touzet and Varre, 2007). Here we

consider the computation of p-values for the K -order Markov model. The naive solution to

this problem consists in exhaustively enumerating each word of the desired size W , com-

puting its likelihood under the motif model m and comparing it to that of the target W -mer

x. Obviously, the number of possible words varying exponentially with their length, this

solution is only applicable for small W .
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Current approaches for this problem can be divided into two main categories: approx-

imate and exact methods. Approximate methods usually avoid exhaustive enumeration by

sampling N words from the background distribution and estimating the p-value through

the empirical expected value of the binary indicator function 1(Pm(y)≥ Pm(x)), that is,

p-value(x; m)≈
1

N

N
∑

i=1

1(Pm(yi )≥ Pm(x)). (4.5)

It is clear that the accuracy of this method depends heavily on the size of the sample. In

practice, the number of samples to obtain a reasonable approximation may still be too big.

This is particularly true if the words y satisfying Pm(y) ≥ Pm(x) have low probability in m0.

In this case, we would need a big amount of samples to have the sum in (4.5) large enough

for an accurate estimation of the p-value. This means that it is more difficult to correctly

evaluate the p-value of high-scoring words. A possible way of addressing this problem is to

use a form of importance sampling (e.g. Robert and Casella, 2004) as in (Barash et al., 2003),

in which the samples are drawn from an alternative distribution Pq 6= Pm0 which has a higher

concentration of mass in the region of interest (that is, the subset {y ∈AW | Pm(y)≥ Pm(x)}),

and then performing a sum similar to that above but in which the term corresponding to yi

is weighted by Pm0(yi )/Pq(yi ). The problem here is how to choose an alternative distribution.

In this work, we concentrate on methods for the computation of exact motif occurrence

p-values. We consider the extension of PWM-based techniques for our case of K -order

Markov models. At first, we have developed a branch and bound procedure based on the

algorithm by Bejerano (2003). Later, we extended the algorithm by Touzet and Varre (2007).

We describe both in what follows but, before we begin, let us just remark that, for this prob-

lem, we use the log-likelihood score instead of of the likelihood score, that is, we define

`(x= x1 · · ·xW ; m) def= log Pm(x) =
W
∑

j=1

log Pm(x j | x j−K · · ·x j−1),

and similarly

p-value(x; m) def= Pm0( {y∈AW | `(y; m)≥ `(x; m)} ).

This definition of p-value is equivalent to the previous one since the log-transformation is

just a scale transformation. We do this because it is convenient to have an additive instead

of a multiplicative score.
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4.1.6.1.1 Branch-and-bound p-value computation The algorithm presented in (Bejerano,

2003) is based on a recursive enumeration of the words of length W in such a way that,

at each point of the recursion tree, we have a prefix of length j ≤W and we can compute

bounds for the log-likelihood score of the words having this prefix. At this point, we compare

these bounds with the target score `(x, m) to decide whether or not to pursue the enumer-

ation further down the tree. Procedures employing this kind of heuristic falls into a broad

class of algorithms commonly referred to as branch and bound algorithms (e.g. Michalewicz

and Fogel, 2004, Sec. 4.4). A skeleton of this particular procedure is presented in Algo-

rithm 4.4.

A quick inspection of the Algorithm 4.4 reveals that, in principle, there is nothing that

limits its use to the PWM model. However its efficiency when applied to a particular motif

model depends heavily on the careful estimation of the bounds performed in line 7. The

‘tightness’ of these bounds will determine how early the recursion will be pruned. However,

the computation of stricter bounds naturally demands more computational effort. There is

hence a trade-off between the cost and effectiveness of these bounds one needs to consider.

In order to explain our solution for the computation of score bounds, we need some no-

tation. First we notice that the log-likelihood score of a word x = x1 · · ·xW w.r.t. a K -order

Markov model m of length W decomposes additively into `(x; m) =
∑W

j=1 log P(x j |x j−K · · ·x j−1).

We denote by `j (x; m) = P(x j |x j−K · · ·x j−1) the term corresponding to position j , which we

call the j -position score. The j -position score depends only on the character a at that po-

sition and the kmer k ∈ Amin{j−1,K } that precedes it. Thus we write `j (k · a ; m) to denote

the j -position score of a word x with x j = a and x j−|k|···j−1 = k. We denote by `u ···v (x; m) =
∑v

j=u `j (x; m) the partial sum of the position scores for positions from u to v , or the sub-

word score from u to v . If u = 1, then we call it the v -prefix score of x. If v =W , it is called

the u -suffix score of x.5 Notice that, as for the position score, the subword score `u ···v (x; m)

depends not only on the subword xu · · ·xv but also on the kmer k that precedes it. We thus

write `u ···v (k ·z; m) to denote the subword score from u to v of a word x s.t. xu−|k|···u−1 = k and

xu ···v = z. For the v -prefix score of a word starting with v ∈Av we write `···v (v; m), and for the

u -suffix score of a word ending with the suffix u ∈AW−u+1 preceded by the kmer k we write

`u ···(k ·u; m). Finally, we denote by `max
u ···v (k· ; m) =maxz∈Av−u+1 `u ···v (k ·z; m) the maximum sub-

word score from u to v of a word with the ‘seed’ kmer xu−|k|···u−1 = k preceding the subword.

By the same token, we denote by `max
···v (·; m) =maxv∈Av `···v (v; m) the maximum v -prefix score

and by `max
u ··· (k·; m) =maxu∈AW−u+1 `u ···(k ·u; m) the maximum u -suffix score for of a word with

5In the pattern-matching literature, the term u -suffix usually refers to the suffix on length u whereas here
it means the suffix starting at position u .
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Algorithm B&B Motif p-value Computation
Input m: the motif model of length W

m0: the background model
x: a word of length W

Output p-value(x; m)
1 l ← `(x; m)
2 return branchAndBound (m, m0, l ,ε)

Function branchAndBound
Input m: the motif model of length W

m0: the background model
l : the log-likelihood threshold
y: a prefix of length j ≤W

Output Pm0({z∈AW | z1...j = y ∧ `(z; m)≥ p} )
1 if |y|=W then
2 if `(y; m)≥ l then
3 return Pm0(y)
4 else
5 return 0
6 else
7 Estimate bouds Lmin(y) and Lmax(y) s.t.

∀z∈AW with z1...j = y, we have Lmin(y)≤ `(z; m)≤ Lmax(y)
8 if Lmin(y)≥ l then
9 return Pm0({z∈AW | z1...j = y} )

10 else if Lmax(y)< l then
11 return 0
12 else
13 s ← 0
14 for each a ∈A do
15 s ← s +branchAndBound (m, m0, l , ya )
16 return s

Algorithm 4.4 Branch and bound motif p-value computation.
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the ‘seed’ kmer xu−|k|···u−1 = k. The minimum subword, prefix and suffix scores, `min
u ···v (k· ; m),

`min
···v (·; m) and `min

u ··· (k·; m) are defined accordingly.

Now, back to the branch and bound problem, suppose that we are at a point in the enu-

meration tree where we have spelled a (j − 1)-prefix y ending with the kmer k, that is the

prefix is of the form y = ∗k for some k ∈ Amin{K ,j−2}. Then we propose to use the bounds

Lmin(y) = `min
j ··· (k·; m) and Lmin(y) = `max

j ··· (k·; m) in the line 7 of the Algorithm 4.4. Notice that

these are the most strict bounds we can use knowing only the prefix y. The computation of

these bounds is done by a dynamic programming procedure based on the following propo-

sition.

Lemma 4.1. Let m be a K -order Markov motif model of length W , 0 ≤ u ≤ v ≤ W , k ∈
Amin{K ,u−1}. In addition, let `max

u ···v (k · ∗z; m) denote the maximum subword score from u to v

of a word x s.t. xu−|k|···u−1 = k and xu ···v = ∗z, that is, we require that the subword xu ···v ends

with z. Then the following holds:

(i) If |z| ≥min{v −u +1, K }, then, for all a ∈A,

`max
u ···v+1(k · ∗za ; m) = `max

u ···v (k · ∗z; m)+ `v+1(Xv+1 = a |Xu−K ···v = k ∗ z; m)

(ii) `max
u ··· (k·; m) =maxz∈Az `max

u ···W (k · ∗z; m) for any 0≤ z ≤W −u +1

Proof. To prove proposition (i) notice that, by definition, `max
u ···v+1(k · ∗za ; m) corresponds to

the best subword score from u to v + 1 of a word x s.t. xu−|k|···u−1 = k and xu ···v+1 = ∗za . The

subword score from u to v +1 of such a word is of the form

`u ···v+1(x; m) = `u (x; m)+ · · ·+ `v (x; m)+ `v+1(x; m).

The condition |z| ≥min{v−u+1, K } guarantees that, if the size of the subword (i.e. u−v+1)

is greater than K , then z has size at least K . Otherwise, z fills the whole space u · · ·v . This

means that all the letters affecting the last term of the subword score `u ···v+1(x; m) are fixed.

Hence `v+1(x; m) is constant and

`max
u ···v+1(k · ∗za ; m) =max

x
{`u (x; m)+ · · ·+ `v (x; m)+ `v+1(x; m)}

=max
x
{`u (x; m)+ · · ·+ `v (x; m)}+ `v+1(x; m)

= `max
u ···v (k · ∗z; m)+ `v+1(x; m).

Part (ii) follows directly from definition of `max
u ··· (k·; m) and `max

u ···W (k · ∗z; m). It is only saying

that the best score for a suffix starting at position u preceded by k is the best score for a suffix
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starting at position u preceded by k and ending by a certain z of size z , among all possible

choices of z, no matter its length.

Lemma 4.1 still holds if we consider minimum scores instead of maximum scores, and

the proof is analogous. Based on this result, we can compute `max
u ··· (k·; m) (and equally `min

u ··· (k·; m))

by dynamic programming as shown in Algorithm 4.5. For each position j = u , . . . , W we

build a table of the best subword scores `max
u ···j (k · ∗z; m) for all possible z of size z =min{K , j −

u + 1}. We start with the value `max
u ···u−1(k; m) = 0 and we use the entries of the table cor-

responding to position j to build the entries of position j + 1 with the aid of item (i) of

Lemma 4.1. When the size of the subword u . . . j is bigger than K , the best subword scores

from u to j + 1, obtained after applying relation (i) would refer to subwords ending with all

possible suffixes of length K +1. However we do not need to keep all this information since

that, for the next iteration, only the last K letters of the subword will matter. We hence shrink

the table by considering only the best scores based on the last K positions of the subword.

At the end, we use the item (ii) of the Lemma 4.1 to return the desired result.

Algorithm Max suffix log-score
Input m: a Markov motif model of order K and length W

u : the initial position of the suffix (1≤ u ≤W )
k∈Amin{K ,u−1}: a ‘seed’ kmer that precedes the suffix

Output `max
u ... (k·; m)

1 Initialise S[u −1, k]← 0
2 for j = u , . . . , W do
3 for each y s.t. S[j −1, y] is defined do
4 for each a ∈A do
5 eS[j , ya ]← S[j −1, y]+ `j (y ·a ; m)
6 if j ≤ K then
7 for each z∈Aj do
8 S[j , z]← eS[j , z]
9 else

10 for each z∈AK do
11 S[j , z]←maxa∈A{eS[j , a z]}
12 return maxz{S[W, z]}

Algorithm 4.5 Dynamic programming computation of the maximum suffix log-score. The mini-
mum suffix log-score can be computed similarly, only by replacing ‘max’ by ‘min’ in lines 11 and
12.

Complexity To finalise the description of the branch and bound p-value computation for

K -order Markov models, we notice that Algorithm 4.5 takes time O((W −u ) · |A|K+1). Indeed,



88 CHAPTER 4 METHODS AND RESULTS

for each position j = u , . . . , W , we need to build an extended table based on the |A|K entries

of the previous iteration and the possible |A| new letters, hence |A|K+1 entries. Then we

eventually need to shrink this table, which demands visiting again its |A|K+1 entries. At the

end of the algorithm, we have to scan the final |A|K entries corresponding to the last position

to obtain the final result. We also remark that, for each prefix in the recursive enumeration of

Algorithm 4.4, the computation of the maximum and minimum suffix score bounds can be

done simultaneously. Moreover, all prefixes of the same length ending with the same kmer

will share the same bounds, therefore this computation needs to be carried out only once

per kmer and per prefix length. Thus the total time cost of computing bounds along the

enumeration procedure is bounded by
∑W

u=1 |A|K · (W −u ) · |A|K+1 = |A|2K+1 ·W · (W −1)/2=

O(W 2|A|K ).

4.1.6.1.2 Computing p-values by iterative model refining We discuss now our extension

of the method proposed by Touzet and Varre (2007). We begin with the very general ob-

servation that an essential factor impacting the efficiency of score p-value algorithms is the

number of possible scores. We say that a score s is possible for a model m whenever there is a

word x s.t. the score of x under m equals s . Indeed, in a principled enumeration schema like

the one discussed in the previous section, if there are many possible scores then, at any given

point, it is more likely that some of them will fail to observe our pruning conditions forcing

the recursion to go down. On the other hand, if the number of possible scores is small, the

number of possible sequences being the same, the score distribution is more ‘concentrated’,

which results in more sequences being counted or discarded by groups, hence abbreviating

the enumeration. Therefore, it would be interesting to reduce the number of possible scores

of a model, for example, by truncating the values of its parameters at an arbitrary precision.

Of course, we cannot do this in general for any score threshold, since this could result in

some sequences whose scores are normally above the threshold not being counted due to

the reduction in their scores caused by the precision loss. However, for sufficiently extreme

p-values and for an adequate precision, we may miss no sequence while speeding up the

p-value computation.

To formalise these ideas, let us re-phrase some key definitions found in (Touzet and

Varre, 2007). First, given a number x ∈R and a precision ε≥ 1, we define the round value of

x at precision ε as [x ]ε = 1
ε
bε ·x c, where b·c denotes the ‘integer part’ function. The precision

ε is normally taken to be a non-negative power of 10, i.e. ε= 10k for k ≥ 0 and, in this case,

the rounding operation corresponds to truncating the number at its k th decimal place. Next,

given a K -order Markov motif model of length W , m, we call the derived ε-round model mε
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the model obtaining by rounding each parameter of m at precision ε, that is

`(x; mε) =
W
∑

j=1

log[Pm(x j |x j−K · · ·x j−1)]ε.

Since, for any x ≥ 0, [x ]ε ≤ x , and since log is a monotonically increasing function, it follows

that `(x; mε)≤ `(x; m) for all ε≥ 1 and for all x ∈AW . We can thus define the maximal error

associated to the precision ε as

∆m,ε
def= max

x∈AW
{`(x; m)− `(x; mε)}.

By this very definition of the maximum error, we have that, for any ε≥ 1 and x∈AW

`(x; mε)≤ `(x; m)≤ `(x; mε)+∆m,ε.

Finally, given a null model m0, we define the log-score distribution of m (under m0) as the

function

Qm0(s ; m) def= Pm0({x∈AW | `(x; m) = s }),

that is, for s ∈R, Qm0(s ; m)denotes the probability under m0 for a sequence to have log-score

s in m.

The algorithm we are about to describe is based on the following proposition.

Lemma 4.2. Let m be a K -order Markov model, ε′ ≥ ε be two precisions and t ′ ≤ t be two

real numbers s.t. p-value(t ; mε) = p-value(t −∆m,ε; mε) 6 and p-value(t ′; mε′) = p-value(t ′−
∆m,ε′ ; mε′). Then

∑

t ′≤s<t

Qm0(s ; m) =
∑

t ′≤s<t

Qm0(s ; mε′).

Lemma 4.2 is essentially the same as Lemma 8 in (Touzet and Varre, 2007). We refer thus

to that paper for a proof. This result says that we can approximate the log-score distribu-

tion of the original model m with no error by the score distribution of the round model m′
ε

inside the interval [t ′, t ). If, for a still higher precision ε′′, we could find a value t ′′ ≤ t ′ s.t.

p-value(t ′′; mε′′) = p-value(t ′′−∆m,ε′′ ; mε′′) then, according to the lemma, we would be able

to approximate the original score distribution inside the adjacent interval [t ′′, t ′) with the

refined model mε′′ . The net effect is that we would have the original score distribution in the

interval [t ′′, t ) exactly estimated from two round distributions. If we continue increasing the

precision, we get an increasingly larger interval.

6For t ∈R, we define p-value(t ; m) def= Pm0 ({x∈AW | `(x; m)≥ t }).
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This idea is used to compute p-value(l , m) by approximating the log-score distribution

on a series of adjacent intervals covering the entire range [l ,+∞) using round models of

increasing precision. The procedure is shown in Algorithm 4.6. The two main problems of

this algorithm when applied to K -order Markov models correspond to lines 6 and 7. The

former refers to the computation of the maximum error, which is a trivial problem when

PWMs are used, but which is more complicated in our case. The latter corresponds to the

computation of the score distribution, which is the core of the algorithm with exponential

behaviour. The strategy to alleviate its deleterious impact consists in starting with models

with low precision and augmenting it progressively. The increase in the precision up to a

reasonable level may still be necessary, but it is also partially compensated by the fact that

the interval over which the distribution is computed diminishes as the precision grows.

Algorithm Iterative p-value refinement
Input m: the (K -order Markov) motif model of length W

m0: the background model
x: a word of length W
ε0 > 0: the initial precison
κ≥ 1: the precision update factor

Output p-value(x; m)
1 l ← `(x, m)
2 t ← any value> 0
3 ε← ε0

4 p ← 0
5 repeat
6 Compute the maximum error∆m,ε

7 Compute Qm0(s ; mε) for all accessible score s ∈ [l −∆m,ε, t )
8 Search for the smallest t ′ s.t.

p-value(t ′; mε) = p-value(t ′−∆m,ε; mε)
9 if such a t ′ exists then

10 p ← p +
∑

s∈[t ′,t )Qm0(s ; mε)
11 t ← t ′

12 ε← κ ·ε
13 until l = t
14 return p

Algorithm 4.6 p-value iterative refinement.

For the purpose of solving the above mentioned problem of computing the maximum

error associated to the round model mε, we have elaborated a dynamic programming algo-

rithm which is based on the following proposition.
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Lemma 4.3. Let ∆m,ε[j , k] = maxy=∗k∈Aj {`···j (y; m)− `···j (y; mε)}, i.e., ∆m,ε[j , k] denotes the

maximum rounding error for a prefix of length j ending with k (by convention, ∆m,ε[0,ε] =

0). Then, the following holds.

(i) If |k| ≥min{K , j } then, ∀a ∈A,

∆m,ε[j +1, ka ] =∆m,ε[j , k]+ [`j+1(k ·a ; m)− `j+1(k ·a ; mε)].

(ii) ∆m,ε =maxk∈Ak ∆m,ε[W, k], for any 0< k ≤W .

Proof. For part (i), let y= ∗ka ∈Aj+1, that is, a prefix of length j +1 ending by ka . Then

`···j+1(y; m)− `···j+1(y; mε) =
j+1
∑

i=1

log Pm(yi |yi−K · · ·yi−1)−
j+1
∑

i=1

log[Pm(yi |yi−K · · ·yi−1)]ε

=

(

j
∑

i=1

log Pm(yi |yi−K · · ·yi−1)−
j
∑

i=1

log[Pm(yi |yi−K · · ·yi−1)]ε

)

+
¦

log Pm(y j+1|y j−|k|+1···j )− log[Pm[(y j+1|y j−|k|+1···j )]ε
©

.

Because of the restriction on the size of k, the last term of the sum above is fixed, that is,

`···j+1(y; m)− `···j+1(y; mε) =

(

j
∑

i=1

log Pm(yi |yi−K · · ·yi−1)−
j
∑

i=1

log[Pm(yi |yi−K · · ·yi−1)]ε

)

+[`j+1(k ·a ; m)− `j+1(k ·a ; mε)].

Hence

∆m,ε[j +1, ka ] = max
y=∗ka∈Aj+1

¦

`···j+1(y; m)− `···j+1(y; mε)
©

= max
y′=∗k∈Aj

¦

`···j (y′; m)− `···j (y′; mε)
©

+[`j+1(k ·a ; m)− `j+1(k ·a ; mε)]

=∆m,ε[j , k]+ [`j+1(k ·a ; m)− `j+1(k ·a ; mε)].

Part (ii) is a direct consequence of the definition of ∆m,ε[W, k]. It is only saying that the

maximum error for a W -word is the maximum error for a W -word (=W -prefix) ending with

a certain k among all possible choices for k.

Algorithm 4.7 computes ∆m,ε by using Lemma 4.3 to build tables D[j , k] containing the

values of∆m,ε[j , k] for j = 1, . . . , W and k∈Amin{j ,K }.
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Algorithm Max rounding error
Input m: the motif model of length W

ε: the rounding precision
Output ∆m,ε =maxx∈AW {`(x; m)− `(x; mε)}

1 Initialise D[0,ε]← 0
2 for j = 1, . . . , W do
3 for each k s.t. D[j −1, k] is defined do
4 for each a ∈A do
5 eD[j , ka ]←D[j −1, k]

+
¦

log Pm(Yj+1 = a |Yj−|k|+1···j = k)− log[Pm(Yj+1 = a |Yj−|k|+1···j = k)]ε
©

6 if j ≤ K then
7 for each k∈Aj do
8 D[j , k]← eD[j , k]
9 else

10 for each k∈AK do
11 D[j , z]←maxa∈A{ eD[j , a z]}
12 return maxk{D[W, k]}

Algorithm 4.7 Maximum rounding error for K -order Markov models.

Complexity It is not hard to see that, for each j = 1, . . . , W , the algorithm takes O(|A|K+1)

steps to build the table eD[j , ka ], and then O(|A|K+1) additional steps to read all its elements

and ‘compress’ it into the final table D[j , k]. Hence the overall time complexity of the algo-

rithm is O(W · |A|K+1).

Finally, we need to discuss how to compute the score distributionQm0(s ; m). More specif-

ically, our objective is to compute Qm0(s ; m) for every possible score s within a given interval

[c , d ]. The idea is to perform the enumeration of the words in AW and select the words x sat-

isfying c ≤ `(x; m) ≤ d , grouping them by their scores. As in the branch and bound p-value

computation, we use bounds for the scores of a word starting with a given prefix to prune the

enumeration. However, we now perform a breadth-first enumeration whereas in the branch

and bound algorithm we performed a depth-first enumeration. This is necessary because

we keep track of the possible prefix scores for all prefixes of length j in order to compute

the possible scores for prefixes of length j + 1. As a matter of fact, we do not need to keep

track of all possible prefixes of length j and their scores for the computation of the possible

prefix scores of length j +1 since only the last k =min{K , j } letters of the j -prefix affect the

(j +1)-position score. We hence need only to keep a table with the possible combinations of

(j , k, s ), where j is the size of the prefix, k ∈Amin{K ,j } is such that the prefix is of the form ∗k,

and s is a possible score for one or more prefixes of this form. The value of the entry in the
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Algorithm Log-likelihood score distribution
Input m: the motif model of length W

m0: the background model
c : the lower limit of the score interval
d : the upper limit of the score interval

Output Q[s ] =Qm0(s ; m) for all possible score s ∈ [c , d ]
1 Initialise S[0,ε, 0]← 1
2 for j = 1, . . . , W do
3 for each (k, s ) s.t. S[j −1, k, s ] is defined do
4 for each a ∈A do
5 s ′← s + `j (k ·a ; m)
6 p ′← S[j −1, k, s ]×Pm0(X j = a |X j−|k|···j−1 = k)
7 Let k′ be the suffix of ka of size k =min{j , K }
8 Compute `min

j+1...(k′·; m), `max
j+1...(k′·; m) if necessary

and store the result for subsequent use
9 if c − `max

j+1...(k′·; m)≤ s ′ ≤ d − `min
j+1...(k′·; m) then

10 if S[j , k′, s ′] is not defined then
11 Define S[j , k′, s ′] = p ′

12 else
13 S[j , k′, s ′]← S[j , k′, s ′]+p ′

14 for each (k, s ) s.t. S[W, k, s ] is defined do
15 if Q[s ] is not defined then
16 Define Q[s ] = S[W, k, s ]
17 else
18 Q[s ]←Q[s ]+S[W, k, s ]
19 return Q

Algorithm 4.8 Log-likelihood score distribution.

table indexed by (j , k, s ) corresponds to Pm0({y ∈Aj | y= ∗k∧ `...j (y; m) = s }). In the end, the

entries of the form (j =W, k, s ) summarise all possible scores in [c , d ] and the correspond-

ing words of length W , grouped by each possible suffix k, with their joint probabilities under

the background model. The procedure is shown in Algorithm 4.8

Complexity The core of the algorithm consists in iteratively computing the score distribu-

tion tables S[j , k, s ] for j = 1, . . . , W , from the tables computed in the preceding iteration

(j − 1). More precisely, we take the entries of the table S[j − 1, k, s ] and consider their ex-

tensions to position j upon the addition of each character a ∈ A. Hence we have a num-

ber of possibilities corresponding to the number of entries of the form S[j − 1, k, s ], which

we denote by s j−1, multiplied by the size of the alphabet. For each possible extension, the
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algorithm makes use of suffix score bounds, as in Algorithm 4.4. The total time cost for

computing these bounds is the same as in that algorithm, which is bounded by the sum
∑W

j=1(W − j )|A|2K+1 . The overall time complexity of the table construction phase is hence

given by
∑W

j=1 s j−1|A|+
∑W

j=1(W − j )|A|2K+1. The final phase of the algorithm consists in

reading the sW entries of S[W, k, s ] to produce the final table Q[s ] of scores distribution.

The worst case in terms of execution time occurs when each prefix of length j originates a

distinct prefix score, for j = 1, . . . , W , all of them passing the pruning criteria. In this case,

s j = |A|j and thus the the overall time complexity of the algorithm (assuming W > K ) is

given by

W
∑

j=1

|A|j +
W
∑

j=1

(W − j )|A|2K+1 =
|A|W+1− |A|
|A| −1

+
|A|2K+1(W 2−W )

2
=O(|A|W ),

as expected. However, in practice, the iterative refinement algorithm considerably reduces

the size of the score distribution tables (and therefore the running time of the algorithm) by,

on the one hand, working with models of the lowest possible precision, which reduces the

number of possible scores and, on the other hand, by decreasing the score interval as the

model precision increases, which makes the pruning filter more strict.

4.1.6.1.3 Comparison of the p-value algorithms We have performed a simple experiment

to test the performance of our p-value algorithms. We have selected 7 motifs with lengths

ranging from 6 to 12 from the data set of motifs of (Barash et al., 2003) by choosing, for

each of these lengths, the motif with the greatest number of aligned sites provided that this

alignment contained no gaps. Next, we used each of these motifs to build a K -order Markov

model for K = 0, 1, 2. Then, for each of these models, we computed the p-value of the same

20 words sampled from the uniform null model, and recorded the time (in ms) necessary for

the computation of the p-values. The results of this experiment are summarised in Table 4.2.

By analysing the Table 4.2 we can draw a few conclusions:

• The implemented heuristics significantly improve over the naive method in practice,

although for small motif lengths, the gain is not substantial due to the overhead brought

by the calculation of score bounds and score distributions.

• As expected, the mean computation time per p-value of the naive method remains

more or less unaltered for a fixed motif length, no matter the motif order (standard

deviation is also low). The BB and IR methods, on the contrary, are more sensible to

the variation of the model order since the number of possible scores varies exponen-
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Table 4.2 P-value computation times for different values of K and W using three methods: brute-
force enumerattion (BF), branch-and-bound enumeration (BB) and iterative refinement (IR). Shown
are the mean time per p-value computation and the standard deviation (inside parenthesis) for each
combination of motif length and model order and for each of the computation methods. The naive
enumeration method was not tested for W > 10.

W BF BB IR
K = 0

6 19.4 (5.11) 10.3 (4.1) 13.6 (6.34)
7 99.85 (2.43) 13.45 (6.36) 40.05 (14.0)
8 393.5 (1.6) 42.8 (23.3) 31.6 (6.26)
9 2608.65 (11.77) 274.4 (89.14) 551.6 (179.65)

10 18334.35 (26.38) 812.75 (280.43) 487.75 (102.03)
11 ? 3155.9 (1331.48) 71.6 (9.18)
12 ? 42891.95 (16387.32) 26459.4 (10752.97)

K = 1
6 15.95 (1.09) 5.6 (2.11) 20.25 (2.8)
7 89.8 (1.23) 36.85 (18.8) 58.3 (14.84)
8 345.65 (1.38) 164.0 (73.02) 76.3 (18.22)
9 2417.15 (3.13) 702.75 (306.62) 1023.75 (344.67)

10 19626.5 (19.36) 3780.5 (2135.76) 1124.95 (376.28)
11 ? 3010.15 (1146.59) 363.25 (90.32)
12 ? 53487.65 (14953.72) 77476.75 (30706.51)

K = 2
6 15.45 (0.68) 5.65 (9.05) 53.4 (3.03)
7 69.1 (0.44) 30.4 (20.75) 76.85 (7.76)
8 288.45 (3.26) 144.1 (58.07) 136.35 (13.78)
9 2024.3 (2.22) 759.85 (252.66) 602.65 (118.77)

10 17432.05 (28.64) 6668.05 (2722.57) 1052.1 (264.83)
11 ? 1779.45 (810.61) 364.75 (77.89)
12 ? 39105.9 (18679.04) 14084.05 (4488.29)
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tially with this number.

• For a fixed motif order, all algorithms are negatively affected by an increase of the mo-

tif length. However, the actual computation times depend on each particular model

and test sequences. It may happen that a model with a bigger length gives lower com-

putation times if the test sequences give more extreme p-values. Hence it is difficult

to compare different values from the same column.

• Comparing the values of each line, we can see that, in general, the IR method performs

better that the BB method. The difference is accentuated as both the motif size and

order grows since this increases exponentially the number of possible scores, a prob-

lem which is addressed more directly in the IR method by using models with lower

precision.

4.1.6.2 Computing the likelihood threshold for a given p-value

Despite the speed-up brought by the p-value computation algorithms discussed above, this

problem remains essentially difficult an computationally costly. This is why, instead of com-

puting the p-value of a word in order to determine if it is a significant motif occurrence or

not, it is preferable to have a likelihood threshold and test whether the likelihood of a word

is greater than this threshold. This is our approach for the computation of the motif-sharing

score as discussed in Section 4.1.1.

Now we discuss how to compute the value t (p ; m) = maxx{`(x; m) | p-value(x; m) ≥ p},
that is, the log-likelihood threshold over which the p-value is inferior to p . We extended

the algorithm proposed by Touzet and Varre (2007) for our case of K -order Markov mod-

els. As a matter of fact, there is nothing really left to be adapted once we have extended the

algorithms for the computation of the log-likelihood distribution (Algorithm 4.8), for the

maximum error (Algorithm 4.7) and for the p-value (the counterpart of the algorithm ‘Fast-

Pvalue’ of that article is the branch and bound algorithm 4.4). The procedure is outlined in

Algorithm 4.9 and is based on the fact that, for any precision ε,

t (p ; mε) ≤ t (p ; m) ≤ t (p ; mε)+∆m,ε.7

The algorithm starts by computing the value of t0 = t (p ; mε0) for some initial precision ε0 by

computing the distribution of all possible scores and summing up values in the upper tail.

Since the value searched for, t = t (p ; m), is known to be inside the interval [t0−∆m,ε0 , t0+

7See (Touzet and Varre, 2007, Lemma 12) for a proof still valid for the case of K -order Markov models.
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Algorithm Log-likelihood threshold
Input m: A K -order Markov sequence model of length W

m0: A background sequence model
p ∈ [0, 1]: The desired p-value
ε0: An initial precision
κ: A precision update factor

Output maxx{Pm(x) | p-value(x; m)≥ p}
1 ε← ε0

2 Compute Qm0(s ; mε) for every possible score s of mε / Algorithm 4.8

3 t ←max
n

s |
∑

q≥s Qm0(q ; mε)≥ p
o

4 while p-value(t ; mε) 6= p-value(t −∆m,ε; mε) do
5 δ←∆m,ε / Algorithm 4.7
6 ε← κ ·ε
7 Compute Qm0(s ; mε) for every possible score t −δ≤ s ≤ t +δ / Algorithm 4.8
8 p tail← p-value(t +δ, mε) / Algorithm 4.4
9 t ←max

�

s | p-value(s ; mε)≥ p
	

/ p-value(s ; mε) =
∑

s≤q<t+δQm0(q ; mε)+p tail

10 return The minimum possible score for m in the interval [t , t +∆m,ε] / Algorithm 4.8

Algorithm 4.9 Log-likelihood threshold for a given p-value.

∆m,ε0], the precision is increased to ε1 = κ · ε0 and the distribution of the possible scores of

mε1 inside that interval are computed. Using these values and p-value(t0+∆ε0 ; mε1), com-

puted separately, the algorithm obtains the refined value t1 = t (p ; mε1), with t0 ≤ t1 ≤ t . The

process is repeated with models of increasing precision resulting in a series of thresholds

t0 ≤ t1 ≤ · · · ≤ tN ≤ t , up until p-value(tN ; mεN ) = p-value(tN−∆m,εN ; mεN ). At this point, it fol-

lows from Lemma 4.2 that p-value(tN ; mεN ) = p-value(tN ; m). This says that tN can be used

as threshold at precision εN with the same effect. For obtaining the actual value of t (p ; m)

we need just to compute the score distributions in the (narrow) interval [tN , tN +∆m,εN ].

4.2 Gene expression coherence

Let g= (g 1, . . . , gG ) denote the vector of genes of a given organism, and c= (c1, . . . , cC ) denote

the vector of experimental conditions under which their mRNA expression levels have been

measured (typically through DNA microarray hybridisation experiments). For any gene g ∈
g, and any condition c ∈ c, we denote by x g c the expression level (i.e., the relative abundance

of the mRNA product) of gene g under condition c . These values are usually organised into

a G ×C matrix x= (x g c ), called the expression profile matrix. The row corresponding to gene

g , which we denote by xg c represents the expression profile of this gene. More generally, if
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c′ ⊂ c, then we call it an expression context. For any gene g ∈ g, we denote by xg c′ the (row)

vector composed of the entries of x corresponding to gene g and conditions in c′. This vector

represents the context-specific expression profile of gene g in the context c′ (or c′-expression

profile of g , for short). Finally, if g′ ⊂ g, xg′c′ represents the submatrix of x formed by the

entries of the lines in g′ and the columns in c′.

Definition 4.6 (Context-specific expression module). Let g′ ⊂ g, and c′ ⊂ c. We call the pair

(g′, c′) a context-specific expression module.

Obviously, we are not just interested in arbitrary modules,8 but rather in modules corre-

sponding to similar condition-specific expression profiles. Therefore we need a function

that assigns a score to each pair (g′, c′) in such a way that modules composed of genes

with ‘coherent’ context-specific expression profiles score higher than modules composed

of genes with divergent profiles.

We adopt a probabilistically-motivated definition of (context-specific) expression coher-

ence. This score should reflect the odds that its genes perform a concerted, biologically

meaningful activity under selected conditions, as opposed to an uncoordinated behaviour.

The expression coherence model is based upon two assumptions:

(i) In a real context-specific expression module, all genes will display similar expression

values under each condition of the selected context;

(ii) Conditions are assumed to be independent, i.e., knowing the behaviour of a group of

genes under a certain condition does not tell us anything about their behaviour in an-

other condition.

To be more precise, consider the module (g′, c′) constituted by the genes g′ = (g ′1, . . . , g ′G ′),

and the expression context c′ = (c ′1, . . . , c ′C ′). For each condition c ′ ∈ c′, we assume that the

expression levels of the genes under the co-expression constraints imposed by the module

follow a common normal distribution with condition-specific mean µc ′ and variance σ2
c ′ ,

that is, xg′c ′
iid∼N(µc ′ ,σ2

c ′). This is equivalent to say that the c′-expression profiles of the genes

in g′ follow a multivariate Gaussian distribution with mean vector µc′ = (µc ′1
, . . . ,µc ′

C ′
) and

covariance matrix σc′ = diag(σ2
c ′1

, . . . ,σ2
c ′

C ′
). Figure 4.7 illustrates the idea.

If the values of the parameters of this context-specific signal model M 1
c′ ≡N(µc′ ,σc′)were

known, then, for any selection of g′, we could compute the joint likelihood of the observed

8In the remainder of this section, we use the word ‘module’ to mean ‘context-specific expression module’.
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Figure 4.7 Context-specific expression module. As illustrated in the figure, the expression values in
each condition of the selected context are divided into that which come from a typical condition-
specific ‘signal’ gaussian distribution, and those that come from a condition-specific background
gaussian distribution.

c′-expression profiles under that model as

p (xg′c′ |M 1
c′ ,µc′ ,σc′) =

∏

g ′∈g′

|2πσc′ |−
1
2 exp

�

−
1

2
(xg ′c′ −µc′)

Tσ−1
c′ (xg ′c′ −µc′)

�

=
∏

c ′∈c′

∏

g ′∈g′

(2πσ2
c ′)
− 1

2 exp[−(x g ′c ′ −µc ′)2/2σ2
c ′].

(4.6)

If, in addition, we knew the model for the unconstrained, or background, behaviour under

that context, M 0
c′ ≡ f 0(xg c′ ;ζc′), then we would be able to calculate the odds of the genes g′

composing a meaningful (i.e., in accordance to the context-specific signal model) module,

as opposed to being just a random group, that is, we would be able to compute the ratio

p (xg′c′ |M 1
c′ ,µc′ ,σc′)/p (xg′c′ |M 0

c′ ,ζc′) and use this value to guide the choice of the g′ leading to

the ‘best’ module, at least under the expression context c′. The problem is that, unfortu-

nately, neither the background nor the signal expression model is known.

It is to be expected that coherent modules will correspond to relatively small portions of

the gene versus condition spectrum. Thus for any given expression context, it is reasonable

to assume that only a small fraction of the genes will constitute relevant modules under the

comprised conditions. We explore this fact to pin down a model for the background expres-

sion levels. We assume that, for each condition c ∈ c, the expression levels of genes g ∈ g
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under the background model follow an independent normal law with condition-specific

mean ηc and variance τ2
c . The values of ηc and τ2

c are estimated from the corresponding

whole column of the expression matrix by maximum likelihood, that is, we set

ηc = xgc =
1

G

∑

g∈g

x g c and τ2
c = var(xgc ) =

1

G

∑

g∈g

(x g c −xgc )2. (4.7)

The case of the signal model M 1
c′ is more delicate. We cannot proceed as we did for the

background model and infer fixed values for µc′ and σ2
c′ since we do not know in advance

which genes constitute a module under c′. In fact, this is exactly what we would like to

discover. We want to check, for any group of genes g′ ⊂ g whether (g′, c′) constitute a co-

herent module, or rather being an unrelated group. The most likely model giving rise to the

context-specific expression profiles xg′c′ is given by the ML estimates

µ̂c ′ = xg′c ′ =
1

G ′

∑

g ′∈g′

x g c and σ̂2
c ′ = var(xg′c ′) =

1

G ′

∑

g ′∈g′

(x g ′c ′ −xg′c ′)2, (4.8)

for every c ′ ∈ c′. Thus the best likelihood of xg′c′ under a coherence model is given by

p̂ (xg′c′ |M 1
c′)

def= max
µc′ ,σc′

p (xg′c′ |M 1
c′ ,µc′ ,σc′) = p (xg′c′ |M 1

c′ , µ̂c′ , σ̂c′),

which can be calculated from (4.6) by replacing the parameters µc ′ and σ2
c ′ with their re-

spective ML estimators. It is important to note that this ‘best case’ likelihood does not

say much by itself. It is the comparison of p̂ (xg′c′ |M 1
c′) against the background likelihood

p (xg′c′ |M 0
c′ ,ηc′ ,τc′) that tells us how much more likely it is that the genes in g′ form a rele-

vant module under c′ in the sense that their c′-expression profiles come from a common

distribution other than the background.

From this discussion, we arrive at the following definition of expression coherence score:

Definition 4.7 (Expression coherence score). The expression coherence score of a context-

specific expression module (g′, c′), is given by

EC[(g′, c′)] def=
∑

g ′∈g′

log

�

p (xg ′c′ |M 1
c′ , µ̂c′ , σ̂c′)

p (xg ′c′ |M 0
c′ ,ηc′ ,τc′)

�

=
∑

c ′∈c′

∑

g ′∈g′

log

�

p (x g ′c ′ |M 1
c′ , µ̂c ′ ,σ̂c ′)

p (x g ′c ′ |M 0
c′ ,ηc ′ ,τc ′)

�

,

where µ̂c′ and σ̂c′ are obtained from (4.8), andηc′ and τc′ are defined as in (4.7).
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4.2.1 Model-based biclustering

A problem that follows naturally from the definition of the expression coherence score is

how to identify high-scoring modules from the raw expression data. This is a form of biclus-

tering problem (see Section 3.2.2). In fact, the biclustering algorithm by Sheng et al. (2003)

(see p.48) solves essentially the same problem, the difference being that they discretise the

expression data and use multinomial distributions for the module and background expres-

sion levels. In what follows we discuss the adaptation of that algorithm to our gaussian

expression model.

We consider the simpler version of the problem where data contains exactly one biclus-

ter. Our approach is model-based in which we consider that data has been generated by a

mixture of probabilistic models. To be more exact, consider the expression data in the form

of the expression matrix x= (x i j ), with i = 1, . . . ,G and j = 1, . . . ,C , where x i j represents the

expression level of gene g i under condition c j . We assume that x contains a bicluster corre-

sponding to the submatrix xij, where i= (i 1, . . . , i M )⊂ (1, . . . ,G ) and j= (j1, . . . , jN )⊂ (1, . . . ,C )

represent, respectively, the subsets of row and column indexes that define the bicluster. We

further assume that:

(i) Conditions are mutually independent;

(ii) All bicluster genes behave similarly under each bicluster condition, and

(iii) Bicluster genes display a similar expression behaviour along all bicluster conditions.

More specifically, our model preconises that, for each condition j = 1, . . . ,C ,

X i j
iid∼







N(µj ,σ2
j ), if i ∈ i and j ∈ j

N(νj ,τ2
j ), if i /∈ i or j /∈ j,

where N(µj ,σ2
j ) represents the ‘signal’ expression model under condition j , whereas N(νj ,τ2

j )

represents its ‘background’ expression model, i.e. µj and σ2
j (respec. νj and τ2

j ) repre-

sent the condition-specific mean and variance of the bicluster (respec. background) ex-

pression levels. Still according to our model, bicluster genes and conditions are chosen

independently according to Bernoulli trials with probabilities of success λ and κ, respec-

tively,9 that is, if we define the binary r.v’s L i , for i = 1, . . . ,G (respec. K j , for j = 1, . . . ,C ) as

9λ and κ are called mixing parameters in the terminology of mixed models.
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‘L i = 1 ⇐⇒ g i is a bicluster gene’ (respec. ‘K j = 1 ⇐⇒ c j is a bicluster condition’), then

L i
iid∼ Bernoulli(λ), and

K j
iid∼ Bernoulli(κ).

With the model defined above, our problem of bicluster identification can then be trans-

lated into the canonical problem of finding ML estimates for (L, K,λ,κ,µ,σ2,ν,τ2)w.r.t. ob-

served expression data x. By doing this, not only we obtain the most likely bicluster con-

stituents, given by the label vectors (L, K), but we also obtain the actual model parameters

that describe the bicluster (and also the background) expression profile. The techniques

described on p.43 approach the clustering problem in a similar way, and propose a solution

based on EM. Whereas an EM solution would also be naturally conceivable for this bicluster-

ing extension, we chose to propose a Gibbs Sampling-based method. It has been remarked

that both approaches are related (e.g. Robert and Casella, 2004, Section 9.4) but Gibbs sam-

pling usually offers more ease of implementation, since it avoids complicated calculations

of maximisation formulas. Another advantage is that Gibbs sampling avoid local optima is-

sues by giving results in terms of samples from the target joint probability distribution. As it

is common with Gibbs sampling, we work in a Bayesian framework. This means that we as-

sume priors on the model parameters and try to find MAP (instead of simply ML) estimates

for them. This also gives the opportunity to incorporate prior knowledge into the model in

a principled way.

For simplicity, we use standard conjugate priors wherever possible, in the hope that they

can reasonably represent some a priori (biological) knowledge that we might have about the

model parameters. Hence, for the mixing parameters, we assume that

λ ∼ Beta(α0,β0)

κ ∼ Beta(γ0,δ0).

As for the condition-specific gaussian expression models, we use normal-gamma priors,

that is, for each condition j = 1, . . . ,C , we have

µj |φj ∼ Np(µ0j ,ξ0jφj ), φj ∼ Gammar

 

η0j

2
,
η0jσ

2
0j

2

!

;

νj |ψj ∼ Np(ν0j ,ζ0jψj ), ψj ∼ Gammar

 

θ0j

2
,
θ0jτ

2
0j

2

!

.
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In the formulas above,φj = 1/σ2
j andψj = 1/τ2

j are the precision parameters of the gaussian

expression models. We use the notation ‘Np’ to explicitly indicate that the second parameter

of this normal is a precision instead of a variance parameter. Similarly, we use the notation

‘Gammar’ to make it explicit that the second parameters of those gamma distributions are

rate parameters, instead of the equally usual scale parameters.

The Gibbs sampling formulation of the problem of bicluster identification implies sam-

pling from the posterior p (L, K,λ,κ,µ,φ,ν,ψ|x) by iteratively sampling from the marginal

posteriors of each variable or parameter (treated indistinguishably), given the current esti-

mates of the other variables or parameters. Therefore we need to characterise each of these

marginal posteriors.

Under the model defined above, the posterior of the mixing parameters are given by

p (λ|L, K,κ,µ,φ,ν,ψ, x) = p (λ|L) =Beta(α1 =α0+ sL, β1 =β0+G − sL), and

p (κ|L, K,λ,µ,φ,ν,ψ, x) = p (κ|K) =Beta(γ1 = γ0+ sK, δ1 =δ0+C − sK),
(4.9)

where sv denotes the sum of the elements of vector v which, in this case, corresponds to

the number of ‘true’ labels. Notice that, if Y ∼ Beta(a ,b ), with a ,b > 1, then Y is unimodal

with mean a/(a + b ) and mode (a − 1)/(a + b − 2). Hence the hyper-parameters α0 and

β0 (respec. γ0 and δ0) could be chosen as to reflect the supposed proportion between the

number of rows (respec. colums) in and out of the bicluster. For example, if we believe that

the bicluster should contain 10% of the genes, then we could set α0 = 10, β0 = 90, which

would likely yeld λ≈ 0.1. The posterior parameters α1 and β1 ‘correct’ the a priori values, by

adding to them the observed (or inferred) number of rows in and out of the bicluster. The

relative importance of the prior belief over the evidence brought by the observations, in this

case, is given by the ratio between (α0+β0) and G .

The posterior marginals of the condition-specific signal expression means are given by

p (µj |L, K,λ,κ,µ¬j ,φ,ν,ψ, x) = p (µj |L, K j ,φj , x) =Np(µ1j , ξ1jφj ), (4.10)

with

µ1j =
ξ0jµ0j +K j sL ·π1(x·j ; L, K j )

ξ0j +K j sL
, and ξ1j = ξ0j +K j sL, (4.11)

where µ¬j denotes the vector formed by all entries of the vector µ, except that of position j ,

and π1(x·j ; L, K j ) represents the bicluster portion of the column j of the data matrix, that is

the vector (x i j ) s.t. L i = K j = 1, for i = 1, . . . ,G , whose length is given by K j sL. To interpret

this posterior, first recall that, if column j participates in the bicluster, then the expression
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levels of the genes that compose the bicluster under that condition obey a common normal

law Np(µj ,φj ). If we are given the value of the precision φj , then µj is believed to follow

an a priori gaussian law with mean µ0j and precision proportional to φj by a factor ξ0j .

This is reasonable in the sense that, the more precise (less variable) the bicluster expression

values under condition j are, the more certain we can be about its supposed mean (and

inversely). Now, after observing the bicluster expression values in π1(x·j ; L, K j ), we update

the distribution of µj to a new gaussian law, this time with a posterior mean corresponding

to a weighted mean between its a priori mean µ0j and the sample mean π1(x·j ; L, K j ) using

ξ0 and K j sL, that is, the a priori precision coefficient and the sample size, as weights. The

precision is corrected upon the addition of the bicluster sample size to the original precision

coefficient. Here again, the size of the observations determines its relative importance over

the prior belief. In particular, if the column does not participate in the bicluster, i.e. K j = 0,

then the posterior distribution of µj is identical to the prior distribution.

As for the condition-specific signal expression precision parameters, we have that

p (φj |L, K,λ,κ,µ,φ¬j ,ν,ψ, x) = p (φj |L, K j , x) =Gammar

 

η1j

2
,
η1jσ

2
1j

2

!

, (4.12)

where

η1j =η0j+K j sL, and η1jσ
2
1j =η0jσ

2
0j+K j sL·var

�

π1(x·j ; L, K j )
�

+
ξ0j ·K j sL ·

�

π1(x·j ; L, K j )−µ0j

�2

ξ0j +K j sL
.

(4.13)

Considering the a priori distribution ofφj , we have thatE(φj ) =E
�

Gammar
�

η0j /2, η0jσ
2
0j /2

��

=

σ−2
0j and var

�

φj

�

= 2η−1
0j σ

−4
0j . That is,σ2

0j is the expected a priori variance of the bicluster ex-

pression values under condition j , and η0jσ
2
0j is a factor controlling the variance of φj (the

precision of the assumed normal distribution of these values). The bigger the factor, the

smaller the variance of the precision. Similarly, σ2
1j corresponds to the expected posterior

variance of the bicluster expression values under condition j , and η1j is a factor controlling

the variance of the posterior precision of these values. The update formula for η1j above is

saying that the a priori factor is corrected by the number of observed values K j sL, which is

reasonable: the bigger the sample size, the smaller the variance of their precision, that is, the

more sure we are about the measured precision. The update formula for σ2
1j is more diffi-

cult to interpret, however we can see that it takes into account the observed sample variance

and the squared error of the observed sample mean relative to the expected a priori mean.

The bigger these values, then the bigger the variance of the posterior precision φj |x, which
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is also intuitive.

Following a similar reasoning, we arrive at similar posteriors for the background expres-

sion parameters, that is, we have

p (νj |L, K,λ,κ,µ,φ,ν¬j ,ψ, x) = p (νj |L, K j ,ψj , x) =Np(ν1j , ζ1jψj ), (4.14)

with

ν1j =
ζ0jν0j +(G −K j sL) ·π0(x·j ; L, K j )

ζ0j +(G −K j sL)
, and ζ1j = ζ0j +(G −K j sL), (4.15)

and

p (ψj |L, K,λ,κ,µ,φ,ν,ψ¬j , x) = p (ψj |L, K j , x) =Gammar

 

θ1j

2
,
θ1jτ

2
1j

2

!

, (4.16)

with

θ1j = θ0j+(G−K j sL), and θ1jτ
2
1j = θ0jτ

2
0j+(G−K j sL)·var

�

π0(x·j ; L, K j )
�

+
ζ0j ·(G−K j sL)·(π0(x·j ;L,K j )−ν0j )2

ζ0j+(G−K j sL)
,

(4.17)

where π0(x·j ; L, K j ) denotes the background portion of the column j of the data matrix, that

is the vector (x i j ) s.t. L i = 0 or K j = 0, for i = 1, . . . ,G , whose length is (G −K j sL).

Finally, we consider the row and column label posteriors. Consider first the row label L i .

Denoting byω= (λ,κ,µ,φ,ν,ψ) the whole set of model parameters, then, by the Bayes rule,

we have that

P(L i |L¬i , K,ω, x) =
p (x|L i , L¬i , K,ω)p (L i , L¬i , K,ω)

p (L¬i , K,ω, x)
∝ p (x|L, K,ω)p (L, K,ω). (4.18)

In order to sample from this posterior, since L i is a binary r.v., we can directly compute

wa := P(L i = a |L¬i , K,ω, x), for a ∈ {0, 1}, according to (4.18), and then draw a at random

with probability wa/(w0+w1). Of course, this could not be done with the previous parame-

ters since they are continuous r.v’s with infinitely many possible values, and that is why we

needed explicit posterior distributions, preferably of standard form, so that we can benefit

from well-known sampling procedures.

Before we work down expression (4.18), let us introduce some more notation. Let v =

(v1, . . . , vN ) be a binary vector. We will denote by v0 (respec. v1) the vector composed by the

positions of v whose corresponding element is a 0 (respec. 1). For example, if v= (0, 1, 1, 0, 0),

then v0 = (1, 4, 5) and v1 = (1, 2). Hence, when we write xLa Kb we are referring to the subma-

trix of the expression matrix composed by the rows labelled a and the columns labelled b .
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Figure 4.8 schematically shows all the possibilities.
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Figure 4.8 Partition of the expression data matrix. In this example, for ease of presentation, the rows
and columns labelled 1 are consecutive, but this needs not be the case in general.

Now, back to the computation of P(L i |L¬i , K,ω, x), we have

P(L i = a |L¬i , K,ω, x) ∝ p (x|L i = a , L¬i , K,ω)p (L i = a , L¬i , K,ω)

= p (xi ·|L i = a , L¬i , K,ω)p (x¬i ·|L i = a , L¬i , K,ω)

P(L i = a |L¬i , K,ω)p (L¬i , K,ω)

= p (xi ·|L i = a , K,ω)p (x¬i ·|L¬i , K,ω)

P(L i = a |λ)p (L¬i , K,ω)

Since the factors p (x¬i ·|L¬i ,ω) and p (L¬i , K,ω) are the same for whichever value of a , we need

not to worry about them. Furthermore, the remaining likelihood factor decomposes into

p (xi ·|L i = a , K,ω) = p (xi K0 |L i = a , K,ω)p (xi K1 |L i = a , K,ω),

in which the background part p (xi K0 |L i = a , K,ω) does not depend on a . We hence arrive at

P(L i = a |L¬i , K,ω, x) =Wi ·p (xi K1 |L i = a , K,ω)P(L i = a |λ)

=Wi ·
∏

j∈K1

[ f Np(x i j ;µj ,φj )a f Np(x i j ;νj ,ψj )1−a ] ·λa (1−λ)1−a ,

where Wi is a normalising constant and f Np(x ;µ,φ) stands for the likelihood function of the

Gaussian Np(µ,φ), that is, f Np(x ;µ,φ) = (2π)−1/2φ1/2 exp(−(φ/2)(x −µ)2).



4.2 GENE EXPRESSION COHERENCE 107

As for the condition labels, we proceed similarly to obtain

P(K j = a |L, K¬j ,ω, x) =Z j ·p (xL1 j |L, K j ,ω)P(K j = a |κ)

=Z j ·
∏

i∈L1

[ f Np(x i j ;µj ,φj )a f Np(x i j ;νj ,ψj )1−a ] ·κa (1−κ)1−a ,

where Z j is a normalising constant.

With the formulas above, we get the Algorithm 4.10. This algorithm simulates a Markov

chain that iteratively samples row and column (gene and condition) labels (L, K) from the

posterior distribution P(L, K|x). This Markov chain starts at an arbitrary point based on the

prior distribution and converges to this stationary posterior distribution as the number of

iteration goes to infinity. So, in theory, if we let the Markov chain run for an infinite time, we

have as many samples from the final distribution as we want. In practice, though, we dis-

pose only of limited time and so we must choose a finite number of samples. If the bicluster

is sharp enough, the process reaches the stationary distribution after a certain number of

iterations called burn-in iterations. If the desired number of sampled points is relatively

small, then it is advisable to discard the points sampled during the burn-in period and col-

lect only the samples drawn after the process has reached convergence. In Algorithm 4.10,

the parameters Nbin and Nspl control, respectively, the the number of burn-in and sampling

iterations.

Algorithm 4.10 corresponds to the core of a successful sampling cycle. However if, at any

point of the sampling process, the row or column labels are all set to zero, then we consider

that no bicluster could be detected in the data and interrupt the process. The sampling can

be then eventually restarted up to a certain maximum number of times, say, T , but, if at the

issue of the T th trial, no bicluster could be detected, then we consider that no bicluster is

present and halt the search definitively. Moreover, if we search for multiple biclusters in the

data, then we use the described algorithm to find each of them at a time. After having found

one bicluster, we mask its presence in the data by permanently fixing the corresponding row

(or columns, depending on the preferred orientation of the clustering) labels to zero. This

way, we restrict the selection of overlapping sets of rows (columns), while still allowing for

overlapping sets of columns (rows) to be selected for distinct biclusters.

An important characteristic of Gibbs sampling procedures is that they give results in the

form of a set of samples from the target MAP distribution, and not as a local maximum point

as in EM. However, the ‘Monte Carlo’ aspect of the process allows us to infer the characteris-

tics of the pattern by averaging over the sampled points. More precisely, if f (X) is a function
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Algorithm Bicluster Gibbs sampling
Input x: the G ×C expression matrix

α0,β0,γ0,δ0,µ0,ξ0,η0,σ2
0,ν0,ζ0,θ0,τ2

0: the model hyper-parameters
Nbin: the number of burn-in iterations
Nspl: the number of sampling iterations

Output S : a set of Nspl samples from the MAP distribution P(L, K|x)
1 Initialisation:
2 Sample λ from Beta(α0,β0)
3 for i = 1, . . . ,G do
4 Sample L(0)i from Bernoulli(λ)
5 Sample κ from Beta(γ0,δ0)
6 for j = 1, . . . ,C do
7 Sample K (0)j from Bernoulli(κ)
8 t ← 1
9 S←∅

10 while t < (Nbin+Nspl) do
11 for j = 1, . . . ,C in any order do
12 Fix L and K¬j to their current values
13 for each a ∈ {0, 1} do
14 Fix K j = a
15 Update θ1j ,τ2

1j ,ν1j ,ζ1j ,η1j ,σ2
1j ,µ1j ,ξ1j , and κ / eqs. 4.17, 4.15, 4.13, 4.11, 4.9

16 Sampleψj ,νj ,φj , and µj from their posteriors / eqs. 4.16 4.14, 4.12, 4.10
17 wa ←

∏

i∈L1
[ f Np(x i j ;µj ,φj )a f Np(x i j ;νj ,ψj )1−a ] ·κa (1−κ)1−a

18 Sample K (t )j from Bernoulli(w1/(w0+w1))
19 for i = 1, . . . ,G in any order do
20 Fix L¬i and K to their current values
21 for each j ∈K1 do
22 Update θ1j ,τ2

1j ,ν1j ,ζ1j ,η1j ,σ2
1j ,µ1j ,ξ1j , and κ

without considering line i / eqs. 4.17, 4.15, 4.13, 4.11, 4.9
23 Sampleψj ,νj ,φj , and µj from their posteriors / eqs. 4.16 4.14, 4.12, 4.10
24 for each a ∈ {0, 1} do
25 wa ←

∏

j∈K1
[ f Np(x i j ;µj ,φj )a f Np(x i j ;νj ,ψj )1−a ] ·λa (1−λ)1−a

26 Sample L(t )i from Bernoulli(w1/(w0+w1))
27 if t >Nbin then
28 Add (L(t ), K(t )) to S

29 t ← t +1
30 return S

Algorithm 4.10 Bicluster Gibbs sampling.



4.2 GENE EXPRESSION COHERENCE 109

of the r.v. X simulated by the Markov chain, then

E[ f (X)]≈
1

N

N
∑

t=1

f (x(t )),

where x(1), . . . , x(N ) are points generated by the Gibbs sampling procedure. In our case, we

are interested in determining which rows and columns belong to the bicluster. We are thus

interested in the values of E(L i ) and E(K j ), for each i = 1, . . . , M and j = 1, . . . , N . We approx-

imate these values by keeping track of the probabilities of setting E(L i ) and E(K j ) to 1 for

each row or column during the sampling period of the Gibbs sampling procedure (i.e., the

values of w1/(w0+w1) in the lines 18 and 26 of Algorithm 4.10).

Complexity A Bayesian Gibbs sampling procedure, like the one we are discussing, is based

in the iterative sampling from posterior marginal distributions. As such, we consider the

generation of a random sample from a marginal posterior as the basic operation. However,

this is not to say that such operations are trivial. In Algorithm 4.10, we have three kinds of

sampling operations, from Bernoulli, gamma, and normal distributions. Although we do not

enter into the details of how these specific sampling operations are carried out, we remark

that many options exist, none of them definitive, since this is a topic of research in itself.

For example, sampling from a Bernoulli(λ) distribution is achieved by sampling a value u

from U[0, 1] and then outputting 1 iff u ≤ λ and 0 otherwise. For continuous random vari-

ables X whose distribution functions F (x ) = p (X ≤ x ) are known (like the gamma and nor-

mal), a standard solution implemented in stochastic simulation software packages consists

in sampling a value u from U[0, 1] and then outputting the value x = F−1(u ). In practice,

this corresponds to solving the equation F (x ) = u on x , which may involve many iterations,

each containing the numeric solution of a definite integral. Finally, we notice that the sam-

pling algorithms for standard distributions, like the ones we just described, build on the

basic problem of sampling a value uniformly from the unit interval, for which a great num-

ber of options exist, with many levels of compromise between cost and quality (L’Ecuyer,

1990). Back to the analysis of Algorithm 4.10, we observe that the sampling operations are

preceded by parameter update operations. For instance, before sampling φj , we need to

update θ1j and τ2
1j . In our case, since we use conjugate priors, these update formulas have

simple closed form. Overall, they contain simple arithmetic operations involving the prior

hyper-parameters and the values of corresponding column of the expression matrix. We

consider these parameter updates as being part of the corresponding sampling operations.

That said, it is easy to see that, at each iteration of the sampling procedure, we have C col-
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umn label sampling steps, each containing nine sampling operations, followed by G row

label sampling steps, each containing at most 4C +1 sampling operations. Hence, the com-

putational cost of the Algorithm 4.10 is O(N (9C+G (4C+1)) =O(NG C ) sampling operations,

where N =Nbin+Nspl corresponds to the total number of iterations.

Experiment with synthetic data To illustrate the behaviour of the proposed algorithm, we

describe the results obtained in an experiment with synthetic data. We have created a 100×
30 background expression matrix with values drawn from the standard normal distribution.

Then we implanted a 20× 8 bicluster whose data was given by eight Gaussian distributions

with mean ±0.75 (even columns, positive means, odd columns, negative means) and stan-

dard deviation 0.2. We chose these values based on Sheng et al. (2003), who reported results

with a 25× 8 bicluster created from ‘sharp multinomials’ implanted in a ‘close to uniform’

background matrix of the same size. Then we run the algorithm for as few as 100 iterations

divided into 50 burn-in and 50 sampling iterations.

The behaviour of the Gibbs sampler w.r.t. to the complete data (x, L, K) log-likelihood

in this particular example is illustrated in Figure 4.9(a). The graphic shows the complete

data log-likelihood evolution over all iterations. A visual inspection suggests that algorithm

had converged to the stationary distribution at about 20 iterations, hence before the estab-

lished burn-in time (50 iterations). Then, we analysed the values of E(L i ), which indicates

the probability that the line i belongs to the bicluster, by looking, for each row i , at the mean

probability that the line belongs to the bicluster (see discussion above) averaged over the 50

sampling iterations. Figure 4.9(b) shows the histogram of these mean probabilities at resolu-

tion 1/20. From the picture, we observe that the lines can be divided in two clearly distinct

groups: those with very low probability of belonging to the bicluster and those with very

high probability of belonging to it. By setting the threshold at 0.8, we recover the implanted

bicluster lines. A similar analysis was performed for the columns, and the histogram of the

probabilities of belonging to the bicluster is shown in Figure 4.9(c). The graphic shows a less

pronounced separation between the columns compared to that of the rows. This means

that there is a greater risk of misclassification. However, we can still notice a separation at

about p=0.85. Moreover, a closer inspection of the actual values shows that all and only the

actual implanted bicluster columns were estimated as belonging to the bicluster with prob-

ability one or very close to one. Figure 4.9(d) displays the complete expression matrix and

Figure 4.9(e) shows the implanted bicluster, which was perfectly recovered with threshold

0.85 for the row and column probabilities.
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Figure 4.9 Results of the bicluster Gibbs sampler with synthetic data.



112 CHAPTER 4 METHODS AND RESULTS

Experiment with biological data We also tested the algorithm with real biological data from

microarray experiments. The data set we use is the ‘Yeast galactose data’ of (Ideker et al.,

2001), also used in (Qin, 2006; Medvedovic et al., 2004), and downloaded from the supple-

mentary webpage of this last paper. The data is composed of the expression profiles of a

subset of 205 genes of budding yeast S.cerevisiae under 20 experimental stress conditions

corresponding to perturbations of the GAL pathway. In this data set, each experiment was

replicated four times, so that we have a 205× 80 expression matrix. Also, as is typical with

microarray data, there was about 8% of missing values which were imputed with the pro-

gram KNNimpute (Troyanskaya et al., 2001). For each of the 20 experimental conditions,

we considered the expression level of the genes to be their average expression ratio over the

four replicates of the experiment, resulting in a 205×20 expression matrix. These expression

profiles are shown graphically in Figure 4.10(a).

Good reasons for choosing this data set, which also justify the fact that it has been used

in many clustering analyses, like the papers cited in the previous paragraph, are that, first,

since the experiments were replicated, we can filter out some noise from the data and, sec-

ondly, the expression profiles in this data set are known to form four clusters of sizes 83, 15,

93, and 14, corresponding to groups of genes of four GO categories (Ashburner et al., 2000),

which are shown in Figure 4.10(c). Therefore we know in advance what we are looking for,

and have some evidence that the associations between genes in the clusters are functionally

relevant.

To test if the biclustering algorithm is capable of identifying coherent expression pat-

terns even if this coherence is not verified over all experimental conditions, we shuffled the

values within 8 randomly selected columns. The resulting ‘perturbed’ expression profiles

are shown in Figure 4.10(b). The effect of this perturbation in the original clusters can be

seen in Figure 4.10(d). The picture suggests that a reasonable amount of noise was so added

to the original clusters.

We ran the algorithm set to find at most five biclusters with 50 iterations per bicluster

(20 burn-in+ 30 sampling). The Gibbs sampling procedure was able to find three biclusters,

which are shown in Figure 4.10(e). The first found bicluster corresponds to the first original

cluster, that is, it is composed of exactly the same 82 genes although only the 12 conditions

that were not perturbed have been selected. The second found bicluster is roughly a fusion

of the second and third original clusters: it is composed of 91 out of the 93 genes of the

third original cluster, and 14 out of the 15 genes of the second original cluster. As for the

conditions, 10 out of the 11 conditions that were not perturbed were selected. Since the

first cluster had already been extracted, the third and biggest original cluster became the
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dominant signal and incorporated the second original cluster that was small and noisy. A

visual inspection of the expression profile of this bicluster suggests that the marked under-

expression under the third selected condition and the marked over-expression of the last

selected condition might have played an important role in the fusion of the original clusters,

which are otherwise mainly composed of midrange values. Finally, the third found bicluster

corresponds to the fourth original bicluster, that is, they contain exactly the same genes.

All the 12 non-perturbed conditions were included plus one perturbed condition (the 8th

selected condition, for which only one gene presented a disagreeing behaviour).

4.3 Module evolution

In this section, we consider the evolutionary aspect of our proposed methodology. We aim to

explore the fact that co-regulated gene pairs tend to preserve co-regulation across evolution

(Snel et al., 2004) in order to search for TRMs in multiple organisms that are likely to have

evolved from a common ancestral module.

Let us suppose that we have a set of species S = {1, . . . ,S} and, for every k ∈ S, let gk

denote the vector of genes of that species. Our problem consists in identifying some gene

clusters g̃k ⊂ gk which are likely to have evolved from a common ancestral group of genes. In

fact, we are ultimately interested in identifying regulons, i.e., groups of co-regulated genes,

that are also evolutionary related. We remark that any conclusion based on the direct com-

parison between the regulons would be incomplete since it would be difficult to take into

account the separation between the species. For instance, a slight difference in the compo-

sition of the regulons of distant species is more ‘tolerable’, that is, it has a less deleterious

effect on the probability that the regulons be evolutionary related, than it would be if the

species were closer. Thus we propose to calculate the likelihood for the regulons to have

evolved from a common ancestor observing the evolutionary history and the phylogenetic

distances represented in a given rooted phylogenetic tree relating the species in S. The tree

has 2S − 1 nodes, of which S are leaves, numbered from 1 to S, one corresponding to each

species in S, and S − 1 are internal nodes, numbered from S + 1 to 2S − 1, with 2S − 1 cor-

responding to the root. The structure of the tree is completely given by associating each

node k to its parent node Par(k ), which represents its most recent ancestor. Edge lengths

are proportional to evolutionary distances between connected species. We denote this phy-

logenetic tree by T = (T, t), where T represents the structure (or topology) of the tree, and

t = (t1, . . . , t2S−2) represents the vector of edge lengths—for each k , tk denotes the length of
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Figure 4.10 Results of the bicluster Gibbs sampler with the Yeast galactose data set.
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the edge arriving at node k .

Our proposed score for the modules w.r.t. the evolutionary conservation aspect can then

be formally defined as follows.

Definition 4.8 (Phylogenetic conservation score). Let S = {1, . . . ,S} be a set of species re-

lated through the phylogenetic tree T = (T, t), and g1, . . . , gS denote the vector of genes of

each species. The phylogenetic conservation score of the set of regulons g̃1 ⊂ g1, . . . , g̃S ⊂ gS is

defined as

PC(g̃1, . . . , g̃S) def= log P(g̃1, . . . , g̃S |T), (4.19)

which should be interpreted as the plausibility that the regulons have evolved from a com-

mon ancestral gene cluster following the evolutionary history described by T.

Our first concern in order to be able compute the score (4.19) is to establish an evolu-

tionary model for regulons, that is, we need to define the probability for a regulon to have

evolved from another regulon over a certain time period. We first explain how we represent

a regulon and then detail the evolutionary model.

Usually, a gene is not exclusive to one species. Instead, they are transferred from a

species to its descendants in what we call a vertical gene transfer. Hence it is common to

have genes with the same function, and with the same (or slightly modified) DNA composi-

tion, that are shared by several species. Apart from vertical gene transfers, we also frequently

observe the phenomenon of gene duplication, in which a piece of a chromosome (or the

whole chromosome) containing one or more genes is duplicated (for instance, due to an

error during cell division), giving rise to multiple copies of a same gene. Genes from dif-

ferent species that descend from a common ancestral gene following speciation events are

called orthologues, and they often have the same function, whereas distinct copies of a gene

originated by duplication events are called paralogues, which frequently have non-identical

functions because, after duplication, one copy of the gene is often relieved from the original

selective pressure, becoming free to mutate, eventually changing its function or even losing

it.

We propose to map the entire collection of genes of all considered species into one sin-

gle, non-redundant, vector. The idea is illustrated in Figure 4.11 for an hypothetical example

of two species with a few genes each. In the example, Species 1 has six genes (a ,b , c ,b ′, d , e ),

two of which—b and b ′—are paralogues. Species 2 has seven genes ( f ,b ′′, d ′, g , e ′, h, g ′),

with a paralogous pair (g , g ′). Three genes have orthologues in the two species (b , d , e ). We

map those genes into a vector of eight positions, each corresponding to a distinct gene: or-

thologues and close paralogues are considered instances of the same gene. This way, the
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set of genes of each species can be represented by a binary string in which each position

receives a ‘0’ if the gene corresponding to that position is not present in the organism, or a

‘1’ if it is present. For instance, in the case of Figure 4.11, the gene set of Species 1 is repre-

sented by 11111000, and that of Species 2 is represented by 01011111. Following this same

principle, any subset of genes of a species can be also represented by a binary string.

Figure 4.11 Mapping the entire set of genes into one single vector.

This approach can be generalised for the case of more than two species as follows. We

first build an homology graph in which nodes correspond to genes of the various species.

We connect two nodes in this graph iff the corresponding genes are orthologues or close

paralogues. Then we consider each connected components of this graphic to be one meta-

gene (as in (Stuart et al., 2003)) and map them onto entries of the binary string of gene

composition. Figure 4.12 shows an hypothetical example for the case of three species. In

the example, Species 1 has four genes (a 1, a ′1, b1, c1), Species 2 has five genes (a 2, a ′2,

b2, b ′2, d 2) and Species 3 has four genes (a 3, c3, c ′3, e3). The homology relations are in-

dicated by the edges of the graph: edges connecting genes of the same species are paral-

ogy edges whereas edges connecting genes in different species are orthology edges. So, for

example, gene a 1 of Species 1 has one close paralogue (a ′1), and two orthologues in the

other species (a 2 and a 3). This graph can be partitioned in five connected components

{{a 1, a ′1, a 2, a ′2, a 3},{b1,b2,b ′2},{c1, c3, c ′3},{d 2},{e3}} and so the binary strings will have five

positions. The string characterising the (meta-)gene content of Species 1 will be 11100, that

of the Species 2 will be 11010 and that of Species 3 will be 10101. Notice that if genes a 1 and

a 2 are orthologues then they descend form the same ancestral gene. If the same goes for

the pair (a 1, a 3), then a probable scenario would be that all these genes come from the same

ancestral gene and thus we should equally have an edge (a 2, a 3). However, these orthology

relations are usually determined on the basis of sequence homology, and since orthologues

are ‘free’ to mutate independently, we could miss one such edge. By considering the con-

nected component, we correct this kind of situation.

Using the representation discussed above, our evolutive model for regulons is trans-

formed into a evolutive model of binary strings. Thus we are interested in defining the



4.3 MODULE EVOLUTION 117

Species 1 Species 2

Species 3

a1

a'1

b1

c1
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a3

c3

c'3

e3

Figure 4.12 Homology graph for three species.

probabilities

P(y1 · · ·yG |x1 · · ·xG , t ), (4.20)

for the binary string y1 · · ·yG to have evolved from the binary string x1 · · ·xG over time t , where

G is the total number of distinct metagenes of all species considered, and knowing also

that those strings represent regulons. We assume, for simplicity, that each element of the

regulon evolves independently from the others, that is, knowing that a gene was maintained,

removed or added to a regulon says nothing about what happened to other genes. Thus

(4.20) can be factored as

P(y1 · · ·yG |x1 · · ·xG , t ) =
G
∏

i=1

P(yi |x i , t ). (4.21)

P(yi |x i , t ) describes the fate of the gene represented by position i w.r.t. regulon membership

over evolutionary time t . We distinguish four cases:

(i) The gene did not belong to the regulon before and still does not belong—P(0|0, t );

(ii) The gene did not belong before but joined the regulon—P(1|0, t );

(iii) The gene belonged to the regulon before and still belongs—P(1|1, t );

(iv) The gene belonged before but left the regulon—P(0|1, t ).
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We summarise these probabilities in the (time-dependent) transition probability matrix

P(t ) =

 

P00(t ) P01(t )

P10(t ) P11(t )

!

=

 

P(0|0, t ) P(1|0, t )

P(0|1, t ) P(1|1, t )

!

.

We model the evolution of each position of the string as an homogeneous continuous-

time Markov chain (see Appendix A.3.2). This process is characterised by parameters ri j

(i , j ∈ {0, 1}) which represent the rates of variation of the probabilities of the transitions

i → j . We summarise the ri j into a transition rate matrix of the form

R=

 

r00 r01

r10 r11

!

=

 

−α α

β −β

!

,

with α controlling the transitions into state 1, that is, the probability of the gene joining or

staying in the regulon and β controlling the transitions into state 0, that is, the probability

of the gene leaving or staying out of the regulon over time.

In order to obtain expressions for the transition probabilities based on the transitions

rates, we solve the Kolmogorov’s forward equation P′(t ) =P(t )R, that is,

 

P ′00(t ) P ′01(t )

P ′10(t ) P ′11(t )

!

=

 

P00(t ) P01(t )

P10(t ) P11(t )

! 

−α α

β −β

!

=

 

−αP00(t )+βP01(t ) αP00(t )−βP01(t )

−αP10(t )+βP11(t ) αP10(t )−βP11(t )

!

.

From the matricial equation above, we obtain the systems of coupled differential equations







P ′00(t ) =−αP00(t )+βP01(t )

P ′01(t ) =αP00(t )−βP01(t )
and







P ′10(t ) =−αP10(t )+βP11(t )

P ′11(t ) =αP10(t )−βP11(t ).

Since P00(t ) + P01(t ) = 1, we can, for instance, substitute (1− P00(t )) for P01(t ) in the first

equation of the first system above giving

P ′00(t ) =−αP00(t )+β (1−P00(t )) =⇒ P ′00(t ) =−(α+β )P00(t )+β .

Solving this equation for P00 gives

P00(t ) =
β

α+β
+

α

α+β
e−(α+β )t , and then

P01(t ) =
α

α+β
−

α

α+β
e−(α+β )t .

(4.22)



4.3 MODULE EVOLUTION 119

Similarly, we obtain

P10(t ) =
β

α+β
−

β

α+β
e−(α+β )t , and

P11(t ) =
α

α+β
+

β

α+β
e−(α+β )t .

(4.23)

It is interesting to gain some intuition on the meaning of these transition probabilities.

For this, we consider first the probabilities of maintaining the current state, that is P00(t )

and P11(t ). We have already mentioned that the rate parameter α controls the probability of

being in the regulon, whereas β controls the probability of not being in the regulon. Hence

take, for example, P00(t ). To start with, we notice that P00(t = 0) = 0, which is reasonable

since, if no time has elapsed, then the state could not have changed. Now, we notice that,

as t →∞, the factor e−(α+β )t vanishes, and P00(t )→ β/(α+β ). Hence the probability of a

gene not being in the regulon after time t , given that it was not in the regulon before, drops

from 1 to β/(α+β ) as the time increases, that is, the bigger the β relative to α, the bigger

the chances that the gene will stay off the regulon. A similar reasoning can be made w.r.t.

to P11(t ) revealing that the probability for a gene to remain in the regulon after time t drops

from 1 to α/(α+β ) over time, that is, the bigger the α relative to β , the bigger the chances

that the gene will stay in the regulon. Now, consider the probabilities of changing the state.

If we take P01(t ), for example, we notice that the probability of joining the regulon over time

starts at zero and then rises asymptotically to α/(α+β ). Again, the bigger the α relative to

β , the bigger the chances that the gene will enter the regulon. Similarly, the probability of

leaving the regulon over time starts at zero and then grows asymptotically to β/(α+β ), i.e.,

the bigger theβ relative toα, the bigger the chances that the gene will leave the regulon. As a

final remark, we notice that the magnitude of α and β controls the ‘speed’ in which changes

occur. For the biological phenomenon under consideration, it is reasonable to take small

values for α,β , assuming that co-regulation is highly conserved across evolution.

Once defined the evolutionary model (eqs. (4.22) and (4.23)), we can compute the like-

lihood P(x1, . . . , xS |T) of observing regulons (x1, . . . , xS) at the leaves of the phylogenetic tree

T= (T, t). We remind that each regulon is in fact a binary string of the form xk = x k
1 · · ·x k

G and

that, because of the position independence, we can decompose the joint likelihood as

P(x1, . . . , xS |T) =
G
∏

i=1

P(x 1
i , . . . ,xS

i |T).

Therefore we need only to care about computing the joint probability of a given set of bi-
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Algorithm Felsenstein
Input T= (T, t): a (binary) phylogenetic tree relating S species

x= (x 1, . . . ,xS): the bits at the leaves of T
Output P(x|T): the likelihood of the leaves of T

1 p ← 0
2 for a = 0, 1 do
3 p ← p +STL(T, x, root(T ), a )
4 return p

Function STL
Input T= (T, t): a (binary) phylogenetic tree relating S species

x= (x 1, . . . ,xS): the bits at the leaves of T
k : a node of T
a : the bit at node k

Output P(xLk |T, a ): the likelihood of the leaves of the subtree rooted at k
1 if k is a leaf of T then

2 return

(

1, if x k = a

0, otherwise
3 else
4 p ← 0
5 for each pair (b , c ) of bits do
6 {Let (i , j ) be the children of node k }
7 p ← p +P(b |a , t i ) ·STL(T, x, i ,b ) ·P(c |a , t j ) ·STL(T, x, j , c )
8 return p

Algorithm 4.11 Felsenstein’s tree-likelihood algorithm. The algorithm is based on the use of the
function STL (SubTree-Likelihood) that computes the joint likelihood of a set of bits at the leaves of
the subtree rooted at a given node.

nary characters (bits) at the leaves of the tree. If we knew, for each species k = 1, . . . , 2S − 1

represented in T, including the ones represented by internal nodes, the corresponding bit

x k
i , we would be able to compute the joint likelihood of these observations simply by mul-

tiplying local ‘descent’ probabilities up the tree, that is, the probability that the leaf values

have descended from their parents, the parents from the grandparents, and so forth until

the root of the tree. In our case, as in virtually all phylogenetic studies, we do not know the

content of intermediary nodes (ancestral species), but only the leaves (current species), and

therefore we have to compute the likelihood of the data at the leaves by averaging over all

possibilities for intermediate nodes. This can is done by dynamic programming using the

Algorithm 4.11, due to Felsenstein (1981).
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Complexity The tasks involved in the computation of the phylogenetic conservation score

of a metamodule, i.e. groups of genes from multiple species, comprise, first, building the ho-

mology graph from the pairwise homology relations between those genes and identifying its

connected components (metagenes), and, second, running the Felsenstein algorithm using

the binary string representation of the contents of the modules of each species as the label of

the corresponding leaf of the phylogenetic tree relating those species. Concerning the first

task, suppose we have an overall number of G genes and R pairwise homology relations.

This results in a (undirected) homology graph with G nodes and R edges, whose connected

components can be easily identified in O(G+E ) time using, for instance, a depth-first traver-

sal of the graph. As for the second task, the performance depends not only on the number

of species and on the size of the metamodule, but also on the topology of the phylogenetic

tree. We illustrate two cases. First, suppose that we have S = 2K , for some integer K > 1 and

that the phylogenetic tree is a perfect binary tree (i.e. every internal node has exactly two

children and all the leaves have the same height) with N = 2K+1−1 nodes. We are interested

in counting the number of times the function STL is called for each position of the binary

string representing the metagenes. In this case, this is given by the recurrence

T (N ) = 4(2T ((N −1)/2))+1= 8T ((N −1)/2)+1; T (1) = 1,

that is, the number of calls necessary for a tree with N > 1 nodes is one (the original call)

plus four times (the number of distinct valuations for the children of the root) the number

of calls when running the procedure on each of the two subtrees rooted at the left and right

children of the root, each of which has (N − 1)/2 nodes. When N = 1, we have only the

original call. Since N = 2K+1 − 1, it is a simple exercise to verify that the recurrence solves

into T (N ) =
∑K

j=0 8j = (8K+1 − 1)/7. Overall, if we have M metagenes, the binary strings

given as input to the algorithm have length M , then the total cost of the second task is O(M ·
8K ) =O(M · 8log2 S) =O(M ·S3). As a second example, consider the case in which we have a

phylogenetic tree such that the left (or right) children of any node is always a leaf (the tree of

Figure 4.13 is an example). In this case, for S leaves, we have exactly N = 2S− 1 nodes, and

the recurrence formula is

T (N ) = 4(T (N −2)+T (1))+1; T (1) = 1,

which solves into T (N = 2S−1) = 2
3

4S − 5
3

. Hence, in this case, the overall cost of the second

task is O(M ·4S), showing that the time performance can vary from polynomial to exponential

depending on the particular phylogeny.
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H. sapiens

M. musculus

S. cerevisiae

100 MY

Figure 4.13 Human, mouse and yeast species tree. The edge lengths are based on Nei et al. (2001),
which estimate divergence times between fungi and animals at about 1500 MY (million years), and
between human and rodents at about 100 MY.

Testing module conservation In order to validate our evolutionary conservation metric, we

designed an experiment based on curated biological information. We wanted to analyse the

evolutionary conservation score of a metamodule composed of gene clusters from different

species which we know to be functionally related. More specifically, we wanted to verify

how the evolutionary conservation score of such metamodules compare with other arbitrary

multispecies gene modules of comparable size.

We considered metamodules comprising three eukaryotes: the human (H.sapiens), the

mouse (M.musculus) and the budding yeast (S.cerevisiae). First, it would be desirable to

have more or less close organisms so that we would have conserved functions and, therefore,

functionally relevant metamodules. We then chose human and mouse since these are fairly

close species whose genomes are well-annotated. For instance, both genomes have approx-

imately the same size (2.9 vs. 2.5Gb), and roughly the same number of protein-coding genes

(approx. 30K), with about 80% of mouse genes having a direct orthologue in the human

genome (Consortium et al., 2002). When performing comparative analyses using so similar

organisms, it would be no surprise to identify many similarities. It is therefore common to

include a more distantly related species (outlgroup) that serves as control. In this case, we

chose a fungus—the budding yeast—which was the first completely sequenced eukaryote

and whose genome is also well-annotated. Although there is no debate about the topology

of the phylogenetic trees relating those species, the same cannot be said about the diver-

gence times. We used the divergence time estimates provided by Nei et al. (2001), which are

based on the analysis of the differences between over a hundred protein sequences from a

few mammals and other more distantly related species. The resulting phylogenetic tree is

shown in Figure 4.13.
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The homology graph and the derived metagene list concerning these species were built

from high-scale pairwise homology clusters obtained from the InParanoid database v6.0

(Remm et al., 2001). The InParanoid clusters are formed by taking the best reciprocal BLAST

hits of the peptide sequences of the genes in one species versus the genes in the other

species, which are considered as orthologues, and then adding, for each species, the genes

that match the core orthologue of that species better than any other gene in the other species.

Thus an Inparanoid cluster is essentially formed by a pair of orthologues10 around which

close paralogues are added in each side. The homology graph built from the InParanoid

clusters resulted in 14,443 metagenes.

The modules we used in our tests corresponded to groups of genes associated to the

same Gene Ontology biological process term. The GO schema provides a series of terms

for annotating genes and gene products according to their cellular localisation, molecular

function and biological process. These terms are organised hierarchically from the broader

to more specific. When choosing a biological term process in this case, we prefer more

specific terms since broad terms result in big, vague metamodules, for which the compu-

tation of the conservation score is not very informative. However, we need equally avoid

too specific terms since otherwise we get too small metamodules. To illustrate, we used the

terms related to Heat shock stress (GO:0009408), tRNA processing (GO:0008033) and fatty

acid biosynthesis (GO:0006633). The fact of being composed of genes with the same func-

tional GO annotation suggests that these modules are functionally related.

We computed the evolutionary conservation score of each GO metamodule using differ-

ent values for the parametersα andβ , from reasonably conservative to fairly fast rates. More

specifically, we used equal values for α and β ranging from 0.0025 to 0.02 in×2 steps. Using

α= β = 0.0025, for instance, we have P10(100)≈ 0.2, that is, the probability of a gene leaving

a module on a time interval equal to the human-mouse divergence time is of about 20%.

This is about the percentage of mouse genes having a 1:1 orthologue in the human genome.

For α = β = 0.02, we have P10(100) ≈ 0.5, that is, about half of the genes that composed a

module in the common ancestor of the human and mouse, would have left the module in

the current species, a rather elevated percentage.

To test the statistical significance of the computed conservation scores, we generated, for

each GO metamodule, and for each value of (α,β ), a collection of random modules of the

same size as the metamodule under test, and counted the fraction of these random mod-

ules that scored better than that original metamodule. Since the number of possible meta-

modules of the same size as the original module is usually very large, instead of building

10Actually, clusters can be fused so that they can have more than one pair of orthlogues.



124 CHAPTER 4 METHODS AND RESULTS

the random metamodules from scratch, we considered perturbations of the original meta-

module, i.e., we kept a fraction q of the original genes in each species’ module and replaced

the others by randomly chosen genes. The bigger the fraction we keep, the smaller the dif-

ference in the conservation score we should observe for fixed values of (α,β ). We tested

different values of q , from 0.8 to 0.5, in 0.1 steps, for each of each we generated 10,000 ran-

dom perturbations. In all cases, the original GO metamodule scored significantly better

than random metamodules of the same size (p < 10−2). The results of this test suggests that

metamodules composed of functionally related genes have an evolutionary conservation

score better than what would be expected for a random metamodule and hence that this

measure can be used to drive the search for functionally relevant metamodules.



CHAPTER 5

Discussion and future perspectives

In this thesis, we wanted to study the problem of finding evolutionary conserved transcrip-

tional regulation modules from genomic sequence and expression data and to develop prob-

abilistic models and algorithms to give support to this task. This problem involves a few

distinct sub-problems which, during the course of the work, have proven to be non-trivial.

As it could have been noticed in the text, the theoretical and computational apparatus can

be conceptually divided in three main parts: the first part concerns the study of groups

of genes w.r.t. to their regulatory sequences, more specifically, in terms of the sharing of

cis-regulatory motifs. The second part concerns the study of groups of genes w.r.t. the co-

expression based on the analysis of mRNA expression data. The third part concerns the

study of the evolutionary conservation of groups of genes considered as regulons, based on

homology relationships inferred from their amino-acid sequences. Here, we give a general

critical discussion on the work developed in each of these directions. We repeat the organi-

sation of the previous chapter, discussing each topic at a time, trying to highlight the main

difficulties that have been found and the advances that could have been made. In addition,

we point out future directions in which this work can (or needs to) be ameliorated and/or

extended.

5.1 Motif sharing analysis

One can possibly say that the field of ‘Bioinformatics’ was born with the sequencing projects

in the eighties and the diverse sequence analysis sub-problems that derived from it. The ini-

tial focus was set on the analysis of genomic sequences in terms of their gene content. There

was a time when the portion of the DNA not occupied by genes, which we now know to be

much bigger than that corresponding to genes in many organisms, was called ’junk’ DNA.

However this trend was soon reversed and the analysis of intergenic regulatory sequence

became an area of active research. Among the specific problems in this domain, the identi-

fication of recurrent patterns, or motifs, appears as one of the most explored topics. How-

ever, the problem remains open after over two decades of research, which is a testimony of

125
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its difficulty. Concerning the more general problem of understanding gene co-regulation or,

more specifically, the problem of identifying transcriptional regulation modules, it is clear

that the information brought by the analysis of motifs in the regulatory regions of genes can

be of invaluable aid, even if it does not say all. Hence, we wanted to profit from the develop-

ments in this area and incorporate motif-sharing into our modularity analysis.

The first problem we found is that the motif finding problem is an essential Bioinfor-

matics problem per se and, as so, is often treated in isolation. We, on the other hand, had to

think of this problem inserted in the context of module identification and thus we were led

to face the problem from a subtly different perspective. Instead of the classical problem of

identifying motifs in a set of (related) unaligned sequences, we had to think about scoring

groups of sequences based on the quantity of common motif occurrences. This may pre-

supose searching for motifs but it goes a bit further. A few metrics exist for assessing the

quality of the motif once it is found (relative entropy, information content, etc.) We, how-

ever, wanted to score not the motifs themselves but rather the sequences in terms of the

fact of significantly sharing motifs. We then proposed a motif-sharing metric which gives an

indication of how well a set of sequences share a given or inferred set of motifs.

Then a crucial problem we were confronted to was the choice of the motif model. First,

we gave preference to probabilistic models over pattern-based ones, for we esteem that the

stochasticity of the former makes them more suitable for coping with the noise and variation

in biological data. In addition, choosing a motif model, in our case, meant not only choosing

a representation for a set of known motif occurrences. We need to count on a complete

framework, including a scoring schema, a motif finding algorithm and an efficient p-value

computation method.

The initial natural choice for the motif model corresponded to the PWM model because

of its simplicity, and availability. By analysing the way PWMs are built, we realise that they

encode position-specific character frequencies estimated from a set of occurrences. We pro-

posed then a way of representing a set of motif occurrences over which we can compute

position probabilities as they are needed—the motif trie. This data structure can also be

used to compute joint marginal and conditional probabilities, hence taking dependencies

between positions into account. This structure is particularly suitable for algorithms that

maintain and update a motif model based on a set of occurrences, like the Gibbs sampling

method.

Exploring the use of the motif trie, the question was then to decide which kind of inter-

position dependencies to take into account, keeping in mind we would need efficient motif-

inference and p-value algorithms for the selected model. We decided to explore, at first, the
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possibility of representing Markov dependencies of order K since it represented the most

affordable extension of PWMs. Models with Markov dependencies are already used in some

algorithms. We found it curious, for instance, that in some Gibbs sampling motif identifica-

tion approaches (e.g. Thijs et al., 2001; Siddharthan et al., 2005), Markov models have been

used for the background sequence model while PWMs have been used for the motifs. We

conjectured two possible reasons for this: the first would be that using a model with depen-

dencies would cause an overfitting problem because the motif model is usually adjusted to a

small number of occurrences. Put another way, the small number of motif occurrences does

not allow for a reliable estimation of position inter-dependencies whereas the background

model is normally learned from more numerous and longer sequences. The second reason

would be that K -order Markov models are more analytically complex and computationally

heavy. In most algorithms, the background model is estimated once and kept fixed, whereas

the motif model is the one that needs to be optimised. Hence using a more elaborate back-

ground model represents only a limited additional complexity, whereas a more elaborate

motif model would correspond to important overhead.

As for the first problem discussed in the previous paragraph, our tests have demon-

strated that this may indeed be an issue. We have been able, though, to attenuate this prob-

lem by smoothing the log-scores distribution through the judicious use of kmer pseudo-

counts. However, choosing the appropriate level of pseudocounts to avoid overfitting while

keeping the model discriminative enough, remains a challenging question. With respect to

the second problem, we have adapted a classic Gibbs motif sampling algorithm to make

use of the motif trie data structure and learn K -order Markov model motifs. In addition,

we developed extensions of two exact motif p-value computation algorithms to work with

K -order Markov model motifs (both motif and background) instead of only PWMs. Building

on those algorithms, we also developed an extension of another procedure aimed at solving

a crucial problem to the computation of our proposed motif-sharing metric, namely, the

computation of a likelihood threshold for a given p-value.

Concerning future work, we have identified a few points on which this work can be im-

proved. The first point relates to the definition of the motif-sharing score. The current score

is a measure of exceptionality of the total number of significant motif occurrences in all se-

quences. It makes no essential distinction if we have 10 sequences, each with one relevant

occurrence of the same motif, the same 10 sequences, each with one relevant occurrence of

a distinct motif, or even one of 10 sequences with 10 occurrences of one motif. One could

argue that only in the first case we have some ‘sharing’ of motifs, however, for the moment,

it is still not clear for us which case to privilege in more subtle cases, for example, the first
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case above or the case in which we have two motifs and five of the sequences with one oc-

currence of each of them.

A second major target for improvement corresponds to the choice of the motif model.

Even if we were able to make advances in the use of the more general K -order Markov mod-

els, it is still difficult to assess the adequacy of this model to the actual dependencies in real

binding sites. In fact, it is very likely that there is no fixed dependency pattern in real bind-

ing sites, let alone Markov dependencies. However, many of the known motif binding sites

were identified computationally using the PWM model and so, if we set to investigate the

inter-position dependencies in these sites, it is likely that we will find very weak values. A

potentially feasible objective to be pursued corresponds to the use of mixed Markov models.

These models allow for Markov dependencies of different orders to be considered between

positions in distinct subsets. Huang et al. (2006) have shown that mixed Markov models

built from a fraction of the aligned sites of known motifs predict the other occurrences more

accurately than other leading models, with less overfitting. However, in order to use this

model, we have also to think of a motif finding procedure and a p-value computation algo-

rithm.

5.2 Gene co-expression analysis

The second axis of our work concerns the analysis of gene expression data with the objec-

tive of identifying groups of genes with coherent context-specific expression behaviour. By

context-specific, we mean ‘under a certain set of experimental conditions’.

As a consequence of the inherent biological variability, but also owing to the non-negligible

experimental error level of the supporting microarray technology, mRNA expression data is

usually rather noisy and variable. This represents an important obstacle to distance-based

methods which try to define coherent expression modules based on dissimilarity measures

of the expression profiles. Hence we decided upon a probabilistic model-based definition

of expression coherence. The idea is to define the context-specific expression coherence of

a set of genes in terms of the ratio between the joint likelihood of the corresponding expres-

sion profiles assuming they come from the best-case common distribution as opposed to a

given background distribution. The natural question that follows is which model to choose.

First, we needed to decide between discrete or continuous models. Discrete models offer

the advantage of being analytically and computationally simpler. However, since expression

measures lie in a continuum, this means that we need to discretise data in a pre-processing
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step. This involves some non-trivial issues like choosing the number of levels and discreti-

sation thresholds. To avoid this inconvenience, we decided to adopt a continuous model.

In the lack of compelling evidence invalidating the choice, and for its relative simplicity, we

chose the Gaussian model.

This expression coherence metric is in some way similar to the likelihood ratio used to

identify motifs in sequences. The expression profiles can be thought of as the sequences,

the measurements, the letters, and the gene clusters the motifs (this analogy has been ex-

plored by Madeira and Oliveira (2005), although in a more direct way). A good bicluster, that

is, a context-specific expression module, as a good motif, is defined by a set of subwords

which are likely to having been sampled from a common signal distribution rather than

from a background distribution. The differences are that, first, in general, sequence motifs

as contiguous subwords while bicluster profiles need not be contiguous. On the other hand,

the sequence motif occurrences are not aligned, while the biclusters patterns are, by defi-

nition, aligned. Similarly to the case of sequence motifs, we can also use Gibbs sampling

procedures to find high-scoring context-specific expression modules.

Sheng et al. (2003) presented a Gibbs bicluster sampling procedure based on a discrete

multinomial model. We extended their strategy to accommodate the Gaussian model. Al-

though we were able to obtain satisfactory results, a few difficulties that have shown up are

worth considering. First, notice that there is an asymmetry in the proposed bicluster model.

In order to decide, at each step, if a gene is to be included or not in the bicluster, we consider

the expression measurements of this gene along all bicluster conditions compared to those

of the other genes in the bicluster and in the background portion of the matrix. That is, we

base our selection in a multivariate distribution. When it comes to decide whether or not to

include a condition, because of the condition independence assumption, we consider only

the distributions (bicluster vs. background) of the values in that condition, therefore uni-

dimensional distributions. Our experiments have shown that the clustering of the rows is

normally more sharp than that of the columns (e.g. Figure 4.9(b-c)). A potential target for

improvement of our model would consist then to allow for non-zero correlations between

the bicluster conditions. This, of course, comes at the cost of a bigger number of parameters

and the consequent analytical and computational overhead. A second important difficulty

comes from the fact that the joint likelihood distribution is usually multi-modal with not

so pronounced and almost equiprobable peaks. In this case, the Gibbs sampling proce-

dure tends to sample row and column labels in a close to uniform fashion, rendering the

problem of deciding which rows and columns to consider delicate. Our implementation

borrows the idea of applying a threshold for the mean probability of selecting a row/column
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label directly from (Sheng et al., 2003). Recently, Joshi et al. (2008) proposed a co-clustering

method1, based on a similar Gaussian model, which builds a matrix of pairwise probabil-

ities for genes being clustered together from on the collected samples and then performs

a sort of fuzzy clustering analysis on this matrix to recover the optimal (co-)clusters. This

might also help to address a third problem of how to identify multiple overlapping biclus-

ters. In our case, by masking the labels of the genes of a bicluster once it has been detected,

we limit (but not necessarily exclude, since we can use different thresholds for selecting the

genes for the bicluster and for masking their labels) the possibility of having biclusters with

overlapping sets of genes. We intend to investigate these ideas more deeply.

5.3 Evolutionary conservation analysis

The theory of Natural Selection suggests that the structures and mechanisms that are re-

sponsible for important biological functions are subject to a higher selective pressure and

thus tend to be better conserved across taxa. This hypothesis has been explored to help in

the identification of particular signals in biological data, like sequence motifs. We postu-

late that this principle also applies to higher order structures, in our case, to transcription

modules. Our hypothesis is that, if a group of genes perform a concerted important role in a

particular pathway, then this concerted action should be, to some extent, conserved across

species. Concerning transcription modules, this hypothesis has been partially validated by

the fact that motifs have been found in orthologous regulatory sequences by techniques like

phylogenetic footprinting, and by the fact that gene co-expression between pairs of genes

has been found to be transferred to their orthologous pairs (Snel et al., 2004). However, the

use of the hypothesis for the discovery of robust transcriptional modules has been over-

looked in the literature.

In this work, we wanted to propose a measure of module conservation that could be

used, together with other evidence, to help in the search for transcriptional regulatory mod-

ules. More precisely, given groups of genes from several species, we wanted to assess the

probability that these groups have evolved from a common ancestral group of genes, given

the evolutionary tree relating the species. In other words, we are interested in calculating

the phylogenetic distance between groups of genes. The existing algorithms for computing

phylogenetic distances usually take sequences as input. We, however, would, at best, have

1We distinguish co-clustering from biclustering in which the former consists in clustering genes based in
all conditions, and then clustering conditions within each gene cluster.
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groups of sequences. Computing the phylogenetic distance between groups of sequences

in a naive way would mean to consider all possible matchings between sequences of differ-

ent groups, and then computing the phylogenetic distances between matching sequences,

which is computationally unfeasible in our case. We avoid this burden by analysing the

homology relations between the genes of the different species a priori and reducing the di-

mensionality of the problem by considering clusters of orthologues and close paralogues as

the evolutionary unit. Our proposed measure seems to privilege functionally related groups

of genes over arbitrary groups and must, therefore, be further explored to help in the search

for conserved transcriptional regulation modules.

5.4 Concluding remarks

In this thesis, we studied the problem of identifying conserved transcriptional regulation

modules and related sub-problems. This is a difficult problem from both the biological and

computational point of view. Many of the computational sub-problems are known to be

intrinsically complex like sequence motifs identification and p-value computation, expres-

sion data biclustering, phylogenetic distance computation, etc. To this great computational

difficulty, we add the relative bad quality of the analysed biological data, which is often in-

complete and noisy. For us, there is a challenging work ahead which consists, besides ad-

dressing the punctual issues we mentioned along this chapter, in combining the tools we

have developed during this work into a unified module-identifying procedure. Our experi-

ence after this work, based in the difficulties we have found and in the advances we were

able to make, suggest that a considerable amount of purely exploratory work is still needed

an that there is considerable room for improvement in the current models and algorithms.





APPENDIX A

Mathematical background

In this appendix, we include some assorted material on technical topics which underlie

some of the work discussed throughout the text.

A.1 Statistical hypothesis testing

A great deal of the work in Computational Biology consists in finding the means for posing

qualitative, biologically relevant questions in the form of testable hypotheses, which can be

quantitatively verified with the aid of collected experimental data. The theory behind this

practice is that of statistical hypothesis testing.

In a statistical hypothesis test, we are basically interested in testing one hypothesis,

called the null hypothesis, H0, against an alternative hypothesis, H1, given some observed

data x. The null hypothesis is often the simpler hypothesis, meaning no effect, or no signif-

icant change, which is usually the reverse of what the experimenter actually believes and

wants to confirm. The alternative hypothesis is usually the complement of the null hypoth-

esis, i.e., H1 = ¬H0. There are two possible outcomes for a statistical test of hypothesis:

either the null hypothesis is accepted, or it is rejected in favour of the alternative hypothe-

sis. In general, accepting the null hypothesis does not mean that we are taking it for true, but

rather that we simply do not have strong enough evidence to reject it. Rejection of the null

hypothesis, on the other hand, is a more conclusive result, meaning that we have convinc-

ing evidence that the null hypothesis is false. There are also two kinds of error which can

be committed while performing the test: one can inappropriately reject the null hypothesis

when it is actually true—Type I error—or one can accept the null hypothesis when it is, in

fact, false—Type II error.

In order to test H0, one has to establish a significance level, α, which corresponds to the

probability of committing a Type I error, i.e., α= P(H1|H0). Typical values of α are 0.05 and

0.01. The smaller the value of α, the smaller the odds of drawing a wrong conclusion (notice

that a Type I error is, in some sense, graver that a Type II error since the latter implies no

conclusion, while the former implies an equivocate conclusion). Next, one has to choose

133
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a test statistic, i.e., a real-valued function of the sample, s (x), with known distribution. The

actual test statistic to be used depends basically on the hypotheses and on the significance

level. The basic idea is that if the value s (x) is sufficiently large (or sufficiently small, in the

case of a two-tailed test), then the null hypothesis is rejected. The critical region (the one

leading to the rejection of H0), R , is chosen in such a way that P(s (x)∈R) =α.

While performing the test, we usually compute the probability of obtaining a value at

least as extreme as s (x) by chance, assuming that the null hypothesis is true. This is the so-

called p-value associated with s . The smaller the p-value, the stronger the evidence against

the null hypothesis. In particular, if p ≤α, then we reject H0 and report p .

Another important concept related to hypothesis testing is that of the power of the test.

The power of the test is defined as the probability of correctly rejecting the null hypothesis

when it is false. It is calculated as 1−β , where β denotes the probability of Type II errors.

One would typically be interested in designing a test such that, not only the probability of

drawing wrong conclusions is low (i.e., small α, but not too small or any experimental noise

may prevent correct rejection of H0), but also the probability of drawing correct conclusions

is high, which means a powerful test. Neyman-Pearson Theorem states that, if C is a critical

region of a given size α, s.t., for some constant k > 0,

λ(x) def=
L(H0|x)
L(H1|x)

≤ k , (A.1)

whenever x ∈C , then C is the best critical region of size α. Equivalently, the likelihood ratio

test (A.1) is the most powerful test H0 vs. H1 with significance level α.

A.2 Expectation maximisation

The Expectation Maximisation (EM) Algorithm, originally proposed by Dempster et al. (1977),

is an iterative optimisation procedure aimed at finding maximum-likelihood estimates for

the parameters of a probabilistic model based on. incomplete data. More precisely, suppose

we have an observed sample that we assume to be drawn at random from a model accord-

ing to a certain distribution. described by some set of parameters, and suppose we wish to

estimate values for the parameters which maximise the likelihood of the data having been

generated by the model. This standard parametric inference problem may result analytically

intractable depending on the number of parameters and the nature of the p.d.f’s involved.

In that case, some optimisation technique is called for. The EM Algorithm is one of such
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techniques. As said before, the EM Algorithm takes incomplete data as input. By incomplete

here, we mean either that the data has missing, unobserved information, or that the model

can be simplified by addition of extra ‘latent’ parameters (equally treated as hidden data).

In what follows, let x= (x1, . . . , xN )denote the observed (incomplete) data and y= (y1, . . . , yM )

the unobserved, hidden data. (x, y) will be referred to as the complete data. Let also θ =

(θ1, . . . ,θP ) denote the parameters of the model, and f X(x|θ), f Y(y|θ) and f XY(x, y|θ) stand for

the p.d.f’s that govern the incomplete, hidden and complete data respectively. The goal of

the EM procedure is to maximise the likelihood of the model L(θ |x). The process starts with

some initial parameter values, say θ (0), and then, at each iteration t ≥ 0, it tries to find some

new value θ (t+1) which improves over current estimate θ (t ), that is L(θ (t+1)|x)≥ L(θ (t )|x). This

process is carried out repeatedly until some stationary point L∗ of L(θ |x) is achieved or a

maximum number of iterations is reached. The core idea of the algorithm is the following:

we try to obtain maximum (log) likelihood estimates for the parameters with respect to the

complete data (whose likelihood equation is, in contrast to the incomplete data, usually

solvable). Had we the hidden information at hand, that would be fairly a simple thing to do.

Since we do not possess it, we estimate the unobserved data based on the observed data and

current parameter values, and then use those estimates as if they were observed directly. We

usually do that by maximising the mean complete data log-likelihood, log L(θ |x, y), averaged

over all possible values of y. Algorithm A.12 outlines the procedure.

Algorithm EM
Input x: incomplete data observations
Output max-likelihood estimates for θ

1 θ← θ (0) {Random initialisation}
2 repeat for t = 0, 1, 2, . . .
3 E-STEP: Compute

Q(θ ,θ (t )) = EY[log L(θ |x, y)|x,θ (t )]

=

∫

Y

log f XY(x, y|θ) f Y(y|θ (t ))d y
(A.2)

4 M-STEP: θ (t+1)← argmax
θ∈Θ

Q(θ ,θ (t ))

5 until a stationary value L∗ is achieved or a maximum number of iterations is reached
6 return θ (t+1)

Algorithm A.12 The Expectation Maximisation Algorithm.

It is worth noticing that, in the E-step, x and θ (t ) are constants, Y is a random variable
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and θ is the variable vector which will ultimately be adjusted. The M-step comprises the

solution of partial differential equations ∂Q
∂ θi
= 0, i = 1, . . . , P . The actual implementation of

both steps, though, depends strictly on the concerned p.d.f’s.

Convergence A crucial property regarding the convergence of the EM Algorithm is given by

the following theorem

Theorem A.1 (Dempster et al. (1977)). For every GEM algorithm1

L(θ (t+1)|x)≥ L(θ (t )|x), ∀t ≥ 0, (A.3)

with equality holding iff Q(θ ,θ (t+1)) =Q(θ ,θ (t )) and f Y(y|x,θ (t+1)) = f Y(y|x,θ (t )) a.e.

The theorem above guarantees that the sequence of parameter estimates is monoton-

ically increasing in terms of the observed data likelihood (marginalised over hidden data)

and that the maximum-likelihood estimate of θ , θ̂ , is a fixed point of the EM Algorithm.

While this is a necessary condition, it is not sufficient to ensure the convergence of the al-

gorithm, let alone convergence of θ to θ̂ . Dempster et al. also provide further results con-

cerning the convergence of the EM procedure. Some of their proofs have been revised by

Wu (1983), who revisited the problem of the convergence of a GEM algorithm and estab-

lished conditions for the convergence of L(θ |x) to each category of stationary value (i.e. lo-

cal/global maximum or saddle point). He also studied conditions under which θ converges

to some θ∗ ∈Θ (in general, convergence of L(θ |x) does not imply convergence of θ).

In most practical situations, convergence is attained but convergence to global maxi-

mum cannot be ensured. It is advisable to use heuristics for finding favourable start points

and avoiding local optima or saddle points.

A.3 Markov chains

Definition A.1 (Markov chain). A K th-order Markov chain (MC) is a discrete-time stochastic

process X= (X(0), X(1), X(2), . . .) satisfying the Markov property, that is,

P[X(t+1) = j |X(0) = i 0, . . . , X(t ) = i t ] = P[X(t+1) = j |X(t−K+1) = i t−K+1, . . . , X(t ) = i t ]. (A.4)

1A Generalised EM (GEM) algorithm requires only that Q(θ ,θ (t+1)) ≥Q(θ ,θ (t )), without necessarily having
Q(θ ,θ (t+1))≥Q(θ ,θ ′),∀θ ′ ∈Θ as in the EM Algorithm.
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In words, the future state X(t+1) is independent from other states X(0), . . . , X(t−K ) given the K

most recent states X(t−K+1), . . . , X(t ). A Markov chain is said to be stationary if its transition

kernel is time-homogeneous, i.e.,

P[X(t+1) = j |X(t−K+1) = i t−K+1, . . . , X(t ) = i t ] = P[X(t
′+1) = j |X(t ′−K+1) = i t−K+1, . . . , X(t

′) = i t ],

(A.5)

for all t , t ′.

In the discussion that follows, we use the term ‘Markov chain’, without further qualifica-

tion, to mean a first-order, stationary, discrete state space Markov chain, and we identify the

states with non-negative integers 0, 1, 2, . . . This particular case suffices to present the key

concepts. Before we proceed, we need a few more definitions.

Definition A.2.

(i) Let Pi j (t ) denote the probability of going from state i to state j after t time steps, i.e.,

Pi j (t ) = P(X(t ) = j |X(0) = i ). A MC X is said to be irreducible if, for all i , j , there exists a

t > 0 s.t. Pi j (t ) > 0. This means that all states in the state space are ‘accessible’ from

any other state after a certain number of time steps.

(ii) Let ri i =min{r |X (0) = i , X (r ) = i } denote the minimum time of the first return to state i .

An irreducible chain X is said to be recurrent if P[ri i <∞] = 1, for all i . Otherwise, the

chain is said to be transient.

(iii) A recurrent chain X is said to be positive recurrent if E[ri i ]<∞ for all i . Otherwise, X is

said to be null recurrent

(iv) An irreducible chain X is said to be aperiodic if, for every state i , gcd{t > 0|Pi i (t )> 0}=
1, where ‘gcd’ stands for ‘greatest common divisor’.

Most of the utility of Markov chains depend on their predictable behaviour in terms of a

certain probability distribution. The following results establish some conditions and conse-

quences of this behaviour.

Theorem A.2. A MC X is positive recurrent iff it possesses a stationary distribution, that is,

there exists a probability distribution f : X→ [0, 1] s.t.

∑

i

f (i )Pi j (t ) = f (j ), (A.6)

for all t > 0.
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Theorem A.3. If a MC X is positive recurrent and aperiodic, it is called ergodic. In this case,

its stationary distribution is the only distribution satisfying (A.6) and moreover

(i) limt→∞Pi j (t ) = f (j ), for all i , j ;

(ii) If E f [|g (X)|]<∞, then

g N =
1

N

N
∑

t=1

g (X(t ))
a .e .−→ E f [g (X)] =

∑

i

g (i ) f (i ). (A.7)

The first part of Theorem A.3 says that the stationary distribution is a limiting distribu-

tion of the chain. Thus if the chain goes on for enough time, its values will be distributed

according to f , regardless of the initial value x(0). The second part of the theorem, known as

the Ergodic Theorem, is similar (but not identical, since values are not independent) to the

law of large numbers for the case of ergodic chains. It states that the expectation E f [g (X)]

of the function g (X) w.r.t. the stationary distribution f can be almost surely approximated

by sample means (also called ergodic means) g N , with increasing precision as the size of the

sample, N , grows. It rests to show how to obtain a MC that has a given distribution f (x) as a

limiting distribution.

A.3.1 MCMC: Metropolis-Hastings and Gibbs sampling

Monte Carlo (MC) methods are statistical methods used to simulate stochastic systems and

processes whose behaviour can be described by probability distributions. The principle

consists in drawing samples from the p.d.f. describing the modelled system, and then in-

ferring desired properties by averaging over (functions of) the samples, usually producing

results within error bounds which can be estimated as a function of the sample size. The

term was coined by N.C. Metropolis in allusion to the similarities between stochastic simu-

lation and games of chance, like those found on the casinos for which the capital of Monaco

is famous.

Statistical inference, in particular Bayesian inference, represents a common field of ap-

plication of Monte Carlo methods. To give an example, consider the problem of MAP pa-

rameter estimation in which we want to find the values of the parameters θ maximising

p (θ |x) =
p (x|θ)p (θ)

∫

p (x|θ ′)p (θ ′)dθ ′
∝ p (x|θ)p (θ) = p (x,θ),

where x denotes the observed data. The problem can be approximately solved by sampling

from the joint p.d.f. p (x,θ) restricting x to the actually observed values. The rationale is that
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if you sample from a p.d.f. f (x), then the most likely value obtained is precisely the mode

x∗ = argmax f (x). Of course, you may not obtain the mode of the distribution, but anyway

the sampled value is still expected to have relative high value of f (x), and therefore to be a

reasonable approximation for x∗.

Whereas specific methods exist for sampling from standard p.d.f’s, such as uniform or

normal distributions, it is desirable to dispose of a general framework for the problem of

sampling from arbitrary high-dimensional distributions. Markov Chain (MC) theory pro-

vides such a framework through the construction of processes which generate sequences

of values whose distribution converges to the target distribution one wants to sample from.

Markov Chain Monte Carlo (MCMC) refers to methods which apply Monte Carlo techniques

based on random sampling employing Markov Chains.

The Metropolis-Hastings sampling procedure is a simple algorithm used to simulate a

Markov chain that generates samples from a target distribution f (x). The procedure (Al-

gorithm A.13) is based on a particular case of the acceptation-rejection method. Each it-

eration t of the algorithm consists of sampling a candidate value y from an auxiliary pro-

posal distribution q (y|x(t )) and then, either accepting y as the value of X(t+1) with probability

α(x(t ), y) =min
n

1, f (y)q (x(t )|y)
f (x(t ))q (y|x(t ))

o

, or rejecting it with probability 1−α(x(t ), y). In the latter case,

the chain does not move, that is, X(t+1) =X(t ).

Algorithm Metropolis-Hastings
Input A target distribution f (x)

A proposal distribution q (y|x)
The sample size S

Output A random sample {x(1), . . . , x(S)}
1 Initialise X(0) arbitrarily
2 repeat for t = 0, 1, 2, . . .
3 Sample y from q (y|x(t ))

4 Set X(t+1)←







y, with probability α(x(t ), y) =min
n

1, f (y)q (x(t )|y)
f (x(t ))q (y|x(t ))

o

x(t ), with probability 1−α(x(t ), y)

5 until t >S
6 return {x(1), . . . , x(S)}

Algorithm A.13 The Metropolis-Hastings sampling algorithm.

A remarkable property of the Metropolis-Hastings method is that it is guaranteed to con-

verge to the stationary distribution f (x) irrespective to the choice of the proposal distribu-

tion q (y|x). Nevertheless a wise choice is still desirable since it directly affects the rate of
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convergence. Poor choices of q will typically lead to longer burn-in times and slow mixing.

The first problem means that the chain will take long to converge to the desired distribu-

tion. The second problem implies that, after the target distribution has been reached, i.e.,

X(m ) ∼ f for some m , the chain will move slowly through the support of f and, therefore,

many samples will be required to yield a good approximations for E f [g (X )] as in (A.7).

A commonly used strategy for sampling N -dimensional vectors is sampling one com-

ponent at a time. In this case, for each component i = 1, . . . , N , we have a proposal dis-

tribution qi (x i |x¬i ) which depends on the values assumed by the components of the vec-

tor x¬i = (x1, . . . ,x i−1,x i+1, . . . ,xN ). More precisely, a candidate yi for X (t+1)
i is sampled from

q (yi |x (t )i , x(t )¬i ) and accepted according to

α((x (t )i , x(t )¬i ), yi ) =min

(

1,
f (yi |x(t )¬i )qi (x

(t )
i |yi , x(t )¬i )

f (x (t )i |x
(t )
¬i )qi (yi |x (t )i , x(t )¬i )

)

, (A.8)

where x(t )¬i = (x
(t+1)
1 , . . . ,x (t+1)

i−1 ,x (t )i+1, . . . ,x (t )N ) denotes the vector constituted by the current val-

ues of all the components of the vector except i , including the values obtained in the pre-

vious steps of the current iteration, and f (x i |x¬i ) =
f (x)

∫

Xi
f (x i ,x¬i )d x i

denotes the full conditional

distribution of the component x i given all the other components. If, in particular, we choose

qi (x i |x¬i ) = f (x i |x¬i ), for all i , then α((x (t )i , x(t )¬i ), yi ) ≡ 1, that is, there is no rejection. This is

the so-called Gibbs Sampling procedure, illustrated in Algorithm A.14.

Algorithm Gibbs Sampler
Input A target distribution f (x1, . . . ,xN )with known full conditionals f (x i |x¬i )

The sample size S
Output A random sample {x(1), . . . , x(S)}

1 Initialise X(0)← (x (0)1 , . . . ,x (0)N ) arbitrarily
2 repeat for t = 0, 1, 2, . . .
3 X (t+1)

1 ← x1 ∼ f (x1|x (t )2 , . . . ,x (t )N )
4 X (t+1)

2 ← x2 ∼ f (x2|x (t+1)
1 ,x (t )3 , . . . ,x (t )N )

5 X (t+1)
3 ← x3 ∼ f (x3|x (t+1)

1 ,x (t+1)
2 ,x (t )4 , . . . ,x (t )N )

6
...

7 X (t+1)
N ← xN ∼ f (xN |x (t+1)

1 , . . . ,x (t+1)
N−1 )

8 until t >S
9 return {x1, . . . , xS}

Algorithm A.14 The Gibbs sampler algorithm. X ← x ∼ f (x ) reads ‘Set X to x , sampled from f (x ).’
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A.3.2 Continuous-time Markov chains

Definition A.3 (Continuous-time Markov chain). A continuous-time Markov chain (CTMC)

is a stochastic process {X(t ), t ≥ 0} satisfying the Markov property, that is, for all s , t ≥ 0

P[X(s + t ) = j |X(s ) = i , X(u ) = x(u ), 0≤ u < s ] = P[X(s + t ) = j |X(s ) = i ]. (A.9)

Moreover, a CTMC is said to be stationary, or time-homogeneous, if, for all s , t ≥ 0,

P[X(s + t ) = j |X(s ) = i ] = P[X(t ) = j |X(0) = i ], (A.10)

that is, the probability that the chain will be in a given state in the future depends only of the

current state and the time interval until this future time, regardless of the present time.

If Si denotes the time during which the chain remains at state i , before moving to an-

other state, then the Markov property implies that

P[Si > s + t |Si > s ] = P[Si > t ],

that is, the probability that the chain stays at given state for some more time depends only

on the amount of additional time, regardless of how long it has been in that state. This

memoryless property implies that Si must be exponentially distributed with rate parameter,

say λi . If we denote by Pi j , for i 6= j , the probability of making a transition into state j when

the chain leaves state i , then qi j
def= λi Pi j represents the rate at which the chain makes a

transition into state j , when in state i , or the transition rate from i to j . From
∑

j 6=i Pi j = 1, it

follows that λi =
∑

j 6=i qi j .

Usually, transition rates suffice to characterise a stationary CTMC, but often we are in-

terested in calculating, for each pair of states i , j and time t ≥ 0, the transition probability

Pi j (t ) for the chain to be at state j after time t , given that it is initially at state i , i.e.,

Pi j (t ) = P[X(t ) = j |X(0) = i ].

To this end, first we note that

Pi j (t +h) =
∑

k

Pi k (h)Pk j (t ).



142 APPENDIX A MATHEMATICAL BACKGROUND

Hence

Pi j (t +h)−Pi j (t ) =
∑

k 6=i

Pi k (h)Pk j (t )− [1−Pi i (h)]Pi j (t ).

Dividing both sides by h and taking the limits, we have

lim
h→0

Pi j (t +h)−Pi j (t )
h

=
∑

k 6=i

lim
h→0

Pi k (h)
h

Pk j (t )− lim
h→0

[1−Pi i (h)]
h

Pi j (t ),

where the interchange of limit and sum must be proved. Now, using the identities limh→0{Pi k (h)/h}=
qi j , for k 6= i , and limh→0{[1−Pi i (h)]/h}=λi (which also need to be proved), we arrive at the

so-called Kolmogorov’s backward equations

P ′i j (t ) =
∑

k 6=i

qi k Pk j (t )−λi Pi j (t ). (A.11)

Similarly, we also have the Kolmogorov’s forward equations

P ′i j (t ) =
∑

k 6=j

qk j Pi k (t )−λj Pi j (t ). (A.12)

Defining

ri j
def=







qi j , if i 6= j

−λi , if i = j ,

equations (A.11) and (A.12) can be rewritten as P ′i j (t ) =
∑

k ri k Pk j (t ) and P ′i j (t ) =
∑

k 6=j rk j Pi k (t )

respectively or, in matricial form, P′ = RP and P′ = PR, respectively, where P′ = P′(t ) =

(P ′i j (t )), P = P(t ) = (Pi j (t )) is the (time-dependent) transition probability matrix, and R =

(ri j ) is the transition rate matrix of the chain.

A.4 Hidden Markov models

A Hidden Markov model (HMM) is a probabilistic generative model for strings of symbols.

It can be thought of as some sort of probabilistic automaton, that is, a non-deterministic

finite-state machine that generate strings according to a certain distribution. It starts at a

certain state (chosen according to some probability) and then moves through states follow-

ing state-transition probabilities, eventually halting at a given state also according to some

probability. At each state entered along the way, the HMM generates a symbol according to
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state-specific symbol-emission probabilities. More formally:

Definition A.4 (HMM). A Hidden Markov model (HMM) is a triple M = (A,Q,θ)where

• A= {a 1, . . . , a A} is a finite set of character symbols, or alphabet;

• Q= {q1, . . . ,qQ} is a finite set of states capable of emitting symbols in A;

• θ = (τ,ε) is a parameter set composed of

– τ = (τi j )i ,j∈Q is a stochastic matrix representing the transition probabilities be-

tween states, more specifically, τi j denotes the probability of moving from state

i to state j ;

– ε = (εi j )i∈Q; j∈A correspond to the character emission probabilities, i.e., εi j de-

notes the probability of emitting character j while in state i .

The probability for a string x = x1 · · ·xW to be generated by the HMM M = (A,Q,θ) is

given by

P(x= x1 · · ·xW |M ) =
∑

p∈QW

P(x|p, M ),

where p represents a path of length W , that is, a sequence of W states traversed by the HMM

while generating the string. For each path p = p1 · · ·pW (p i ∈ Q for i = 1, . . . , W ), P(x|p, M ),

the probability of generating x going through p, is given by

P(x|p, M ) =τp0p1

W
∏

i=1

εp i x iτp i p i+1 ,

where p0 = BEGIN and pW+1 = END are two conveniently defined special states s.t. τBEGIN,p

and τp ,END represent, respectively, the probability of starting and stopping the path at p .

The string generated by a HMM is, in fact, a probabilistic observation of the Markov

chain corresponding to the traversed sequence of states (the path) which is unobserved (or

hidden, hence the name). We define the optimal generating path of x, p∗ = p∗(x), as the most

likely path giving rise to x, i.e.,

p∗ = argmax
p

P(x|p, M ).

Due to the ‘Markovian’ characteristic of the model, p∗ can be calculated by dynamic pro-

gramming. Denoting by pq (i ) the probability of the most likely path ending at state q for

the prefix x1 · · ·x i , we can calculate the probability of the optimal generating path—and the

path itself as a byproduct—through the Algorithm A.15
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Algorithm Viterbi
Input M = (A,Q,θ)

x= x1 · · ·xW

Output The optimal path probability
1 Initialise pBEGIN(0)← 1; pq (0)← 1,∀q 6=BEGIN
2 for each i = 0, . . . , W −1, and q ∈Q do
3 pq (i +1)← εqx i+1 ·maxq ′∈Q{pq ′(i ) ·τq ′q}
4 return maxq ′∈Q{pq ′(W ) ·τq ′END}

Algorithm A.15 The Viterbi algorithm for calculating optimal generating paths. Shown is the com-
putation of the optimal path probability. The path itself can be trivially reconstructed by keeping
track of the states maximising the expression inside the loop.

Given a data set of strings x = (x1, . . . , xN ), we can try to obtain ML estimates for the

parameters (τ,ε) by EM using the so-called Baum-Welch algorithm. The idea is to itera-

tively estimate, from observed data and current paramater values, the number of transitions

q → q ′ for each pair of states (q ,q ′), which we denote by Tqq ′ , as well as for the number of

times symbol a is emitted at state q for all state-symbol pairs (q , a ), which we denote by Eqa ,

considering all possible paths, and then use these statistics to update the parameters.

Algorithm Baum-Welch
Input x= (x1, . . . , xN )
Output ML estimates for (τ,ε)

1 Initialise (τ(0),ε(0)) arbitrarily
2 repeat for t = 0, 1, 2, . . .
3 E-STEP:
4 for each q ,q ′ ∈Q; a ∈A do
5 Tqq ′←

∑N
i=1

∑|xi |−1
j=1 P(p j =q , p j+1 =q ′|xi ,τ(t ),ε(t ))

6 Eqa ←
∑N

i=1

∑|xi |
j=1

x i j=a
P(p j =q |xi ,τ(t ),ε(t ))

7 M-STEP:
8 for each q ,q ′ ∈Q; a ∈A do
9 τ(t+1)

qq ′ ← Tqq ′/
∑

q ′′∈Q Tqq ′′

10 ε(t+1)
qa ← Eqa/

∑

a ′∈A Eqa ′

11 until convergence
12 return (τ(t+1),ε(t+1))

Algorithm A.16 The Baum-Welch algorithm for obtaining ML estimates for the parameters of a
HMM. E-STEP count estimates Tqq ′ and Eqa can be efficiently computed by dynamic programming
exploring ideas similar to those of the Viterbi Algorithm (see Durbin et al., 1998, Chap. 3).
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A.5 Bayesian networks

A Bayesian network (BN) (Pearl, 1988) is a graphical representation of a multivariate joint

probability distribution of a set of r.v’s X1, . . . , XN , hence an example of a probabilistic graph-

ical model.2 It consists of a directed acyclic graph (DAG) and a set of associated condi-

tional probability distributions (c.p.d’s). The nodes of a Bayesian network represent the r.v’s,

while arcs encode the dependencies between them. More precisely, if a node X i has parents

Par(X i ), then we associate with this node the c.p.d.

P(X i |Par(X i )),

which defines a distribution over the values of X i for every possible valuation of Par(X i ).

Root nodes, i.e., nodes without parents, are associated with prior probabilities P(X i ). Fig-

ure A.1 shows an example of a simple Bayesian network.

Bayesian networks entail a strong assumption about conditional independence between

represented r.v’s: any node X i is conditionally independent from its non-descendant nodes

given its parents, that is,

P(X i |Par(X i ), Y) = P(X i |Par(X i )),

for any other subset of predecessors Y of X i . This assumption has very interesting implica-

tions on the structure of the overall joint p.d.f. Using the Bayes’ rule, we have that the joint

p.d.f. of X1, . . . , XN is given by

P(X1, . . . , XN ) = P(XN |X1, . . . , XN−1) ·P(X1, . . . , XN−1)

= P(XN |X1, . . . , XN−1) ·P(XN−1|X1, . . . , XN−2) ·P(X1, . . . , XN−2)

= P(XN |X1, . . . , XN−1) ·P(XN−1|X1, . . . , XN−2) ·P(XN−2|X1, . . . , XN−3) · · ·P(X1)

=
N
∏

i=1

P(X i |X1, . . . , X i−1).

Now, since the underlying graph is acyclic, we can assume, w.l.o.g., that the nodes X1, . . . , XN

are topologically sorted. This implies that Par(X i )⊂ {X1, . . . , X i−1}, for every i = 1, . . . , N , and

therefore the joint p.d.f. becomes

P(X1, . . . , XN ) =
N
∏

i=1

P(X i |Par(X i )). (A.13)

2An HMM (Section A.4) is also an example of a probabilistic graphical model.
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Figure A.1 Example of a Bayesian network. The network models a prosaic scenario which credits the
fact of the grass being wet to two possible causes, namely, the occurrence of rain, and/or the func-
tioning of a water sprinkler. Each of these two events, on their turn, are influenced by the presence
or not of clouds in the sky. These facts are represented by four binary r.v’s, Cloudy (C ), Sprinkler
(S), Rain (R), and WetGrass (W ), which correspond to nodes in the DAG. Arcs indicate direct causal
relationships, which are quantified in the conditional probabilities tables shown next to each node.
For example, the model says that, if the sky is cloudy, then there is an 80% chance that it is going
to rain, i.e., P(R = True|C = True) = P(R |C ) = 0.8. Thus the chances of not raining given that the
sky is cloudy are of 20% only, i.e., P(¬R |C ) = 1−P(R |C ) = 0.2 (Notice, however, that not necessarily
P(X |Y ) +P(X |¬Y ) = 1). The model also tells that, on any given day, there are equal chances that the
sky will be cloudy or sunny, P(C ) = P(¬C ) = 0.5, and that if it rained and the sprinkler was on, it
is almost certain that the grass will be wet, P(W |S, R) = 0.99. Other similar conclusions are drawn
accordingly. (Source: Russell and Norvig, 1995, Fig. 15.9)

Equation (A.13) tells that the global joint p.d.f. can be computed simply as the product

of local c.p.d’s. Any partial joint p.d.f. can be computed from the global one as a marginal

p.d.f., i.e., if i is any subset of indexes, then

P(Xi) =

∫

X¬i

P(Xi, x¬i)d x¬i,

where ¬i = {1, . . . , N } \ i, and X¬i denotes the sample space of X¬i. For example, using the

network of Figure A.1, if we want to compute the probability of the grass being dry and the
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sky, cloudy, we put

P(C ,¬W ) =
∑

(s ,r )∈{S,¬S}×{R ,¬R}

P(C , s , r,¬W )

=
∑

(s ,r )∈{S,¬S}×{R ,¬R}

P(C )P(s |C )P(r |C )P(¬W |s , r )

= P(C )P(S|C )P(R |C )P(¬W |S, R)+P(C )P(S|C )P(¬R |C )P(¬W |S,¬R)

+P(C )P(¬S|C )P(R |C )P(¬W |¬S, R)+P(C )P(¬S|C )P(¬R |C )P(¬W |¬S,¬R)

= (0.5×0.1×0.8×0.01)+ (0.5×0.1×0.2×0.1)

+ (0.5×0.9×0.8×0.1)+ (0.5×0.9×0.2×1.0)

= 0.1274.

Given a system we want to model as a Bayesian network, we must first choose which

of its attributes to consider and represent each of them as an appropriate random variable.

Next, we must model the dependencies between these attributes, that is, we must specify

the edges of the graph and the local c.p.d’s. Modelling the connections of the graph corre-

sponds to determining, for each attribute of the system, which other attributes exert direct

influence on it. Sometimes, this task can be performed by hand to reflect the knowledge

(or beliefs) of the network designer about the properties of the modelled system. Speci-

fying a local c.p.d. is a two parts job: first, we must determine the type of the p.d.f. This

choice depends on the type of the implied r.v’s (discrete, continuous), and on the actual

conditional behaviour, which must be reflected in the shape of the p.d.f. Second, we must

set the actual values for the parameters of the local conditional distributions. Specifying a

Bayesian network is a non-trivial problem that, in most practical cases, is not carried out

manually. Instead, the network is often learnt automatically from observed data. Learn-

ing a Bayesian network, in general, involves learning both the structure and the parameters

simultaneously. This usually accounts to performing a search over the space of valid struc-

tures and possible parametrisations to find the one which maximises some goodness-of-fit

score function of the data (very often proportional to the posterior probability of the net-

work given the data). Unfortunately, learning Bayesian networks is a NP-complete problem

(Chickering, 1996), and so the available methods are based on heuristics (like greedy local

search(Friedman et al., 1999) or EM (Friedman, 1998)) which can only guarantee suboptimal

results.
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A.6 Probabilistic relational models

Very often we are faced with situations in which we have several objects of the same type,

with the same kind of properties and relations with other objects of the same/or different

types. Probabilistic Relational Models (PRM) are extensions of Bayesian networks that allow

for the definition of relationships between objects at the class level, instead of at the instance

level, thus considerably reducing the number of parameters of the model.

Definition A.5.

• A class C is a representation of a set of objects of the same kind. The set of all objects

of class C is denoted by O(C ).

• An attribute A of a class C , denoted C .A, is a descriptive property common to all ob-

jects of that class. The set of all attributes of C is denoted by A(C ).

• If {C1, . . . ,CN } is a set of classes, then a relation R(C1, . . . ,CN ) is a subset of O(C1)×· · ·×
O(CN ). Relation R is said to hold between o1, . . . ,oN whenever (o1, . . . ,oN ) ∈ R . We can

project R onto its components C i ,C j to obtain a binary relation ρ(C i ,C j ). In this case,

we say that ρ is a reference slot of C i . For a given x ∈O(C i ), x .ρ ‘points to’ the objects

y ∈ O(C j ) s.t. ρ(x , y ) holds. A reference slot is thus a special kind of typed attribute

that specifies a relation between objects of two classes. Moreover, if C1, . . . ,CN ,CN+1

are classes with slots C1.ρ1, . . . ,CN .ρN s.t. the type of C i .ρi is C i+1, then ρ1.ρ2. · · · .ρN

constitutes a slot chain that indirectly ‘connects’ class C1 to CN .

• A relational schema is a specification of a set of classes, their attributes and slots.

• An instance I of a schema is a valuation of that schema, comprising

– The set of objects of each class C , I(C )⊂O(C );

– The values of each attribute A of each object c , c .A;

– The values of each reference slot ρ of each object c , c .ρ.

Notice that, on defining values for the reference slots, the instance establishes the re-

lations that hold between objects in I(C ).

• A skeleton of a schema is a partial instantiation of that schema, comprising only the

set of objects of each class and the values of each reference slot. The values of the

attributes are left unspecified.3

3Strictly speaking, the ‘fixed’ attributes, whose values are constant and not subject to the influence of other
attributes, can be specified. The variable, or ‘probabilistic’ attributes, however, are left undefined.



A.6 PROBABILISTIC RELATIONAL MODELS 149

• The dependency structure of a schema specifies how each attribute A of each class C

depends on a (possibly empty) set of parent attributes Par(C .A). Parents can be of two

kinds:

– Other attributes B of class C , C .B ;

– Attributes of related objects, C .ρ .B , where ρ is a slot chain.

Par(C .A) defines only a set of ‘formal’ parents, since the actual parents of an attribute

are not known before instantiation, when the values of the slots are defined.

• Finally, a probabilistic relational model (PRM) is composed of

– A relational schema;

– A dependency structure;

– A set of (class-level) c.p.d’s P[C .A |Par(C .A)].

Figure A.2(a) shows an example of a PRM schema for a hypothetical performance evalu-

ation scenario in which machines of different types are tested in different conditions to give

performance indicators. We have three classes: Machine, Condition, and Test, indicated

in the picture by the rectangles. Class Machine has one integer-valued attribute machine-

Type; class Condition similarly has one integer attribute conditionType; and class Test has

one real-valued attribute performance. Attributes are represented by ovals. Class Test rep-

resents a many-to-many relationship between Machine and Condition, so that it possesses

two reference slots, one to each of those classes, represented in the picture by the dotted

lines. The dependency structure is indicated by the solid arrows connecting the attributes.

In our case, we assume that the performance level is directly influenced by the types of both

condition and machine. More specifically, we assume that Test.performance is normally dis-

tributed with mean µ and standard deviation σ, and that these values are determined by

Machine.machineType and Condition.conditionType. Figure A.2(b) shows an example of an

instantiation of this schema, with four tests performed over two conditions and three ma-

chines. The dotted lines indicate the values of the slots and hence specify a relational con-

text. For instance, we see that test 4 was performed with machine 3 under condition 1,

yielding a performance level of 0.47.

A PRM defines a probability distribution over all possible completions of a skeleton.

More precisely, let R = (Σ,S,θS) be a PRM where Σ corresponds to a relational schema, S de-

notes a dependency structure, and θS the overall set of parameters of the local conditional

distributions induced by S, and let also σ be a skeleton of Σ. We define a ground Bayesian

network as follows:
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(a) (b)

Figure A.2 Example of a PRM for a performance evaluation scenario: (a) PRM schema and depen-
dency structure. (b) One possible instantiation of this schema. A skeleton is obtained if we let the
values of the attributes unspecified.

• For each attribute c .A of every object c in the skeleton, there is a corresponding node

in the network.

• Every node c .A depends on its parents Par(c .A) as defined by S and the slots in σ. We

remind that Par(c .A) can contain elements of the form c .B or c .ρ .B , where ρ is a chain

of slots whose values are all defined in the skeleton.

• To each node c .A s.t. c ∈ σ(C ) (the set of all objects of class C in the skeleton), we

attach the c.p.d. P(C .A |Par(C .A)). Notice that, this way, all nodes corresponding to

a same attribute (albeit in distinct objects) will share the same c.p.d., with the same

parameters.

For an example, see Figure A.3, which shows the ground Bayesian network for the skeleton

of Figure A.2(b). Now, if this ground Bayesian network is acyclic, then it defines a coher-

ent probabilistic model and, moreover, it defines the semantic of the PRM. Denoting by I a

complete instantiation consistent withσ, we have

P(I|σ,S,θS) =
∏

C

∏

A∈A(C )

∏

c∈σ(C )

P(I(c .A)|I(Par(c .A)),θS), (A.14)

where I(c .A) denotes the value of the attribute A of object c in I and, similarly, I(Par(c .A))

denotes the values of the attributes Par(c .A) in that instantiation.

The use of a Bayesian network to define the semantics of a PRM renders subtle the dis-

tinction between these two models. It is thus worth remarking the slight, yet important

differences. First, notice that, from the modelling standpoint, the PRM defines the relation-

ships at the class level, that is, relationships that shall be respected by all individuals of a
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Figure A.3 Ground Bayesian network for the skeleton of Figure A.2(b).

class. Second, the structure of a BN is rigid, whereas a PRM defines only a skeleton, with the

actual parents of the nodes being allowed to vary according to the relational contexts (i.e.,

the instantiations). Lastly, and perhaps more importantly from the computational point

of view, the local probability model of nodes corresponding to a same attribute, as already

mentioned, are identical, with the same parameters shared by all of them.
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Transcription, 8

Transcription factor binding site, TFBS, 11

Transcription factor, TF, 11
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Transcription module, 58

Transcription start site, TSS, 9

Transcriptional regulation metamodule, TRMM,

23, 24

Transcriptional regulation module, TRM, 22

Transcriptional regulation network, TRN, 2,

19

Transfac database, 69

Transfer RNA, tRNA, 10

Transient Markov chain, 131

Transition kernel, 131

Transition probability, 135

Transition probability matrix, 136

Transition rate, 135

Transition rate matrix, 136

Translation, 8

Tree of life, 15

Trie, 72

Type I error, 127

Type II error, 127

Upstream, 9

Vertical gene transfer, 111

Watson–Crick base pairs, bp, 6






