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Abstract 

Traffic analysis and identification in IP networks is still something very dependent 

on human interaction and expertise. The understanding of the composition and dynamics 

of Internet traffic are still essential in IP network management, especially for capacity 

planning, traffic engineering, fault diagnosis, anomaly detection and service performance 

profiling. 

The change in predominant application in the last years, first from Web to Peer-to-

Peer file sharing and now from Peer-to-Peer to video streaming requires a special attention 

from network administrators, but has not been thoroughly predicted by management tools. 

Still nowadays, in practice, network operators only detect video streaming by IP address 

detection of known video streaming servers. But new applications, such as Joost, Babelgum 

and TVU, are offering a type of peer-to-peer video streaming service wherein the IP 

address identification of the service is not feasible. Some networks block applications based 

on IP addresses and/or well-known port numbers, two already unreliable methods for 

application determination. This is an incentive to a “cat-and-mouse” game between 

application developers that try to create applications that exchange traffic even on hostile 

networks using evasion techniques and networks that consider some applications harmful 

for their business or objectives and try to block them. 

Therefore, identifying the applications that compose user traffic independently of 

network configuration is valuable for network operators. It allows a more effective 

prediction of user traffic demands; the offering of added-value services based on client 

demand for other services; the application-based billing; and in the case of online 

identification, it also allows application-based Quality of Service (QoS), traffic shaping and 

traffic filtering (firewall). 

In the last years, some inference-based techniques have been proposed as 

alternative non-port-based traffic identification. However, none of them is able to achieve 

high accuracy in the identification of a range of different applications simultaneously using 

real traffic. Therefore, the combination of techniques seems to be a reasonable approach 

for dealing with the shortcomings of each technique and the periodic reconfiguration of 

combination parameters may prove an interesting idea for coping with the natural 

evolution of applications and the evasion approaches used by the applications that generate 

a high volume of unwanted traffic. 
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This work offers a thorough understanding of the shortcomings of traffic 

identification and provides practical contributions to the field. After a careful study on the 

performance of the most relevant traffic identification algorithms in four different 

networks, this thesis enlists some recommendations for the utilization of traffic 

identification algorithms. Also, to achieve this goal, some pre-requisites for a proper traffic 

identification environment are detailed. Furthermore, novel methods are proposed for 

improving present algorithms’ performance through the combination of results, without 

any restriction on the types of identification algorithms utilized. These methods are 

evaluated with a case study using the same different networks. 

Keywords: Computer networks, traffic identification, machine learning 
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Resumo 

 

A análise e identificação de tráfego em redes IP ainda é algo muito dependente da 

interação e expertise humana. A compreensão da composição e dinâmica do tráfego 

Internet são essenciais para o gerenciamento de redes IP, especialmente para planejamento 

de capacidade, engenharia de tráfego, diagnóstico de falhas, detecção de anomalias e 

caracterização do desempenho de serviços. 

A grande mudança nas aplicações predominantes nos últimos anos, de Web para 

compartilhamento de arquivos Peer-to-Peer e atualmente de Peer-to-Peer para streaming de vídeo 

requer uma atenção especial dos administradores de redes, mas não foi completamente 

prevista por ferramentas de gerência. Ainda hoje, na prática, operadores de rede somente 

detectam streaming de vídeo baseado no endereço IP de servidores de streaming de vídeo 

conhecidos. Mas novas aplicações, como Joost, Babelgum and TVU, estão oferecendo um 

tipo de serviço de streaming de vídeo peer-to-peer em que não é factível fazer a identificação 

por endereço IP. Algumas redes bloqueiam o acesso a aplicações baseado no endereço IP 

ou no número de portas bem conhecidas, dois métodos já considerados inviáveis para a 

identificação de aplicação. Isto é um incentivo a uma briga de “gato e rato” entre os 

desenvolvedores de tais aplicações tentando criar aplicações que trocam tráfego mesmo em 

redes hostis utilizando-se de técnicas de evasão e redes que consideram as algumas 

aplicações prejudiciais ao negócio ou objetivos e tentam bloqueá-las. 

Dessa forma, a identificação das aplicações que compõem o tráfego 

independentemente de configuração de rede é valiosa para operadores de rede. Ela permite 

uma predição mais efetiva das demandas de tráfego de usuário; a oferta de serviços de valor 

agregado baseada na demanda dos clientes por outros serviços; a cobrança baseada em 

aplicação; e no caso de identificação online, também permite Qualidade de Serviço (QoS) 

baseada na aplicação, formatação de tráfego (shaping) e filtragem de tráfego (firewall). 

Nos últimos anos, algumas técnicas baseadas em inferência foram propostas como 

alternativas de identificação de tráfego não-baseadas em portas conhecidas. Entretanto, 

nenhuma se mostrou adequada a alcançar alta eficiência na identificação de vários tipos de 

aplicação ao mesmo tempo, usando tráfego real. Portanto, a combinação de técnicas parece 

ser uma abordagem razoável para lidar com as deficiências de cada técnica e a periódica 

reconfiguração dos parâmetros de combinação pode mostrar-se uma idéia interessante para 
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lidar com a evolução natural das aplicações e as técnicas de evasão usadas pelas aplicações 

que geram grande volume de tráfego indesejado. 

Este trabalho provê um entendimento profundo das deficiências comuns em 

identificação de tráfego e traz algumas contribuições práticas à área. Após um cuidadoso 

estudo de desempenho dos principais algoritmos de identificação de tráfego em quatro 

redes diferentes, esta tese lista várias recomendações para a utilização de algoritmos de 

identificação de tráfego. Para atingir este objetivo, alguns pré-requisitos para a criação de 

um ambiente adequado de identificação de tráfego são detalhados. Além disso, são 

propostos métodos originais para melhorar o desempenho dos algoritmos de identificação 

de tráfego através da combinação de resultados, sem restrições sobre o tipo de algoritmos 

de identificação que podem ser usados. Tais métodos são avaliados em um estudo de caso 

realizado com a utilização dos mesmos cenários de rede. 

Palavras-chave: Redes de computadores, identificação de tráfego, aprendizagem 

de máquina. 
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Chapter 1 – Introduction 

“Limitations live only in our minds. But if we use our imaginations, 

our possibilities become limitless.” 

(Jamie Paolinetti) 

 

 

Characterization of Internet traffic has become over the past few years one of the 

major challenging issues in telecommunication networks [2]. It requires an in-depth 

understanding of the composition and the dynamics of Internet traffic, which is essential in 

management and supervision of the ISP’s network. Furthermore, the increased capacity 

and availability provided by broadband connections has led to a more complex user 

behavior and in network-hungry applications being used more often by users, which was 

not common in dial-up networks. 

In general, characterization of Internet traffic plays a key role in capacity planning 

for the infrastructure needed to match user demand and in proposing new management 

policies and even personalized pricing structures. There have been some recent efforts on 

measuring and analyzing Internet traffic [66]. Most of them point out that currently the 

predominant type of traffic is produced by Peer-to-Peer (P2P) file sharing applications, 

which can be responsible for up to 80% of the total traffic volume. In the latest analyses 

[62], video sharing traffic has greatly increased usage in the Internet recently, surpassing 

P2P in some networks. 

However, those previous investigations suffer from known limitations, such as lack 

of scalability (e.g. in packet-based analysis), loss of information due to traffic 

summarizations (e.g. in MIB/SNMP byte count analysis), failure to correctly 

identify/classify3 the application (e.g., when relying only on protocol types and port 

numbers), usage of unreal traffic (e.g., use of synthetic traffic or very small, statistically 

irrelevant traces), filtered traffic (e.g., use of “sanitized traces” [64], where an unmeasured 

part of the traffic was ignored for the analyses), non-dependable reference (use of a 

trustable identification method for evaluating the identification of the proposed method) 

and usage of few metrics (ignoring metrics that are necessary for qualifying the technique). 
                                                
3 Identification and discovery are about recognition (e.g., identify a certain flow as HTTP, discover that a flow is 

HTTP), while classification is about selection (e.g., this flow was selected as a member of the HTTP class). 

Despite this subtle difference, these terms will be used interchangeably, as synonyms, throughout this text. 
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1.1. Motivation 

Understanding the composition and the dynamics of Internet traffic is essential for 

network operators in order to offer Quality of Service (QoS), to manage their networks and 

to perform capacity planning [2]. As the Internet continuously grows in size and 

complexity, the need of comprehensive understanding of the underlying network traffic 

becomes evident. There are several benefits of having an in-depth knowledge of the 

network traffic, such as network capacity planning, traffic engineering, fault diagnosis, 

application and protocol performance profiling and anomaly detection. However, 

conducting a sound Internet measurement study is a difficult undertaking. Additionally, the 

availability of broadband connections for Internet users is continually growing; particularly 

those based on cable TV and Asymmetric Digital Subscriber Line (ADSL) infrastructure 

and technologies, but also, in a lower rate, for Fiber-to-the-Home (FTTH). Such availability 

has emerged new possibilities for resource usage by users from small organizations and 

home users. 

Since a broadband Internet connection is “always on” as well as has an increased 

quality of service (lower delay and loss rate), these particular users are more inclined to use 

a wider range of services available in the current Internet, such as Voice over IP (VoIP), e-

commerce, Internet banking and P2P systems for resource sharing, particularly audio and 

video files. In other words, the increased capacity and availability has led to a complex 

behavior for a typical user [16], very different from a dial-up user. 

In fact, some recent studies showed that, compared to dial-up users, broadband 

users become involved with different activities, tend to dedicate more time for creating and 

managing on-line content and also for searching information [38]. Therefore, Internet 

Service Providers (ISPs) should pay attention to this more complex behavior. In particular, 

the evolution of traffic composition plays a key role in capacity planning for the 

infrastructure needed for matching users demand and in proposing new management 

policies and personalized pricing structures, especially in the face of the popularization of 

recent wireless access technologies such as WLANs [3], 4G Long Term Evolution4 (LTE) 

cellular systems and fixed and mobile Wi-Max. 

There have been some recent efforts on measuring and analyzing broadband traffic. 

Most of them point out that currently the predominant type of traffic is produced by P2P 

file sharing applications, such as eDonkey and BitTorrent. Depending on the location, hour 

                                                
4 http://gpsobsessed.com/motorola-testing-4g-long-term-evolution-network-in-the-united-kingdom/ 
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or day, the P2P traffic is responsible for 40% to 80% of the total traffic volume [66]. 

However, those previous investigations suffer from known limitations, such as loss of 

information due to traffic summarizations, failure to identify correctly the application, 

usage of unreal traffic, filtered traffic, non-dependable reference and usage of few metrics. 

Moreover, the current trend of moving phone calls from the PSTN to the Internet via P2P 

VoIP applications represents a threat to the current business model of telephony 

companies and its effects have not yet been completely understood. 

The characterization of Internet traffic through the identification of applications 

that generate this traffic is a valuable asset that is still often unused by network operators, 

even though some equipment vendors already have products5 for traffic identification [65]. 

But for many years the academy has been devoted to this subject (some of the most 

relevant identification papers are cited in Section 2.2), creating and implementing new 

approaches for traffic identification. With proper identification of traffic, network 

administrators can perform application-based QoS [49], application-based traffic shaping 

and also offer added-value services based on user demand. 

Considering its uses, traffic identification is very important to a proper network 

management and may reveal some important details about a network that operators are not 

willing to share. Given the high importance in traffic identification and the security 

problems involved in sharing traffic captures [43], network operators are usually very 

careful when allowing traffic measurements by third parties in their networks. 

In the beginning of the Internet, network designers proposed the use of the well-

known ports observed in the packet transport layer header to identify the application that 

generated the traffic [24]. However, in the last decade, many network applications tried to 

avoid identification by simply not respecting the well-known port and this mechanism is no 

longer reliable for traffic identification [27][41]. This new behavior of rogue applications 

became a problem for network administrators to identify the traffic. Therefore, a new 

challenge (and opportunity) in the network management and operation area has been 

presented to researchers in the last years. 

Many different techniques for traffic identification have been proposed in the 

literature, but although some present acceptable results for some applications, none of 

them performs well for all different application traffic types present on the Internet. Thus, 

                                                
5 In general, the industry equipment available is very expensive and is only capable of identifying traffic online 

up to 1Gbps, while the software that presently performs such identifications can only work with well-behaved 

connections, ignoring much of the traffic. 
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two different combination methods that include the advantages of different approaches 

were proposed in the literature [64][72] in order to provide a better level of identification 

(more details in Section 2.2.8). However, both combination experiments failed to show any 

improvement on the previously used algorithms. In order to sort out these problems, this 

thesis performs a thorough understanding of the area, suggests recommendations for better 

identification and proposes novel combination methods to improve the obtained results. 

The methods are validated with case studies performed in four different network 

topologies, which involved the cooperation of two different backbone networks. 

1.2. Objectives 

The main objective of this work is to detail and understand the problem of non-

dependable traffic identification and to propose a solution that is able to correctly identify a 

suitable percentage of traffic that evolves with newer identification algorithms. The specific 

objectives of the thesis will be to: 

• Provide a thorough understanding of the problems involving traffic 

identification (such as proper traffic capture, baseline identification creation 

and training set selection for identification algorithms based on machine 

learning); 

• Provide a comparison of present traffic identification algorithms in various 

network scenarios, with recommendations for the use of traffic 

identification techniques (for instance, the use of clustering for training set 

selection); 

• Provide methods for the generic combination of traffic identification 

techniques to improve the results. At the same time, allowing the inclusion 

of any new identification technique in the methods of combination, without 

restriction on the types of techniques that can be used for clustering. 

1.3. Organization of the Thesis 

This thesis has been structured in order to introduce the concepts involved in 

traffic identification and present an appropriate solution. The remainder of this document 

is organized as follows. 

The second chapter describes the state of the art used in the preparation of this 

thesis, including measurement techniques, identification algorithms and previous 

combination proposals. It explains the basic concepts, examines the most recent literature 
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in the area, explains the problems of each technique and shows that flow measurement is 

gaining preponderance in most recent traffic measurement techniques. 

The third chapter details a case study performed using different traffic identification 

algorithms with real traces and it also summarizes the recommended practices for getting 

most of the algorithms. 

The fourth chapter proposes and details novel methods for combining traffic 

identification results. It also presents a case study performed using real traces and 

identification algorithms to validate the proposal. Furthermore, in order to illustrate, some 

results are detailed. 

The fifth chapter details the conclusions of this work and shows some interesting 

future works to carry on. 

All references used to develop this work are shown in the sixth chapter. 

Finally, the appendices bring a list of abbreviations and acronyms, a glossary of 

terms that are used throughout the text, a detailed explanation of the theory of evidence 

(used in Chapter 4) and presents some algorithms proposed in this thesis (also introduced 

in Chapter 4). 
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Chapter 2 – State of the Art 

“…we are like dwarfs on the shoulders of giants, so that we can see more than they, 

and things at a greater distance, not by virtue of any sharpness of sight on our part, or any 

physical distinction, but because we are carried high and raised up by their giant size.” 

(John of Salisbury, Metalogicon, 1159) 

 

 

Network traffic measurement has recently gained more interest as an important 

network-engineering tool for networks of multiple sizes. The traffic mix flowing through 

most long-haul links and backbones needs to be characterized in order to achieve a 

thorough understanding of its actual composition. Different applications (traditional ones 

such as WEB, malicious others such as worms and viruses or simply hype such as P2P) 

affect the underlying network infrastructure. New business and settlement models may be 

reached between content and transport providers once a clear traffic understanding is 

achieved. As far as broadband residential users and access providers are concerned, 

measuring traffic to and from the customer base is essential for understanding user 

behavior. 

In broader terms, measurement strategies can be seen as an essential tool for 

identifying anomalous behavior (e.g., unexpectedly high traffic volumes, Denial of Service 

attacks, routing problems, unwanted traffic, and so on), for the design and validation of 

new traffic models, for offering highly demanded services, as well as for helping seasonal 

activities such as upgrading network capacity or eventually for usage-based pricing. But 

first, it is very important to differentiate between network measurement and application 

identification: the former is about data gathering and counting, while the latter is the 

recognition of some traffic characteristics (which vary according to the technique being 

used). 

2.1. Traffic Measurement 

Traffic measurements can be divided [19] into active and passive measurements; 

and can also be divided into online and offline strategies. In the case of online 

measurement, the analysis is performed during the capture of data; while in offline 

measurements, a data trace is stored and analyzed later. 
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2.1.1. Active vs. Passive Measurements 

Active measurement is defined as measurement obtained through injected traffic. 

In the case of active monitoring several probe packets are sent continuously across the 

network to infer its properties. Active measurements are mainly used for fault and 

vulnerability detection and network or application performance tests. However, it may not 

be suitable to reveal network characteristics as influenced by users, due to the fact that 

active measurement sends packets independently of user behavior and therefore changes 

the network metrics it is trying to measure in the first place. In addition, network managers 

may also face scalability issues due to the size of the monitored network. In other words, 

active monitoring becomes prohibitive due to the large number of prospective end systems 

that should be tested, as well as the number of experiments that should be conducted in 

order to gain knowledge about the behavior of a given network. For example, actively 

measuring available path bandwidth often involves saturating router buffers along it using 

packet pairs. Most network operators are unwilling to generate extra traffic for active 

measurement especially when knowing that there is a passive counterpart. Therefore, most 

commonly used measurement techniques of Internet traffic fall into the area known as 

passive measurement, i.e., without making use of artificial probing. 

Passive measurement is defined as measurement of existing traffic without injecting 

traffic. Passive techniques are carried out by observing network packets and connections 

(these are also called flows). A flow is defined as a set of packets that share origin and 

destination addresses, origin and destination ports (if applicable to the transport protocol 

utilized), transport protocol and are observed within a time-frame (this is configurable and 

variable among implementations). When using flows as a measurement unit, only traffic 

summaries of the flows are considered. When observing packets, most techniques work by 

capturing packet headers and analyzing them. There is an on-going discussion about some 

legal issues when inspecting packet payload [15][43], e.g. packet payload inspection is 

forbidden in many countries due to privacy law enforcement. On the other hand, flow-

based measurement deals with a summary of unidirectional streams of packets passing 

through a given router. To achieve an in-depth characterization of network traffic, passive 

measurements can be undertaken in both levels, namely packet-based and flow-based 

measurements. Another information source for traffic analysis comes from the use of the 

Management Information Base (MIB) data, available through the Simple Network 

Management Protocol (SNMP), currently implemented on nearly any network device that 

can be managed. It provides coarse-grained, low volume, non-application-specific data. 
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Generally, SNMP is not desirable for collecting meaningful data for traffic analysis, because 

there is no information on packets (except their total number seen at a given interface, 

which can be polled for a low-resolution total volume analysis) or flows, and consequently 

some vital information is lost, such as the endpoint addresses, port numbers, protocol type, 

etc. It is not possible to try and infer the application based on the data provided by SNMP. 

This is only appropriate for total volume measurement and per-interface volume-based 

traffic accounting. 

Passive measurement techniques are particularly suitable for traffic engineering and 

capacity planning because they depict traffic dynamics and distribution. Their main 

limitation however has to do with dealing with massive amounts of data (except for 

SNMP), which is known to scale with link capacity and with the size of the user base. Since 

the main purpose of this work is to deal with traffic identification but not traffic 

management, monitoring, shaping or blocking, only passive measurements are discussed. 

The network interface processor has a huge impact on the quality of the 

measurement and on the possibilities of online classification. Kumar [32] provides a 

discussion on the hardware issues of implementing an online classifier and Shah [56] made 

a detailed explanation of the functioning of network processors, both out of the scope of 

this thesis. 

2.1.2. Packet-Level Passive Measurements 

At a microscopic level, measurements are performed on each packet traveling 

across the measurement point. The information collected can be very fine-grained. 

Examples of relevant collected information are source and destination IP address, source 

and destination port numbers, packet sizes, protocol numbers and specific application data. 

There are several packet capture tools (sniffers) freely available, most of which rely on the 

libpcap library. TCPdump6 is a commonly used tool that allows one to look closer at 

network packets and make some statistical analysis out of the trace files. Ethereal7 [44] or 

Wireshark, as currently known8, adds a user-friendly GUI to tcpdump and includes many 

traffic signatures that can be used for accurate, payload-based application identification. 

SNORT9 is a tool for real-time traffic analysis and packet logging, capable of performing 

                                                
6 http://www.tcpdump.org 

7 http://www.ethereal.com 

8 http://www.wireshark.org 

9 http://www.snort.org 
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content searching/matching and detecting many types of network security attacks. A set of 

other packet-related tools may be found in the Internet10. 

 

Figure 2-1: Packet Measurement Topology 

There are three possible hardware combinations for packet capture. First, one can 

use a cable splitter (the fiber splitter is very common for that) to capture traffic without 

affecting the traffic in any way, since no equipment is added to the path of the packets. On 

a second and similar possibility, a passive equipment is used for port mirroring. In practice, 

the speed of a mirror port may limit the number of monitored ports, which will not 

significantly affect the delay of the packets (Figure 2-1, with a switch). In the third 

possibility, an active equipment is put in the path of the packets, and it can also, optionally, 

act as a firewall or traffic shaper. This equipment will perform traffic capture to a disk or 

perform traffic mirroring for another machine (Figure 2-1, with a router), which may 

alleviate processing usage. In the example shown in Figure 2-1, a machine is directly 

connected to the measurement router (or switch) using port mirroring. This may increase 

packet delay, but the equipment will not change the packet’s contents. Depending on 

which part of the captured data will be stored, some processing may be required in the 

packet capture machine such as converting some fields or hiding certain information for 

privacy concerns. Next, the data may be stored in a local or remote database for scalability 

and proper data management and will be available for traffic management analysis requests. 

The amount of data needed for storing packet traces is usually huge and often has 

prohibitive costs. The efficiency in accessing such databases for analyses is also critical. 

This justifies the use of a very simple file-based data traces or a very complex Database 

                                                
10 http://www.tcpdump.org/related.html 
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Management System (DBMS) for data storage, depending on the need. Another common 

problem of packet capture is that sub-optimal hardware (e.g., the use of a low-end network 

interface and low CPU power) may affect the packets capture integrity at near full 

wirespeed, and contribute to packet loss in the measurement (and also in the network, in 

the case an active equipment with firewall is used). 

2.1.3. Flow-Level Passive Measurements 

At a macroscopic level, measurements are performed on flow basis. In this case, 

aggregation rules are necessary to match packets into flows. Collected data include the 

number of flows per unit of time, flow bitrate, flow size and flow duration. Examples of 

commonly used tools that deal with flows are Cisco’s NetFlow11 [17] (the de facto 

standard) and Juniper’s JFlow12. 

Table 2-1: NetFlow v5 Export Packet Header Format 

Field Description Bytes 

Version NetFlow Version (=5) 2 

Count Number of flow records in this packet 2 

System Up Time Value of router SysUpTime when packet was sent 

(milliseconds). Measures time since last boot 

4 

Epoch Seconds Number of seconds between the epoch (01/January/1970) 

and the time the packet was sent 

4 

Nanoseconds Residual nanoseconds after the epoch second 4 

Flows Seen Number of flows since router began emitting flows records 4 

Engine Type User-configurable 1 

Engine ID User-configurable 1 

Sampling Info Flow Sampling rate denominator (value of N in 1/N, where 

1/N is the sampling rate) 

2 

 

Cisco was the first to come up with and implement a flow-level capture solution. 

NetFlow provides a set of services for IP applications, including network traffic 

accounting, usage-based network billing, network planning, security control, Denial of 

                                                
11 http://www.cisco.com/warp/public/732/netflow/ 
12 http://www.juniper.net/techpubs/software/erx/junose80/swconfig-ip-services/html/ip-jflow-stats-

config2.html 
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Service (DoS) monitoring capabilities, and network monitoring. It is currently seen as the 

most important technology for measuring and exporting traffic flows13. 

Cisco released 6 versions of NetFlow: versions 1, 5, 7, 8, 9 and 10 (also called 

IPFIX) [50]. Beginning in version 9, NetFlows’ format is configurable and adaptable. 

Today, however, the most widely used version of NetFlow is version 514. 

Table 2-2: NetFlow v5 Export Packet Flow Record Format 

Field Description Bytes 

Source IP Flow Source IP Address 4 

Destination IP Flow Destination IP Address 4 

Next Hop IP The IP address of the next router in the flows’ path 4 

Inbound Interface ID SNMP index of the flows’ incoming interface 2 

Outbound Interface ID SNMP index of the flows’ outgoing interface 2 

Packet Count Number of packets seen in the flow 4 

Byte Count Number of bytes seen in the flow 4 

Start Time Value (milis.) of SysUpTime when first packet was seen 4 

End Time Value (milis.) of SysUpTime when last packet was seen 4 

Source Port Source TCP or UDP port 2 

Destination Port Destination TCP or UDP port 2 

Pad Byte Ignored byte 1 

TCP Flags All TCP flags’ bits ever used in the flow 1 

Layer 4 Protocol Transport protocol (e.g.: TCP, UDP, ICMP) 1 

Type of Service Type of Service field of the IP header used in the flow 1 

Source AS ID Origin Autonomous System (network/backbone) 

identification number 

2 

Destination AS ID Destination Autonomous System (network/backbone) 

identification number 

2 

Source Mask Bits Number of bits in source network mask 1 

Destination Mask Bits Number of bits in destination network mask 1 

Pad Bytes Ignored bytes 2 

 

                                                
13 http://www.cisco.com/en/US/tech/tk812/tsd_technology_support_protocol_home.html 
14 http://support.packeteer.com/documentation/packetguide/7.2.0/nav/overviews/flow-detail-records-

overview.htm 
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Although NetFlow v5 provides many fields of information (see Table 2-1 and 

Table 2-2 for header and record fields, respectively), in practice many programs fail to 

correctly fill all its fields. Consequently, the only systematically utilized (i.e., correctly 

fulfilled) and therefore dependable fields are: Source IP, Destination IP, Source Port, 

Destination Port, Layer 4 Protocol, Packet Count, Byte Count, Start Time and End Time. 

A router configuration15 must include the timeout for active and inactive flows, which 

might considerably affect the results, as it breaks a flow into smaller ones. 

JFlow also provides a similar set of functionalities and supports NetFlow’s export 

formats. Actually, most software developers of flow collectors along with the leading 

companies in the router-related industry are working jointly within the IETF to build a 

standard for flow records representation known as IPFIX [50]. This is largely based on a 

previous Cisco proposal, namely, called NetFlow 10. Iannaccone shows [25] that in many 

cases there is an advantage in generating the NetFlow data using port mirroring. There are 

good available software tools for working with both NetFlow and JFlow flow traces, such 

as Flow-Tools16 and Ntop17. Ntop also works as a packet level sniffer, i.e., it has packet 

capture features. 

 

Figure 2-2: Flow Measurement Topology 

Figure 2-2 shows the topology of a NetFlow measurement. At this point, the flow 

collector does not have to be directly connected to the router where the measurement is 

performed – as this will not affect the quality of the collected data. The collector will feed 

                                                
15 http://manageengine.adventnet.com/products/netflow/help/installation/setup-cisco-netflow.html 

16 http://www.splintered.net/sw/flow-tools/ 

17 http://www.ntop.org 
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the storage (which can be a database or a simple file) with flow information, and this 

information will be available for further traffic analysis. 

2.1.4. Flow analysis 

As pointed out earlier, one of the main problems with passive measurement is 

dealing with a massive amount of data, since the volume of captured data can become very 

large on high-capacity links. Additionally, the network manager should make important 

design decisions on how to cope with different granularity levels in order to gather useful 

information for network traffic engineering. Essentially, there is a broad avenue for future 

researches in this field, spanning all the way from defining strategies for dealing with the 

huge amount of network traffic data to searching for application-based traffic invariants. In 

addition, obtaining an in-depth knowledge of the trade-off related to the granularity of 

traffic measurement in a major ISP remains an open topic, since new types of analyses 

emerge frequently. 

In [35], Liu et al. argue that there are many challenges in the context of network 

monitoring and measurement. For example, a management approach may address how 

much information is included in traces and the maximum allowable compression level for 

such traces. The authors try to find how much information is captured by different 

monitoring paradigms and tools including full packet header measurement, to flow-level 

captures and to packet and byte counts (e.g., as with MIB/SNMP). Additionally, they 

evaluate how much joint information is included in traces collected at different points. 

Therefore, in order to address these issues properly, the authors developed a network 

model and an information theoretic framework. In [34] Liu and Boutaba describe a P2P 

system, called pMeasure, which is capable of creating a large number of measurement 

nodes on the Internet and providing a synchronized and cooperative measurement system. 

The authors argue that the system can accept measurement tasks, locate required 

measurement facilities and fulfill these tasks. All experiments and simulation results point 

out that p2p-based measurement system are very promising, but no results of a practical 

measurement were shown. 

As an important step for a cautious deployment of any new technique for network 

management, the research work in [60] analyses the loss of information caused by TCP 

traffic aggregation in flows. A tool called FLOW-REDUCE was implemented to 

reconstruct TCP connection summaries from NetFlow export data (namely flow 

summaries). The problem is that NetFlow breaks flow information in 5-minute flows, thus 

possibly breaking a given captured flow into many flows. To study how accurately 
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information is produced by FLOW-REDUCE, TCP connection summaries are 

reconstructed from packet traces using the BRO tool [48]. When analyzing the differences 

between flow connections and packet connections, the FLOW-REDUCE heuristic makes 

a good match for long-lived connections, more specifically, those longer than a router’s 

inactive timeout parameter. However, for connections that have smaller durations, flows 

and packets connections differ considerably. The authors state that this happens because 

NetFlow aggregates short-lived TCP connections. The next section details studies in these 

flow duration and other flow characteristics. 

2.1.4.1. Classification: Volume, Duration, Rate and Burstiness 

In a similar approach to [60], the research work in [67] performs a multi-scale and 

multi-protocol analysis to explore the persistency (volume, duration, rate and burstiness) 

properties of those flows that contribute the most to bandwidth utilization (these flows are 

called elephants or heavy hitters). The authors argue that knowing the persistency features of 

heavy hitters and understanding their underlying causes is crucial when developing traffic-

engineering tools that focus primarily on optimizing system performance for elephant 

flows. The main difficulty that arises when studying the persistency properties of flows is 

that the available measurements are either too fine-grained to perform large-scale studies 

(i.e., packet-level traces) or too coarse-grained to extract the detailed information necessary 

for the particular purpose (i.e., NetFlow traces). They also checked the validity of the 

assumption that flows have constant throughput through their lifetime, by comparing 

NetFlow-based findings against those obtained from the corresponding packet-level traces. 

By considering different time aggregations and flow abstractions (e.g., raw IP flows, prefix 

flows), varying the definition of what constitutes an elephant, and slicing the traces 

according to different protocols and applications, the authors present a methodology for 

studying persistency aspects exhibited by Internet flows. The authors conclude that in 

general using aggregation (NetFlow) for observing tendencies is fine, but heavy hitters 

should be observed closely (using a packet trace). They also conclude that heavy hitters stay 

as heavy-hitters for most of their lifetime and small flows (called mice) rarely become heavy-

hitters. 

Lan and Heidemann [33] argue that understanding the characteristics of Internet 

flows is crucial for traffic monitoring purposes. They first show that several prior research 

studies on Internet flows have characterized them using different classification schemes. 

For instance, one can focus on the study of the “elephants and mice phenomenon”. It is 

well known by the Internet community that a small percentage of flows are responsible for 
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a high percentage of the traffic volume. Therefore, identifying elephant flows plays an 

important role for traffic engineering. In broader terms, one can find flow classification 

according to size (small sized flows are called mice [45]), by duration (where longer flows 

are called tortoise and shorter ones are called dragonfly [45]), by rate (heavy flows are called 

cheetah and light ones snails [33]) and by burstiness (bursty flows are called porcupine and 

non-bursty ones stingray [33], but these are also called alpha and beta traffic). As a rule of 

thumb, they adopted a classification whereby a flow in a trace is considered an elephant if 

its size is bigger than the average size (for the trace) plus 3 times the standard deviation of 

the size (for the trace). A flow in a trace is seen as a tortoise if its duration is longer than 

the average duration plus 3 times the standard deviation of the duration. Similarly, a flow in 

a trace is a cheetah if its rate is higher than the average rate plus 3 times the standard 

deviation of the rate. Finally, a flow is labeled as a porcupine if its burstiness is higher than 

the average burstiness plus 3 times the standard deviation of the burstiness. However, at 

first it is not clear how these different definitions of flows are related to each other 

(correlation). The authors consider it important for network administrators to be able to 

identify the flows and the rates of flows that are more troublesome to routers (big, long, 

heavy, bursty or their combinations). 

By relying on data recorded from two different operational networks (Los Nettos 

and NLANR), Brownlee et al [8] studied flows in four different dimensions, namely size, 

duration, rate and burstiness, and examined how they could be correlated. This research 

analyzes the relationships between the different heavy-hitters and concludes that there is a 

strong (over 80%) correlation between flow rate and burstiness, between flow size and rate 

and between flow size and burstiness, while there is a small correlation between flow 

duration and all the other metrics. The few exceptions seem to be related to network 

attacks (multiple TCP SYN retransmissions), which seem to be a good proposal approach 

for a future work to identify network attacks based on the detection of these types of 

flows. In summary, they made three contributions: they characterized prior definitions for 

the properties of such heavy-hitter traffic; based on the available datasets, they observed 

strong correlations between some combinations of size, rate and burstiness; and they 

provided an explanation for such correlations, by relying on transport and application-level 

protocol mechanisms. 

With data in hand, it is crucial for a network operator to gather information from 

the available network traffic records. In [45] the authors present three techniques for the 

identification of elephant flows. The “aest” technique considers the flow-bandwidth 
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distribution as a heavy-tail and sets the threshold in such a way to isolate the tail of the 

distribution, labeling the flows in the tail as elephants. The “α-constant load” technique 

needs an input parameter α, corresponding to the percentage of traffic that will be labeled 

as elephant. These first two single-feature techniques (aest and α-constant load) result in 

highly volatile elephant classification over time. A third technique, their proposal, 

periodically calculates the distance between a flow rate and the threshold value calculated 

with the aest and α-constant load techniques and sums the last 12 calculations to obtain the 

“latent heat” metric for stability. Its authors argue that such approach is more successful in 

isolating elephants that exhibit consistency – high volume over long time. 

2.1.4.2. Traffic Characterization 

Many network traffic modeling research papers initiate with a traffic analysis 

approach before proposing any analytical one. Therefore, one can take advantage of this 

procedure to gain some important knowledge on the most common types of analysis for 

network traffic. For example, many network traffic modeling studies aggregate all 

connections together into a single flow. It is well known that such aggregate traffic exhibits 

long-range dependence (LRD) [47][29] correlations and non-Gaussian marginal 

distributions. LRD traffic signals that the traffic exhibits only small variations on the 

intensity of self-similarity over different timescales. In the context of Internet 

measurement, it is important to know that in a typical aggregate traffic model, traffic bursts 

arise from several simultaneously active connections. 

In [51], the authors developed a new framework for analyzing and modeling 

network traffic that reaches beyond aggregation by incorporating connection-level 

information. A careful study of many traffic traces acquired in different networking 

situations reveals that traffic bursts typically arise from just a few high-volume connections 

that dominate all others. In that paper, such dominating connections are called alpha18 

traffic, which is caused by long transmissions over high bandwidth links and is sometimes 

extremely bursty (non-Gaussian). Stripping the alpha traffic from an aggregate trace leaves 

a beta traffic residual that is Gaussian, LRD, and shares the same fractal scaling exponent 

as the aggregate traffic. Beta traffic is caused by both short and long transmissions over low 

bandwidth links. In their alpha/beta traffic model, the heterogeneity of the network 

resources gives rise to burstiness and heavy-tailed connection durations leading to LRD. 

                                                
18 Although the name is equal to the alpha/beta flows previously cited, the definition is different, so it is 

important not to confuse them 
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Queuing experiments suggest that the alpha component dictates the tail queue behavior for 

large queue sizes (i.e., bursty traffic makes big queues fill up), whereas the beta component 

controls the tail queue behavior for small queue sizes (i.e., constant-rate traffic will not 

affect queue size, except when queues are very small). The potential causes of burstiness 

might range from the transient response to re-routing, the transient response to start/stop 

of connections, the TCP slow-start peculiarities to the heterogeneity in bottleneck links for 

passing flows. 

Traffic modeling in terms of packet distribution and packet burst distribution 

according to application type is useful for traffic load studies but not relevant for 

application identification as opposed to network load/performance analysis and traffic 

engineering [18]. This is due to many applications sharing the same timing characteristics, 

which results not only from application behavior, but also from commonly shared TCP’s 

congestion avoidance mechanisms and router queuing policies. For more information on 

traffic modeling and its issues, see [29][14][18]. 

In a general analysis of Internet traffic, Kim et al [31] performed a flow-based 

investigation on four 1Gbps network links from an academic network. They discovered a 

frequent occurrence of flash flows, which may affect the performance of the existing flow-

based traffic monitoring systems. There are some interesting results from this paper. First, 

they confirm that the relation between the number of bytes and the duration of a flow is 

very weak, i.e., non-correlated. Moreover, by analyzing flow count over time, they conclude 

that flash flows are mostly responsible for flow count fluctuation over time. Therefore, the 

paper concludes that ignoring flash flows will eventually improve the performance and 

accuracy of volume based prediction systems. 

The concept of flow aggregation through Internet links is presented in [8]. This 

interesting work describes a method of measuring the size and lifetime of Internet flows 

based on the use of the NeTraMet19 tool (Network Traffic Flow Measurement Tool). From 

the analysis of the available datasets, the authors found that although most flows tend to 

have a short lifetime (therefore, are called dragonflies), a significant number of flows have 

lifetimes lasting as long as several hours and even days, and can carry a high share (10-25%) 

of the total bytes on a given link. They also define tortoises [8] as flows that last longer 

than 15 minutes (representing 1-2% of the traffic they observed). They indicate that flows 

can be classified not only by lifetime (dragonflies and tortoises) but also according to size 

(mice and elephants), and observe that flow size and lifetime are independent dimensions. 
                                                
19 http://www.caida.org/tools/measurement/netramet/ 
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Following previous studies, the authors argue that ISPs need to be aware of the distribution 

of Internet flow sizes, and the impact of the difference in behavior between short and long 

flows. In particular, they advocate that any forwarding cache mechanisms in Internet 

routers must be able to cope with a high volume of short flows. Moreover, ISPs should 

realize that Long-Running flows can contribute a significant fraction of their packet and 

byte volumes – something they may not have allowed for or predicted when using 

traditional ‘flat rate user bandwidth consumption’ approaches to provisioning and 

engineering. 

Following the same approach of his previous work in [8], Brownlee [9] analyzes 

network flow lifetimes for a backbone link at two different sites. He studies the effect of 

the flow capture strategy that involves discarding the short-lived flows, referred to as 

dragonflies. Long-lived ones are called tortoises. The author observed that a high 

proportion of traffic bytes are carried by tortoise flows. Brownlee suggests that ignoring 

flows with six or fewer packets results in the long term of about only 2% of “user” traffic 

being ignored, but greatly reduces the number of flows and the flow processing. Therefore, 

this technique may permit the use of flow monitoring on faster links, up to 1 Gbps, 

without the need for dedicated hardware. 

2.2. Internet Traffic Identification 

Accurate traffic identification is fundamental to numerous network activities 

[30][41], including: 

• Identification of application usage and trends: the correct identification of 

user applications and application popularity trends may give valuable 

information for network operators to help traffic engineering and for 

providers to offer services based on user demand. 

• Identification of emerging applications: accurate identification of new 

network applications can shed some light on frequent emergence of 

disruptive applications that often rapidly alter the dynamics of network 

traffic, and sometimes bring down valuable Internet services. 

• Anomaly detection: diagnosing anomalies is critical for both network 

operators and end users in terms of data security and service availability. 

Anomalies are unusual and may cause significant changes in a network’s 

traffic levels, such as those produced by worms or Denial of Service (DoS) 

attacks. 
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• Accounting: from an ISP perspective, knowing the applications its 

subscribers are using may be of vital interest for application-based 

accounting and charging or even for offering new products. For example, a 

network operator may be interested in finding out users using voice (VoIP) 

or video applications to offer a specific paid service for voice and video. 

Traffic identification can be performed using either packet or flow data. Figure 2-3 

shows a general identification methodology. 

 

Figure 2-3: General Traffic Identification Methodology 

Here, the captured packets are classified based on packet level characteristics or 

application signatures. Note that packet level application classification may be a stateful 

process. After that packets are aggregated in flows (for reliability and scalability) before 

storage. The traffic signatures must be created before-hand and require the work of a 

specialist. They must also be updated frequently to readapt to emerging applications. 

Flow classification can be of many types. Some classifiers infer the application 

simply by the ports used (for example, traditional tools based on NetFlow summaries). 

Others match flow level characteristics to predefined flow characteristics, for example, 

using connection patterns. These use data structures that describe an application behavior 

(e.g., graphlets or attribute entropy) to compare with observed attributes. A third type uses 

machine learning techniques (e.g., bayesian networks, statistical analysis) to infer the 

application based on previously classified applications. After classification, the flow 

information is stored in a database along with the classification result. In the next section, 

the main metrics for traffic identification are presented. 

2.2.1. Inference Quality Metrics 

To evaluate the quality of any measurement based on inference, it is very important 

to have a trustable classification reference or baseline. This reference may be accomplished 

by the injection of synthetic traffic (where all flows are previously identified since the 
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applications that generated them are known), by hand-made classification (an analyst 

looking at the whole traffic trace) or by a trustable packet analyzer (previously validated 

with one of the other two methods). The two most used inference quality metrics are 

completeness and accuracy. 

 

Figure 2-4: Application Detection Metrics Intuition 

Figure 2-4: Application Detection Metrics Intuition Figure 2-4 illustrates the idea 

behind these metrics [10], when used for application detection. Figure 2-4 (a) shows the 

actual separation between a desired application (A) and all other applications (O), as 

represented by the baseline (see Section 2.2.2 for information on how to construct a 

baseline). Figure 2-4 (b) shows the same traffic, but with a perceptive separation between 

what was detected as the desired application (D) and what was not detected as the desired 

application (U). Figure 2-4 (c) shows the intersection of both real and perceptive views, 

making clear what was correctly detected (AD), what was incorrectly detected (false 

positives - FP), what was incorrectly undetected (false negatives - FN) and what was 

correctly undetected (OU). 

Accuracy signals how correct a detection technique is. Detection accuracy is 

measured in percentage (ratio between correct detections and total detection count) and 

may not be more than 100% (for flows, packets or bytes). The lack of accuracy leads to 

false positives, e.g.: when some inference technique tries to detect all flows that correspond 

to a certain application and it detects flows of other applications as belonging to the desired 

one, these extra detected flows are false positives and their presence decreases the accuracy. 
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Given the units described above, the accuracy of an identification technique for a given 

application is calculated as: 
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The complementary of accuracy is the false positive rate, which represents how 

much of the recognized traffic is not really the desired application. It can be calculated as:  
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The Completeness metric is meaningful over the coverage of a detection technique 

and may be computed in relation to flows, bytes or packets. Detection completeness is 

measured in percentage (a ratio between the detected count and the real application count), 

and may be over 100% (when more flows, bytes or packets are detected than what should 

be). Low detection completeness indicates the presence of many false negatives, for 

example, when some inference technique tries to detect all flows that correspond to a 

certain application and it does not detect all flows belonging to that application, these 

undetected flows are false negatives. Given the units described above, the completeness of 

an identification technique for a given application is calculated as: 
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It is important to notice that both completeness and accuracy metrics are 

independently calculated and mutually complementary. An inference technique may have 

100% completeness and have a very low accuracy, and vice-versa. To be considered useful, 

a technique must have a high completeness (close to 100%) and a high accuracy. 

The False Negative Rate represents how much of the desired application was 

missed in the detection. It is calculated as: 
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It is important to stress that none of these metrics is enough, individually, for the 

comparison of different algorithms or even for deciding whether an algorithm has 

appropriate results or not. However, when used together both the completeness and 

accuracy metrics are sufficient for the analysis, but the comparison is not straightforward 

using two different variables. Furthermore, the calculation of these metrics can also be 

performed for the complete set of applications, which provides an overall result of the 

analyzed technique for the scenario considered, instead of just metrics for the specific 

applications. 
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Figure 2-5: Application Set Detection Metrics Intuition 

Figure 2-5 illustrates the idea behind the calculation of these metrics for the set of 

application (a full trace, in the case of offline evaluation). Figure 2-5 (a) shows the actual 

separation between the application identified (see Section 2.2.2 for information on how to 

construct a baseline) in the baseline (KA) and other applications, not identified (UA). 

Figure 2-5 (b) shows the same traffic as seen by the identification technique, with a 

perceptive separation between the detected traffic (DT) and what was not detected at all 

(UT). Figure 2-5 (c) shows the intersection of both real and perceptive views, making clear 

what was correctly detected (CD), what was incorrectly detected (false positives - FP), what 

was incorrectly undetected (false negatives - FN) and what was correctly undetected (UU). 

Despite the visual resemblance of the Figure 2-5 with the Figure 2-4 previously presented, 

it is important to emphasize the differences between both forms of evaluation, since the 

calculation of the metrics is completely different. For example, the accuracy metric, when 

considering the set of applications (the overall result for the full set of applications 

analyzed), is calculated as: 
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This is very similar to the calculation of accuracy for a specific application, when 

comparing the intuitive figures. However, in the calculation of accuracy for the full traffic 

of the scenario considered, all of the traffic must be used, since CD (in this case) and AD 

(in the single application evaluation case) represent different semantic meaning and 
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numerical values. In the case of the completeness, it can be calculated for the whole 

scenario as: 
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This calculation is not similar to the previous one (when used for a specific 

application), since it must accommodate the amount of applications considered unknown 

in the baseline, to present the coverage of the traffic identification technique towards the 

full set of applications. 

For allowing a numerical comparison, both accuracy and completeness metrics can 

be combined in a single metric, called correctness, simply by multiplying both 

completeness and accuracy. This new metric represents how much of the total traffic was 

correctly identified as a known application. However, it is only suited for comparisons of 

the set of applications present in a scenario (or the whole trace, in the case of an offline 

scenario), since its utilization will be misleading in cases where the completeness metric 

may assume values greater than 100%. The calculation of this metric is not intuitive, and 

considering Figure 2-5, the calculation of correctness is as follows: 
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With the conclusion of the definition of the metrics used for comparing a traffic 

identification algorithm with a baseline, it is important to show how baselines can be 

created. 

2.2.2. Identification Baseline 

Traditional methods for the creation of a trustable baseline that may be used for 

evaluating identification algorithms are [10] manual identification, active measurement and 

another methodology previously validated with one of the previous methodologies 

(payload identification is commonly used). 

Manual identification of a traffic trace is a difficult easy task even for an expert. 

Most packets do not carry human-readable information and therefore this technique is not 

supposed to provide better results than a payload signature analyzer. 

Active measurement is an adequate method for creating a baseline for traffic 

identification [10][63]. By generating each flow independently and aggregating all flows into 

a synthetic aggregate trace, this method provides stringent guarantees of which applications 

generated the traffic. Care must be taken, however, to generate traffic compatible with the 

network under study, both in terms of application type composition (e.g., P2P and e-mail) 
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and application diversity (different applications for the same application type, e.g. eDonkey 

and BitTorrent for P2P, IMAP and SMTP for e-mail). Synthetic traffic generators should 

be avoided, since they generally do not imitate the application behavior in full, especially in 

terms of payload generation and application diversity within an application type. 

Payload identification presents itself as an inherently error-prone identification 

algorithm since its results heavily depend on the set of signatures utilized and the type of 

traffic captured. The use of a payload identification algorithm as the baseline for testing 

another identification algorithm requires the payload-based algorithm itself to be previously 

evaluated with a baseline created using one of the previous methods. 

Szabó [63] suggests a novel approach for baseline building with active 

measurement, by using a program installed on client machines to mark traffic according to 

the generating applications (application process ID). The mark is generated using a two-

byte hash of the name of the application, which is enough for the most common 

applications, and stored in a deprecated optional field of the IP header. Only outgoing 

traffic is marked, and traffic (both incoming and outgoing) is captured in a router or switch 

that separates the client machines from the Internet (usually a NAT box). 

Despite the potential improvements introduced by Szabó's approach, it has some 

drawbacks. First, it has limited scalability since it is not feasible to install the marking 

program on all clients (it is possible to install in some clients, if the objective is merely to 

have traffic statistics) of a large network such as a backbone (and a provider usually may 

not demand such an installation from its users). Second, the use of hashes, while effective 

to match applications coming from different machines, is prone to collision, with two or 

more different applications receiving the same hash. This is very likely to happen even in a 

small network in case users have permission to install and use new network applications. 

Third, the evasion of such a technique is very easy, because simply renaming an 

application (the executable file) will render incorrect marking. Finally, knowing the 

application generating the traffic is not enough, because the same application might be 

responsible for various different types of traffic (for example: with a Web browser one may 

create Web, gaming, chat, VoIP or video traffic). 

In the case of active measurement, a manual generation of the traces, though not 

scalable, could solve this problem and allow a proper evaluation of traffic identification 

algorithms. In this thesis, one validation scenario uses an active measurement to create the 

baseline. This scenario is used to validate the set of signatures used by another 
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identification method (Deep Packet Inspection, as explained in Section 2.2.4), which is 

then used to create the baseline in all other evaluation scenarios studied in this research. 

2.2.3. Port-Based Application Deduction 

The most common traffic classification method maps port numbers to applications, 

i.e. an application is associated with a known port number [24]. This method uses only 

packet headers (or flow summaries). Most often, the classification is based on associating a 

well-known port number to a given traffic type, e.g., Web traffic is associated with TCP 

port 80 [24]. This method needs access only to the header of the packets. 

The main advantage of port based method is being fast as it does not apply 

complex calculations. The implementation of a port based classification system is quite 

simple and the knowledge of the classification system can be easily extended by adding new 

application-port pairs to its database. For common services e.g., DNS (53), FTP (20, 21), e-

mail (25, 110, etc.) it works well. 

However, presently networks exceedingly carry more and more traffic that uses 

dynamically allocated port numbers. Furthermore, many applications choose to hide their 

traffic behind, for example, HTTP traffic carried over TCP port 80, in order to get through 

firewalls. As a consequence, the port based method becomes insufficient in many cases, 

since no specific application can be associated to a dynamically allocated port number, or 

the traffic classified as Web may easily be something else carried over TCP port 80. It is 

also quite common that a specific application uses a non-default port number, which 

results in the failure of the port based method. 

2.2.4. Payload Identification 

Complete protocol parsing is often referred to as the most accurate identification 

method [63], despite its inability to deal with encrypted traffic [6][58]. One way to make 

this identification less resource consuming is using a heuristic algorithm, searching for 

specific byte patterns, called payload signatures [52], to identify applications. Some vendors 

provide network equipment capable of identifying traffic based on payload signatures up to 

the rate of 1Gbps [65]. However, scaling this type of equipment to higher speeds is not yet 

feasible and maintaining good signatures is a continuous process, since application 

protocols evolve and new applications appear daily. An enhancement of an implementation 

of signature matching algorithm [58] is used in this thesis for traffic identification (see 

Chapter 3). 
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Sen [52] analyzes payload identification of five different TCP-based peer-to-peer 

(P2P) applications (UDP traffic is ignored), and claims that well-known ports are no longer 

a reliable method for application identification. Nevertheless, Sen uses this method (well-

known ports) for creating an evaluation baseline for the studied payload-based 

identification technique. The metrics described in this paper are volume-based (byte) 

percentages of false positive and false negative for each application, which is a mutually 

complementary duality similar to the one presented by the use of completeness and 

accuracy. However, Sen only presents experimental results for false negatives, which is 

insufficient for accessing the actual performance of the algorithms. 

There are some proposals [13][23][46] for the automatic generation of traffic 

signatures. Nevertheless, these have many restrictions on the types of signatures that can be 

constructed (for example, in all cases the signatures generated are for simple string 

matching algorithms, not for more general regular expression matching) and require 

previous active measurements for the signature extraction, which limits the generality of 

the signatures. 

In this thesis, DPI is used for traffic identification. Is it evaluated and validated in a 

scenario with active measurement and used to create the baseline in the remaining 

scenarios. 

2.2.5. Statistical Identification 

To decrease the complexity of traffic identification, some heuristics based on 

statistics of traffic have been proposed. Two common usages of statistics-based 

identification are the use of signatures and flow clustering [21], either using flow 

information (addresses, ports, protocols, flow size, duration) or packet information 

(min./max./avg. packet sizes [4], congestion window, TCP flags). 

To evaluate three different clustering techniques, Erman [21] uses two traces 

(ignoring UDP packets and TCP flows without SYN/FIN) and uses port numbers to 

establish the baseline in the first trace, while using non-validated payload identification for 

the baseline of the second trace. The techniques used are K-Means (simple to implement), 

DBScan and AutoClass (both are complex). For the analyzed set all algorithms converge, 

but it is known that clustering sometimes does not converge to a result, especially when 

using large datasets. Results are presented only in terms of flow percentage accuracy and 

show that AutoClass clustering provides better results, followed by K-Means clustering 

with little difference between both. 
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Based on packet headers, Bernaille [4][5] performs traffic identification using only 

the flow size of the first five packets in a bidirectional flow. By using only TCP flows, a 

non-validated payload analysis is performed to create a baseline. The identification is 

performed by clustering of the flow sizes of the first five packets of a flow. Only flow 

identification accuracy is presented in the results. 

Suh et al [61] present a novel technique for performing a specific detection of 

Skype traffic. This technique models a flow as a serious of bursts (similar to the on/off 

Markovian model) and uses the statistics of the bursts to detect traffic. Even though this 

paper uses two metrics (true positive and true negative ratios), these are only presented for 

flow identification (and not byte identification). 

Despite providing inappropriate results for traffic identification, clustering with the 

K-Means algorithm was successfully used in this thesis for training set selection for 

machine learning (see Section 2.2.7) algorithms, as explained in Chapter 3. 

2.2.6. Behavioral Identification 

A better approach for traffic identification is behavior analysis. Karagiannis et al 

[30][28] propose the use of structures called graphlets to describe behavior signatures for 

applications. The identification algorithm, called BLINC, analyzes these structures to 

evaluate the social level (how many nodes a node connects to), the functional level 

(server/client role) and the specific application level (relationship among all fields of 

information) for identification. Karagiannis [30] uses payload identification (which was not 

validated, as stated earlier) as a method of constructing its baseline. Results are presented in 

terms of flow completeness and accuracy, not byte completeness or accuracy. This 

algorithm was used for traffic identification in this thesis, as explained in Chapter 3. 

In another attempt to identify applications by behavioral analysis, Xu et al [70] 

propose the use of application profiling to perform the identification. This is achieved 

using four steps: data preprocessing, significant cluster extraction, classification of cluster 

behavior and interpretation of behavior classes. Xu’s technique does not rely on volume 

information and therefore does not need finished flow lifetime, which makes the technique 

suitable for online identification. Despite the effort in identification, no baseline is used and 

only some dominant examples of traffic behavior are textually compared to port numbers. 

Recently [57][59], Silvestre improved Xu’s technique, which became appropriate for P2P 

traffic identification. 
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2.2.7. Machine Learning 

Some works [41][22][36] achieve better performance by employing artificial 

intelligence techniques[39], which can be seen as an improvement of statistical methods. 

Instead of signatures, a set of example traffic (with its identification), called training set, is 

utilized for training of the selected method of machine learning, and the evaluated traffic, 

called test set. The test set is identified based on the training set. 

Relevant information for using a machine learning methodology include choosing 

the identification algorithm and the method for selection of the samples and size (number 

of samples, usually a percentage of total samples) of the training set. According to the 

literature [36][41][68][71], the most promising algorithms for traffic identification using 

machine learning are Bayesian Networks and Support Vector Machines (SVM). Machine 

learning algorithms are evaluated for traffic identification in this thesis (see Chapter 3). 

Moore and Zuev [41] use packet behavior statistics to characterize a flow and 

employ two different types of Bayesian network algorithms (Naïve Bayes, Bayes with 

Kernel Estimator) to perform traffic identification. Baselines are built by manual 

identification of captured traces, excluding UDP flows and incomplete flows (which do not 

start with a TCP SYN packet or end with a TCP FIN packet) and evaluation was 

performed using n-fold cross-validation. In this method, the classified data is divided in n 

parts. Each part is used for training once, to test the remaining n-1 parts. In n-fold cross-

validation, results are calculated as the sum of evaluations. In this paper, two metrics are 

shown: trace correctness (count of correctly identified flows divided by total flows) and 

trust (per-class accuracy), but only the correctness is presented both for bytes and flows, 

while trust is presented only for flows. 

Another algorithm that is also used in traffic identification is the NBTree [26], or 

Naïve Bayes Tree, a hybrid of the Naïve Bayes classifier, which uses a decision tree with 

Naïve Bayes classifiers on the leaf nodes. This allows some specialization of the classifier’s 

configuration, according to groups in the training set. Bonfiglio et al [7] also use Naïve 

Bayes in a mixed technique for detection of Skype traffic, along with statistical analysis. 

However, the metrics of false positives and false negatives are only presented for flows, not 

for bytes. 

Li [36] studies the results of bidirectional flow identification for the SVM algorithm, 

using both flow data (which can be extracted from a flow collector, for example: flow size, 

duration, protocol, ports and addresses) and packet data (which requires access to packets, 

for example: packet sizes and statistics, packet count for each TCP flag, TCP windows size 
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statistics) collected on a campus network. The final set of parameters used is decided based 

on a heuristics that, on each iteration, excludes a parameter and adds two parameters, 

performs the evaluation and discards the new configuration if results are worse. Their 

baseline is created using non-validated payload signatures and training sets are selected 

using either random selection (where more rare classes may not even make it to the training 

set) or equalized random selection (where each class of traffic has the same number of 

samples for training). Results are shown in terms of per-class false positives and false 

negatives, for flow count. The results could be irrelevant, considering that no volume (in 

terms of bytes) evaluation is performed. For example, 90% flow identification could mean 

20% byte volume identification, if the larger flows are not identified. 

For a more detailed theoretical comparison between these proposals showing the 

applicability of each technique, see the survey presented in [42]. For a practical comparison 

between the papers that provide enough information for a comparison, see the survey 

described in [10], which uses the results shown in the papers, but no reimplementation of 

the algorithms using a single scenario. Some machine learning algorithms are evaluated in 

this thesis (see Chapter 3 for more details) and compared against each other. 

2.2.8. Combination of Traffic Identification Algorithms 

Szabó [64] proposes running specific identification algorithms in parallel for 

combining the results. In this paper, three different algorithms are executed in parallel, their 

results are compared, and a decision on the final application classification is performed 

based on the results of the comparison. In Szabó’s approach, mismatching classification 

results are recognized automatically, and such traffic may be dumped separately for further 

analysis and an improvement of the algorithm can be incorporated into the combination 

for specific types of traffic. This, however, would require an alteration of the algorithm. 

The decision mechanism, which is utilized on a per-flow basis, is based on three 

types of traffic identification: signature matching, well-known ports and heuristic analysis. 

For each flow, the first step is to compare the signature matching result to the well-know 

port result. If both are equal, this result is used. Otherwise, the signature matching result is 

compared to the heuristic analysis result. If these two also do not match, the well-known 

port result is compared to the heuristic analysis. If this last comparison still does not result 

in a match, but only one method has a valid (i.e., not “unknown”) result, this result is used. 

Finally, other optimizations such as reverse flow identification and known server IP 

(communications for IPs of machines previously known as servers for common services) 

are also performed. 
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For evaluation of Szabó’s method, the authors executed the different classification 

algorithms on “sanitized traces” from five different mobile network operators (for a total 

of more than 500,000 flows) and then the results were combined by their suggested 

decision mechanism. The accuracy and the completeness of the classification methods on 

different application types compared to their combined classification method can be seen 

in Table 1 of [64] (the individual algorithm results and the combination results are 

reproduced here, in Table 2-3). 

Table 2-3: Accuracy and Completeness of the individual algorithms and the combination 

performed by [64], in percentage 

Application Metric Payload Port BLINC Combination 

  Flow Vol. Flow Vol. Flow Vol. Flow Vol 

P2P  
Completeness 61 50 59 28 4 3 1 1 

Accuracy 99 99 99 96 68 93 100 100 

Web  
Completeness 134 132 99 98 41 18 26 13 

Accuracy 91 97 99 98 94 87 100 100 

Chat  
Completeness 76 94 132 144 211 71 1 1 

Accuracy 97 96 72 68 2 1 99 99 

System 
Completeness 75 107 134 110 101 98 67 81 

Accuracy 95 78 74 90 66 82 99 99 

Streaming 
Completeness 3 14 41 31 1 1 1 1 

Accuracy 98 99 48 45 1 1 99 99 

File 
Transfer  

Completeness 26 13 33 31 1 1 1 1 

Accuracy 99 100 91 75 1 1 1 1 

Mail 
Completeness 78 57 103 101 1 1 1 1 

Accuracy 97 99 93 98 1 1 1 1 

Tunneled 
Completeness 120 149 314 185 - - - - 

Accuracy 10 12 31 54 - - - - 

 

According to its authors, comparing the combination results with the individual 

algorithms shows that some methods are stronger in accuracy and others provide more 

complete results. In that view, the application classification decision can be seen as a trade-

off between the amount of traffic left unknown and the greater likelihood of erroneous 

classification. However, according to the paper outcome (see Table 2-3), this method of 
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combination yields a very poor identification performance, except for the “system” class 

(DNS, X11 and NTP applications), which shows appropriate results. 

In Zhang’s research [72] that uses the idea of combining traffic identification 

algorithms, the authors propose the Multi-Phases Identification methodology (MPI). In 

this work, combination is quite simpler and computationally efficient, but despite having 

“Accurate” in the title of the article, its authors did not evaluate the accuracy metric (how 

much of the traffic recognized is correct), only the amount of traffic that is recognized 

(correctly or not). 

Unlike Szabó’s methodology, in Zhang’s methodology, the algorithms are not all 

previously run, but rather run on-demand. First, the flow passes a port-based identification. 

If one of the ports used is a well-known port and this port is not marked as an often 

tunneled port (for example, HTTP ports 80, 8080) or a port that is commonly used for 

stealth applications (such as the HTTP port 80 and FTP ports 20, 21), this port-based 

identification is used with no further execution of the rest of the algorithms. For example, 

if an application uses port 6881 (reserved to BitTorrent and rarely used by other 

applications), this traffic identification will be considered as BitTorrent. Due to this 

behavior, the methodology is easy to evade simply by using an uncommon port. 

In the case the port is not attributed to an application or is attributed to a known 

tunneled or stealth port, payload identification is performed. If that also fails, a semantic 

analysis is performed. In some applications, such as some VoIP and VoD protocols (SIP, 

H.323), ports are used dynamically, and a flow may be identified by a previous flow that 

indicates the addresses and ports that will be used. This, however, requires keeping state in 

the flows and makes the methodology more memory consuming. Lastly, in the case the 

semantic analysis also failed, a flow-based behavior analysis is performed based on packet 

header data statistics and connectivity analysis. 

To evaluate Zhang’s methodology, the authors performed a live analysis in an OC-

48 link carrier’s backbone link and identified 74.3% of the flows. However, since they did 

not have a baseline, it was not possible to evaluate the accuracy of the methodology and 

the amount of traffic correctly identified is unknown. 

In this thesis, novel traffic identification combination methods are proposed in 

Chapter 4 to overcome the problems observed in the combinations presented in the 

literature. Our methods have no requirements on the types of identification algorithms 

whatsoever, and the inclusion or removal of an algorithm from the combination does not 

require any adjustment of the combination algorithms. 
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2.3. Discussion 

In summary, passive measurement techniques are particularly suitable for traffic 

engineering and capacity planning because they show flow dynamics and distribution. The 

main problem with passive measurement is dealing with a massive amount of data, since it 

scales with link capacity.  

Another issue is the fact that depending on where passive measurement is made, it 

may not be always possible to look into packet payload information to determine the 

service being used. This also happens due to widely spread privacy law restrictions that 

limit access to packet content. New techniques that overcome these restrictions need to be 

devised for a complete traffic measurement and analysis. 

Even though flows are summarizations of traffic, they are quite meaningful and 

their behavior can be further studied. Many studies have been made on traffic 

characterization, mainly focused on traffic volume prediction, and suggest that a small 

percentage of users/connections is responsible for the majority of the traffic volume. 

Many techniques have been proposed for traffic identification in IP networks. Each 

one considers a different aspect of traffic information and yield a different result. However, 

most papers show too few aspects of the results to be meaningful (such as showing only 

one metric or showing the results only for flow count). 

Classifying traffic according to connection behavior is a very creative work that 

requires previous application study. However, behavioral application inference can only 

identify application types (e.g., VoIP), not the specific applications (e.g., SIP, Skype). One 

drawback of the papers presented previously is that all of them used a relatively old, a very 

small or an unreal/filtered data set. 

The two combination efforts described in Section 2.2.8 also failed in the goal of 

providing a better identification by merging traffic identification techniques in a single, 

hermetic process. In one case, the results show a very low completeness (most of the traffic 

is not identified), while in the other case the evaluation is incomplete and the accuracy of 

the technique is not measured. 
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Chapter 3 – Internet Traffic Identification Case 

Study 

“Speaking the truth in times of universal deceit is a revolutionary act.” 

(George Orwell) 

 

 

As explained in the previous chapter, the existing techniques for traffic 

identification are not appropriate for utilization in a generic network, without traffic 

filtering. Based on the literature and available software implementations, this work analyzed 

66 identification algorithms implemented by the Weka Tool [69], compared their results for 

traffic identification in a preliminary evaluation. Three of the most suitable algorithms 

(NBTree, PART and J4.8) were chosen for a thorough evaluation, along with the 

algorithms more commonly used in the literature of traffic identification (Bayesian 

Networks with Simple Estimator, Bayesian Networks with Kernel Estimator and Support 

Vector Machines), also implemented by Weka. A total of eight techniques were utilized: 

payload signature matching (studied only in the first trace), BLINC [30] (only for the 

smaller traces, due to scalability problems of the algorithm), Bayesian Networks with 

Simple estimator [41], Bayesian Networks with Kernel estimator [41], PART, NBTree [26], 

SVM [36] and J4.8. 

It is important to determine and evaluate the best techniques for traffic 

identification. For the evaluation of the techniques, there are three acceptable 

methodologies [11] for constructing a baseline (detailed in Section 2.2.2): using a trace that 

was manually/synthetically captured, manually analyzing a captured trace (usually 

unfeasible or unreliable) or applying a trustable identification algorithm that was previously 

validated with one of the two previous methods. 

In this thesis, the first scenario uses a reference identification created by the manual 

construction of the trace. All the applications are known for each flow, since each 

application was run individually many times and only the traffic of the application was 

stored during each capture. In the end, all the individual captures were merged in a single 

trace (known as Active Measurement, since the traffic was generated for this case study). 

The payload identification algorithm is validated using this first scenario. Due to the 

infeasibility of using the same approach in the other scenarios (since the traffic is passively 
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captured), the payload identification algorithm is used in the other scenarios for creating a 

baseline identification. 

The selection of the parameters used in this thesis was performed manually, in 

several preliminary evaluations similar to Li’s heuristics used in [36] (described in Section 

2.2.7), and the set of parameters selected for identifying a flow with the best results is: port 

numbers (with no information on well-known ports), number of packets, number of bytes, 

duration and average rate (in bytes per second, a parameter derived from byte volume and 

duration). Interestingly, in the evaluation done by this thesis, the set of results from an 

adaptation of Li’s heuristic only requires flow summaries, since the parameters that require 

access to packets (average TCP congestion window, TCP Flags, packet sizes) did not 

significantly contribute with the identification performed by machine learning algorithms. 

With these parameters in hand, the K-Means clustering algorithm was implemented 

and parameterized to run with any number of dimensions (to run with different sets of 

traffic parameters). It was evaluated for traffic identification using the selected traffic 

parameters and provided poor results. However, the same implementation of clustering 

was successfully utilized for the selection of the training set in the machine learning 

algorithms, as explained next. 

One of the key aspects in utilizing machine learning algorithms is the method of 

selection of the training set. The most commonly used methods (explained in Section 2.2.7) 

are N-fold cross-validation, random training and equalized random training. In this thesis, 

the use of clustering for the selection of the training set is introduced (using the K-Means 

implementation previously discussed) and also utilized, with improved results for 

identification on the machine learning algorithms, as detailed in the next sections. 

For the evaluation of the algorithms, four different traces were used in this work 

and the results of the analyses are presented below. The metrics utilized for the case study 

of the identification algorithms are completeness and accuracy (detailed in Section 2.2.1). 

The objective of such comparison is not to show internal details of the algorithms 

that justify their performance in specific scenarios. The purpose of this analysis is to 

illustrate that network scenarios do affect identification algorithms in unpredictable ways. 

Therefore, simply selecting an algorithm is not enough for reliable traffic identification (in 

any network that do not have applications otherwise strictly controlled). 
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3.1. Active Measurement 

As suggested in the literature [63], the first trace (used in this thesis) was created by 

manually capturing traces of individual network traffic applications generated on client 

computers and assembling the traces in a single one. The program utilized performed the 

captures based on application ID given by the operating system. While this allows the 

creation of a baseline with 100% of certainty, results are far from what a real network 

would show. The composition of this trace, with 13,877 flows and 151,949,440 bytes 

(approximately 144MB), is shown in Table 3-1. 

Table 3-1: Active Measurement Trace Composition 

Application Flow % Byte % 

P2P 83.06 74.64 

Web 14.12 21.83 

Streaming 0.014 0.58 

Mail 1.11 0.28 

VoIP 1.70 2.67 

 

Certainly, this distribution was created by the selection of the individual application 

traces included in the merge. Since the baseline was created based on selected applications, 

it could be considered trustable. Using this baseline, some identification algorithms were 

run and their metrics evaluated in comparison to the baseline. Table 3-2 shows the 

evaluation of the payload identification algorithm with per-application results. 

Table 3-2: Payload signature evaluation of the active measurement 

Application 
Completeness 

(flow %) 
Accuracy 
(flow %) 

Completeness 
(byte %) 

Accuracy 
(byte %) 

P2P 6.00 100 96.59 100 

Web 93.89 96.42 101.13 95.44 

Streaming 2000 5 135.70 73.69 

Mail 92.86 99.30 99.52 99.97 

VoIP 297.05 31.68 102.04 97.15 

Total 27.67 73.75 98.40 98.24 

 

Despite the fact that the payload signature algorithm did not identify a high 

percentage of the flows, it did identify correctly a very high percentage of the traffic 

volume (in bytes). This behavior can be attributed to the characteristics of the P2P traffic 



 

 36

(dominant in this trace), where many control connections are created for a single download 

and only the data connections (higher data volume) are well identified. On the other hand, 

most of the control connections are not well identified, since these have different 

signatures (some of which were not available for use in the payload identification). It is 

relevant to notice that some flows were classified as Network Management and Secure 

(SSL) traffic, which were not present in the trace. This explains the resulting accuracy for 

flows being lower than the weighted average accuracy of the studied applications. Despite 

these reasonable results, payload identification is not a feasible algorithm for traffic 

identification on medium/large networks due to the high processing required. 

Consequently, a less resource consuming identification algorithm was needed. 

Considering these results for bytes (as stated in Table 3-2), the DPI using the traffic 

signatures utilized in this thesis could be considered validated for traffic identification when 

analyzing byte metrics. Therefore, the next scenarios will use the DPI algorithm to create 

their baselines. 

The next identification algorithm implemented was the BLINC algorithm. Its 

results, classified on a per-application type basis, are depicted in Table 3-3. Clearly, the 

algorithm is not able to identify any Mail traffic. Web traffic is quite well identified (most of 

the bytes), but the same does not happen with P2P, where only a small portion of the 

traffic is correctly identified as P2P (out of the 47.97% identified as P2P, only 80.09% is 

correct, which results 38,4% of the original P2P traffic correctly identified). BLINC has no 

graphlet for VoIP or Secure/SSL applications (Secure/SSL is not present in this trace). 

Table 3-3: BLINC evaluation of the active measurement 

Application 
Completeness 

(flow %) 
Accuracy 
(flow %) 

Completeness 
(byte %) 

Accuracy 
(byte %) 

P2P 8.81 84.28 66.03 96.30 

Web 64.83 69.78 123.08 32.7 

Streaming 49500 0.10 434.65 0.37 

Mail 0 0 0 0 

Total 54.12 23.21 99.34 56.63 

 

As can be perceived, BLINC did not perform very well on this trace. An accuracy 

of 56% for bytes is not a reasonable performance if one is wondering what goes in his/her 

network, and certainly is not good enough for network operators to implement traffic 

filtering/blocking. This result (in bytes) is not as good as the overall result found by the 

original algorithm authors [30] using real network data. 
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For the machine learning algorithms, four types of training were studied: N-Fold 

cross validation, random selection, equalized random selection and clustering (in this 

evaluation K-Means clustering was used). Considering the use of training, an evaluation 

algorithm may only yield results that are present in the training set. Therefore, in this 

scenario all algorithms have 100% overall completeness. No single flow will be considered 

unknown because that class was not used for training (it is also not present in the trace). 

This behavior only applies to machine learning algorithms and only when no unknown 

application was inserted in the training set. The completeness of specific applications is 

variable. The evaluation of the machine learning algorithms using N-Fold cross-validation 

is shown in Table 3-4. 

 

Table 3-4: Evaluation of the machine learning algorithms for the active measurement with 

N-Fold cross-validation 

Algorithm 
Completeness 

(flow %) 
Accuracy 
(flow %) 

Completeness 
(byte %) 

Accuracy 
(byte %) 

NBTree 100 71.13 100 82.99 

PART 100 71.16 100 82.98 

J48 100 71.18 100 82.88 

Bayes Simple 100 68.83 100 83.28 

Bayes Kernel 100 33.11 100 18.43 

SVM 100 82.65 100 74.70 

 

This evaluation with N-Fold cross-validation shows worse results in terms of flow 

accuracy and even worse results in byte accuracy, compared to the payload analysis 

evaluation. Considering both the accuracy and the completeness, the Bayesian algorithm 

with Kernel estimation had much worse results compared to other algorithms presented in 

Table 3-4. The SVM algorithm was able to correctly identify more flows, but fewer bytes, 

than the remaining algorithms (where NBTree was the best). These results can be 

attributed to the training method provided by N-Fold cross validation, where the set of 

flows is divided in n parts and each part is used as a train set for testing another part. 

The evaluation of the machine learning algorithms using random selection of the 

training set is shown in Table 3-5. Performance is consistently improved in comparison 

with the N-fold cross-validation (especially for NBTree, with the best performance in this 

scenario). Although this training method still might not be considered appropriate for 

network operators in both the cases of application trending and filtering. 
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Table 3-5: Evaluation of the machine learning algorithms for the active measurement with 

random training 

Algorithm 
Completeness 

(flow %) 
Accuracy 
(flow %) 

Completeness 
(byte %) 

Accuracy 
(byte %) 

NBTree 100 93.69 100 91.9 

PART 100 94.02 100 80.82 

J48 100 94.02 100 80.82 

Bayes 
Simple 

100 94.62 100 82.06 

Bayes 
Kernel 

100 81.89 100 80.10 

SVM 100 83.29 100 75.48 

 

According to Li et al [36], using a common number of samples for each application 

is supposed to provide a fairer evaluation among classes, while achieving a slightly lower 

overall accuracy than other types of training set selection. Results for using this selection 

methodology are shown in Table 3-6. Surprisingly, both the PART (the best one for byte 

identification in this scenario) and SVM algorithms showed an improvement over the 

random results in terms of recognized bytes, while in the other cases (the remaining 

algorithms, for bytes and all algorithms, for flows) had decreased performance in this type 

of training. 

Table 3-6: Evaluation of machine learning algorithms for the active measurement with 

equalized random training 

Algorithm 
Completeness 

(flow %) 
Accuracy 
(flow %) 

Completeness 
(byte %) 

Accuracy 
(byte %) 

NBTree 100 75.76 100 60.53 

PART 100 79.05 100 85.07 

J48 100 67.14 100 50.79 

Bayes Simple 100 79.69 100 48.86 

Bayes Kernel 100 20.48 100 71.57 

SVM 100 62.56 100 80.90 

 

No significant differences were observed in the specific application identification 

when comparing random selection with equalized random selection. Consequently, it is not 

so appropriate to present all these results. The proposed method of training set selection, 

using clustering, is shown in Table 3-7. 
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Table 3-7: Evaluation of machine learning algorithms for the active measurement with 

clustered training 

Application 
Completeness 

(flow %) 

Accuracy 

(flow %) 

Completeness 

(byte %) 

Accuracy 

(byte %) 

NBTree 100 92.84 100 98.97 

PART 100 57.51 100 98.18 

J4.8 100 56.67 100 98.71 

BayesNet 100 95.31 100 96.09 

Bayes Kernel 100 3.09 100 77.3 

SVM 100 96.53 100 98.3 

 

The high identification of the traffic volume observed in the payload identification 

also applies to the machine learning algorithms when using clustered training, with the 

exception of the Bayesian networks with Kernel Estimator. A greater variability in 

identification performance can be observed in the flow identification, but even in this 

metric two algorithms (BayesNet and SVM) performed better than the remaining 

algorithms using other types of training set selection. 

Considering the much better results observed with clustering for selection of the 

training set, this thesis adopts the use of this approach as the standard form of training set 

selection. In the active measurement trace, SVM was the best algorithm for flow 

identification and NBTree was the best for byte identification. 

3.2. Laboratory Measurement 

The second trace was created by a passive measurement of the Internet link from a 

computer laboratory with 100+ hosts accessing the Internet. The traffic capture lasted 

3636.1 seconds (approximately 60 minutes) and stored 7,684,867,237 bytes (approximately 

7.2GB). 

The second trace was passively captured and therefore the first method of baseline 

creation (generating the traffic of the known applications) is automatically excluded. A 

manual identification of the 135,169 observed flows was also not feasible (see Section 2.2.2 

for a detailed explanation). Also, one might add that manual identification is prone to 

errors, since most network protocols do not provide human-readable information that can 

be used to differentiate applications correctly. Given the very high completeness and 

accuracy of the payload signature algorithm for byte identification in the previous scenario, 
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the baseline of the second trace was constructed using this algorithm. Table 3-8 shows the 

composition of the second trace according to the baseline. 

Table 3-8: Laboratory measurement trace composition 

Application Flow % Byte % 

Unknown 14.87 0.87 

P2P 6.47 89.78 

Web 9.92 2.73 

Chat 0.038 0.012 

Management 4.1 0.02 

Streaming 0.071 1.95 

Mail 0.13 0.092 

Bulk 

Transfer 
0.003 0.013 

VoIP 48.22 0.17 

Secure/SSL 1.69 4.33 

No-Payload 14.47 0.03 

 

In comparison to the first trace, a greater share of flows (14.87%) was not properly 

recognized by the signature-based payload identification algorithm, but this represents only 

0.87% of the traffic volume (in bytes), as represented by the “Unknown” class. Clearly, P2P 

traffic dominates this trace, even though Skype traffic generates nearly half of the flows 

(VoIP class). This is due to the fact that Skype is the default communication tool in this lab 

and the program constantly exchanges control traffic for online presence, which is 

composed of a multiplicity of small flows. 

Using this baseline, the first identification algorithm evaluated was the BLINC 

algorithm and its results are shown in Compared to the previous trace, BLINC had a very 

similar performance, also not appropriate for network managers. Depicting the specific 

performance (in bytes) of applications one understands that only P2P had a reasonable 

identification, while all other applications were hardly identified. This increases the overall 

performance, since P2P traffic is the majority of the trace. Due to scalability issues internal 

to the algorithm itself (multiple joint subsets of the flows are evaluated and have their 

behaviors compared within the algorithm), our implementation of BLINC took five days to 

identify applications when used in this trace. Despite our efforts it is infeasible to utilize 

this algorithm with larger traces such as the ones in the next scenarios, since this algorithm 
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was not finished after several weeks of execution. Considering the applicability of traffic 

identification in online scenarios, the BLINC algorithm was discarded for the evaluation of 

higher volumes of traffic. 

Table 3-9. 

Compared to the previous trace, BLINC had a very similar performance, also not 

appropriate for network managers. Depicting the specific performance (in bytes) of 

applications one understands that only P2P had a reasonable identification, while all other 

applications were hardly identified. This increases the overall performance, since P2P 

traffic is the majority of the trace. Due to scalability issues internal to the algorithm itself 

(multiple joint subsets of the flows are evaluated and have their behaviors compared within 

the algorithm), our implementation of BLINC took five days to identify applications when 

used in this trace. Despite our efforts it is infeasible to utilize this algorithm with larger 

traces such as the ones in the next scenarios, since this algorithm was not finished after 

several weeks of execution. Considering the applicability of traffic identification in online 

scenarios, the BLINC algorithm was discarded for the evaluation of higher volumes of 

traffic. 

Table 3-9: BLINC evaluation of the laboratory measurement 

Application 
Completeness 

(flow %) 

Accuracy 

(flow %) 

Completeness 

(byte %) 

Accuracy 

(byte %) 

Unknown 7 1.49 12.73 0.35 

P2P 743.53 7.33 73.15 89.76 

Web 110.67 38.98 204.93 23.42 

Chat 10598.04 0.46 57721.74 0.08 

Management 861.61 5.59 506.81 9.06 

Streaming 156.25 0 0.94 0 

Mail 0 0 0 0 

Bulk 0 0 0 0 

Total 98.96 9.90 99.78 58.89 

 

The second trace was also evaluated with the ML algorithms and the results using 

N-Fold cross-validation are presented in Table 3-10. The method proves to be completely 

unreliable, with systematically worse results. In a real trace, this method of training is not 

recommended for traffic identification. Therefore, further traces will not be evaluated using 

this method in the context of this thesis. 
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Table 3-10: Evaluation of identification algorithms for the laboratory measurement with 

N-Fold cross-validation 

Algorithm 
Completeness 

(flow %) 

Accuracy 

(flow %) 

Completeness 

(byte %) 

Accuracy 

(byte %) 

NBTree 86.62 31.35 87.23 3.06 

PART 84.73 32.14 85.03 6.68 

J48 84.73 32.14 85.03 6.68 

Bayes Simple 84.77 30.83 86 2.94 

Bayes Kernel 99.46 32.49 99.91 0.40 

SVM 98.68 48.08 98.56 0.17 

 

The evaluation of the laboratory trace using random selection of the training set is 

shown in Table 3-11. Results are consistently better than the N-Fold cross validation 

scenario, but still worse than in the first trace. 

Table 3-11: Evaluation of identification algorithms for the laboratory measurement with 

random training of ML algorithms 

 

The equalized random selection of the training set was also used for the evaluation 

of the laboratory trace and the results are presented in Table 3-12. In this case, results are 

consistently worse than previous results (see Table 3-11), and also this method should not 

be used for traffic identification. 

Table 3-12: Evaluation of identification algorithms for the laboratory measurement with 

equalized random training of ML algorithms 

Algorithm 
Completeness 

(flow %) 

Accuracy 

(flow %) 

Completeness 

(byte %) 

Accuracy 

(byte %) 

NBTree 88.04 84.08 95.99 86.96 

PART 87.08 89.14 99.97 88.56 

J48 86.85 89 99.97 87.52 

Bayes Simple 89.4 80.87 99.98 91.43 

Bayes Kernel 97.93 53.94 99.81 90.48 

SVM 85.75 69.76 98.64 5.43 

Algorithm 
Completeness 

(flow %) 

Accuracy 

(flow %) 

Completeness 

(byte %) 

Accuracy 

(byte %) 
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Finally, when used with clustered training, the traffic identification algorithms had 

only a slightly worse result compared to the results of the first measurement (see Table 

3-13). 

However, with clustered training the results for most algorithms are appropriate in 

terms of byte volume identification. Here, similar results are seen, compared to the 

evaluation of the active measurement trace, and only the Bayes algorithms had significant 

alterations in performance (improvement in the Bayes networks with Kernel Estimator and 

worsening of Bayes networks with Simple Estimator). 

Table 3-13: Evaluation of identification algorithms for the laboratory measurement with 

clustered training of ML algorithms 

Algorithm 
Completeness 

(flow %) 

Accuracy 

(flow %) 

Completeness 

(byte %) 

Accuracy 

(byte %) 

NBTree 94.52 68.82 99.83 94.01 

PART 82.13 73.81 99.69 93.39 

J4.8 92.45 60.69 99.66 94.28 

BayesNet 95.55 66.1 99.91 73.5 

Bayes Kernel 99.53 53.14 99.89 86.31 

SVM 96.49 60.52 98.97 94.17 

 

The best identifications of the laboratory trace were performed by the NBTree 

algorithm (for flow identification) and by the J4.8 (for byte identification). 

3.3. Academic Network Measurement 

The third trace was a passive measurement of a 1 Gbps link from an academic & 

research backbone access router connecting 3000+ machines from several institutions to 

the Internet. Traffic among the institutions mentioned did not traverse the observed link, 

only outgoing and incoming traffic to/from the Internet. The capture lasted 4,273 seconds 

NBTree 79.5 80.19 99.94 81.61 

PART 83.19 85.89 99.96 28.4 

J48 84.92 83.8 99.96 30.62 

Bayes Simple 79.13 77.48 99.96 41.58 

Bayes Kernel 96.97 41.29 99.94 28.12 

SVM 81.78 67.22 94.47 19.05 
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(approximately 71 minutes), in a total of 92,747,217,891 bytes (approximately 86 GB) 

distributed in 6,509,536 flows. 

Using the same method as in the second trace, payload signature identification was 

utilized for building a baseline. Table 3-14 shows the composition of the traffic in the third 

trace according to this baseline. 

Once more, it is possible to see a significant rise in the percentage of unknown byte 

volume (7.43%), while the ratio of unknown flows is 18.46% of the total. This is clearly a 

nuisance of implementing payload identification, since many protocols are private and 

adequate traffic signatures for them may not be easily discovered. However, this is not a 

limitation of the technique per se, since it is possible to include the signatures for the types 

of traffic not identified. 

Table 3-14: Academic network trace composition 

Application Flow % Byte % 

Unknown 18.46 7.43 

P2P 5.62 63.08 

Web 21.96 14.73 

Chat 0.4 0.85 

Games 0.000061 < 0.000001 

Management 6.61 0.18 

Streaming 0.13 5.56 

Mail 2.22 1.23 

Bulk 

Transfer 
0.23 0.12 

VoIP 9.71 0.56 

Secure/SSL 1.46 5.18 

No-Payload 33.19 1.09 

 

The implementation of the BLINC algorithm does not scale to the analysis of this 

trace and therefore it is not evaluated. Table 3-15 presents the identification results of all 

the machine learning algorithms trained with flows selected through clustering (following 

the recommendation cited in Section 3.1) and using the payload identification as a 

comparison baseline. 
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Table 3-15: Evaluation of identification algorithms for the academic measurement, 

clustered training 

Algorithm 
Completeness 

(flow %) 

Accuracy 

(flow %) 

Completeness 

(byte %) 

Accuracy 

(byte %) 

NBTree 62.49 27.92 96.09 74.78 

PART 72.99 38.58 98.58 79.26 

J4.8 49.13 34.54 94.21 79.53 

BayesNet 93.2 55.6 99.57 72.32 

Bayes 

Kernel 
71.87 41.16 99.62 59.5 

SVM 82.44 41.19 95.8 76.34 

 

In this scenario, results show a systematic decrease in performance, attributed to 

the greater range of individual applications and users. The overall identification of the third 

trace provides a more trustable byte volume identification than flow percentage results. In 

this case, flow identification may be considered infeasible for network traffic filtering, while 

byte volume identification will be able to serve its purposes, especially for capacity 

planning. 

Unlike the two previous traces, the best identification algorithms in this scenario 

were Bayes networks with Simple Estimator (for flow identification) and PART (for byte 

identification). 

3.4. Commercial Network Measurement 

Finally, the fourth trace was created as a passive measurement of a 1Gbps link from 

the core router of a commercial backbone (with around a million clients of broadband and 

private links). Packet capture lasted 6,464.052047 seconds (approximately 107 minutes) and 

acquired a total of 38,938,466,718 bytes (approx. 36 GB), distributed in 2,910,383 flows. 

Payload signature identification was utilized to build a baseline for this trace. The 

composition of the trace using this baseline can be seen in Table 3-16. 

Table 3-16: Commercial network trace composition 

Application Flow % Byte % 

Unknown 16.16 8.43 

P2P 0.69 16.79 
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Web 42.99 30.56 

Chat 0.15 1.95 

Games 0.004 0.12 

Management 8.78 0.39 

Streaming 0.74 19.95 

Mail 1.66 6.25 

Bulk Transfer 0.36 0.17 

VoIP 8.69 1.14 

Secure/SSL 3.62 6.91 

No-Payload 16.17 7.33 

 

Interestingly, when comparing the commercial evaluation to the academic one, 

more flows are identified by the payload signatures, but a lower volume of traffic was 

identified. Unlike other traces, according to the baseline this fourth trace presents more 

Web and Streaming traffic than P2P traffic. 

Table 3-17: Evaluation of identification algorithms for the commercial network 

measurement, clustered training 

Algorithm 
Completeness 

(flow %) 

Accuracy 

(flow %) 

Completeness 

(byte %) 

Accuracy 

(byte %) 

NBTree 10.65 25.96 74.12 58.33 

PART 72.29 59.3 89.38 66.03 

J4.8 71.05 60.86 92.77 65.27 

BayesNet 11.93 23.9 75.79 56.8 

Bayes Kernel 77.65 12.06 99.16 35.7 

SVM 76.45 39.75 88.24 57.56 

 

All machine learning algorithms were evaluated based on the payload identification 

baseline and their results are shown in Table 3-17. 

A considerable decrease in application identification can be seen in the total 

completeness and accuracy for most cases, compared to the academic network scenario. 

The reason for this diversity is simple: over 99% of the flows in the commercial network 

trace go in the same direction. 

The concentration of flows in one direction (in the fourth trace) is due to the 

behavior of dynamic (automatic) routing within a backbone network. Sometimes a forward 
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path in the Internet does not share the same links of the reverse path. In this scenario, the 

router used was selected for a path but an alternative router was selected for the reverse 

path. The reverse traffic is not seen in the captured trace since it did not traverse the 

measurement router. The remaining traffic in the opposite direction (less than 1%) 

consisted of local-link and routing protocol flows, which do not depend on routing tables. 

Therefore, only one direction of the traffic was observed in the fourth trace, which 

may have affected the detection of some flows. For example, P2P traffic that disguises as 

HTTP traffic and is detected as HTTP due to one message that was missed for being in the 

reverse direction. 

In the fourth scenario, the J4.8 algorithm had the best performance for both flow 

and byte identification. 

In order to validate the conclusion stated before, it was important to investigate the 

unidirectional capture problem. It was performed with an additional analysis, using only the 

incoming part of the traffic from the academic network trace, detailed in the next section. 

3.5. Unidirectional Academic Network Evaluation 

The fifth trace was created by simply filtering one direction of traffic of the third 

trace, passively captured in a 1 Gbps link from an academic & research backbone access 

router. After this filtering, only 4,066,953 flows remained in this trace. 

Running the signature-based payload identification algorithm on the new trace for 

building a baseline, the composition is as shown in Comparing these results with those 

from the full academic network trace, some interesting changes are worth noticing: the 

amount of unknown traffic has increased, especially in byte volume, while the identification 

of the other types of traffic has decreased (except No-Payload and the byte volumes of 

Chat, Bulk Transfer and Secure/SSL). 

Table 3-18. 

Comparing these results with those from the full academic network trace, some 

interesting changes are worth noticing: the amount of unknown traffic has increased, 

especially in byte volume, while the identification of the other types of traffic has decreased 

(except No-Payload and the byte volumes of Chat, Bulk Transfer and Secure/SSL). 

Table 3-18: Unidirectional academic network trace composition 

Application Flow % Byte % 

Unknown 21.7 17.26 
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P2P 3.52 56.42 

Web 16.58 6.1 

Chat 0.27 3.11 

Games 0 0 

Management 5.37 0.13 

Streaming 0.035 2.36 

Mail 1.5 0.96 

Bulk Transfer 0.086 0.24 

VoIP 1.82 0.17 

Secure/SSL 0.8 8.58 

No-Payload 48.32 4.68 

 

This alteration could be attributed to misidentifications caused by the lack of part 

of the traffic. In many cases, the traffic signature can only be observed in one direction of 

the traffic. When the trace is constructed using only one direction, some flows will not 

provide enough information for a proper identification by the payload analysis algorithm.  

Table 3-19 presents the results for all machine learning identification algorithms 

evaluated using the aforementioned baseline. 

Table 3-19: Evaluation of identification algorithms for the unidirectional academic 

network measurement, clustered training 

Algorithm 
Completeness 

(flow %) 

Accuracy 

(flow %) 

Completeness 

(byte %) 

Accuracy 

(byte %) 

NBTree 28.6 64.92 96.16 66.25 

PART 39.21 53.26 92.09 64.73 

J4.8 29.01 67.6 90.17 67.03 

BayesNet 4.59 70.52 96.54 63.31 

Bayes Kernel 73.73 5.27 99.65 40.76 

SVM 74.68 49.94 82.03 54.61 

 

In the implementation of the signatures (for payload identification), some of them 

have priorities. Small signatures that match many different flows have low priority, while 

more complex signatures (large strings) have a higher priority. Therefore, in the case a low 

priority signature provides a match, this flow will continue to be analyzed with other 

signatures for a match. If no other signatures match, then that low priority matching 
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signature is considered. In the case a more complex signature also provides a match, this 

result is used, with no further analyses. It is very common that P2P traffic also matches 

other low priority signatures. This mixture of identifications explains the reason behind the 

decrease in the accuracy in the fifth trace. Since the method of payload identification 

(prone to error due to unidirectional traces) was used for the creation of the baseline and 

also for identification of the training set, some flows incorrectly identified are mixed with 

other flows and train the machine learning algorithms incorrectly. 

Clearly, in the fifth trace the results are much more similar to those from the 

commercial backbone trace (a totally different type of network) than to those provided by a 

bidirectional trace of the same network. Therefore, it is possible to conclude that making 

sure one is using data from bidirectional measurements will improve the performance of 

identification algorithms. This recommendation also applies to NetFlow traces (flow 

summary), not only packet traces, since all the ML algorithms were used with only flow 

information. 

In the unidirectional trace, the fifth scenario, the SVM algorithm had the best 

performance in flow identification and the NBTree algorithm is the best for byte 

identification. 

3.6. Discussion 

It is comprehensible that the performance of the studied algorithms greatly changes 

among the evaluations. Six different ML algorithms were used in all the traces, but only one 

of them (Bayesian Network with Kernel Estimation) was not qualified as “the best 

algorithm” in any of the scenarios used. 

It is important to emphasize that in the first trace, Active measurement, the SVM 

was the best performing algorithm for flow identification and the NBTree was the best for 

byte volume identification. The best performing algorithms for the laboratory trace 

evaluation were NBTree for flow identification and J4.8 for byte volume identification. In 

the academic network evaluation, the Bayes network with Simple Estimator was the best 

for flow identification while PART was for byte identification. In the commercial network 

evaluation, the best algorithm was J4.8 for both flow and byte identification. Finally, in the 

unidirectional academic trace, SVM and NBTree had the best performances for flow and 

byte identification, respectively.  

In summary, all these evaluations show that no algorithm is consistently the best for 

traffic identification and that it is impossible to make a single choice of algorithm to be 
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applied in general. However, during the evaluation undertaken in this thesis, it was 

observed that clustering did outperform the other methods for selection of the training set. 

Consequently, the use of clustering is recommended for training set selection when using 

any machine learning algorithms for traffic identification. 

Given the problem that no present algorithm suits the task of accurate traffic 

identification alone, an alternative method for solving this problem is still needed. 
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Chapter 4 – Combination of Identification 

Techniques 

“The art of being wise is the art of knowing what to overlook.” 

(William James) 

 

 

As presented in the previous chapter, the evaluation of traffic identification 

algorithms, it was not possible to select a single algorithm that fits the purpose of 

identifying applications in both academic and commercial network traces. In summary, no 

single algorithm may be considered a silver bullet for traffic identification, applicable in the 

majority of scenarios. Considering the identification results presented in the same chapter, 

no single algorithm had a performance close to the best performance (for both flow and 

byte identification) in all the evaluated scenarios. 

Bearing in mind these problems, the core of this thesis is to propose a method for 

solving the setback stated above by performing a combination of results from traffic 

identification algorithms. This method is the usage of several generic (i.e., not previously 

specified) traffic identification algorithms and the combination of their results to provide 

better results. 

To show that this combination is possible and does provide an improvement, this 

thesis also proposes specific methods of combination. These methods are further evaluated 

for validation of the proposal. 

In spite of existing works [64][72] using traffic identification combination, this 

proposal achieves better results for traffic application identification and, furthermore, could 

use any identification algorithms for improving the results. In order to achieve this goal, 

the combination method should be able to merge algorithms freely, without a restriction on 

the types of algorithms that may be used. Second, it should provide consistent results 

throughout different network scenarios, i.e., it will not provide worse results in random 

scenarios, such as is the behavior of the identification algorithms presented in the literature. 

This method is going to be detailed in the next sections. 
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4.1. Random Selection 

The method of random selection is simple and has the purpose of serving as a 

baseline for the other combination methods. Bearing this in mind, random selection is an 

interesting proposal for combining the results from a set of identification of algorithms. It 

works as follows: for each analyzed flow, the set of identification results (one result for 

each algorithm for a flow) is obtained; a single identification algorithm is randomly selected 

(for that flow) and its result is used as the combined identification outcome for that flow. 

This is repeated for each of the flows in the trace, independently (the selection of an 

algorithm for a flow may not affect the selection of an algorithm for the next flow). For 

more details about the algorithm, see Appendix D. 

The random selection approach may seem very naive, and may provide a bias 

(which may be a positive or negative bias, randomly). However, with the growing number 

of flows (large traces) this bias tends to zero and the outcome of this combination tends to 

an average result of the identification algorithms utilized in the combination. This average 

result perfectly fits the purpose of a baseline for evaluating other combination algorithms. 

In order to clarify, a combination method can be discarded if its outcome is on average 

worse than the random selection (the average of the individual identification algorithms). 

4.2. Maximum Likelihood Combination 

The maximum likelihood method is a selection of the majority of results. In the 

context of this thesis, this method uses an intuition that, despite the differences in the 

algorithms, the majority of the algorithms usually provides right answers for traffic 

identification. At the same time, identification errors are normally isolated, i.e., when 

algorithms perform incorrect identifications, they do not provide the identical mistakes, 

which do not result in a majority. Consequently, this allows filtering the errors through the 

majority of identification outcomes. 

The maximum likelihood combination proposal, detailed in the Appendix D, is very 

similar to the methodology employed in elections. For each analyzed flow, every 

identification algorithm has a vote on the type of application. The most cited (voted) type 

of application is selected as the combined result, which usually represents the opinion of 

the majority. In case of a draw (no majority is formed), priorities previously assigned to the 

individual techniques are used to select a single technique from those forming the draw set. 
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4.3. Dempster-Shafer Combination 

The Dempster-Shafer Combination is based on the Theory of Evidence [54][55]. 

This theory allows plausible reasoning of evidence using belief functions to calculate the 

probability of a set of events. It requires a previous collection of the evidence (in the case 

of network traffic identification, it would be the performance of algorithms on different 

trace, preferably from the same network). 

This theory is relevant because it avoids the intuitive extrapolation of information 

usually used in statistic methods for complementary probability. For example, in statistics, 

when an event has a 60% chance of occurring, one assumes (correctly) that there is a 40% 

chance of it not happening. But the theory of evidence deals not with the probability of 

events. Instead, it works with the level of trust on its information sources. For example, 

when a source of information can be trusted in 60% of cases, one may not assume that this 

source is necessarily wrong in 40% of cases, just that it is not to be trusted in 40% of cases. 

Using the Theory of Evidence in traffic identification combination, described in the 

Appendix D (with the segmentation detailed in Section 4.6), the idea is to store the level of 

identification correctness of every identification algorithm (based on previous evaluations). 

For each flow, the Dempster-Shafer combination uses the evidences for selecting the 

algorithm with the highest correctness level of identification (a disjunctive combination, see 

the Appendix C for more detail on the functioning of the theory of evidence). Additionally, 

only those algorithms that identified the flow as an application are considered, discarding 

the algorithms that considered the flow as unknown application. 

4.4. Enhanced Dempster-Shafer Combination 

The enhanced Dempster-Shafer combination is another method based on the 

Theory of Evidence, but provides one more level of complexity, it exploits the application 

type. This method is detailed in Appendix D (with the segmentation presented in Section 

4.6). In the enhanced Dempster-Shafer, the correctness of the whole algorithm for any 

application is not used. Instead, this method stores the level of identification correctness 

(of each traffic identification algorithm) for every application type based on previous 

evaluations (using a different trace, preferably from the same network). In this approach, 

for each flow, the method has evidence of the expected chance of correctness for each 

algorithm utilized, based on the results the algorithm for each application type. Considering 

the performance of the algorithm for the type of application suggested by it, the algorithm 

with the greatest value of correctness is selected for the flow. 
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4.5. Perfect Combination 

Another proposal for the evaluation of the combination methods suggested is the 

use of a theoretical perfect combination. The perfect combination is not an actual proposal 

of combination, but instead it serves as a baseline for the best possible combination given 

the results of the traffic identification algorithms. It could be achieved by checking, for 

each flow, if any of the algorithms discovered the correct application type, based on the 

baseline of the trace (certainly, all other methods do not require or use the baseline). This 

method is detailed in Appendix D. For each flow, if any of the traffic identification 

algorithms did provide the correct overcome, its result is selected. Otherwise, any of the 

algorithms (with knowingly wrong results) is chosen randomly. The method will serve to 

show the theoretically best possible results a combination may achieve given the 

identification algorithms utilized. 

Considering the existence of a random component in the method (when no 

algorithm found the correct answer), it might result in very little variations of completeness 

and accuracy. For example, when a P2P flow that no algorithms correctly identified is 

considered unknown by one identification algorithm and identified as HTTP by another 

one, the overcome will vary depending on which algorithm is selected. If the unknown 

answer is selected, the result will have a lower completeness (less flows are identified as 

known), but a higher accuracy (a higher proportion of the identified flows were correctly 

identified). Since alterations in the completeness are compensated with inverse changes in 

the accuracy, the correctness metric is not affected by the randomness of this method. 

4.6. Flow Size Segmentation 

The flow size segmentation is the separation of the evaluated data in classes 

according to the flow size. The evidence-based combination algorithms can be improved 

with this separation. 

Analyzing the results of the experiments (presented in Chapter 3) with flow 

identification, it was observed that a single algorithm rarely has appropriate performance 

for both flow and byte metrics. This is due to different algorithms performing better at 

identifying flows of different sizes, where small flows represent the majority while large 

flows represent the majority of traffic volume in bytes. 

Therefore, it was easy to wonder whether segmenting the evidence generation 

according to flow size could provide a better selection of algorithms, for both the 

Dempster-Shafer combination and the enhanced Dempster-Shafer combination proposals. 
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This idea is implemented (see Appendix D for more details) by the use of a segmentation 

threshold when creating the evidence that will be used for the combination methods. The 

threshold will separate flows into two segments, namely small flows and large flows, and 

the evidences will be collected separately for each segment. In fact, the original 

combinations (without segmentation) can be seen as a special case of the segmentation 

with the threshold set to zero. 

It is not possible to perform segmentation according to size on the maximum 

likelihood combination, since there is no flow evidence to use for segmentation. For 

random or perfect combination methods, the segmentation does not make sense and is 

also not possible. 

4.7. Internet Traffic Identification Combination Case Study 

Considering the evaluation of the most relevant traffic identification algorithms and 

the random negative spikes in identification metrics for these algorithms, a novel method 

for traffic identification combination was proposed in the previous sections. This method 

works using a set of generic traffic identification algorithms and on average provides better 

results than any of the identification algorithms used. Also, the method does not present 

the negative spikes in random scenarios. 

An evaluation of the combination methods proposed is necessary in order to 

validate them. This evaluation is carried out using the same traffic identification results 

observed in Chapter 3 with the recommended configuration (clustered training). The 

results of combination are compared among themselves as well as to the best traffic 

identification algorithms selected for each trace. 

The segmentation levels (as described in Section 4.6) analyzed for both the 

Dempster-Shafer (DS) and the Enhanced Dempster-Shafer (EDS) combination methods 

were20: 100, 1,000, 10,000, 100,000 and 1,000,000 bytes (these values cover a wide range of 

flow sizes). It is also relevant to point that all the proposed combination algorithms use 

simple computation and performed really fast after the traffic identification algorithms are 

run (which are much more time consuming) – less than 10 seconds for the trace with 6.5 

million flows, mostly due to disk access. 
                                                

20 These values are shown in powers of ten in the graphs. For visualization only, the 

metrics and the names of the algorithms are abbreviated in the graphs. It avoids breaking 

equivalent metrics in different graphs. 
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Since there is a high number of methods, to allow a better comparison the data is 

shown in graphs instead of tables, and to ease visualization, data is split into two graphs: 

one for flows metrics, another for byte metrics, both showing completeness and accuracy 

for the resulting identification. 

However, for many graphs, it is hard to compare different scenarios according to 

two different metrics. Therefore, to facilitate the comparison and the decision of which one 

is numerically better, the correctness metric (introduced in Section 2.2.1) is also presented. 

Also for comparison, in each case study the results for the best traffic identification 

algorithm in the scenario are also presented along with the combination results. Graphs in 

the active measurement and in the laboratory measurement are scaled from 50% to 100% 

for better viewing and comparison, since no values in these results are under 50%. Graphs 

in the other scenarios are scaled from 0% to 100%. 

4.7.1. Active Measurement 

In the first network scenario (detailed in Section 3.1), all the combination methods 

were run and evaluated (see Figure 4-1 and Figure 4-2) for the selected machine learning 

(ML) algorithms. Since in this scenario the ML algorithms are not trained for the unknown 

flows (active measurement), the level of completeness for these algorithms is 100%, which 

makes the novel metric, Correctness, equal to the Accuracy metric. This is only valid for 

traces with active measurement of known applications. 

Despite the reasonable overall identification outcome in bytes (as previously shown 

in Table 3-7), the flow identification results were unsatisfactory on one of the identification 

algorithms (Bayes Net with Kernel Estimator). This decreased average performance of the 

algorithms, shown in the random combination result (first point in Figure 4-1). 

 

Figure 4-1: Active measurement ML algorithms combination flow results 
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Clearly, in this scenario all the combination methods were able to provide better 

flow identification results than the random combination (average result) and as good as, or 

very close to, the best identification algorithm, SVM (96.53% accuracy). Interestingly, this 

improvement happened both in the combination methods that had evidence of which 

algorithms are more trustable (based on the theory of evidence) and the combination 

method which had no clue about which algorithms performed better (the maximum 

likelihood combination). It is also important to stress that in this scenario the combination 

methods (except the random combination) were close to the perfect combination 

(99.41%). It means that for almost all flows at least one algorithm had a correct answer. 

It is important to observe a slight change (around 3%) in the results for the 

combinations based on the theory of evidence (DS, EDS) in the extreme cases (<=100 or 

>100,000 bytes, in this scenario) of segmentation (around 93% accuracy for both DS and 

EDS) and the in mid-range (between 1,000 bytes and 100,000 bytes) segmentation cases 

(around 96% accuracy in both combinations). 

 

Figure 4-2: Active measurement ML algorithms combination byte results 

Figure 4-2 (byte identification) shows perceptibly that all combination algorithms 

had better performance than the best identification algorithm for bytes in this trace 

(NBTree). Real combination results are around 99% (random and perfect combination are 

not considered, since random combination serves as a baseline and perfect combination is 

not a real combination method, but rather serve as a theoretical maximum combination 

result). This clearly shows that the combination is also able to achieve a synergetic effect, as 

opposed to a simple selection of the best algorithm. 

To provide a more complete comparison and check how these characteristics 

evolve, the payload signature identification and the BLINC algorithm [9] were also 

included in the combination, alongside the six machine learning algorithms included in the 
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combinations already shown. The results of this new experiment are shown in Figure 4-3 

and Figure 4-4. 

Using this trace, BLINC had the following results: 54.12% flow completeness, 

23.21% flow accuracy, 99.34% byte completeness and 56.63% byte accuracy. The BLINC 

algorithm did not achieve appropriate results in either case (flows and byte identification). 

However, this should not be interpreted as a drawback of the algorithm: only the graphlets 

presented in the original paper [9] were implemented, and others may be created for the 

identification of any type of traffic. Consequently, the implementation of BLINC utilized 

did have graphlets for all the types of traffic analyzed in this thesis, except VoIP and 

Secure/SSL. A similar warning applies to payload signature identification, since more 

signatures (other than those used in this work) could be implemented to improve the 

performance of the payload signature technique. 

 

Figure 4-3: Active measurement algorithms combination flow results 

In the flow metrics (Figure 4-3), it is possible to see a performance decrease in the 

random combination (first point in the figure). This is due to the worse results of the 

included methods for the flow metrics, payload signature identification and BLINC, since 

this combination represents the average of the traffic identification methods. However, the 

inclusion of the worse algorithms only slightly affected the results of other combinations 

(0.3-0.7% improvement in the EDS combinations). 
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Figure 4-4: Active measurement algorithms combination byte results 

Figure 4-4 presents the inclusion of the two algorithms (payload identification and 

BLINC) in the combination methods for byte identification, which did not perceptibly 

change the results (an average 0.06% improvement in the EDS scenarios, no change in 

other real combinations), except for the random combination. This is due to the fact that 

one of the algorithms included, BLINC, had a significantly poorer performance for byte 

identification. 

In this experiment, byte identification was very stable with the inclusion of new 

algorithms, and the other combination methods (maximum likelihood and the ones based 

on the Dempster-Shafer theory) simply ignored the extra information provided. It 

happened due to no contribution of the new algorithms with better results than those 

already present in the ML algorithms. 

4.7.2. Laboratory Measurement 

For analyzing the combination of methods of traffic identification in a real 

network, the same methods were applied to the second trace, the laboratory measurement, 

and are presented next. 

Figure 4-6 shows the results of byte identification for the laboratory measurement. 

All combination methods had a very similar behavior and a quite good result (around 94% 

correctness), but significantly worse than the active measurement (99% correctness). All 

combinations performed significantly better than the random combination (the baseline). 

Figure 4-5 shows a greater performance variation in the combination methods for 

flow identification. In this trace, the combinations based on the theory of evidence had 

poor performance without segmentation (56.11% correctness for DS, 57.64% for EDS) as 

well as in the cases of segmentation of flows in the threshold of 100 bytes (59.66% and 

50%

60%

70%

80%

90%

100%

Byte Comp

Byte Acc

Byte Corr

Total combination byte metrics, clustered training



 

 60

59.10% for DS and EDS, respectively). All other cases were roughly similar (60.53% to 

72.17% correctness) to the best algorithm in the scenario, NBTree (65.05%). Mid-range 

results for Enhanced Dempster-Shafer combination showed it is more robust than the 

Naïve version of the method. 

 

Figure 4-6 shows the results of byte identification for the laboratory measurement. 

All combination methods had a very similar behavior and a quite good result (around 94% 

correctness), but significantly worse than the active measurement (99% correctness). All 

combinations performed significantly better than the random combination (the baseline). 

Figure 4-5: Laboratory measurement algorithms combination flow results 

 

Figure 4-6: Laboratory measurement algorithms combination byte results 
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algorithms had a very poor performance in flow identification in this trace (16.96%-51.82% 

correctness). 

 

Figure 4-7: Academic network measurement algorithms combination flow results 

In the combination results, all possible combinations had results better or similar to 

the average (random) traffic identification combination of flows (29% correctness). 

However, the results of combinations based on the theory of evidence had a proper 

performance (compared to the best algorithm, Bayesian networks with simple estimator, 

with 51.82% correctness) when using segmentation of flows in the threshold of 100-1,000 

bytes (from 51.53% to 56.44% correctness). Intriguingly, in the case of the DS 

combination, the threshold of zero (no segmentation) and the thresholds of 10,000-

1,000,000 provided results (28.16%) slightly worse than the baseline (random combination, 

with 29.66% correctness). Once more, the Enhanced Dempster-Shafer combination 

showed it is more robust than the simple version of the method. 

 

Figure 4-8: Academic network measurement algorithms combination byte results 
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Figure 4-8 shows the consistent stability of the byte identification in the 

combinations and demonstrates a systematic improvement towards the average case 

(random combination, with 71.24% correctness). Real traffic identification combination 

outcome is around 79%, despite the greater complexity and unpredictability of the network 

applications in an academic backbone network. 

4.7.4. Commercial Network Measurement 

The traffic identification combination methods were also applied to the evaluations 

based on the commercial network traces. This type of network presents a very different 

behavior compared to other types illustrated in this thesis. Figure 4-9 shows the 

combination results for this network. The outcome was surprisingly stable throughout the 

combination methods. In particular, this is because flow identification results (Table 8) 

presented a greater variation in performance for this trace. 

 

Figure 4-9: Commercial network measurement algorithms combination flow results 

The stable behavior is precisely due to the variation of performance in flow 

identification, which provides more evidence towards which algorithms to choose from. 

To support this view, the maximum likelihood combination (which uses no evidence) 

method did not provide results (34.76% correctness) as good as the other proposed 

methods (from 42.87% to 43.88% correctness). However, the outcome of the maximum 

likelihood is still considerably better than the baseline (21.88% correctness). This is exactly 

the opposite of the observation in the academic network combination results. In that case, 

flow identification (Table 6) was very similar among algorithms, with only one algorithm 

(Bayesian Network with Simple Estimator) significantly outperforming the others, but 

combination results (Figure 4-7) were very instable (see Section 4.7.3). 
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In the case of byte identification, the graph (Figure 4-10) shows yet another 

confirmation of stability for the byte volume identification throughout the combination 

methods. The numerical results, however, show that the byte volume identification with 

combination for this trace (around 61% correctness) is considerably worse than in other 

traces, even though better than the baseline (48.08% correctness). This is attributed to the 

fact that only one direction of the conversations was present in the trace (see Sections 3.4 

and 3.5). In order to confirm this observation, a performance evaluation of a single 

direction of the academic network trace was also carried out. 

 

Figure 4-10: Commercial network measurement algorithms combination byte results 
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Figure 4-11: Unidirectional academic measurement algorithms combination flow results 

In this case, all combination methods proposed outperformed the random 

combination. The Enhanced Dempster-Shafer combination with segmentation threshold 

set at 100-100,000 bytes had a performance similar to the best algorithm (SVM), as well as 

the Dempster-Shafer combination with segmentation threshold set at 100 bytes. Observing 

that this is the only trace in which the 100-byte DS significantly outperforms the 1,000-byte 

DS suggests that a better threshold value for segmentation is probably between these two 

values. 

 

Figure 4-12: Unidirectional academic measurement algorithms combination byte results 
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(around 79% correctness). This signals that unidirectional measurements did not present 

adequate results for traffic volume identification using the presented algorithms. 

4.8. Discussion 

Four different methods were proposed for combining the results of traffic 

identification algorithms. The proposed methods were evaluated in several different kinds 

of networks and some recommendations are discussed next. 

Using unidirectional traces clearly provides a negative bias in the different 

identification techniques. Therefore, it is advised against using traffic identification on 

measurement points that are only capable of providing one side of the traffic. Access and 

border routers, however, usually do not suffer from these restrictions (only some cases of 

border routers have such limitations, for example, in transit backbones). Therefore, the 

usage of traffic identification algorithms and/or traffic identification combination method 

should avoid measurement points that cannot include bidirectional data for the 

identification. 

When evidence on the performance of the traffic identification algorithms is 

available, the use of the Enhanced Dempster-Shafer combination with a size segmentation 

threshold of 1,000 bytes is recommended. This configuration is supposed to provide results 

significantly better than the random combination, as seen on all traces evaluated, and 

results similar to those presented by the best identification algorithm used (in the context 

of this thesis), both in flow count or byte volume. When performance evidence is not 

available, the maximum likelihood combination method should be used instead. 

Since the flow identification did not provide high confidence in identification 

results in backbone networks, it is recommended not to use any identification method 

based on flow information to implement application-based traffic filtering/firewalling. 

Otherwise, it could result in a considerable percentage of flows being incorrectly discarded 

or accepted. However, volume identification performed well and it is believed it could be 

used even on any network for capacity planning and also for traffic engineering. 

Many of the identification problems, however, are derived from the construction of 

the baseline [11]. In this work, the evaluations with a worse baseline (represented by the 

higher amount of traffic flows or bytes unknown) did have worse performance as discussed 

in Section 3.3. Performing a validation of the method used for creating the baseline [11] 

and an appropriate approach for selecting the training set of an identification algorithm 
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based on machine learning [11] is fundamental for suitable performance in traffic 

identification. 

 



 

 67

Chapter 5 – Conclusions and Future Works 

“Sometimes questions are more important than answers.” 

(Nancy Willard) 

 

 

This thesis tackles the problem of proper traffic identification. There are many 

shortcomings commonly seen in research efforts that involve traffic identification. The first 

problem observed is the use of an unreal trace (very small, actively measurement using 

defined parameters or significantly filtered). Using this approach, the results might be very 

different from the results actually observed by a network administrator and cannot be 

trusted. 

Another frequent issue is the unreliable reference identification of the analyzed 

traffic. Using an algorithm that was not proved to provide trustable results (such as port 

numbers or payload analysis with non-validated signature) may incur in a considerable bias 

in the analysis. A third problem that occurs regularly is the use of wrong metrics. This 

problem hinders a proper assessment of the analyzed algorithms. 

This work made some recommendations for solving the problems and proposed a 

novel approach to improve overall results in traffic identification. The specific lessons 

learned in this thesis are detailed next. 

5.1. Lessons Learned 

The first lesson learned in this work is that each network has its own traffic 

characteristics, which is a problem that severely affects the performance of traffic 

identification techniques (explaining the internal details for the performance changes in the 

algorithms is not in the scope of this thesis). Furthermore, it is not possible to simply rank 

identification techniques, since the performance of each algorithm varies with the network 

scenario used. 

Therefore, the most important question is not which algorithms to use but, instead, 

how to use them. Using the combination methods recommended by this thesis, it is possible 

to surpass these shortcomings with a traffic identification method that is comparable to the 

one obtained by the best algorithm (among those analyzed in this thesis) and also capable 

of providing results even better than the best identification algorithm in some cases. 
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Moreover, the proposed methods are able to work with several types of 

identification algorithms, not restraining the number or types of algorithms used. Also, the 

inclusion of an algorithm with considerably worse performance did not significantly affect 

the results of combinations other than the baseline (which represents the average outcome 

of the algorithms). However, it is supposed that adding numerous worse and similar 

algorithms (for example, many different versions of the Bayesian Network algorithms) to 

form an artificial majority may affect the results in the maximum likelihood combination. 

During the execution of experiments in this thesis, it was learned that some 

algorithms had a different behavior when compared to others, but the difference does not 

mean that an algorithm is worse than another. For example, even though the BLINC 

algorithm (which uses behavior analysis) had a worse overall performance when compared 

to the machine learning algorithms and to the payload analysis algorithm, it usually 

recognized more P2P flows than all other algorithms. This characteristic in itself justified 

the slight (since P2P represent a minority of the flow count) improvement in performance 

when the BLINC algorithm was included in the combination (see Section 4.7.1). 

A manual analysis of the flows also showed that port numbers were correctly used 

by most flows, especially by applications of legacy network services (SNMP, DNS, etc). 

This applicability information, when analyzed for several traffic identification algorithms, 

might be useful in the development of a combination technique that uses the specialization 

of the traffic identification algorithms for following identification hints and therefore 

saving processing time (see the list of future works in Section 5.4 for more details on this 

possibility). 

Another lesson learned is the importance of planning for the evaluation of a traffic 

identification technique to avoid the problems mentioned in other works. First, it is 

necessary to use a trustable method for creating the baseline, as described in Section 2.2.2. 

If the baseline is not trustable, neither are the results. Second, the use of real traffic that 

was not changed or filtered for the evaluation. Otherwise, the results achieved will be 

different from a real usage of the algorithm. Third, in case a machine learning algorithm is 

used for traffic identification, it is necessary to select a proper method for the creation of a 

training set, such as the use of clustering on a previous trace from the same measurement 

point and the extraction of samples from all the clusters. Without a proper selection of the 

training set, some classes of traffic might be overtrained while others might lack training 

(undertraining), both of which result in incorrect traffic identification. 
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Finally, one lesson learned is the necessity of choosing the proper metrics for the 

evaluation of a technique. According to literature [30][11], completeness and accuracy are 

appropriate metrics for the evaluation of traffic identification. In this work, a 

straightforward solution, combining both metrics in a single one, is presented for an 

automatic ranking of traffic identification techniques and combination methods. However, 

the majority of research found in literature shows only one of these metrics or a completely 

different metric. Such a metric is usually not meaningful for properly assessing the 

performance of the traffic identification technique analyzed. 

5.2. Recommendations 

The validation of the technique utilized for the creation of the evaluation baseline is 

very important. Since using a real traffic for the evaluation of a traffic identification 

technique is important to avoid bias in the results, the baseline may not be created by active 

measurement and a manual identification of the whole trace is usually infeasible to be done 

by a specialist. Therefore another technique must be chosen, and this technique should be 

previously validated with a traffic trace whose baseline was created using active 

measurement of the trace or manual identification. 

When using a machine learning algorithm for identification, the use of traffic 

clustering on a previous trace of the evaluated measurement point should be preferred for 

selecting the training set, since this method better suits the task of creating the training set 

while avoiding the possibilities of overtraining and undertraining. 

A better result in traffic identification can be achieved through the combination of 

several identification algorithms and therefore combination should be used when possible. 

In the case of combination, using the Enhanced Dempster-Shafer combinations with a 

segmentation threshold of 1,000 bytes is recommended when algorithm performance 

evidence is available. When such information is not available, using the maximum 

likelihood combination method is recommended instead. 

5.3. Contributions 

The contributions of this thesis are manifold. The first contribution is a thorough 

understanding of the steps involved in traffic identification and the shortcomings therein, 

which resulted in the writing of a survey in the field [10]. As consequences of this 

understanding are the new approach to present the metrics for traffic identification 

(Section 2.2.1), recommendations for appropriate traffic source usage, and the conclusion 
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that choosing a single identification algorithm is not enough for assuring good 

identification results in different network scenarios because algorithms present 

unpredictable negative performance spikes. 

Another contribution is the proposal of a novel approach for selecting the training 

set that will be used in machine learning algorithms for traffic identification. While the 

general literature in machine learning uses the random selection or N-Fold cross-validation 

and the specific literature in traffic identification also proposes the use of equalized random 

selection, this work proposes and evaluates the use of clustering for the selection of the 

training set. The evaluation of the traffic identification techniques resulted in a paper [11], 

under evaluation. 

Finally, another important contribution of this thesis is the proposal of different 

methods for generic combination of traffic identification algorithms. These methods are 

independent of the type of traffic identification algorithms utilized. Using these methods as 

recommended consistently provides results similar to the outcome of the best identification 

algorithm used in the combination. This occurs in spite of the best algorithm performance 

varying throughout different scenarios. The combinations provided appropriate results for 

use in evaluations of traffic composition and allowing network engineering. The evaluation 

of the proposed techniques for traffic identification outcome combination resulted in 

another paper [12], also under evaluation. 

5.4. Future Works 

Some future works have been identified to complement this work and are explained 

next. An interesting research point would be the fine-grained evaluation of the best 

segmentation size for the Dempster-Shafer and the Enhanced Dempster-Shafer 

combination methods. As mentioned in Section 4.7.5, a better value is supposed to lie 

between 100 and 1,000 bytes. However, the exact best value probably changes among the 

different scenarios and one should seek the value that provides optimal or sub-optimal 

performance throughout different network types. 

Another future work is the inclusion of other techniques shown in the literature, 

such as traffic profiling [70], port-based identification [24] or some of the statistical 

techniques [4][21][61]. This future work would allow verifying the behavior of the 

proposed combinations in face of different types of traffic identification methods. A 

variation of this work would be the verification of the proposed methods for combination 

in face of alterations, along time, of the network characteristics and of the traffic 
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composition of the same networks studied, as well as variation in the accuracy of payload 

identification (with novel and improved signatures) when used as a baseline. For this study, 

it would be important to perform the same evaluations performed in this thesis on a 

periodic basis. 

Based on the conclusions of the analysis of the combination techniques, an 

interesting and challenging future work would be to go deep inside the reasons of the 

performance of each identification algorithm, which requires a thorough knowledge of 

diverse areas, especially artificial intelligence. This would allow understanding on which 

types of traffic or trace composition the algorithms fail and might provide information for 

designing specific traffic identification algorithms that identify traffic that is otherwise 

missed by traffic identification algorithms. 

Finally, an interesting future work would be the identification of which types of 

traffic behavior (for example, this thesis observed that P2P traffic is well identified by 

algorithms with behavior analyses) are better identified by which algorithms. With this data, 

an enhancement of the combination algorithms present in literature (see Section 2.2.8) 

could be proposed. First, a preliminary analysis of a flow is performed for separation of 

different types of flows (which can be carried out, for example, by a behavior identification 

algorithm or a clustering algorithm along with some known test data). Based on the 

previous result, this flow is then delivered to a specific identification algorithm (see Section 

5.1 for some insights that can be used), which will either identify the flow with a high 

accuracy or not identify it at all. If the flow is not identified, a generic identification 

algorithm can be used. Using this form of combination provides a more adaptive behavior 

in identification and consequently offers a method of evolution for the combination and 

also saves processing speed. This method could also be used for online identification. 
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A. Abbreviations and Acronyms 

ADSL Asymmetric Digital Subscriber Line 

DBMS Database Management System 

DoS Denial of Service 

FTTH Fiber to the Home 

IETF Internet Engineering Task Force 

IP Internet Protocol 

ISP Internet Service Provider 

MAC Medium Access Control 

ML Machine Learning 

PSTN Public Switched Telephone Network 

QoS Quality of Service 

SNMP Simple Network Management Protocol 

TCP Transmission Control Protocol 

UDP User Datagram Protocol 

VoIP Voice over Internet Protocol 
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B. Glossary 

Denial of 

Service 

A type of network attack where a high amount of traffic is generated 

synthetically or through slave machines (usually compromised 

machines, used without the owner’s knowledge or consent) and 

directed towards a machine that will be overloaded and not respond or 

be able to service real users. 

Overtraining In machine learning algorithm, providing more data than what is 

enough for training might increase the performance of the algorithm 

for the specific training set while decreasing it for a more general set 

(the test set). 

Simple Network 

Management 

Protocol 

A protocol for managing equipment and services in IP networks. 

Traffic Feature Datum (or data) directly or indirectly derived from captured traffic that 

can be used for analysis, including traffic identification 

Traffic 

Identification 

To discover which application was used to generate the observed traffic 

Undertraining In machine learning algorithms, providing significantly less data then 

enough for training decreases the performance of the algorithm, since 

many type of samples will not be properly identified due to the fact that 

similar samples were not present in the training set. 
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C. Theory of Evidence 

Traditional statistics provide tools to deal with certainty and probability. The theory 

of Evidence was proposed by Shafer [54], based on the work of Dempster [20], to create a 

tool that is also able to work with uncertainty. This theory allows plausible reasoning of 

evidence using the basic probability assignment function, the belief function and the 

plausibility function [53] to calculate the probability of an event (or set of events). 

This theory is relevant because it avoids the intuitive extrapolation of information 

usually used in statistic methods for complementary probability. For example, in statistics, 

when an event has a 60% chance of occurring, one assumes (correctly) that there is a 40% 

chance of it not happening. But the theory of evidence deals not with the probability of 

events. Instead, it works with the level of trust on its information sources. For example, 

when a source of information can be trusted in 60% of cases, one may not assume that this 

source is necessarily wrong in 40% of cases, just that it is not to be trusted in 40% of cases. 

The basic probability assignment is a primitive of the evidence theory and is not a 

probability as defined in statistics. Instead, it defines the mapping of the power set21 of a 

given set of events X to the probability interval between 0 and 1. This basic probability 

assignment represents the evidence that will be evaluated to achieve a result. Note that 

usually not all subsets of X have a definition of its probability, since some evidence may be 

lacking. From this basic probability assignment, an interval of probability of a set of 

interest (within X) can be assigned and the lower bound is the belief, while the upper 

bound is the plausibility. Belief represents the sum of all basic probability assignments of 

the proper subsets of this set if interest. Plausibility represents the sum of all basic 

probability assignments of the sets that intersect the set of interest. Belief and plausibility 

functions are nonadditive, which means that the sum of probabilities in either belief or 

plausibility does not need be 1. 

There are several proposals for combining the evidences collected from multiple 

sources [53]. The Dempster-Shafer theory is based on the fact that these sources are 

independent. The combination types can be defined as conjunctive (evidence from all 

sources are used), disjunctive (a single source must be selected) or tradeoff (between both 

conjunctive and disjunctive). The selection of the proper type of combination depends on 

the specific context of the event. 

                                                
21 The power set is defined in mathematics as the set of subsets of a given set. 
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The Dempster rule of combination is purely a conjunctive operation and works 

through the normalization of the probabilities of events among the different evidences 

(basic probability assignment). 

Several alternatives to the Dempster rule were proposed to deal with the conflicting 

sources of evidence [53]. These alternatives provide varying levels of conflict resolution, 

which makes these combinations a tradeoff (neither fully conjunctive nor fully disjunctive). 

Dubois and Prade (apud [53]) proposed a disjunctive combination that does not 

discard any information of the sources, simply by unifying the basic probability 

assignments of the sources. This does not require normalization, but may provide 

imprecise results. 

An alternative disjunctive combination is used in this thesis, simply selecting the 

source of information with the greatest level of trust and discarding the other sources. 
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D. Algorithms 

This thesis proposes some novel methodologies for the combination of traffic 

identification results. This appendix details the algorithms of such methodologies. The 

publication of these algorithms is academically pertinent since it allows the replication of 

this work by other researchers. 

D.1. Random Selection 

The random selection methodology serves as a comparison for other combinations 

and its algorithm is very simple. It works as follows. For each analyzed flow, the set of 

identification results (one result for each algorithm for a flow) is obtained. A single 

identification algorithm is randomly selected for that flow. The result of this algorithm is 

used as the combined identification outcome for that flow. This is repeated for each of the 

flows in the trace, independently (the selection of an algorithm for a flow may not affect 

the selection of an algorithm for the next flow). More details can be found in the following 

pseudocode. 

open flow trace 

open all N traffic identification results for 

the trace 

open combination results file for output 

for each flow F, do 

generate a random number R from 1 to N 

pick the Rth flow identification result 

output as combination result 

end of flows 

close all files 

finish 

D.2. Maximum Likelihood Combination 

The maximum likelihood combination is very similar to the methodology employed 

in elections. The algorithm starts with a For each analyzed flow, every identification 

algorithm has a vote on the type of application, which is the result of that algorithm for 

that flow. The most cited (voted) type of application for that flow is selected as the 

combined result, which usually represents the opinion of the majority. In case of a draw 
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(when no majority is formed), priorities previously assigned to the individual techniques are 

used to select a single technique. However, this selection may only take into consideration 

those identification algorithms involved in the draw set, not an isolated one. The algorithm 

of the maximum likelihood methodology is detailed in the following pseudocode. 

receive an order of priority for the 

identification algorithms 

open flow trace 

open all N traffic identification results for 

the trace 

open combination results file for output 

for each flow F, do 

count results for each application type 

if one result was most cited, then 

select most cited result 

otherwise 

pick a random result among the most 

cited 

end of if 

output as combination result 

end of flows 

close all files 

finish 

D.3. Dempster-Shafer Combination 

 The Dempster-Shafer combination algorithm may be used with or without 

segmentation (see Section 4.6 for more details). Since the version without segmentation is a 

special case of the segmented implementation, only the latter was implemented and works 

as follows. It uses a value of performance (for example, the correctness metric) for each of 

the identification algorithms. This performance should be calculated using a previous 

evaluation (preferably, from the same network). For each flow, the Dempster-Shafer 

combination checks the algorithms that did not consider this flow as “unknown”. Then, it 

uses the evidences for selecting the algorithm with the highest identification performance. 

For more details, the pseudocode of this combination algorithm is shown next. 

open flow trace 
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open all N traffic identification results for 

the trace 

open evidence files E for each algorithm used, 

according to segmentation size Seg-Size 

selected 

open combination results file for output 

for each flow F, do 

attribute zero to the maximum trustable 

result MTR 

for each algorithm N, do 

if value of E(N, Seg-Size) is higher 

than MTRm then 

select N as best algorithm 

update MTR with value of E(N) 

end of if 

end of algorithms 

pick the result of selected best algorithm 

output as combination result 

end of flows 

close all files 

finish 

D.4. Enhanced Dempster-Shafer Combination 

The enhanced Dempster-Shafer combination algorithm may also be used with or 

without segmentation (see Section 4.6 for more details). Since the version without 

segmentation is a special case of the segmented implementation, only the latter was 

implemented. It works as follows. The enhanced Dempster-shafer combination uses a 

value of performance (for example, the correctness metric) of each of the identification 

algorithms for each of the applications. This performance should be calculated using a 

previous evaluation (preferably, from the same network). For each flow, the methodology 

checks the identification algorithms that did not consider this flow as “unknown”. Then, it 

checks on the evidences the performance of each of the algorithms according to the 

application outcome of the algorithms for that flow and chooses the algorithm that yields 

the higher value in comparison. 
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For example, in a certain scenario algorithm A says a certain flow is HTTP and 

algorithm B says the same flow is P2P. According to the evidence at hand, the combination 

algorithm sees that algorithm A has 82% recorded confidence in HTTP traffic and 

algorithm B has 90% recorded confidence in P2P traffic. In this case, the algorithm B is 

chosen, even if algorithm A has 100% confidence for P2P traffic. 

The enhanced Dempster-Shafer traffic identification combination methodology 

provides a more fine-grained control on evidence and algorithm evaluation and is supposed 

to provide better identification results. The algorithm of the methodology is detailed in the 

following pseudocode. 

open flow trace 

open all N traffic identification results for 

the trace 

open evidence files E containing specific-

application evidence for each algorithm 

used, according to segmentation size Seg-

Size selected 

open combination results file for output 

for each flow F, do 

attribute zero to the Maximum Trustable 

Result MTR 

for each algorithm N, do 

if value of E(N, APP(N), Seg-Size) is 

higher than MTR, then 

select N as best algorithm 

update MTR with value of E(N) 

end of if 

end of algorithms 

pick the result of selected best algorithm 

output as combination result 

end of flows 

close all files 

finish 
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D.5. Perfect Combination 

The perfect traffic identification combination methodology serves as a basis of 

comparison for other combination techniques. Its outcome represent the theoretical 

maximum performance a combination methodology may have given a set of identification 

algorithms and a baseline. It works as follows. For each flow, if any of the traffic 

identification algorithms did provide the correct result (according to the baseline), it is 

selected. Otherwise, one of the algorithms is chosen randomly and its result is used. The 

algorithm of the perfect combination methodology is detailed in the following pseudocode. 

open flow trace 

open all N traffic identification results for 

the trace 

open trace baseline results 

open combination results file for output 

for each flow F, do 

for each algorithm N, do 

if the result of algorithm N match 

baseline result, then 

select it 

end of if 

end of algorithms 

if no algorithm was selected, then 

generate a random number R from 1 to N 

pick the Rth flow identification result 

otherwise 

pick the result from the selected 

algorithm 

end of if 

output result as combination result 

end of flows 

close all files 

finish 
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