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versidade Federal de Pernambuco como requisito parcial

para obtenção do grau de Doutor em Ciência da Com-

putação.

Orientador: Paulo Henrique Monteiro Borba

Co-orientador: Rohit Gheyi

Recife
Março de 2014



  !!!!!!!!!!!!!!!!!!!!!!!!!!!
Catalogação na fonte 

Bibliotecária Joana D’Arc L. Salvador, CRB 4-572 !
 
Teixeira, Leopoldo Motta.   
      Safe evolution of software product lines and sets 
of product lines / Leopoldo Motta Teixeira. – Recife: O 
Autor, 2014. 
       148 f.: fig., tab. !
      Orientador: Paulo Henrique Monteiro Borba. 
      Tese (Doutorado) - Universidade Federal de 
Pernambuco. CIN. Ciência da Computação, 2014. 
      Inclui referências. !
      1.Engenharia de software. 2. Software - 
Refatoração. 3. Software - Reutilização.  I.Borba, 
Paulo Henrique Monteiro (orientador). II. Título. !
       005.1             (22. ed.)                   MEI 2014-77                                                                                                                                                                                                                                                                                                                                                              



!
Tese de Doutorado apresentada por Leopoldo Motta Teixeira à Pós Graduação em 

Ciência da Computação do Centro de Informática da Universidade Federal de 

Pernambuco, sob o título “Safe Evolution of Software Product Lines and Sets of 

Product Lines” orientada pelo Prof. Paulo Henrique Monteiro Borba e aprovada 

pela Banca Examinadora formada pelos professores:       

!
                                    

___________________________________________ 
   Prof. Augusto César Alves Sampaio 
   Centro de Informática / UFPE !
   ___________________________________________ 
   Prof. Fernando José Castor de Lima Filho 
   Centro de Informática / UFPE 
                                      
   ___________________________________________ 
   Prof. Juliano Manabu Iyoda 
   Centro de Informática / UFPE !
   ___________________________________________ 
   Prof. Vander Ramos Alves 
   Departamento de Ciência da Computação /  UnB !
   ___________________________________________ 
   Prof. Eduardo Santana de Almeida 
   Departamento de Ciência da Computação / UFBA !!!!!!!
Visto e permitida a impressão. 
Recife,  28 de março de 2014. !!
___________________________________________________ 
Profa. Edna Natividade da Silva Barros 
Coordenadora da Pós-Graduação em Ciência da Computação do  
Centro de Informática da Universidade  Federal  de Pernambuco.



To my family, specially my wife.



ACKNOWLEDGEMENTS

First of all, I am deeply grateful to God for the gift of life. His grace humbles me and
encourages me to persevere daily.

Raquel, thank you for your enduring support and humongous patience and good spirit
to put up with me. I choose to love you everyday.

I thank my parents for providing a great environment for me to grow up. Also, I am
grateful for my grandmothers, sisters, nephews, in-laws. You are all very important to me.

Thanks to Paulo, for being a great mentor and advisor during the last years, always
pushing me forward, a true source of inspiration.1 I feel privileged for spending these
years as your student, and I would not be able to value how much I learned throughout
these years, not only academically.

I also feel privileged for having Rohit as a co-advisor. Thanks for your patience with
this PVS padawan, your friendship and guidance were also of utmost importance during
these years. Let’s keep proving.

Many thanks to the proposal and thesis committee members: Augusto Sampaio,
Eduardo Almeida, Fernando Castor, Juliano Iyoda, and Vander Alves. Your valuable
comments improved this work and provided different viewpoints that will be useful for
future research.

I am also thankful for the good friends I made during this journey at CIn-UFPE,
whether through work collaborations or by sharing the lab. In special: Márcio Ribeiro,
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RESUMO

Linhas de Produtos de Software exploram reuso entre sistemas de software, fornecendo
uma maneira sistemática de gerá-los. Extrair e evoluir linhas de produtos a partir de
produtos existentes pode ser caro e propenso a erros. Tais tarefas podem se beneficiar de
refatoramentos com base formal, garantindo corretude por construção.

Linhas de produtos são muitas vezes desenvolvidas no contexto de um conjunto de
linhas relacionadas. Por exemplo, no contexto de populações de produtos, podemos
ter diferentes versões de uma linha sendo desenvolvidas simultaneamente em diferentes
branches. Também podemos combinar várias linhas que dependem umas das outras para
desenvolver multi-linhas de produto. Ao evoluir uma linha pertencente a um conjunto, é
importante verificar se as alterações afetam as demais linhas do mesmo conjunto.

A teoria de refinamento de linhas de produtos formaliza a noção de evolução segura
em termos de uma relação de refinamento. Refinamento captura preservação de compor-
tamento, mas abstrai melhoria de qualidade. Neste trabalho, nós estendemos essa teoria
para populações de produtos e multi-linhas de produtos. Estabelecemos propriedades de
composicionalidade, que estabelecem as condições necessárias para garantir a evolução
segura de conjuntos de linhas quando evolúımos individualmente seus membros.

As teorias de refinamento são gerais com respeito às diferentes linguagens usadas
para descrever modelos de caracteŕısticas, modelos de configuração e demais artefatos
para implementar linhas de produtos e conjuntos de linhas. Pressupostos e axiomas
estabelecem as interfaces entre nossas teorias e linguagens espećıficas. Instanciar as teorias
com diferentes combinações de linguagens concretas nos permite derivar transformações
que abstraem evoluções seguras, que vão desde a evolução individual de artefatos até a
evolução de linhas de produtos e seus conjuntos como um todo.

Investigamos e exploramos semelhanças entre estas linguagens, abstraindo propriedades
em comum, o que resulta em transformações expressas em ńıveis mais altos de abstração,
que podem ser reutilizados por mais linguagens. Desta forma, nós propomos uma linha
de produtos de teorias, onde diferentes linguagens correspondem a diferentes features,
e os produtos correspondem à instanciações das teorias de refinamento. Foi utilizado o
Prototype Verification System para codificação e prova das teorias e suas instanciações.

Para avaliar a expressividade das transformações propostas, analisamos o histórico de
evolução de linhas de produtos, observando se transformações são expressivas o suficiente
para justificar os cenários de evolução segura. Além disso, também estudamos a evolução
do kernel do Linux e mostramos que a maioria dos padrões de evolução encontrados está
de acordo com a noção de refinamento de linhas de produtos. Finalmente, também usamos
as transformações para raciocinar sobre a evolução da linha de produtos de teorias.

Palavras-chave: Linhas de Produtos de Software, Evolução de Software, Refinamento



ABSTRACT

Software Product Lines explore reuse among software systems, providing a systematic way
to generate them. Extracting product lines from existing products and evolving them can
be costly and error-prone. These tasks can benefit from refactorings with formal basis, to
ensure correctness by construction.

Product lines are often developed in the context of a set of related product lines. In
the context of product populations, we might have a number of product line versions
being simultaneously developed in different branches. We can also combine multiple
product lines that depend on each other to develop multi product lines. When evolving
a product line from such a set, it is important to check whether the changes affect the
related product lines in the same set.

A theory of product line refinement formalizes the notion of safe evolution in terms of
a refinement relation over product lines. Refinement captures behavior preservation but
abstracts quality improvement. In this work, we extend this theory, defining refinement
theories for product populations and multi product lines. We also establish composition-
ality properties, which reveal the necessary conditions for guaranteeing safe evolution of
sets of product lines when individually evolving one of its members.

The refinement theories are generic with respect to the different feature model, con-
figuration knowledge, and asset languages that we can use to describe or implement
product lines, and consequently, sets of product lines. Assumptions and axioms explicitly
establish the interfaces between our theories and particular languages. Instantiating the
theories with different combinations of concrete languages enables us to derive refinement
templates that abstract safe evolution transformations, ranging from evolving individual
artifacts to evolving product lines and their sets as a whole.

We investigate and explore similarities between these languages, abstracting common
properties, which ultimately result on refinement templates that work at a higher abstrac-
tion level and can be reused to a larger number of languages. Thus, we propose a product
line of theories, where different languages correspond to different features, and products
correspond to instantiations of the refinement theories. We use the Prototype Verification
System to encode and prove soundness of the theories and their instantiations.

To evaluate expressiveness of the proposed templates, we analyze the evolution history
of product lines. We observe whether templates are expressive enough to address the safe
evolution scenarios. Additionally, we also study the Linux kernel evolution and discover
that most evolution patterns conform to the product line refinement notion. Finally, we
also use refinement templates to reason about evolution of the product line of theories.

Keywords: Software Product Lines, Software Evolution, Refinement
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CHAPTER 1

INTRODUCTION

A software family is a group of software systems that share common characteristics,
but are sufficiently distinct from each other. A software product line explores reuse
among family members, providing a systematic way to generate them from reusable
assets [PBvdL05]. Assets correspond not only to code, but also requirements documents,
design models, templates, tests, image files, XML files, and other artifacts that we compose
or instantiate in different ways to specify or build the different products. This kind of
reuse targeted at a specific set of products can bring significant productivity and time to
market improvements [PBvdL05, VdLSR07].

Beyond management and market issues, technological support for product lines is
essential to achieve success with this approach. To obtain the benefits associated to
the approach with reduced upfront investment, we can minimize the initial analysis
and development process by bootstrapping existing related products into a product
line [Kru02, CN01, AJC+05]. Through an extraction process, we separate variations from
common parts and then discard duplicated common parts. A similar process applies
to evolution, when, for instance, adding a new product requires extracting variations
from parts previously shared by a number of products. Although useful to reduce initial
investments and risks, the extraction and evolution process can be costly and tiresome.
Manually extracting and modifying different code fragments, or any other kind of asset,
requires substantial effort, especially for checking necessary conditions to ensure that we
can perform the evolution in a safe way, that is, we do not change the behavior of existing
products. This can also lead to defects, compromising the benefits of the approach.

The product line extraction and evolution process can benefit from semi-automatic
refactorings [Fow99, Rob99], with formal basis, to ensure correctness and avoid running
tests after the refactoring. Applying semi-automatic refactorings, guided by the developer,
has the advantage of guaranteeing correctness by construction. However, existing program
refactoring notions [BSCC04, CB05, Fow99, Opd92] do not consider transforming sets of
programs or product lines [TBD06, KAB07, AJC+05, AGM+06]. In fact, a product line
can have conflicting artifacts, such as two classes with the main method, or two versions
of the same configuration file, which makes the assets from a product line an invalid
program. This prevents us from using existing program refactoring notions. Beyond such
limitations, in a product line, we tipically need extra elements to manage variability and
automatically generate products: Feature Models (FMs) [KCH+90, Bat05, CHE05] and
Configuration Knowledge (CK) [CE00].

Moreover, due to technical and market reasons, a product line is often developed in
the context of a set of related product lines. For example, in the context of product
populations [vO02] we might have a number of product lines sharing assets and covering
domains with overlapping functionality. This results in products with many commonalities
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but also major differences. We might also have a number of product line versions being
simultaneously developed in different branches and repositories, when supporting separate
feature development with distributed source code management systems [BKS12, Sch10].
This happens with a number of open source projects such as the Linux kernel. Complex
software systems and ecosystems such as the Debian and Ubuntu Linux distributions have
been structured as multi product lines: they combine and compose product lines, which
might be independently developed. In this case, products are generated from combining
products from these product lines, that depend on each other [HGR12, HTGE12, RS10].

When evolving a product line, sometimes it is important to check whether the changes
preserve the observable behavior of products that could be generated by the original
product line. This is useful when performing perfective and adaptive changes. For example,
refactoring a product line to improve its internal design, or adding an optional feature.
In both cases, we want to make sure that the evolution is safe in the sense that users of
existing products are not affected by the changes. The new improved product line can
still generate products with compatible observable behavior. In other cases, such as bug
fixing, the intention is to change behavior, so we cannot compare observable behavior.
Besides that, in the context of sets of product lines, for modularity’s sake, the changes
to an individual member should not affect the related product lines in the same set.
Neglecting such compositionality issues has led to a number of bugs in the Ubuntu Linux
distribution. Changes to the Linux kernel, and configurable software packages such as
BusyBox, have broken other members of the Ubuntu multi product line. For example,
bug #85571 shows that a feature change in the Linux kernel causes Ubuntu 4.10 not to
work at all in some systems, because a constraint is violated. Similar scenarios can be
found in the bug tracking systems of Ubuntu and other Linux distributions.

To provide guidance and safety in the cases where we desire to preserve behavior after a
change, we can rely on notions of product line and product population refactoring [Bor11],
that go beyond program refactoring and consider artifacts such as FMs and CK. These
notions are important for deriving a product line from existing products, for safely evolving
a product line by improving its design, or even by adding new products while preserving
existing ones. Instead of dealing directly with the stronger notion of refactoring, we focus
here on the underlying notion of refinement [Hoa72, Dij71], which also captures behavior
preservation but abstracts quality improvement. We take the broader view of refinement2

as a relation that preserves behavior to assure safe evolution, allowing the product line to
be extended with new products as long as existing products satisfy such a condition.

A theory of product line refinement [BTG12] then formalizes the notion of safe product
line evolution in terms of a refinement relation over product lines. This relation is
compositional with respect to changes in the elements of a given product line. For
example, under certain conditions, FM, CK, and assets can be independently modified.
However, the theory provides no compositionality guarantee like the one needed to
avoid the mentioned problems with Ubuntu. In fact, this theory is not sufficient in
contexts where we have a set of related product lines, whether dependent on each other or

1https://bugs.launchpad.net/bugs/8557
2Feature-oriented programming [LBL06, TBD06] uses this term in the quite different sense of overriding

or adding extra behavior to assets.
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not [vO02, BCM+04, HGR12, HTGE12, RS10]. In such a context, we need a refinement
relation, and its associated results, for relating product populations and multi product
lines with respect to safe evolution. This more general kind of safe evolution guarantee is
sometimes needed when merging product line versions developed in different branches (for
instance when creating a new branch to develop a new feature) or repositories. Relating
the set formed by the versions with the resulting merged product line could guarantee
that there was no unintended interactions in the evolution of the different versions.

To understand the compositionality issues and provide support for safe evolution in
these contexts, we extend the existing theory with refinement definitions for product
populations and multi product lines. This can be useful for minimizing adoption and
maintenance costs, as we can ensure that existing users would not be affected during
evolution. In the case of product populations, it enables us to consider scenarios such
as deriving a product line out of existing products, merging features developed in a
distributed way, and reasoning about sets of cloned product variants [RC13]. For multi
product lines, the refinement relation enables us to consider scenarios such as creating a
multi product line out of an existing large product line, for example. For both approaches,
we also prove compositionality theorems, which reveal conditions that guarantee safe
evolution of a product population or multi product line when individually evolving one of
its product lines. This is important to enable separate product line development in the
context of a set of related product lines. The conditions are also useful to detect potential
unsafe evolution scenarios, such as the just mentioned Ubuntu bug #8557.

The refinement theories are generic with respect to the different languages that we can
use to describe or implement product lines, and consequently, product populations and
multi product lines. Assumptions and axioms explicitly establish the interfaces between
our theories and particular languages used to describe the artifacts that constitute a
product line. Based on such interfaces, we can formalize concrete FM, CK, and asset
languages and instantiate our theories with different combinations of such languages. This
enables us to explore one of the main applications of the refinement theories: the derivation
of refinement transformation templates that we can use as a basis for constructing a
refinement catalog, abstracting safe evolution scenarios observed from the evolution of
existing product lines.

The FM, CK, and asset languages share similarities. For example, different FM
languages share the concept of adding a variable feature or evaluating an expression
over feature names against a feature selection. Therefore, this results in many similar
templates, in addition to many similar properties defined on the concrete formalizations.
This motivated us to investigate such similarities and explore them, which resulted on
the formalization of intermediate FM, CK, and asset languages, that abstract common
properties over such languages. This way, we can also define templates at a higher
abstraction level. This enables the reuse of templates, making them useful to a larger
number of FM, CK, and asset languages.

We then structure the different formalizations as a product line of theories, where differ-
ent languages correspond to different features, and products correspond to instantiations
of the refinement theories, which enable the application of a number of templates. More-
over, we also present refinement templates that abstract transformations performed when
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evolving product populations and multi product lines. For example, merging products
to create a product line. We used the Prototype Verification System (PVS) [OSRSC01]
to specify and prove soundness of the proposed theories, theory instantiations through
language formalizations, and templates.

Finally, besides proving soundness, we also evaluate the expressiveness of the proposed
refinement templates. Evaluating expressiveness is important for ensuring that our
templates are in fact useful for guiding developers in the task of safely evolving product
lines, product populations, and multi product lines. We also investigate the evolution
history of five existing product lines to evaluate whether the templates are expressive
enough to address the modifications performed by developers in the safe evolution scenarios
identified [NTS+11, NBA+]. Additionally, we also study the evolution of the Linux
kernel [PGT+13] to discover general evolution patterns, not restricted to safe evolution.
We find that over 70% of the identified patterns are consistent with the product line
refinement theory and correspond to safe evolution templates. We also discuss how we
could use the proposed refinement templates to reason about safe evolution of the product
line of languages and templates presented.

We organize the remainder of this work as follows:

• Chapter 2 reviews essential concepts used throughout this work;

• Chapter 3 presents our refinement theories, that establish safe evolution of product
lines, product populations and multi product lines;

• Chapter 4 presents the product line of theories formalizing different FM, asset and
CK languages that can instantiate our refinement theories, which enable us to derive
refinement templates for product lines, product populations and multi product lines;

• Chapter 5 discusses our evaluation over the expressiveness of the proposed templates,
presents results of an study over the evolution of the Linux kernel, and discusses how
we can also use refinement templates to reason about the evolution of our product
line of theories;

• Chapter 6 presents the final considerations of this work, discussing related work,
and proposing future research based on this work;

• The online appendix [TBG14a] presents the complete formalization of the theories,
together with proofs that we omit in the text for theorems and lemmas. Moreover,
we also make available all of the PVS specification and proof files for the theories,
language instantiations, and templates proposed in this work.
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CHAPTER 2

BACKGROUND

In this chapter we review and introduce essential concepts used in this work. First, we
discuss software product lines in Section 2.1. In this context, we detail important elements
such as feature models (Section 2.1.1), assets (Section 2.1.2), and configuration knowledge
(Section 2.1.3). We also discuss product populations in Section 2.2 and multi product
lines in Section 2.3. Finally, we provide an overview of the Prototype Verification System
(PVS) in Section 2.4.

2.1 SOFTWARE PRODUCT LINES

Software reuse has been proposed to avoid repetition of software development activities,
therefore, reducing the development time. Research has focused in methods, techniques
and tools that enable improvements in development time and quality. The main idea is
to develop something once and reuse it many times [MMYA01]. However, to make this
practice effective, it is necessary to plan for reuse. Beyond the reuse issue, we must take
customers into account. Customers wish to buy custom software, without having to pay a
high cost for it. The cost to develop custom software is high. Mass production of software
lowers this cost, but limits the desired customization of the software by the customer.

A possible way to address variability across different products is to develop each
product in separation. This way, we are able to target the specific needs and restrictions of
each customer. However, we end up with duplicated code among these products, besides
productivity issues. The software product lines1 approach enables the generation of related
software products from reusable assets, bringing an increase in productivity [PBvdL05,
VdLSR07]. Products are related by functionality. Reusable assets can be of many kinds,
such as classes, aspects, requirements, test cases, which are composed in different ways
to build a product. A systematic reuse approach is used, instead of an opportunistic
one [CN01].

Systematic reuse can bring significant productivity and time to market improve-
ments [PBvdL05, VdLSR07]. When extending a product line with a new product, time to
market is reduced because existing assets are likely to correspond to a large part of the new
product. When maintaining existing products, less time is needed too, because changes to
an asset reflect on several products. Indirectly, quality can be improved too [VdLSR07],
since assets are typically more exposed and tested by being used in different products.
The use of product lines has been reported successfully over many domains, from web
information systems to engine control systems, in small and large companies [VdLSR07].

Companies can adopt product lines in different ways, where the three main strategies
are known as the proactive, reactive and extractive approaches [Kru02]. In the proactive

1Hereafter, product lines.
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approach, the organization analyzes, designs and implements a new product line to
support the full scope of possible products. In the reactive approach, the organization
incrementally evolves an existing product line, when there is demand for new products or
new requirements arise for existing products. In the extractive approach, the organization
extracts a product line from existing products.

The proactive approach demands a higher initial investment, therefore it is not really
used in practice, and it might not be adequate to small and medium-sized companies.
The extractive and reactive approaches, on the other hand, have a reduced scope, need a
smaller investment, and thus become more attractive to such companies. Moreover, we
can use refactorings to further reduce the cost and improve productivity when adopting
and evolving a product line. In the following, we explain in more detail the artifacts that
constitute a product line.

2.1.1 Feature Models

To obtain the benefits that the product line approach brings, we need a way to man-
age variability. A number of different approaches for modelling variability have been
proposed [KCH+90, CE00, CHE05, Bat05, SHTB07, GMB08, WLS+08], from which the
most prominent is the Feature-Oriented Domain Analysis (FODA) [KCH+90]. It is a
domain analysis approach that focuses on the description of product line commonalities
and variabilities by means of features. In this context, features are defined as prominent
and stakeholder-visible aspects, qualities, or characteristics of a software system [KCH+90].
They are the semantic units by which different products within a product line can be
differentiated and defined [TBD06].

In the following, we focus on two different notations for expressing FMs. First, we
discuss propositional FMs, which can be represented as propositional formulae and combine
ideas from the FODA approach [KCH+90] and generative programming concepts [CE00].
Then, we present cardinality-based FMs [CHE05], which use a more complex language,
allowing infinite product configurations through group cardinalities and feature attributes.
Nonetheless, as shall be clear later, our theory does not depend on a particular FM
notation. It can be used with any FM notation that expresses its semantics as a set of
configurations.

2.1.1.1 Propositional
An FM is usually represented as a tree, containing features and information about how
they relate to each other. Features have different names and basically abstract groups
of associated requirements, both functional and non-functional [KCH+90]. In the FM
notation illustrated here, relationships between a parent feature and its child features
(subfeatures) indicate whether the subfeatures are optional (present in some products
but not in others, represented by an unfilled circle), mandatory (present in all products,
represented by a filled circle), or (every product has at least one of them, represented by a
filled triangular shape), or alternative (every product has exactly one of them, represented
by an unfilled triangular shape). For example, Figure 2.1 depicts a simplified Mobile
Media [FCS+08] FM, where Sorting is optional, Media is mandatory, Photo and Music
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are or-features, and the two illustrated screen sizes are alternative.

Mobile Media

Media

Photo Music

Screen Size

128x149 240x320

Management

Send Photo Sorting

Send Photo ⇒ Photo

Figure 2.1 Mobile Media [FCS+08] simplified feature model

Besides these relationships, the FM notation we consider here may also contain
propositional logic formulae about features. We use feature names as atoms to indicate
feature selection. So negation of a feature indicates that it should not be selected. For
instance, the formula just below the tree in Figure 2.1 states that feature Photo must be
present in some product whenever we select feature Send Photo. So {Photo, Send Photo,
240x320}, together with the mandatory features, which hereafter we omit for brevity, is a
valid feature selection (product configuration), but {Music, Send Photo, 240x320} is not.
Likewise {Music, Photo, 240x320} is a valid configuration, but {Music, Photo, 240x320,
128x149} is not because it breaks the Screen Size alternative constraint. In summary, a
valid configuration is one that satisfies all FM constraints, specified both graphically and
through formulae. Each valid configuration corresponds to one product of the product
line, expressed in terms of the features it supports. This captures the intuition that an
FM denotes the set of products in a PL.

We call this type of feature models propositional since we can view them as compact
representations of propositional formulas [Bat05]. Rules for translating FM productions
into propositions have been proposed [Bat05], so each feature relationship type (optional,
mandatory, alternative, or) is translated into a different proposition. For example, the
semantics of the alternative relation is that, if the parent feature is selected, one, and only
one of its child features must be selected. Therefore, we could translate the alternative
group from Figure 2.1 as ScreenSize ⇒ (128x149 ∨ 240x320 ) ∧ ¬(128x149 ∧ 240x320 ).
Using these rules, we can translate the FM to a propositional formula.

2.1.1.2 Cardinality
Czarnecki et al. proposed an FM language that introduces feature and group cardinalities,
besides the concept of staged configuration [CHE05]. Feature cardinality allows a feature
to be selected repeatedly for a number of times in a product configuration. This can be
useful to define multiple variants for parts of the system that can be configured differently.
Group cardinality allows setting different values for the the minimum and the maximum
number of group members that can be selected. Figure 2.2 illustrates an example of
a cardinality-based FM. We observe that f5 has cardinality of [0..∗], meaning that this
feature can be selected zero or more times in a configuration. We can actually define
cardinality intervals, such as we do for f1 , where we define that it must be selected at
least 1, 2, 4, or any number greater than 4 times.
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Figure 2.2 Example of a cardinality-based feature model for a text editor [CHE05]

We can also model feature groups using group cardinalities. A feature group expresses
a choice over the features in the group, restricted by the group cardinality < n− n′ >,
which specifies that one has to select at least n and at most n′ distinct grouped features
in the group. Therefore, in the group below f4 , we must select at least 2 features, and at
most 3. The group below f is similar to the alternative feature group that we detailed in
the previous section, that is, f2 and f3 are mutually exclusive.

We observe that there are features with the same name but in different points of the
FM in Figure 2.2. Therefore, we cannot represent configurations as a flat set of features, as
we do for propositional FMs. Thus, in cardinality-based FMs, we represent configurations
with pairs, where each pair is an element from the relation between features (identified
by their feature names) and their multiset of subfeatures [CHE05]. The semantics of the
entire feature model is now defined as the set of all such configurations. For example, the
following denotes a valid configuration for the FM in Figure 2.2.

(f , [(f1 , ∅), (f1 , ∅), (f3 , ∅), (f4 , [(f5 , ∅), (f6 , ∅), (f3 , ∅)])])

The sentences representing configurations still contain the tree structure of the feature
diagram via the nested pairs of features and their subfeatures. This nesting information
is required because we can have cloning, that is features selected multiple times in a
configuration. For example, in the configuration above we select f1 twice. Also, the second
element of a pair is a multiset [SIYS08], not a set. This implies that each occurrence of
the same feature name is semantically relevant for a configuration [CHE05].

Finally, staged configuration refers to the process of selecting features for specifying a
product configuration in stages, where each stage eliminates some configuration choices.
It can be achieved through subsequent specialization of an FM in each stage. Using
this approach, we can select some features and leave others to be later selected. The
specialization process is a transformation process that takes an FM and yields another
FM, such that the set of the configurations denoted by the latter model is a subset of the
configurations denoted by the former model. We also say that the latter is a specialization
of the former. A fully specialized FM denotes only one configuration [CHE05].
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2.1.2 Assets

In a product line, we specify and implement features with reusable assets. So, besides an
FM language, we must consider different languages for specifying and implementing assets
such as requirements documents, design models, code, templates, tests, image files, XML
files, and so on. For simplicity, in the text we focus on code assets for the examples and
concepts, as they are equivalent to the other kinds of assets with respect to our interests
on product line refinement. However, the presented concepts can also apply to other kinds
of assets such as the ones just mentioned. Moreover, we do not commit ourselves to a
specific programming language, but present concepts that apply to representative ones.
So we just assume a refinement notion between assets. The important issue here is not
the nature of the assets contents, but actually how they are compared and referred to in
a product line.

2.1.2.1 Comparison
For defining product line refinement we rely on an asset refinement notion, which essentially
is a means of comparing assets with respect to behavior preservation. As we focus on code,
we first discuss existing refinement definitions for sequential programs [SB06, CB05].

Definition 1. 〈Program refinement〉
For programs p1 and p2, p2 refines p1, denoted by

p1 v p2

when p2 is at least as good as p1 in the sense that it will meet every purpose and satisfies
every input-output specification satisfied by p1. We say that p2 preserves the (observable)
behavior of p1.

Note that we do not require p2 to have the same behavior as p1; it might, for example,
reduce p1’s nondeterminism. So refinement relations are pre-orders: they are reflexive and
transitive. They often are partial-orders, being anti-symmetric too, but we do not need to
require that for the just introduced relation nor for the other relations discussed in the
remainder of the text.

For object-oriented programs, we have to deal with class declarations and method
calls, which are inherently context-dependent; for example, to understand the meaning of
a class declaration we must understand the meaning of its superclass. Thus, to address
context issues, we make declarations explicit when dealing with object-oriented programs:
‘cds •m’ represents a program formed of a set of class declarations cds and a command
m, which corresponds to the main method in Java like languages. We can then express
refinement of class declarations as program refinement [BSC03, BSCC04, SB06]. In the
following, juxtaposition of sets of class declarations represents their union.

Definition 2. 〈Contextual class declaration refinement〉
For sets of class declarations cds1 and cds2, cds2 refines cds1, denoted by

cds1 vcds,m cds2
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in a context cds of “auxiliary” class declarations for cds1 and cds2, and a main command
m, when

cds1 cds •m v cds2 cds •m.

For asserting class declaration refinement independently of context, we have to prove
refinement for arbitrary cds and m that form valid programs when separately combined
with cds1 and cds2.

Definition 3. 〈Class declaration refinement〉
For sets of class declarations cds1 and cds2, cds2 refines cds1, denoted by

cds1 v cds2

when, for all commands m and sets of class declarations cds, if cds1 cds •m is well-typed
then cds2 cds •m is also well-typed and

cds1 vcds,m cds2.

This definition captures the notion of behavior preservation for classes. Thus, using an
abstract programming notation [BSCC04, SB06], we can express code transformations of
typical object-oriented refactorings as refinements. For example, the following equivalence
(refinement in both directions) establishes that we can move a public attribute a from a
class C to a superclass B, and vice-versa.

class B extends A
ads
ops

end
class C extends B

pub a : T ; ads′

ops′

end

=cds,m

class B extends A
pub a : T ; ads
ops

end
class C extends B

ads′

ops′

end

To move the attribute up to B, we require that this does not generate a name con-
flict: no subclass of B, other than C, can declare an attribute with the same name, to
avoid attribute redefinition or hiding. We can move a from B to C provided that a is
used only as if it were declared in C. The formal pre-conditions, and a comprehensive
set of similar transformations, appear elsewhere [BSCC04, SB06]. We omit them here
because they focus on a specific programming language, whereas we want to establish a
theory of product line refinement that is language independent, as long as the language
has a notion of program refinement.

We could also have a similar definition of refinement for aspects [KHH+01] and other
kinds of code artifacts. We do not give further details because our aim here is just to
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introduce basic concepts useful to understand our product line refinement theory, which
does not rely on a particular asset language. Moreover, the theory supports refinement
notions with precision levels ranging from the more rigorous ones illustrated here down to
notions relying only on testing. The more precise the asset refinement notion, the more
precise the product line refinement notion.

2.1.2.2 Asset Mapping
Having dealt with asset comparison, we now approach the asset reference issue. To enable
unambiguous references to assets, instead of considering that a product line contains a
set of assets, we assume it contains a mapping such as the one we show in Figure 2.3,
from asset names referenced in other parts of the product line specification to actual
assets, regardless of their type. Such an asset mapping (AM) basically corresponds to an
environment of asset declarations. This allows conflicting assets in a product line, like
assets that implement alternative features, such as both Main classes in the illustrated
AM, or alternative use case scenarios, in a requirements specification.

 Class Main { 
  ...new Startup(...);...
 }  

Main 1 � 

 Class Main { 
  ...new OnDemand(...);...
 }  

Main 2 � 

 Class Main { 
  ...
 }  

Common � 

...

Figure 2.3 Example of an asset mapping showing two conflicting assets

2.1.3 Configuration Knowledge

We must relate features related to assets, whether code or other kinds of assets that
specify or realize features. The CK specifies this relation. We can express the CK in
different ways, either explicitly or implicitly. For example, some approaches assume
that a module named after a feature implements that feature [Bat04, SBDT10]. In
such cases, and in conditional compilation product lines, the CK is implicit, and the
relationship between features and assets is given by the feature names. Other approaches
use an explicit notation for expressing this relationship, using metamodels [CdCMdM+11],
decision models [WLS+08, CGR+12] or configuration models [ZSS+09, BB09]. In this
work, we focus on an explicit tabular notation for CK. Therefore, first we discuss a
compositional notion that associates feature expressions to assets. Then, we present a
more advanced CK notion, that associates feature expressions with transformations over
assets.
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2.1.3.1 Compositional
Abstracting some representation details of previous work [BB09], we can express the CK as
a relation from feature expressions to sets of asset names. We use propositional formulae,
with feature names as atoms to represent feature expressions (presence conditions) [CP06].
For example, explicitly showing the relation in tabular form, the CK in Figure 2.4
establishes that if the Photo and Music features are both selected then the AppMenu

aspect [KHH+01], among other assets omitted in the fifth row, should be part of the
final product. Essentially, this product line uses the AppMenu aspect as a variability
implementation mechanism [GA01, AJC+05] that has the effect of presenting an additional
menu to select the media type when starting the application.

Music.java, ...

AppMenu.aj, ...
Common.aj, ...

Photo.java, ...

Photo ∧ Music
Photo ∨ Music

Photo
Music

MM.java, ...Mobile Media

… …

Figure 2.4 Compositional CK model example, relating features to assets

For usability issues, this screen should not appear in products that have only one of
the Media features. This is precisely what the fifth row, in the simplified Mobile Media
CK, specifies. Similarly, the Photo and Music implementations share some assets, so we
write the fourth row to avoid repeating the asset names on the second and third rows.

Given a valid product configuration, CK evaluation yields the assets that constitute
the corresponding product. In our example, the configuration {Photo, 240x320}2 leads
to the actual assets associated with the following names {MM.java, . . . , Photo.java, . . . ,
Common.aj, . . . }. This gives the basic intuition of the semantics of the CK notation just
introduced.

2.1.3.2 Transformations
We can use other explicit notations for expressing CK [BB09], including an extension of the
one just introduced here for relating feature expressions to arbitrary transformations (or
tasks). As an example, Figure 2.5 shows a CK with a number of different transformations.
The select asset transformation works in the same way as the CK notation just introduced,
consisting of simple asset selection. The other two relate to processing assets containing
conditional compilation directives. These transformations are the ones currently used
in the CK defined by Hephaestus [BTB09], a variability management tool. Conditional
compilation is a common technique for implementing variability [KAK08]. It consists of
encompassing code with directives associated to features. For example the following shows
a code fragment associated to the feature Y implemented using conditional compilation.

2Remember we omit mandatory features for brevity.
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Feature Expression Transformations
Y tag Y
X select asset X, preprocess X
... ...

Figure 2.5 Configuration knowledge with transformations

Class X {
...

#ifdef Y

private int Y;

...

#endif

...

}

This mechanism is used at pre-compile time. The preprocessor analyzes the code that
should be compiled or not based on directive tags. This way, if we set the Y tag as
true, the preprocessor removes the directive and leaves everything in between. Otherwise,
the preprocessor removes the entire fragment encompassed by the directives #ifdef and
#endif. We set directive tags to true using the tag transformation and preprocess assets
using the preprocess transformation, which takes into account the tags set to true. So,
when we evaluate the CK for a configuration with the X and Y features selected, we set
the Y directive as true and the preprocessor leaves the code fragment associated with the
conditional compilation directive Y. If we evaluate the same CK for a configuration where
we select the X feature but do not select the Y feature, the code fragment is removed.

2.2 PRODUCT POPULATIONS

The term product population was coined by van Ommering [vO02] to represent a set of
product families. Although many companies are able to focus on a single product line,
handling products with many commonalities and few differences, some companies have to
consider populations because they need to deal with a wide scope of products, reusing
functionality across a number of related domains [BCM+04]. This can be observed in
companies and open source projects that adopt some form of distributed development,
whether by discipline, along a software supply chain, or by accident [BKS12, Sch10].
For example, consider TaRGeT [?], a product line of model-based test generation tools
developed in a research collaboration with a mobile phone company. In the period of
time between two major releases (5.0 and 6.0), denoted by circles in Figure 2.6, another
organization became interested in TaRGeT. Since some of TaRGeT features were not
open source, the development team set up a separate branch in the source code repository.
In this branch, the new organization could use the open source features and develop new
ones, according to its specific requirements.

We also observe such branching model in open source projects, including the Linux ker-
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main branch (company 1)

separate branch (company 2)

Nov '09
Release 5.0

Jul '09
Release 6.0

Jan '10

Figure 2.6 TaRGeT evolution

nel [PGT+13]. In the TaRGeT example, besides development reasons, this was also needed
due to proprietary features that could not be shared among organizations. Nonetheless,
some features developed in the separate branch were later integrated to the main branch,
so there was a need to merge the product lines from different branches. To ensure that
users could still use existing products without changes to observable behavior after the
merge, there was a need to relate the different product line versions in the branches with
the resulting merged product line. Other scenarios can also benefit from relating sets of
product lines. For example, splitting a large and complex product line into smaller ones
due to business reasons, or evolving a single product line that is part of a population.

2.3 MULTI PRODUCT LINES

As product lines grow and become more complex, we can structure them as a multi
product line [HGR12, RS10]. This approach consists of combining and composition
multiple integrated product lines, which can be independently developed but depend on
each other to generate a final product. For example, consider a Linux distribution such
as Ubuntu. It integrates the Linux kernel, which contains variability [PGT+13], with
a number of different software packages, many of those also containing variability. A
difference to the approach discussed in the previous section is that there are dependencies
among the product lines that need to be managed for generating products [HGR12].
Previous work shows that in the Debian GNU/Linux distribution, although packages are
developed in separate, they are subject to complex dependencies [GBRM+09].

To illustrate safe evolution issues in this context, consider Figure 2.7, showing a simpli-
fied multi product line based on the variability models of the Ubuntu Linux distribution,
using FMs to detail the variability among the constituent product lines. LK stands for
the Linux kernel, which is the core component of the distribution. Each product from
this product line must be targeted to some architecture (Arch). The PCI MSI feature is
a configuration option for a particular network driver, and Default represents the default
configuration for the kernel, which establishes the default feature selection for the Linux
kernel used by the distribution. BB stands for BusyBox, which combines common UNIX
utilities into a single small executable. GETOPT LONG enables the getopt -l feature
for parsing long command-line options. Finally, KI stands for Kickstart, an automated
installation method for Linux distributions. We can optionally store configuration files on
the server for installs over a network. Figure 2.7 also illustrates the dependencies among
the different product lines. For example, the Kickstart feature from KI requires feature
GETOPT LONG from BB. Dots and open ended lines denote irrelevant features for this
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example.

GETOPT_LONG

BusyBoxLinux

PCI_MSI

amd64

Arch

x86

...

Kickstart ⇒ GETOPT_LONG
GETOPT_LONG ⇒ Default

Default ⇒ ¬ PCI_MSI

LK BB

...

KickstartKI

...

Default

Store file on server

Figure 2.7 Simplified multi product line. LK, BB, and KI, are, respectively, the Linux kernel,
BusyBox, and Kickstart.

Different from populations, dependencies among product lines should be taken into
consideration when configuring multi product lines [HGR12, RS10]. A product configura-
tion in a multi product line then consists of combining configurations from the different
product lines that satisfy such dependencies. For example, the following represents a
product configuration from Figure 2.7, using pairs of product lines and their respective
configurations:

{ (LK, {Linux, Arch, x86, Default,...}), (BB, {BusyBox, GETOPT LONG,...}),
(KI, {Kickstart, ...})}.

We compose products by combining these pairs, provided that they satisfy the constraints
among the product lines. For example, we selected GETOPT LONG in the BB product
line, which implies that we must select Default in the LK product line. Thus, although
each pair in

{(LK, {Linux, Arch, amd64,...}), (BB, {BusyBox, GETOPT LONG,...}), (KI,
{Kickstart, ...})}

individually consist of valid configurations from the constituent product lines, their com-
position violates the constraint stating that selecting GETOPT LONG implies selecting
Default.

To enable modular development of a multi product line, it is important to ensure
that, when performing particular maintenance and evolution tasks over an individual
product line, we preserve the behavior of existing products. For example, the Ubuntu bug
#2935863 shows that after an evolution, GETOPT LONG was no longer associated to

3https://bugs.launchpad.net/bugs/293586
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the Default feature, representing the default kernel configuration. This change affected
almost all uses of Kickstart, which relied on it to work properly. Another example is the
Ubuntu bug #8557 previously mentioned, where after an evolution on the Linux kernel,
a feature was enabled by default. This feature enabled the Message Signaled Interrupts
feature,4 which was not properly supported by some device drivers at the time. This
illustrates the need for a refinement notion and associated compositionality properties,
that enable relating multi product lines to guarantee safe evolution.

2.4 PVS

The Prototype Verification System (PVS) provides mechanized support for formal spec-
ification and verification [OSRSC01]. It supports a wide range of activities involved in
creating, analyzing, modifying, managing, and documenting theories and proofs. Among
other things, it contains a specification language and a theorem prover. Specifications
consist of collections of theories. Each theory consists of signatures for the types in-
troduced in the theory, and the axioms, definitions, and theorems associated with the
signature. Specifications are strongly typed; every expression has an associated type. The
specification language is based on classical, typed higher-order logic. PVS also comes with
a built-in library called Prelude, which defines a collection of basic theories about logic,
functions, predicates, sets, numbers, and other datatypes.

Here we provide an overview of some of the PVS constructs we use in our work using
small examples related to product line concepts discussed in this chapter. PVS allows
declaring uninterpreted types, which is a means of introducing a type with a minimum of
assumptions. It imposes almost no constraints on an implementation of the specification,
contrasting with interpreted types such as int, which imposes all axioms of the integer
numbers; the only assumption is that they are disjoint from all other types. Therefore, we
can declare an uninterpreted type Name, which can represent feature names in an FM or
feature expression. We also define product configurations as sets of feature names, as we
use in the propositional FM language discussed in Section 2.1.1.1. Throughout the text,
we use a simplified notation to abstract the PVS syntax used here, where, for example,
P [T ] represents a set of a given type T .

Name: TYPE

Configuration: TYPE = set[Name]

We can define subtypes from collections of elements of a given type, the supertype.
The elements which form the subtype are determined by a subtype predicate on the
supertype. We can use the following set-based notation:

t: TYPE = { x:s | p(x) }

In this case, p is a predicate on the variable x of type s. This has the usual set-theoretical
meaning, as types in PVS are modeled as sets.

We can also declare record types, which are similar to tuple types, except that the order
is unimportant as we use accessors instead of projections. Contrasting to uninterpreted

4http://bitly.com/18c1gQY
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types, record types are empty if any of its component types is empty, since the resulting
type corresponds to the cartesian product of their constituents. For instance, the following
specifies propositional FMs as a record type that contains sets of feature names and
formulae. As discussed in Section 2.1.1.1, we can represent FMs using propositional
formulae. Throughout the text, we use < ... > to represent record types, instead of the
PVS notation [#...#].

FM: TYPE = [# features:set[Name],

formulae:set[Formula] #]

It is also possible to declare abstract datatypes. A PVS datatype is specified by
providing a set of constructors along with associated accessors and recognizers. When a
datatype is typechecked, a new theory is created that provides the axioms and induction
principles needed to ensure that the datatype is the initial algebra defined by the con-
structors [OSRSC01]. For example, we might define a datatype for the abstract syntax of
propositional formulae. Next, we specify the Formula abstract datatype, representing all
FM formulae we consider.

Formula: DATATYPE

BEGIN

TRUE_F: TRUE?: Formula

FALSE_F: FALSE?: Formula

NAME_F(n: Name): NAME?: Formula

NOT_F(f: Formula): NOT?: Formula

AND_F(f0, f1: Formula): AND?: Formula

IMPLIES_F(f0, f1: Formula): IMPLIES?: Formula

END Formula

This datatype has constructors, such as TRUE F, which allow the formulae to be
constructed. For instance, the formula NOT F(TRUE F) is an element of this datatype.
The term Formula in the end of each constructor is optional and states that the element
is a subtype of Formula. Recognizers, such as NOT?, are predicates over the datatype
that are true when their argument is constructed using the corresponding constructor.
For instance, NOT?(f) is true when f is a negation formula. Given a formula that is
known to be NOT?, we use the accessor f to extract the argument. When we type check
the Formula datatype, PVS generates declarations such as axioms, function types, and
induction schemes. For instance, an extensionality axiom is generated for each constructor
specification. More details about how PVS generates a theory from a datatype can be
found elsewhere [OSRSC01, ORSSC98].

We might also declare function types. We illustrate an example below, where we define
the function that checks if feature names from a product configuration c are a subset of
the features from fm. The FORALL keyword denotes the universal quantifier ∀. As product
configurations consist of a set of feature names, we use c(n) to denote n ∈ c. We use the
accessor features(fm) to yield the set of all feature names from the feature model fm.

allNamesFromFM(c:Configuration, fm: FM): bool =

FORALL (n: Name): c(n) => features(fm)(n)
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We can also declare recursive functions in PVS, using the RECURSIVE keyword. In
this case, we must specify a measure function [ORSSC98], which is a well-founded order
relation (which defaults to < on the naturals), to show that the recursive function is total.
Next we present the function sat(f,c), which checks satisfaction of a formula f against
a product configuration c. A product configuration c satisfies a name formula a if a

contains a feature name that belongs to c. The EXISTS keyword denotes the existential
quantifier ∃.

sat(f:Formula, c:Configuration): RECURSIVE boolean =

CASES f OF

TRUE_F: TRUE,

FALSE_F: FALSE,

NAME_F(n): (EXISTS (n1:Name): c(n1) AND n1=n),

NOT_F(f1): NOT sat(f1,c),

AND_F(f1, f2): sat(f1,c) AND sat(f2,c),

IMPLIES_F(f1, f2): sat(f1,c) => sat(f2,c)

ENDCASES

MEASURE complexity(f)

Besides types and functions, we can also declare formulas. Formula declarations
introduce axioms, assumptions, theorems, and obligations. For instance, from propositional
reasoning, we know that (A⇒ B) is equivalent to writing (¬A ∨ B). We can specify a
theorem stating this fact using the sat function to prove that for any product configuration
c, the evaluation of these two formulae is equivalent.

equivalentExp : THEOREM

FORALL (A,B:Name, c:Configuration) :

sat(IMPLIES_F(NAME_F(A), NAME_F(B)),c)

<=>

sat(OR_F(NOT_F(NAME_F(A)), NAME_F(B)),c)

Besides the specification language, PVS also includes a theorem prover [SORSC99].
It provides a collection of powerful primitive inference procedures that are applied in-
teractively under user guidance within a sequent calculus framework. The primitive
inferences include propositional and quantifier rules, induction, rewriting, simplification
using decision procedures for equality and linear arithmetic, data and predicate abstrac-
tion, and symbolic model checking. These proof commands can be combined to form
proof strategies. The PVS prover offers a number of built in strategies. For instance, we
can prove the previous theorem by applying the grind strategy.

PVS also provides mechanisms such as theory parameterization and interpretation,
enabling us to consider variability when specifying our theories. We use both mechanisms
when formalizing the refinement theories that we discuss in the following chapters. We may
use parameters when defining a theory, which provides support for universal polymorphism.
Reusing an example from Owre and Shankar [OS01], below we define a group theory,
specifying the algebraic structures known as groups. We define this theory with formal
parameters, that must have unique identifiers.
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group[G: TYPE, + : [G, G -> G], zero: G, -: [G -> G]]: THEORY

BEGIN

...

END group

Parameterized theories introduce theory schemas. To use the types, constants, and
formulas of the group theory from another theory, we must import the theory with actual
parameters, using the IMPORTING clause. For example, we might use

IMPORTING group[int, +, 0, -]

to express that we import an instance of group, supplying the type int of integers, integer
addition +, zero 0, and integer negation -, corresponding to the formal parameters. Theory
parameters are useful to establish required inputs for a given theory. In the example, we
can only use the group theory in the context of other theories when providing all of its
parameters. We can include assumptions about the parameters that must be discharged
when we supply the actual parameters. However, it is possible to instantiate parameters
without the need to prove axioms defined in the parameterized theory.

PVS provides separate mechanisms for importing a theory with axioms, and for
interpreting a theory by supplying a valid interpretation, that is, one that satisfies
its axioms [OS01]. The theory interpretation mechanism enables us to show that a
theory is correctly interpreted by another theory under a user-specified interpretation
for the uninterpreted types and constants. We can use interpretations to show that an
implementation is a correct refinement of a specification, that an axiomatically defined
specification is consistent, or that a axiomatically defined specification captures its intended
models. Axioms defined in the theory being interpreted generate proof obligations, to
ensure consistency. We could declare the axiomatic specification of the group theory using
the alternative form given below, instead of defining parameters.

group: THEORY

BEGIN

G: TYPE+

+: [G, G -> G]

zero: G

-: [G -> G]

...

END group

We declare group axioms in the body of the theory. Similar to the theory parameterization
notation, we can interpret a theory using

IMPORTING group{{G:=int, +:=+, zero:=0, -:=-}}.

In the expression G:=int, the left-hand side of the assignament := refers to the uninter-
preted type G from the group theory, and the right-hand side int corresponds to the
interpretation. The corresponding axioms defined in the group theory generate proof
obligations where we import the theory, allowing us to instantiate it with group structures.
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The advantage of using interpretations over parameterizations in this case is that this
allows using the group theory and its associated properties in other theories, such as
rings and fields, without the need to provide actual parameters.

In the context of this work, as we explain in the next chapter, we formalize a product
line refinement theory, establishing uninterpreted types for the product line artifacts such
as FMs, assets, and CK. We use theory interpretations to show that the concrete and
intermediate languages formalized in Chapter 4 are consistent with the defined properties.
Using interpretations, instead of parameterization, also allows us to formalize product
populations and multi product lines reusing the product line formalization, without the
need to provide parameters.
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CHAPTER 3

REFINEMENT THEORIES

He who loves practice without theory is like the sailor who boards ship

without a rudder and compass and never knows where he may cast.

—LEONARDO DA VINCI

In this chapter we present refinement theories that address the issue of safe evolution
for product lines, product populations, and multi product lines. We present the existing
product line refinement theory [BTG12], here extended with additional definitions and
properties, such as a weak compositionality notion. Through explicit assumptions and
axioms, we establish interfaces between the theory and the different languages that we
can use to create product line artifacts, such as feature models (Section 3.1), assets
(Section 3.2), asset mappings (Section 3.3) and configuration knowledge (Section 3.4).
Based on these interfaces, we present a formal definition of product lines in Section 3.5.
After that, in Section 3.6, we establish refinement notions and associated properties that
justify compositional evolution of product line artifacts. Finally, we formalize product
populations (Section 3.7) and multi product lines (Section 3.8), presenting refinement
notions and associated compositionality properties [TBG14b]. We used PVS to specify and
prove the theories and associated properties [TBG14a] in this chapter and the subsequent
ones, but here we use a simplified notation to present the concepts.

3.1 FEATURE MODELS

As discussed in Section 2.1.1, the set of all valid configurations often represents the
semantics of an FM or alternative artifacts such as decision models. However, as different
languages might express feature constraints and configurations in different ways, our
product line refinement theory abstracts the details and just assumes a generic function
[[ ]] for obtaining the semantics of an FM, or alternative artifacts, as a set of configurations.
Hereafter, for making the discussion more concrete, we use FM terminology. We use
TYPE to declare an uninterpreted type, which as we discuss in Section 2.4, imposes no
assumptions over the defined type.

Assumption 1. 〈Feature model semantics〉
FeatureModel : TYPE

Configuration : TYPE

[[ ]] : FeatureModel → P [Configuration]

By specifying FMs and configurations as uninterpreted types, we impose no constraints
on how specific notations might instantiate them. Given a notion of FM semantics, it
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is useful to define an FM equivalence notion for reasoning about FMs. Two FMs are
equivalent iff they have the same semantics.

Definition 4. 〈Feature model equivalence〉
Feature models F and F ′ are equivalent, denoted F ∼= F ′, whenever [[F ]] = [[F ′]].

We establish equivalence properties for the just introduced relation.

Theorem 1. 〈Feature model equivalence properties〉

∀F : FeatureModel · F ∼= F

∀F, F ′ : FeatureModel · F ∼= F ′ ⇒ F ′ ∼= F

∀F, F ′, F ′′ : FeatureModel · F ∼= F ′ ∧ F ′ ∼= F ′′ ⇒ F ∼= F ′′

Proof: Directly from Definition 4 and the reflexivity, symmetry, and transitivity of the
equality of configuration sets. �

Besides an equivalence notion for FMs, we also specify a refinement notion for FMs,
based on previous work by Gheyi et al [GMB08]. In many occasions when evolving
a product line, we extend the FM with more configurations, whether by adding new
features or by making a mandatory feature optional, for instance. We can have a larger
set of configurations, provided that we still generate at least the previous configurations.
Therefore, making an optional feature mandatory is not an FM refinement, since it reduces
the number of configurations.

Definition 5. 〈Feature model refinement〉
For feature models F and F ′, we say that F v F ′, whenever [[F ]] ⊆ [[F ′]].

We also establish that FM refinement is a pre-order. We could establish that FM
refinement is a partial order, since by definition, antisymmetry would also be valid.
However, we define it as a pre-order for uniformity, since the refinement notions presented
in this work are pre-orders and we do not need to use antisymmetric properties in the
formalizations presented.

Theorem 2. 〈Feature model refinement is a pre-order〉

∀F : FeatureModel · F v F

∀F, F ′, F ′′ : FeatureModel · F v F ′ ∧ F ′ v F ′′ ⇒ F v F ′′

Proof: Directly from Definition 5 and the reflexivity, and transitivity of the subset
operation. �
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Defining FM refinement in terms of a superset of the configurations suggests that
we do not consider changing feature names as a product line refinement. However,
as we explain in Section 3.6.2.1, feature names do not matter for the product line
refinement notion. We could establish a more general definition for FM refinement, such
as ∀c ∈ [[F ]] · ∃c′ ∈ [[F ′]] · p(c, c′), where p would be a predicate relating c and c′. However,
we prefer to use the direct definition with supersets and establish refinement templates
that deal with changing feature names, as we show in Chapter 4.

The equivalence and refinement properties justify safe and stepwise evolution of FMs,
as illustrated in previous work by Alves et al. [AGM+06], which proposes transformation
templates for FMs. Based on the compositionality results that we show later, we could
use these templates to reason about product lines as a whole, by individually evolving the
FM, without changing the CK and AM (see Section 4.7.1).

The concepts in Assumption 1 are all we require about FMs. The theory applies to any
notation that describes (possibly infinite) sets of product configurations [GMB08, CHE05,
SHTB07, Bat05, WLS+08], regardless of how we represent these configurations, as we
define Configuration as an uninterpreted type. This is even the case for alternatives to
FMs, like decision models [WLS+08], which are basically tables where each row specifies
a variation point, including some properties like allowable range of values, binding time,
priorities, and constraints among variabilities. By taking variation point names as feature
names, we can similarly extract the set of all valid configurations specified by such a
model. In Chapter 4 we formalize different concrete and intermediate FM languages that
we can use with our theory.

3.2 ASSETS

Besides a semantics notion for FMs or similar artifacts, for defining product line refinement
we rely on means of comparing assets with respect to behavior preservation. We assume
the relation v denotes refinement of an asset set. We show a refinement definition for
class declarations in Section 2.1.2. Moreover, we rely on a wf function specifying well-
formedness of asset sets; this can correspond to the well known notion of type checking in
most languages, but as we do not specify its implementation, it can go beyond that and
consider both syntactic and semantic validity.

Assumption 2. 〈Asset refinement〉
Asset : TYPE

v: P [Asset ],P [Asset ]→ bool

wf : P [Asset ]→ bool

The product line refinement theory applies to any asset language with these notions
as long as they satisfy the following properties, stating that asset set refinement is a
pre-order.

Axiom 1. 〈Asset set refinement is pre-order〉
∀as : P [Asset ] · as v as
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∀as, bs, cs : P [Asset ] · as v bs ∧ bs v cs⇒ as v cs

These are usual properties of any refinement notion because they are essential to
support stepwise refinement. This is, for example, the case of existing refinement notions
for object-oriented programming and modeling [BSCC04, GMB05, MGB08], as partly
discussed in Section 2.1.2. We do not need to require that asset refinement must be a
partial-order, since we do not define an asset equivalence notion, nor we need antisymmetric
properties for establishing the refinement notions for product lines, product populations,
and multi product lines, together with their compositionality properties and templates.
Nonetheless, we could define asset set equivalence as refinement in both directions and
therefore establish a partial order. Finally, asset set refinement must be compositional
in the sense that refining a set of assets that is part of a well-formed product yields a
refined well-formed product. Remember that the well-formedness function, as well as the
refinement notion, are provided by instantiating this generic theory.

Axiom 2. 〈Asset set refinement compositionality〉
∀a, a′, s : P [Asset ]·

a v a′ ∧ wf (a ∪ s)

⇒ wf (a′ ∪ s) ∧ a ∪ s v a′ ∪ s

Such a compositionality property is essential to guarantee independent development
of assets in a product line. The class refinement notion illustrated in Section 2.1.2, for
example, supports it. In general, we do not have to limit ourselves to code assets; we
can consider any kind of asset that supports the concepts and axioms discussed in this
section. They are actually our interface to the languages used to create product line assets.
Moreover, as most of the refinement transformation templates we present in Chapter 4
are language-independent, we can prove their soundness without having to instantiate the
concepts specified in this section for a specific language.

3.3 ASSET MAPPING

As we discuss in Section 2.1.2.2, AMs are mappings from asset names to actual assets.
Formally, we assume that asset names are uninterpreted types.

Assumption 3. 〈Asset Names〉
AssetName : TYPE

Since there is not much to abstract from this AM notion, here we provide a concrete
formalization, instead of defining an abstract interface. Nevertheless, there is basically no
loss of generality because we only use AMs to group assets, the most relevant concept in
our theory. We specify AMs as a finite mapping of asset names to assets, using theory
parameterization to receive the corresponding types for the mapping. Although we limit
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ourselves to a finite asset base, we can still express a possibly infinite number of products.
Moreover, products correspond to finite sets of assets. We often need to consider an
infinite number of products when using cardinality-based models (Section 2.1.1.2), and
we could express that by having assets that are parameterized code units that we can
instantiate and compose in a possibly infinite number of ways. This mapping theory
defines the AM type, basic functions, and corresponding properties, such as the fact that
asset names only map to a single asset. In the following, we specify AMs as all finite sets
(denoted by F) of name-asset pairs where the mapping predicate is satisfied.

Definition 6. 〈Asset mapping〉

mapping(r : F [AssetName,Asset ]) : bool =

∀ n : AssetName · ∀a, b : Asset · (n, a) ∈ r ∧ (n, b) ∈ r ⇒ a = b

AM : {r : F [AssetName,Asset ] | mapping(r)}

In what follows, considering that m : AM and s : F [AssetName], we define auxiliary
AM functions. The first yields all asset names from an AM. The second defines mapping
application, using A〈 〉 to denote the relational image [Spi87] of an asset mapping A.

Definition 7. 〈Auxiliary asset mapping functions〉

dom(m) : F [AssetName] = {n : AssetName | ∃a : Asset · (n, a) ∈ m}
m〈s〉 : F [Asset ] = {a : Asset | ∃n : AssetName · n ∈ s ∧ (n, a) ∈ m}

For reasoning about AMs, we define a notion of AM refinement. As we do not
define an equivalence notion for assets, we do not define AM equivalence, but rather
choose the weaker refinement notion since it gives us more flexibility when evolving AMs
independently of other product line elements. An AM refinement maps exactly the same
names, not necessarily to the same assets, but to compatible assets according to the
notion of asset set refinement. While AM refinement is sufficient to justify product line
refinement, it is not a required condition, as we see in Definition 12. Therefore, it is
possible to obtain a product line refinement by splitting an asset into two assets, even
though this is not considered an AM refinement. We do not extend the AM with more
names as we use this definition together with the CK to generate products. As we explain
in the next section, we do not assume a particular way for the CK to generate products,
so allowing more names in the AM could result on generating ill-formed products. We use
∀n ∈ dom(A) · p(n) to abbreviate the notation ∀n : AssetName · n ∈ dom(A)⇒ p(n).

Definition 8. 〈Asset mapping refinement〉
For asset mappings A and A′, the latter refines the former, denoted by A v A′, whenever

dom(A) = dom(A′) ∧ ∀n ∈ dom(A) · A〈n〉 v A′〈n〉
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We also establish that AM refinement is a pre-order.

Theorem 3. 〈Asset mapping refinement pre-order〉

∀A : AM · A v A

∀A,A′, A′′ : AM · A v A′ ∧ A′ v A′′ ⇒ A v A′′

Proof: Directly from Definition 8 and the reflexivity and transitivity of asset refinement
(see Axiom 1). �

To establish the compositionality results, we rely on an important property of AM
refinement: if A v A′ then products formed by using A assets are refined by products
formed by corresponding A′ assets. As with other proofs for lemmas and theorems that we
omit in the text, the proof of the following theorem is in the online appendix [TBG14a].

Theorem 4. 〈Asset mapping compositionality〉
For asset mapping A and A′, if A v A′, then

∀ans : F [AssetName], as : F [Asset ]·
wf (as ∪ A〈ans〉)

⇒ wf (as ∪ A′〈ans〉) ∧ (as ∪ A〈ans〉 v as ∪ A′〈ans〉)

�

3.4 CONFIGURATION KNOWLEDGE

The last interface for our theory captures the basic intuition for CK semantics. We assume
the [[ ]] function, that maps product configurations and AMs into finite sets of assets. As
each product is formed of a finite number of assets, the finiteness constraint imposes no
limitation.

Assumption 4. 〈Configuration knowledge semantics〉
CK : TYPE

[[ ]] : CK → AM → Configuration → F [Asset ]

In previous sections we introduced the Configuration and Asset types, which are
abstract; AM stands for the AM type discussed in the previous section. We represent the
application of the semantics function to a configuration knowledge K, an asset mapping
A, and a configuration c as [[K]]Ac .

Similarly to what we do for FMs, we define an equivalence notion for CK. This is
useful to reason about CK specifications. Two specifications are equivalent iff they have
the same semantics. Notice that we demand equality of functions, since the semantics of
a CK is defined as a higher-order function; so this equivalence must hold for any A and c.
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Definition 9. 〈Configuration knowledge equivalence〉
Configuration knowledge K is equivalent to K ′, denoted K ∼= K ′, whenever [[K]] = [[K ′]].

We establish equivalence properties for the just introduced relation.

Theorem 5. 〈Configuration knowledge equivalence relation〉
∀K : CK ·K ∼= K

∀K,K ′ : CK ·K ∼= K ′ ⇒ K ′ ∼= K

∀K,K ′, K ′′ : CK ·K ∼= K ′ ∧K ′ ∼= K ′′ ⇒ K ∼= K ′′

Proof: Directly from Definition 9 and the reflexivity, symmetry, and transitivity of the
equality of functions. �

The equivalence notion defined must hold for any AM and product configuration.
In practice, we evaluate the CK against product configurations generated from an FM.
Therefore, in what follows we define a weaker CK equivalence, which would be akin
to a CK refinement notion. The weaker equivalence establishes equality according to
configurations from an FM. This way, we can support operations such as replacing an
equivalent feature expression in the CK, as we define in our refinement templates in the
next chapter.

Definition 10. 〈Configuration knowledge weaker equivalence〉
For a feature model F , and configuration knowledge K and K ′, we say that K ∼=F K ′

when, for all asset mapping A and c ∈ [[F ]], [[K]]Ac = [[K ′]]Ac .

We now establish the equivalence properties for the just introduced relation.

Theorem 6. 〈Configuration knowledge weaker equivalence relation〉
∀F : FM , K : CK ·K ∼=F K

∀F : FM , K,K ′ : CK ·K ∼=F K ′ ⇒ K ′ ∼=F K

∀F : FM , K,K ′, K ′′ : CK ·K ∼=F K ′ ∧K ′ ∼=F K ′′ ⇒ K ∼=F K ′′

Proof: Directly from Definition 10 and the reflexivity, symmetry, and transitivity of the
equality of functions. �

The CK semantics must be compositional in the sense that refining an AM that
generates well-formed products for a CK yields refined and well-formed products. In
Assumption 4, we impose no constraints on how we represent a CK, nor on how it generates
products according to a configuration and AM. Thus, we demand this compositionality
property as an axiom. By Definition 8, the refined AM maps to the same names of the
original AM, therefore, the resulting product (set of assets) should also be well-formed
and refine the original product.
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Axiom 3. 〈Configuration knowledge evaluation over asset mapping refinement〉
∀A,A′ : AM · A v A′ ⇒
∀K : CK , c : Configuration·

wf ([[K]]Ac )

⇒ wf ([[K]]A
′

c ) ∧ [[K]]Ac v [[K]]A
′

c

We can instantiate our theory with different CK languages, including those presented
in Section 2.1.3. To do so, we use the theory interpretation mechanism of PVS, thus, the
axiom just introduced becomes a proof obligation, as we discuss in Section 2.4. Alternative
approaches do not even rely on an explicit representation [AKL08, Bat04]. For example,
some approaches assume that a module named after a feature implements that feature.
In such cases, and in conditional compilation product lines, the CK is implicit, features
relate to modules or parts of the code by their names. However, in all of these approaches,
there are ways to generate a specific product from the asset base, according to a product
configuration. So, to apply the results of our theory with these approaches, we only need
to show that the product generation is compositional with respect to AM refinement.

3.5 SOFTWARE PRODUCT LINES

We then provide a precise definition for product lines, based on the assumptions established.
In particular, a product line consists of an FM, a CK, and an AM that jointly generate
products, that is, well-formed asset sets. We omit the notation for introducing the product
line type (PL), as it corresponds to the one we use in this definition.

Definition 11. 〈Software product line〉
For a feature model F , an asset mapping A, and a configuration knowledge K, we say
that the tuple (F ,A,K ) is a product line when, for all c ∈ [[F ]], wf ([[K]]Ac ).

The well-formedness constraint in the definition is necessary because missing an
entry on a CK might lead to asset sets that miss some parts and thus are not well-
formed products. Similarly, mistakes when writing the CK or assets might yield ill-
formed asset sets due to conflicting assets, like two aspects [KHH+01] used as variability
mechanisms [GA01, AJC+05], which introduce methods with the same signature in
the same class. Here we demand product line elements to be coherent as explained
elsewhere [TBG13, TBKC07, CP06, KATS12].

Given the importance of the well-formedness property in this definition, we establish
preservation properties related to the well-formedness function wf , that we use to derive
compositionality results. First, we have that FM equivalence preserves well-formedness.
The omitted proofs are available in the online appendix [TBG14a].

Lemma 1. 〈Well-formedness preservation under FM equivalence〉
For feature models F and F ′, asset mapping A, and configuration knowledge K, if F ∼= F ′

and ∀c ∈ [[F ]] · wf ([[K]]Ac ), then ∀c ∈ [[F ′]] · wf ([[K]]Ac ). �
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For FM refinement, we cannot guarantee well-formedness, since there are new configu-
rations in the refined FM that we know nothing about. As we illustrate on Section 3.6.2.2,
for checking product line refinement, we focus only on the common configurations, and we
check nothing about the new products offered by the new product line. The product line
refinement notion we present in the following section only guarantees that existing prod-
ucts preserve behavior, and gives no guarantee over new products. We define preservation
properties for both CK equivalence notions in the following.

Lemma 2. 〈Well-formedness preservation under CK equivalence〉
For feature model F , asset mapping A, and configuration knowledge K and K ′, if K ∼= K ′

and ∀c ∈ [[F ]] · wf ([[K]]Ac ), then ∀c ∈ [[F ]] · wf ([[K ′]]Ac ). �

Lemma 3. 〈Well-formedness preservation under weaker CK equivalence〉
For feature model F , asset mapping A, and configuration knowledge K and K ′, if K ∼=F K ′

and ∀c ∈ [[F ]] · wf ([[K]]Ac ), then ∀c ∈ [[F ]] · wf ([[K ′]]Ac ). �

Finally, for AMs we have that AM refinement also preserves well-formedness. Different
from the previous lemmas, where we trivially prove using the equivalence definitions,
to prove the following lemma we use Axiom 3, which establishes that CK evaluation is
compositional over AM refinement.

Lemma 4. 〈Well-formedness preservation under AM refinement〉
For feature model F , asset mapping A and A′ and configuration knowledge K, if A v A′

and ∀c ∈ [[F ]] · wf ([[K]]Ac ), then ∀c ∈ [[F ]] · wf ([[K]]A
′

c ). �

3.6 PRODUCT LINE REFINEMENT

Based on the product line definition, we can introduce a product line refinement notion
that provides guidance and safety for evolving a product line by simply improving its design
or by adding new products while preserving existing ones. Similar to program and model
refinement [BSCC04, GMB05], product line refinement considers behavior preservation of
its products. However, it goes beyond source code and other kinds of reusable assets, and
considers transformations to FMs and CK as well. Figure 3.1 illustrates the case where
we refine the simplified Mobile Media product line by renaming the Music feature. As
indicated by the check marks, this renaming requires changing the FM, CK, and AM; due
to a class name change, we must apply a global renaming, so we also change the main
method and other classes beyond Music.java.

We also lift the notion of behavior preservation from assets to product lines. In a
product line refinement, the resulting product line should be able to generate products
that behaviorally match the original product line products. So users of an original product
cannot observe behavior differences when using the corresponding product of the new
product line. With the renaming refinement, for example, we have preserved the product
line design: the resulting product line generates a set of products equivalent to the original
set. However, the improved product line might also generate more products than the
original one, as long as it generates products that match the original product line, without

41



Music.java, ...

AppMenu.aj, ...
Common.aj, ...

Photo.java, ...

Photo ∧ Music
Photo ∨ Music

Photo
Music

MM.java, ...Mobile Media
Photo.java

Music.java

Mobile Media

Media

Photo Music

Screen Size

128x149 240x320

Management

Send Photo Sorting

Send Photo ⇒ Photo

… …

Audio.java, ...

AppMenu.aj, ...
Common.aj, ...

Photo.java, ...

Photo ∧ Audio
Photo ∨ Audio

Photo
Audio

MM.java, ...Mobile Media
Photo.java

Audio.java

… …

Mobile Media

Media

Photo Audio

Screen Size

128x149 240x320

Management

Send Photo Sorting

Send Photo ⇒ Photo

✔

✔
✔
✔

✔

✔

✔

�

Figure 3.1 Product line renaming refinement

impacting existing users. We extend the product line in a safe way, not arbitrarily. For
instance, Figure 3.2 shows that we refine the product line by adding an optional Copy
feature. The new product line generates twice as many products as the original one, but
what matters is that half of them — the ones that do not have Copy — behave exactly
as the corresponding original products. This ensures that the transformation is safe; we
extended the product line without impacting existing users.
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Figure 3.2 Adding an optional feature refinement

3.6.1 Formalization and basic properties

We formalize these ideas in terms of asset set refinement (see Assumption 2). Basically,
each program (well-formed asset set) generated by the original product line must be
refined by some program of the new, improved, product line. We specify product line
refinement in what follows.

Definition 12. 〈Product line refinement〉
For product lines (F ,A,K ) and (F ′,A′,K ′), the latter refines the former, denoted by
(F ,A,K ) v (F ′,A′,K ′), whenever ∀c ∈ [[F ]] · ∃c′ ∈ [[F ′]] · [[K]]Ac v [[K ′]]A

′

c′ .
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Remember that, for a configuration c, a configuration knowledge K, and an asset
mapping A related to a given product line, [[K]]Ac is a well-formed set of assets. So
[[K]]Ac v [[K ′]]A

′

c′ refers to the asset set refinement notion discussed in Section 3.2. As this
notion relates two product lines, by definition, all products in the product line (F ′, A′, K ′)
must also be well-formed. It is also important to emphasize that while AM refinement
is sufficient to justify product line refinement (as we discuss in Theorem 13), it is not a
required condition for enabling it, as we see in Definition 12.

Figure 3.3 illustrates the product line refinement notion with two abstract scenarios,
where squares and stars represent products. We use different representations to illustrate
the fact that we might improve the internal design of our products. Notice that both
scenarios comply with Definition 12. Even though we increase and reduce the number of
products in each respective scenario, we observe that, in both cases, each product from
the original product line has a corresponding product in the target product line.
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Figure 3.3 Product line refinement notion illustrated— each product in the original product
line must have a corresponding product in the target product line

To support stepwise safe product line evolution, we now establish that product line
refinement is a pre-order, based on the asset set refinement notion.

Theorem 7. 〈Product line refinement reflexivity〉

∀L : PL · L v L

Proof: Let L = (F,A,K) be an arbitrary product line. By Definition 12, we have to
prove that ∀c ∈ [[F ]] · ∃c′ ∈ [[F ]] · [[K]]Ac v [[K]]Ac′ . For an arbitrary c ∈ [[F ]], just let c′ be c
and the proof follows from asset set refinement reflexivity (see Axiom 1). �

Theorem 8. 〈Product line refinement transitivity〉

∀L1, L2, L3 : PL · L1 v L2 ∧ L2 v L3 ⇒ L1 v L3

Proof: Let L1 = (F1, A1, K1), L2 = (F2, A2, K2), L3 = (F3, A3, K3) be arbitrary product
lines. Assume that L1 v L2 ∧ L2 v L3. By Definition 12, this amounts to

∀c1 ∈ [[F1]] ∧ ∃c2 ∈ [[F2]] · [[K1]]
A1
c1
v [[K2]]

A2
c2

(.)
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and

∀c2 ∈ [[F2]] · ∃c3 ∈ [[F3]] · [[K2]]
A2
c2
v [[K3]]

A3
c3

(.)

We then have to prove that ∀c1 ∈ [[F1]] · ∃c3 ∈ [[F3]] · [[K1]]
A1
c1
v [[K3]]

A3
c3

. For an arbitrary
c1 ∈ [[F1]], we have to prove that

∃c3 ∈ [[F3]] · [[K1]]
A1
c1
v [[K3]]

A3
c3

(.)

Properly instantiating c1 in Equation ., we have ∃c2 ∈ [[F2]] · [[K1]]
A1
c1
v [[K2]]

A2
c2

. Let c′2 be

such c2. Properly instantiating c′2 in Equation ., we have ∃c3 ∈ [[F3]] · [[K2]]
A2

c′2
v [[K3]]

A3
c3

Let c′3 be such c3. Then we have [[K1]]
A1
c1
v [[K2]]

A2

c′2
∧ [[K2]]

A2

c′2
v [[K3]]

A3

c′3
. By asset set

refinement transitivity (see Axiom 1), we have [[K1]]
A1
c1
v [[K3]]

A3

c′3
. This gives us the c3 in

Equation . that completes our proof. �

3.6.2 Examples and considerations

To explore the product line refinement notion introduced, we analyze concrete scenarios
that use specific languages for FM, CK, and assets.

3.6.2.1 Feature names do not matter

First, we consider the renaming transformation depicted by Figure 3.1. The FMs differ
only by the name of a single feature. So, they generate the same set of configurations,
modulo renaming. For instance, for the source (left) product line configuration {Music,
240x320} we have the target (right) product line configuration {Audio, 240x320}. As
the CKs have the same structure, evaluating them with these configurations yields the
same assets modulo global renaming (Audio.java replacing Music.java), which is a well
known refinement for closed programs. This is precisely what we need for assuring that
the target product line refines the source product line (see Definition 12).

This example shows that our refinement definition focuses on the product line them-
selves, that is, the sets of products that we can generate. Contrasting with the previous
FM refactoring notion [AGM+06], feature names do not matter. So, users do not notice
that they are using products from the new product line, although developers might
have to change their feature nomenclature when specifying product configurations. Not
caring about feature names is essential for supporting useful refinements such as the just
illustrated feature renaming and others that we discuss in the next chapter.

3.6.2.2 Safety for existing users only

To further explore the product line refinement definition, we consider the addition of an
optional feature as illustrated in Figure 3.2. The target FM has an extra optional feature.
It generates all configurations of the source FM plus extensions of these configurations
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with the Copy feature. For example, it generates both {Music, 240x320} and {Music,
240x320, Copy}. For checking refinement, we focus only on the common configurations
to both FMs — configurations without Copy. As the target CK is an extension of the
source CK for dealing with cases when we select Copy, evaluating the target CK with
any configuration without Copy yields the same asset names yielded by the source CK
with the same configuration. In this restricted name domain, both AMs are equal, since
the target mapping is an extension of the first for names such as CopyPhoto.java, which
appears only when we select Copy. Therefore, the resulting assets produced by each
product line are the same, trivially implying program refinement and then product line
refinement.

By focusing on the common configurations to both FMs, we check nothing about
the new products. In fact, they should be well-formed but might even not operate at
all, even though this is not practical. Our refinement notion assures only that users of
existing products are not impacted by the corresponding products generated by the new
product line. It gives no guarantees to users of the new products, like the ones with
Copy functionalities in our example. So refinements are safe transformations only in the
sense that we can change a product line without impacting existing users. The refinement
notion can also consider improvements to non-functional requirements if we structure
them as features in the FM.

3.6.2.3 Non refinements

As discussed, the transformation depicted in Figure 3.1 is a refinement. Classes and
aspects [KHH+01] are transformed by a global renaming, which preserves behavior for
closed programs. But suppose that, besides renaming, we change the AppMenu.aj1 aspect
so that, instead of the initial menu presenting as options “Photos” and “Music”, we have a
menu with “Photos” and “Audio” options. The input-output behavior of new and original
products would then not match, and users would observe the difference. So we would not
be able to prove program refinement, nor product line refinement, consequently.

Despite not being a refinement, this menu change is a useful product line improvement,
and should be carried on. The intention, however, is to change behavior, so developers
will not be able to rely on the benefits of checking refinement. There are many types of
evolution scenarios, where we might add, remove or modify behavior, such as corrective
and preventive changes. The benefits of checking refinement only apply when the intention
of the transformation is to improve product line configurability or internal structure,
without changing observable behavior. Our theory does not aim to cover all kinds of
evolution tasks, leaving out certain kinds of useful changes. Nonetheless, studies about
the evolution of the Linux kernel FM [LSB+10, DVDP13] show that most of the changes
consist of adding new features and modifying existing features, while a smaller number
of those changes correspond to feature removals. This is also reflected on the study we
discuss in Section 5.3.

1See Section 2.1.3 for understanding the role this aspect plays.
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3.6.2.4 Program refinement

A possible situation, that often happens in practice [DRB+13], could be directly
refining a final product of the product line, to address urgent changes. For example,
using the product line in the LHS of Figure 3.1, assume that we generate the product
associated with the product configuration {Music, 240x320}, which yields a set of assets
that include Music.java, Common.aj. After generating this assets set, we could refine it,
whether through the global renaming (Audio.java replacing Music.java), or through
any other transformation that would result in a program refinement. Even though this
change would be a program refinement, considering only the changed program, it would
not be a product line refinement, since we did not changed the FM, CK or AM.

Therefore, program refinement does not imply product line refinement in this example.
We would need to synchronize the changes made to the product with the product line.
Nonetheless, we can use the refinement notions that handle sets of product lines to address
such scenarios. We do so by viewing the modified program as a new product line which
generates a single product. In this case, as further discussed in Section 3.7, we could
use the product population refinement notion to make sure that the modified program
can later be integrated with the product line. So, even though we define product line
refinement in terms of a refinement notion that compares generated products, to achieve
it, we must change the product line artifacts (FM, CK, and assets), not the products.

3.6.3 Compositionality

The product line refinement notion allows one to reason about a product line as a whole,
considering its three elements (artifacts): FM, CK, and AM. However, to consider indepen-
dent development of product line artifacts, we must support separate and compositional
reasoning. This allows us to evolve product line artifacts independently. We first consider
FMs. Replacing an FM by an equivalent one leads to a refined product line.

Theorem 9. 〈Feature model equivalence compositionality〉
For product lines (F ,A,K ) and (F ′,A,K ), if F ∼= F ′, then

(F,A,K) v (F ′, A,K)

Proof: For arbitrary F , F ′, A, K, assume that F ∼= F ′. By Definition 12, we have to
prove that ∀c ∈ [[F ]] · ∃c′ ∈ [[F ′]] · [[K]]Ac v [[K]]Ac′ . From our assumption and Definition 4,
this is equivalent to ∀c ∈ [[F ]] · ∃c′ ∈ [[F ]] · [[K]]Ac v [[K]]Ac′ . For an arbitrary c ∈ [[F ]], just let
c′ be c and the proof follows from asset set refinement reflexivity (see Axiom 1). �

In the above, we rely on FM equivalence because FM refinement, which requires
[[F ]] ⊆ [[F ′]] (see Definition 5), is not enough for ensuring that separate modifications to
an FM imply product line refinement. In fact, FM refinement allows the new FM to have
extra configurations that, as we discuss in Section 3.6.2.2, might not generate well-formed
products. For example, consider that the extra configurations result from eliminating an
alternative constraint between two features, so that they become optional. The assets
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that implement these features might be incompatible, generating an invalid program when
we select both features. Refinement of the whole product line, in this case, would also
demand changes to the assets and CK. However, we can establish that FM refinement
implies product line refinement when the resulting product line is well-formed. This
condition ensures that the resulting product line is compliant with Definition 11. This
allows us to reason about scenarios such as turning a mandatory feature into optional.
The inverse might not be a product line refinement, if the optional feature has some
behavior associated with it. We use wf (F ′, A,K) to denote that for all c ∈ [[F ′]], the
respective product [[K]]Ac is well-formed.

Theorem 10. 〈Feature model refinement compositionality〉
For product lines (F ,A,K ) and (F ′,A,K ), if F v F ′ ∧ wf (F ′, A,K), then

(F,A,K) v (F ′, A,K)

Proof: Assume that wf (F ′, A,K) and, by Definition 5, that [[F ]] ⊆ [[F ′]]. From Defini-
tion 12, we have to prove for all c ∈ [[F ]] that ∃c′ ∈ [[F ′]] · [[K]]Ac v [[K]]Ac′ . Let c be such
c′ and the proof follows from our assumption and asset set refinement reflexivity (see
Axiom 1). �

To independently evolve a CK we can also use the CK equivalence notions introduced.
In both cases, different from FM refinement, we do not need to require well-formedness of
the resulting product line, as we have that all products remain the same.

Theorem 11. 〈Configuration knowledge equivalence compositionality〉
For product lines (F ,A,K ) and (F ,A,K ′), if K ∼= K ′, then

(F,A,K) v (F,A,K ′)

Proof: Similar to that of Theorem 9, using Definition 9 instead of Definition 4. �

We can also use the weaker equivalence notion for CKs to justify safe evolution of
product lines. The following theorem states this.

Theorem 12. 〈Configuration knowledge weaker equivalence compositionality〉
For product lines (F ,A,K ) and (F ,A,K ′), if K ∼=F K ′, then

(F,A,K) v (F,A,K ′)

Proof: By Definition 9, assume for all asset mapping A and c ∈ [[F ]], that [[K]]Ac = [[K ′]]Ac .
From Definition 12, we have to prove for all c ∈ [[F ]] that ∃c′ ∈ [[F ]] · [[K]]Ac v [[K ′]]Ac′ . Let c
be such c′ and the proof follows from our assumption and asset set refinement reflexivity
(see Axiom 1). �
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We can use these theorems to propose transformations that avoid reasoning over
the semantics of CK models, by specifying conditions where we can guarantee that the
equivalence holds. In some cases, we use the weaker equivalence notion, in other cases
the stronger. Note that, in the case of Theorem 12, the reverse implication (K ′ ∼=F K)
might not hold because, for example, the products that K and K ′ generate might differ
for assets that have no impact on product behavior.2 For similar reasons, the reverse
implication does not hold for all of the above compositionality theorems.

For AMs, we establish that refining an AM results in a product line refinement.

Theorem 13. 〈Asset mapping refinement compositionality〉
For product lines (F ,A,K ) and (F ,A′,K ), if A v A′, then

(F,A,K) v (F,A′, K)

Proof: For arbitrary F , A, A′, and K, assume that (F,A,K) is a product line and that
A v A′. By Definition 12, we have to prove that ∀c ∈ [[F ]] · ∃c′ ∈ [[F ]] · [[K]]Ac v [[K]]A

′

c′ . For
an arbitrary c ∈ [[F ]], let c′ be such c, and we then have to prove [[K]]Ac v [[K]]A

′
c . By our

assumption and Axiom 3, properly instantiated with K and c, we obtain

wf ([[K]]Ac )

⇒ wf ([[K]]A
′

c ) ∧ [[K]]Ac v [[K]]A
′

c

(.)

From Definition 11, we have that wf ([[K]]Ac ) for all c ∈ [[F ]]. Therefore, from this fact
and Equation . we obtain wf ([[K]]A

′
c ) ∧ [[K]]Ac v [[K]]A

′
c , concluding the proof. �

Finally, we can combine the compositionality theorems that allow individually evolving
each product line artifact. Thus, we can define compositionality theorems where all
elements change, to support the independent development of product line artifacts. First,
we establish the full compositionality theorem, which demands FM and CK equivalence,
plus AM refinement. We can use this theorem when performing perfective changes, to
verify whether they result in safe product line evolution. Checking FM and CK equivalence
can be done efficiently [MWC09, GMB11, FBSG12] and we could approximate checking
AM refinement by testing the assets using automated tools [SGSM10, FBSG12].

Theorem 14. 〈Full compositionality〉
For product lines (F ,A,K ) and (F ′,A′,K ′), if F ∼= F ′ ∧ A v A′ ∧K ∼= K ′, then

(F,A,K) v (F ′, A′, K ′)

Proof: First assume that F ∼= F ′, A v A′, and K ∼= K ′. By Lemma 1, the fact that
(F,A,K) is a product line, and Definition 11, we have that (F ′, A,K) is a product line.
Then, using Theorem 9, we have

(F,A,K) v (F ′, A,K) (.)

2Obviously an anomaly, but still possible.
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Similarly, from our assumptions, deductions, and Lemma 2 we have that (F ′, A,K ′) is a
product line. Using Theorem 11, we have

(F ′, A,K) v (F ′, A,K ′) (.)

Again, from our assumptions, deductions, and Lemma 4, we have that (F ′, A′, K ′) is a
product line. Using Theorem 13, we have

(F ′, A,K ′) v (F ′, A′, K ′) (.)

The proof then follows from ., ., ., and product line refinement transitivity (see
Theorem 8). �

Additionally, when evolving a product line and adding new configurations, we can rely
on the weaker compositionality theorem, that uses FM refinement and the weaker CK
equivalence notions. Note that in this case, because we have new configurations which we
do not know about, we need to demand well-formedness of the resulting product line.

Theorem 15. 〈Weak Full compositionality〉
For product lines (F ,A,K ) and (F ′,A′,K ′), if F v F ′∧A v A′∧K ∼=F K ′∧wf (F ′, A′, K ′),
then

(F,A,K) v (F ′, A′, K ′)

Proof: First assume that F v F ′, A v A′, K ∼=F K ′, and wf (F ′, A′, K ′). By Lemma 4,
the fact that (F,A,K) is a product line, and Definition 11, we have that (F,A′, K) is a
product line. Then, using Theorem 13, we have

(F,A,K) v (F,A′, K) (.)

Similarly, from our assumptions, deductions, and Lemma 3 we have that (F,A′, K ′) is a
product line. Using Theorem 12, we have

(F,A′, K) v (F,A′, K ′) (.)

From our assumption, we have that (F ′, A′, K ′) is a product line. Using Theorem 10, we
have

(F ′, A,K ′) v (F ′, A′, K ′) (.)

The proof then follows from ., ., ., and product line refinement transitivity (see
Theorem 8). �

Existing refinement notions for programs and product lines are not sufficient to deal
with evolution scenarios involving sets of product lines. In the following, we extend
the theory specifying product populations and multi product lines, together with their
refinement notions and associated properties.
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3.7 PRODUCT POPULATIONS

Program refinement and Definition 12 do not cover all product line safe evolution scenarios.
In particular, the product line refinement notion only addresses transforming a product
line into another. It does not provide support for creating a product line from existing
products, evolving sets of product lines in parallel, among other scenarios. Therefore,
on top of the existing product line refinement theory, we also provide a formalization of
product populations, together with a refinement notion and associated properties. First,
as an auxiliary function, we define a semantics function to denote the products of a given
product line.

Definition 13. 〈Semantics of the product line〉
For the software product line L = (F ,A,K ) consisting of a feature model F , an asset
mapping A, and a configuration knowledge K, we use [[L]] to denote {[[K]]Ac | c ∈ [[F ]]}.

Assuming that a set of product lines defines a product population, we specify the
corresponding type Population as a set of product lines (L), formalized as in Definition 11.

Definition 14. 〈Product Population〉

Population : P [PL]

We also overload the semantics operator for product populations. We use it to denote
the set of products of a given population P as the union of the products generated by all
product lines.

Definition 15. 〈Semantics of the product population〉
For a product population P , we use [[P ]] to denote

⋃
L∈P [[L]].

Product population refinement then follows the same reasoning as product line re-
finement (see Definition 12). We should preserve behavior of existing products in the
original population. Thus, we again lift the notion of behavior preservation, this time
from product lines to product populations. Figure 3.4 illustrates that, where ellipses
represent product lines with its respective products, illustrated as squares, diamonds,
triangles, and stars. Relating Figure 3.4 with the TaRGeT example in Figure 2.6, each
ellipse corresponds to a different branch in the repository. As long as the new population
generates products that behaviorally match the products from the original population,
we might even add new products and product lines, merge or split existing product lines,
besides other operations. For example, in Figure 3.4, besides adding products to the
product line L1, we merge product lines L2 and L3, which could correspond to merging
two separate branches. Population refinement holds because all products from L1, L2,
and L3 have a corresponding one in the resulting population POP ′.

In the following, we formalize the product population refinement notion. We use p to
denote a product— well-formed set of assets.

Definition 16. 〈Product population refinement〉
For product populations P and P ′, the latter refines the former, denoted by P v P ′,
whenever ∀p ∈ [[P ]] · ∃p′ ∈ [[P ′]] · p v p′.
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Figure 3.4 Product population refinement notion illustrated. Ellipses represent product lines
and their respective products.

We define our product population refinement notion in terms of the actual products
generated by the population. Defining it in terms of the product line refinement notion
(∀L ∈ P · ∃L′ ∈ P ′ · L v L′) would restrict the types of changes that we could support, as
it demands that each product line in a population should have its products refined by
products of a single product line in the resulting population. This does not apply when
splitting an existing product line into two, but it is supported by Definition 16.

To support safe and stepwise population evolution, we prove that the refinement
notion is a pre-order. Transitivity ensures that we can apply a number of safe evolution
operations over a product population in sequence and have a refined product population
in the end.

Theorem 16. 〈Product population refinement reflexivity〉

∀P : Population · P v P

Proof: Follows from Definition 16 and asset set refinement reflexivity (see Axiom 1). �

Theorem 17. 〈Product population refinement transitivity〉

∀P1, P2, P3 : Population · P1 v P2 ∧ P2 v P3 ⇒ P1 v P3

Proof: Follows from Definition 16 and asset set refinement transitivity (see Axiom 1).�
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3.7.1 Compositionality

We then establish conditions for evolving product lines that belong to a population in
an independent and parallel way. First, we define an auxiliary lemma establishing that
product population semantics is distributive. In the following, we use ∪ both to denote
set union and insertion of an element to a set — in the case of e ∪ s, for an element e and
set s, as an abbreviation for {e} ∪ s.

Lemma 5. 〈Population semantics is distributive〉
For a product line L and product population P , we have that

[[L ∪ P ]] = [[L]] ∪ [[P ]]

�

We state the compositionality theorem in the following, which establishes that the safe
evolution of a product line that is part of a population implies safe evolution of the entire
population. This theorem also enables us to reuse and apply the results from safe product
line evolution [NTS+11, AGM+06, BTG12], allowing separate and individual evolution of
product lines that are part of a product population.

Theorem 18. 〈Compositionality of product population refinement〉
For product lines L and L′, and product population P , if L v L′ then

L ∪ P v L′ ∪ P

Proof: Assume that L v L′. By Definition 16, we have to prove, for an arbitrary
p ∈ [[L ∪ P ]] that ∃p′ ∈ [[L′ ∪ P ]] · p v p′. For an arbitrary p and Lemma 5 we have that
p ∈ [[L]] ∪ [[P ]]. By case analysis, first consider that p ∈ [[L]]. The proof follows from our
assumption, which guarantees that for all p ∈ [[L]], there is a p′ ∈ [[L′]] such that p v p′.
Let us now consider the case where p ∈ [[P ]]. In this case, the proof follows by letting p′

be p and from asset set refinement reflexivity [BTG12]. �

Compositionality theorems provide a framework for reasoning about modularity. For
product populations, since products are independently generated by each of the constituent
product lines, we only need to ensure refinement of the individual product lines to guarantee
safe evolution of the entire product population. This reflects what happens in distributed
development, for example, where branches evolve independently. We must take care when
integrating such branches, as in the TaRGeT case (see Figure 2.6), where each branch
corresponds to a different product line, due to different requirements and even legal issues,
and some features developed in a separate branch were later integrated to the main branch
as optional features. The refinement notion is useful in this activity to relate the sets of
product lines, ensuring that such integration did not change the observable behavior for
existing products, that did not have the new optional feature.

Refinement templates, discussed in the following chapter, are useful for supporting this
kind of task such that tool builders and developers do not need to directly resort to formal
definitions and theorems. Another application scenario is the development of similar
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products using a clone-and-own methodology [DRB+13, RC13], without taking advantage
of the potential for reuse between the products. To obtain the benefits associated to
product lines with reduced upfront investment, we can minimize the initial development
process by bootstrapping a product line from existing products [Kru02, RC12]. Through
an extraction process, we can separate variations from common parts, and then discard
duplicate common parts, using the product population refinement notion from Definition 16
to ensure that we preserve behavior of existing products while doing so.

3.8 MULTI PRODUCT LINES

Multi product lines are similar to product populations in the sense that they contain
a set of product lines. However, they also contain constraints specifying how product
lines relate to each other. Multi product lines are similar to product populations in
the sense that they also consist of sets of related product lines. However, they contain
constraints specifying how product lines relate to each other. As we discuss in Section 2.3,
the products of a multi product line are built by composing subproducts generated from
the product lines in the set, taking into account the constraints.

Before formalizing multi product lines, we recollect the structure of product configu-
rations in this context: a set of pairs (l, c) formed by a product line l = (F,A,K) and
one of its product configurations c ∈ [[F ]], which make the type PC. For a pair (l, c)
we use [[(l, c)]] to abstract the notation [[K]]Ac , which is the CK semantics function that
generates products. In the following, we also define that for a finite set of such pairs, the
resulting product is the union of the asset sets generated by each pair. In Figure 2.7,
this corresponds to combining the assets of the subproducts from the LK, BB, and KI
product lines.

Definition 17. 〈Product line and configuration pairs〉

PC : { ((F ,A,K ) : PL, c : Conf ) | c ∈ [[F ]] }
[[ (l, c) : PC ]] : F [Asset ] = [[K]]Ac

[[ S : F [PC] ]] : F [Asset ] =
⋃

(l,c)∈S

[[(l, c)]]

We formalize multi product lines as a finite set of product lines and a finite set of
constraints, as Figure 2.7 illustrates. Following the same reasoning used for specifying the
product line elements [BTG12], we abstract from particular languages or notations. Thus,
to avoid relying on a particular way for writing constraints, we just assume Constraint as
an uninterpreted type, which imposes no assumptions over the defined type. Likewise, we
do not specify how a multi product line defines its valid configurations. Given a set of
product lines S and a set of constraints C relating them, we use confs(S,C) to denote the
function that yields the set of product configurations (represented by sets of pairs (l, c),
as in Definition 17) of a multi product line that obey the constraints. We then formalize
multi product lines similarly as we do for product lines (see Definition 11).
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Definition 18. 〈Multi product lines〉

Constraint : TYPE

confs : F [PL],F [Constraint ]→ F [F [PC]]

wf (S : F [PL], C : F [Constraint ]) : bool = ∀pcs ∈ confs(S,C) · wf ([[pcs ]])

MPL : { (S : F [PL], C : F [Constraint ]) | wf (S,C) }

As discussed, for generality, we do not precisely specify what confs does. Different
approaches have been proposed to automate the configuration process for multi product
lines [RS10, HTGE12]. Nevertheless, we use axioms to establish restrictions on how this
function should be specified by different multi product line approaches and notations.
This acts as an interface to the confs function, providing guidance on how it should be
specified. First, we require that all valid configurations from a multi product line m only
contain pairs in which the product line is a member of m, with at most one pair for each
constituent product line (Axiom 4). This prevents confs from generating sets with more
than one configuration from the same product line. While this might seem to limit the
configurations, we can use cardinality-based variability modeling [CHE05] to simulate
having two configurations from the same product line.

Note that in the axiom below, we do not demand products, represented by sets of pairs
of product lines and their configurations, to have configurations from all product lines in
the multi product line. This enables the situation where we have an optional product line,
that is, some products from the multi product line do not have any functionality coming
from it. For example, in Figure 2.7, this allows us to generate a Ubuntu distribution
without the Kickstart functionality. That is, without any feature from the KI product
line. For conciseness, in what follows we use PL, instead of (F,A,K), to denote the
corresponding type for product lines. Moreover, we use ∀pcs ∈ confs(S,C) · p(pcs) to
abbreviate the notation ∀pcs : F [PC] · pcs ∈ confs(S,C)⇒ p(pcs).

Axiom 4. 〈Valid configurations〉
∀ S : F [PL], C : F [Constraint ] ·
∀ pcs ∈ confs(S,C) ·
∀ (l, c), (l′, c′) ∈ pcs · (l ∈ S ∧ l = l′)⇒ c = c′

We also require confs to preserve the set of configurations when adding a new member
to the multi product line without changing the cross-product line constraints. This is
possible since we establish above that the valid configurations from a multi product line
do not need to contain configurations from all product lines. Reflecting what happens
in practice, this allows adding new software packages (product lines) with additional
functionality to Ubuntu (see Figure 2.7), such as extra filesystem modules, for instance.

Axiom 5. 〈Configurations should be preserved under extension〉
∀ L : PL, S : F [PL], C : F [Constraint ] ·
∀ pcs ∈ confs(S,C) · pcs ∈ confs({L} ∪ S,C)
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Finally, as we consider sets of product lines, we need to take into account that we
might remove a product line from the set. Therefore, we establish that if we remove the
product line L from a multi product line, confs must preserve the set of configurations
that do not receive any contribution from L. That is, after the change, we should still be
able to generate any product that has no functionality from L. So, if we remove the KI
product line from the Ubuntu example in Figure 2.7, this means that confs must continue
generating all product configurations without the Kickstart functionality. This way, we
avoid impacting existing users.

Axiom 6. 〈Configurations should be preserved under contraction〉
∀ L : PL, S : F [PL], C : F [Constraint ]·
L /∈ S ⇒
∀ pcs ∈ confs({L} ∪ S,C)·

(∀ (l, c) ∈ pcs · l 6= L)

⇒ pcs ∈ confs(S,C)

We now formalize the semantics of a multi product line, that is, the function that yields
the actual set of products, by combining the subproducts for each product configuration
that confs yields. In the example from Figure 2.7, this corresponds to the union of the
assets set generated by the LK, KI, and BB product lines. In our formalization, we
uniformly represent multi product line products and product line subproducts as finite
asset sets.

Definition 19. 〈Multi product line semantics〉
For a multi product line consisting of a finite set of product lines S and a finite set of
constraints C, we use [[(S,C)]] to denote the set of products of a multi product line, given
by { p : F [Asset ] | ∃ pcs ∈ confs(S,C) · p = [[pcs ]] }

Multi product line refinement then follows the same structure of product line refinement
(Definition 12) and product population refinement (Definition 16). We state that each
product in the original multi product line must have a correspondent product in the
refined one. However, Figure 3.5 illustrates how the semantics and refinement notion of
a multi product line differ from product populations (see Figure 3.4), using ellipses to
represent a product line with its respective subproducts represented using squares, stars,
diamonds, and triangles. Rounded rectangles represent products from the multi product
line, which are built by composing subproducts (components in some contexts) from the
different product lines. Figure 3.5 shows that it is possible to merge product lines (L2

and L3). After the merge, we see that subproducts represented with squares (inside L2)
are replaced by subproducts represented with triangles (inside L′

3). This results in a
refinement of the products that previously contained squares. Note that we focus on the
correspondence among the composed products to observe refinement, as illustrated by the
3 lines between products from MPL and MPL′.
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Figure 3.5 Multi product line refinement notion. Ellipses represent product lines. Rounded
rectangles represent products built by composing subproducts from the product lines.

Definition 20. 〈Multi product line refinement〉
For multi product lines (S,C) and (S ′, C ′), the second refines the first, denoted by
(S,C) v (S ′, C ′), whenever ∀p ∈ [[(S,C)]] · ∃p′ ∈ [[(S ′, C ′)]] · p v p′.

The only difference from the previously discussed refinement notions is the semantics
function used to generate products, which works as illustrated by Figure 3.5, composing
subproducts from different product lines. Nonetheless, we use the same asset set refinement
notion (v) to compare the generated products. We also prove that multi product line
refinement is a pre-order [TBG14a]. Similar to what we discuss for product populations,
defining multi product line refinement in terms of product line refinement is also not
sufficient. The constraints must be taken into account. For example, since product line
refinement does not care about feature names, it could be the case that a useful refinement,
such as feature renaming, could break existing products of the multi product line, as this
would possibly affect the constraints.

3.8.1 Compositionality

We are also interested on properties that enable reasoning about safe and modular
evolution of the product lines that are part of a multi product line. However, the natural
dependencies among the members of a multi product line, which we express as sets of
constraints, can limit compositionality. As illustrated in Figure 2.7, constraints might
relate features of different product lines. So, different from compositionality in the product
population context, safe evolution of a product line that is part of a multi product line
does not necessarily implies on safe evolution of the multi product line.

As discussed, a mere feature renaming in a product line could break existing products,
if we do not update the constraints. Thus, there are different ways in which a multi
product line can evolve and different conditions that need to be checked to ensure that
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such evolution is a refinement. For these reasons, different from what we do for product
populations, we actually introduce here a number of compositionality theorems revealing
specific conditions for modularly evolving a multi product line in different situations.
The different situations include refining a product line without changing the constraints,
removing and merging product lines, and refining a product line together with the
constraints.

First, we discuss the specific case in which we modularly refine a constituent product
line without the need to change the constraints. That is, we safely evolve a product
line, maintaining all existing configurations. This might happen due to a refactoring, or
by adding an optional feature, besides other scenarios. As the product line refinement
notion is insensitive to feature names, in this case, we require a stronger refinement notion,
sensitive to the name and semantics associated to each feature. It basically states that
all configurations from the variability model of a product line L are also present in the
resulting product line L′, and the correspondent product is a refinement. We need to
preserve configurations since we must ensure that we do not break the constraints, as it
happens on the Ubuntu bug #293586, discussed in Section 2.3.

So, we relate two product lines using (F,A,K) � (F ′, A′, K ′) to denote a stronger
product line refinement notion defined as ∀c ∈ [[F ]] · c ∈ [[F ′]] ∧ [[K]]Ac v [[K ′]]A

′
c , and

therefore sensitive to the name and semantics associated to each feature. This is necessary
since we must ensure that we do not break the constraints, as they might be specified in
terms of feature names, for instance. Remember, from Definition 13, that [[K]]Ac is the
function responsible for generating products. So, notice that in this stronger refinement
notion, we must have the same exact configuration c generating a refined product in
the resulting product line. Finally, we require the resulting multi product line to be
well-formed to comply with Definition 18, since new products might be added

Theorem 19. 〈Modularly evolving a constituent product line〉
For product lines L and L′, a finite set of product lines S not containing L or L′, and a
finite set of constraints C, if L � L′ and wf (L′ ∪ S,C), then

(L ∪ S,C) v (L′ ∪ S,C)

Proof: Assume that L � L′ ∧ wf (L′ ∪ S,C). By Definition 20, we have to prove, for
an arbitrary p ∈ [[(L ∪ S,C)]], that ∃p′ ∈ [[(L′ ∪ S,C)]] · p v p′. For such an arbitrary
p, by Definition 19 we have that ∃ pcs ∈ confs(L ∪ S,C) · p = [[pcs]]. Let ps be such
pcs . By case analysis, first consider that ∀ (l, c) ∈ ps · l 6= L. By Axiom 6, we have that
pcs ∈ confs(S,C). By Axiom 5, we then have that pcs ∈ confs(L′ ∪ S,C). The proof
follows from asset set refinement reflexivity [BTG12]. Let us now consider the case where
∃ (l, c) ∈ pcs · l 6= L, which means that there is one pair (L, c) in ps such that c is a
configuration from L. From our assumption, we have that all configurations from L are
also in L′ and the resulting subproduct from L′ is also a refinement. Therefore, we replace
(L, c) with (L′, c) in ps and the proof follows from the compositionality of the asset set
refinement notion (see Axiom 2). �

In this theorem, we do not preclude the new product line from having more products
than the original. However, when [[F ]] is equivalent to [[F ′]], the refined product line
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generates the exact same configurations as the original one. In this specific case, we do
not need to require well-formedness of the resulting multi product line as a condition
for the theorem, since we can prove it by compositionality of the asset set refinement
notion (see Axiom 2). Also, we require that the refined product line L′ is not an element
of S. This forbids the pathological situation where we would transform the product line
L into a product line L′ which already exists in the multi product line, which is one
of the particular safe evolution scenarios we also explored, but are only detailed in the
online appendix [TBG14a]. Another view of this situation is that a product line would be
subsumed by an existing one providing similar functionality and thus, removed.

To address the general case of evolving product lines and constraints, we introduce
additional definitions and lemmas. We must take into account that feature names might
have been changed in the constituent product lines and constraints. So, first we define a
substitution function, that receives as arguments product lines L and L′ such that L v L′,
and a pair (l, c). If l is different from L, the function yields the same pair (l, c). When
l = L, it yields a new pair (L′, c′), where c′ is a configuration such that its product refines
the product from c. Since we have that L v L′ and, by Definition 17, we have that the
configuration c in (l, c) must be a valid configuration from L, we know that such a c′

exists in L′. In (l, c)〈L → L′〉, we leave implicit that L must be refined by L′. Finally,
we do not detail the eq(c, L, L′) function, which yields a c′ from L′ such that its product
refines the product from c.

Definition 21. 〈Substitute configurations by refined ones〉

(l, c)〈L→ L′〉 : PC = if (l 6= L) then (l, c) else (L′, eq(c, L, L′))

PCS 〈L→ L′〉 : F [PC ] = { (l, c)〈L→ L′〉|(l, c) ∈ PCS }

Based on this substitution function, we define lemmas that are helpful for proving
compositionality of the refinement notion. First, for a set of pairs relating product lines
and configurations pcs , we state that the substitution function has no effect if the product
line to be replaced is not present in the set. Since we have that L /∈ pcs, we can use
Definition 21 in a straightforward way to ensure that all pairs from the set remain the same.
The condition stating that L v L′ is necessary for applying the substitution function.

Lemma 6. 〈Substitution has no effect when product line is not present〉
For product lines L and L′, and finite set of pairs pcs, if L v L′ and L /∈ pcs, then
pcs = pcs〈L→ L′〉. �

Conversely, we define another lemma stating that the application of the substitution
function generates a refined product for all configurations of a multi product line.

Lemma 7. 〈Substituting a product line results on refinement〉
For product lines L and L′, and finite set of product lines S, finite set of constraints C, if
L v L′ ∧ L /∈ S ∧ L′ /∈ S, then ∀ pcs ∈ confs(L ∪ S,C) · [[pcs ]] v [[pcs〈L→ L′〉]]. �
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For all configurations that do not contain L, we know from Lemma 6 that the
substitution function has no effect. Therefore, we compare asset sets that are equal, so
refinement follows from asset set refinement reflexivity. When L is present, we know from
Axiom 4 that there is only one pair (L, c). By the lemma’s premise, we have that L v L′,
so we know that there exists a c′ in L′ that generates a product which refines the product
from c. We replace the pair (L, c) with (L′, c′), and all other pairs remain the same.
Therefore, we have refinement by compositionality of the asset set refinement notion (see
Section 3.2), in the sense that refining a set of assets that is part of a well-formed product
yields a refined well-formed product.

As previously mentioned, when evolving a product line that is part of a multi product
line, we must also address changes to the constraints. This reflects results from an
expert survey, where participants pointed out that changes to individual product lines
must be harmonized [HGR12]. Even small changes can result in problems on multi
product lines. For example, the previously mentioned Ubuntu bug #8557, where after
an evolution on the Linux kernel, a feature was enabled by default and crashed existing
systems. To consider that we must update constraints according to changes performed
to a product line, we establish an indexed refinement relation over constraints. It states
the additional conditions needed for individually evolving a product line that is part of a
multi product line; basically, we must change the constraints in such a way that we can
replace subproducts that still yield valid compositions with refined subproducts of the
target product line. If that is the case, we say that the new set of constraints refines the
original set. Considering the Ubuntu example from Figure 2.7, assume that we change
the variability model of the BB product line, renaming GETOPT LONG to Parse long
CLI options, to improve its readability. The definition below enforces that we would also
need to update the constraints in the bottom of Figure 2.7 accordingly.

Definition 22. 〈Contextual constraint refinement〉
For product lines L and L′, a finite set of product lines S, and finite sets of constraints
C and C ′, we say that C ′ refines C in the context defined by S, L and L′, denoted by
C vS

L,L′ C ′, whenever ∀pcs ∈ confs(L∪S,C)·∃pcs ′ ∈ confs(L′∪S,C ′)·pcs ′ = pcs〈L→ L′〉.

Based on such definitions and lemmas, we establish the general compositionality
theorem for multi product lines. It considers the necessary conditions for ensuring
refinement of the multi product line when we individually refine a product line that is
part of it. We need the constraint refinement from Definition 22, since the refinement
notion does not care about feature names. Again, we require that the resulting multi
product line is well-formed.

Theorem 20. 〈General compositionality of multi product line refinement〉
For product lines L and L′, a finite set of product lines S not containing L or L′, and
finite sets of constraints C and C ′, if L v L′ ∧ C vS

L,L′ C ′ ∧ wf (L′ ∪ S,C ′) then

(L ∪ S,C) v (L′ ∪ S,C ′)
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Proof: Assume that L v L′ ∧ C vS
L,L′ C ′ ∧ wf (L′ ∪ S,C ′). By Definition 20, we have

to prove, for an arbitrary p ∈ [[(L ∪ S,C)]], that ∃p′ ∈ [[(L′ ∪ S,C ′)]] · p v p′. For such
a p, by Definition 19 we have that ∃ pcs ∈ confs(L ∪ S,C) · p = [[pcs]]. Let ps be such
pcs . From our assumption and Definition 22, properly instantiated with ps, we have that
∃pcs ′ ∈ confs(L′ ∪ S,C ′) · pcs ′ = ps〈L→ L′〉. Let ps′ be such pcs ′. Properly instantiating
Lemma 7, we have that [[ps]] v [[ps〈L→ L′〉]]. The proof follows by letting p′ be [[ps′]]. �

While this theorem captures the most general scenario for ensuring safe evolution of
multi product lines through individual changes to one of its constituent product lines,
the necessary conditions for its application impose strong restrictions. Such restrictions
are necessary to deal with the dependencies among the product lines that form a multi
product line. Thus, for reasoning about modularity, we also consider other scenarios,
formally described elsewhere [TBG14a]. For example, when evolving only the constraints,
we need to ensure that the existing configurations generated by confs are still generated
by the refined product line.

Adding an optional feature to the BusyBox (BB) product line in Figure 2.7, without
changing the constraints, is an example of modularly evolving a constituent product
line, as established in Theorem 19. Since we only add an optional feature, the new BB
product line still generates all of the original configurations, such as the ones containing
GETOPT LONG, besides the ones containing the new feature. This is compliant with
the necessary condition for the theorem: for all of the original configurations (without the
new feature), the subproducts built by this product line correspond exactly to the original
subproducts. Through reflexivity, this results in safe evolution of the multi product line,
as established in Definition 20.

Asset refinement without changes to the variability model fits in the particular case
of modularly evolving a constituent product line where we generate the exact same
configurations. Since we do not change the variability model, we would only need to
check that the particular asset set was refined, and this would avoid checking all products
from the multi product line. So, the conditions established in the theorems are helpful on
guiding which cases we can modularly evolve constituent product lines and still assure
safe evolution of the multi product line. The conditions are also useful for implementing
tools that could avoid problems such as the bugs discussed in Chapter 1 and Section 2.3.
In these cases, since constraints were changed, we would not be able to use Theorem 19,
which uses the stronger product line refinement notion (�) and requires that constraints
must remain unchanged.

As discussed, there are other kinds of evolution which are not refinements, such as
feature retirement, a useful non-refinement in the Linux kernel [PGT+13]. Nonetheless,
the refinement theories indeed supports some scenarios of feature retirement. For example,
when the retired feature is merged with an existing feature. This happens when developers
add the capabilities of old device drivers into recent ones, consequently removing the
deprecated drivers [PGT+13]. When removing a product line L from the multi product
line, we need to make sure that each product that has some contribution from L has a
corresponding, behavior preserving, product in the refined multi product line. In summary,
we must be careful when changing feature names, constraints, or eliminating existing
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configurations. In fact, these configurations and the associated feature names might
be referred by the constraints. This can preclude safe and modular multi product line
evolution, since we might change the observable behavior of existing products and thus
impact users.

One could argue that we can model a multi product line as a large product line with
its associated artifacts. While this is possible, organizations typically use multi product
lines because they are structured by composing products coming from different sources
or teams. Additionally, we would lose some of the modularity benefits. By structuring
multi product lines as large product lines, we could indeed use the product line refinement
theory to reason about evolving variability models and assets in separate. However, we
would not be able to support reasoning about changing different parts of a variability
model at the same time, since we would always need to reason about the entire product
line. This is possible using the multi product line formalization we present here, since we
can reason about individual product lines modularly using the compositionality theorems.
The theory also allows us to safely transform a large product line into a multi product
line, and vice-versa. We could also formalize product populations in a different way, in
terms of multi product lines. To do so, we would not have any constraints among the
product lines, and the confs function would preclude combining subproducts from the
constituent product lines to generate the final product. For simplicity, we choose the more
direct way of formalizing populations presented here.
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CHAPTER 4

A PRODUCT LINE OF LANGUAGES AND
TEMPLATES

There’s nothing more practical than a good theory.

—KURT LEWIN

In this chapter we instantiate the refinement theories presented in the previous chapter
with formalizations for FM, CK, and asset languages, based on the assumptions and
axioms explicitly established. This reinforces the generality of our theories as a language
independent way of reasoning about safe evolution of product lines, product populations,
and multi product lines. It also enables us to explore one of their main applications:
the derivation of refinement transformation templates that we can use as a basis for
constructing a refinement catalogue, abstracting safe evolution scenarios. Since we can
instantiate our theories with different combinations of languages for FMs, CK and assets,
we structure the formalizations as a product line, where different languages correspond to
different features, and products correspond to instantiations of the refinement theories.

First, in Section 4.1 we discuss how we can explore the similarities between different
FM and CK languages showing a number of refinement templates, which leads us to
structure a product line of languages and templates. Then, in Section 4.2 we present an
overview of this product line, showing the different ways in which we can combine the
languages. In the following sections, we discuss formalizations for specific and intermediate
languages, showing their consistency with the refinement theories presented in the previous
chapter, and illustrating refinement templates that we can apply for each formalization.
Respectively, we formalize FM, asset, and CK languages in Sections 4.3 to 4.5. Then,
in Section 4.6 we show refinement templates that work exclusively in the context of product
populations and multi product lines. Finally, we show that we can reuse existing catalogues
for individually evolving FMs and CK with our refinement theories in Section 4.7.

4.1 MOTIVATION

With the different refinement notions and compositionality properties introduced so far,
we are able to safely evolve product lines, product populations and multi product lines, by
simply improving their design or by adding new products while preserving existing ones.
Nevertheless, it is useful to provide guidance to developers, so they do not need to reason
directly about the different definitions and properties. We can do so through refinement
transformation templates [NTS+11, BTG12]1 that, for example, allow us to split an asset,
add a new optional feature to a product line, and replace a feature expression in the CK,
among others.

1Or only transformations.
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The refinement theories establish language-independent properties for safely evolving
product lines, product populations, and multi product lines. To derive useful transforma-
tions, we need to instantiate the theories with FM, CK, and asset languages. Formalizing
the propositional FM (see Section 2.1.1.1) and compositional CK (see Section 2.1.3.1) lan-
guages, and then instantiating the theories with such formalizations, enable the derivation
of templates specifying transformations using such languages together with any asset lan-
guage that contains a compositional refinement notion (see Section 3.2) [NTS+11, BTG12].
Here we focus on product line transformations, as product populations and multi product
lines are built on top of the product line formalization. Moreover, due to the composition-
ality theorems proved for them, they can also benefit from product line transformations.
Nonetheless, we present refinement templates specific to product populations and multi
product lines in Section 4.6.

Figure 4.1 illustrates a refinement template specifying that adding an optional feature
to a product line is possible when the extra row added to the original CK is only enabled
by the selection of the new optional feature. This assures that products built without the
new feature correspond exactly to the original product line products. This transformation
generalizes the example from Figure 3.2, where we add the optional Copy feature to an
existing product line, abstracting details of a specific situation like that.
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Figure 4.1 Add new optional feature refinement template

A template consists of a left-hand side (LHS) pattern and a right-hand side (RHS)
pattern, establishing syntactic and semantic conditions for applying a transformation to
a product line. Each pattern refers to meta-variables that abstractly represent product
line elements. If a meta-variable appears in both sides, this means that the corresponding
element remains unchanged by the transformation. For instance, in Figure 4.1, we observe
that we basically impose no constraints on the original product line elements; we only
require the original FM to have at least one feature, identified by the meta-variable P .
We extend the AM with new entries (such as n′′ → a′′) that do not map names that are
already mapped in A, ensuring that the resulting AM is valid. Similarly, O should be a
new feature name that does not appear in the original FM, otherwise the resulting FM
would be invalid. Finally, we add a new CK item guarded by the feature expression e′,
which implies O, so the new assets are only included in product configurations where we
select O. Notice that we could have many different variations over this template, where,
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for example, we add more assets, distributed over a number of CK items that must be
guarded by an expression that implies O.

Besides the patterns, each transformation may have pre-conditions that appear below
the refinement symbol (v). We can only apply a transformation when a concrete product
line matches the LHS template and the pre-condition is valid for that matching. In
the case of Figure 4.1, the pre-conditions state that the asset names n′, n′′ and n′′′ are
not mapped in the existing AM, and that O is also a new feature. We require that the
resulting product line must be well-formed, as adding an optional feature means adding
the ability to generate more products, for which we cannot provide any guarantees about
them through our theories (see Section 3.6.2). For simplicity, we assume that we can
only apply the transformations to product lines (LHS) that are well-formed, according to
Definition 11, and satisfy further constraints that we detail next. With these conditions,
for each template we can prove that the resulting product line is also well-formed and
refines the original one.

Figure 4.2 illustrates another template, establishing that a feature expression in the
CK might be replaced with an equivalent one according to FM constraints. This may
be useful to improve the understanding of this model. We also formalize this template
using the propositional FM and compositional CK languages. Notice, however, that the
template does not detail the FM, which indicates that we could use any FM language that
is consistent with the product line refinement theory, provided that we have the ability
to compare feature expressions. This template handles feature interaction since feature
expressions can relate multiple features at the same time.

n, n'
...

e
...

A

F ⊢ e ⇔ e'

n, n'
...

e'
...

A

v

F F

names(e') ⊆ names(F)

Figure 4.2 Replace feature expression refinement template

From Figure 4.2, we observe that we replace feature expression e with e′. The condition
states that we can apply this transformation when e is equivalent to e′, according to F .
For example, in the FM from Figure 2.1 we have that 128x149 and 240x320 are alternative
children of the ScreenSize feature. This means that we must select at least one of them.
Therefore, according to the FM, we can replace the expression 128x149 ∨ 240x320 with
ScreenSize, since selecting the screen size feature implies that at least one of them must
be selected. Performing this change can be useful when adding new screen sizes. With the
original expression, we would need to update the expression to acommodate this change.
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Note that this comparison is indexed by the FM in question. When expressions are
equivalent by propositional reasoning only, we have a special case of this transformation.
Moreover e′ can only reference feature names that belong to F .

To prove that the templates establish product line refinements, we encode templates by
defining predicates to represent the syntactic relationships between the source and target
product lines (syntax ) and transformation pre-conditions (conditions). In general, we map
each template meta-variable and abstractions of product line elements to corresponding
PVS variables with associated constraints. Therefore, for each transformation, we encode
its soundness theorem as follows:

∀F,A,K, F ′, A′, K ′ . . . ·
wfPL(F,A,K) ∧ syntax (. . .) ∧ conditions(. . .)

⇒ (F,A,K) v (F ′, A′, K ′) ∧ wfPL(F ′, A′, K ′)

(.)

We parameterize the syntax and conditions predicates by the meta-variables, according
to the template. So, for each transformation, besides proving that it is a product line
refinement (see Definition 12), we also prove well-formedness of the resulting product line.
We separate these concerns to help understanding and reasoning. For both presented
templates, we do not assume a particular asset language, so the templates only depend
on the formalized FM and CK languages. So, well-formedness of the resulting product
line consists of the constraint that comes from the general theory (see Definition 11) plus
additional constraints for the concrete FM and CK languages that instantiate the product
line refinement theory: all feature expressions in the CK refer only to feature names in
the FM, and all asset names that appear in the CK are in the domain of the AM. These
extra conditions avoid repetition in the transformation pre-conditions.

Note that these two templates could also apply for other FM and CK languages. For
example, in Figure 4.2, we could change the FM language, as long as we are able to
compare feature expressions. The same happens in Figure 4.1, where we do not need
much detail over the CK language used. We only need a CK language that we can extend
with additional items guarded by a feature expression. Changing the FM or CK language
results in a new template, which in turn we must formalize and prove using the theorem
structure mentioned before, with similar syntax and conditions predicates, duplicating
the effort of specifying and proving transformations. Even the proof structure would be
similar, differing only on the specifics of the FM and CK languages that would allow
comparing feature expressions and adding new CK items.

Alternatively, we could define templates that only depend on the general theories.
That is, they do not depend on any FM, CK, or asset language. For example, Figure 4.3
formalizes the template considering the case where we simply refine an asset. We do not
detail the actual way in which we refine the asset, as the transformation is independent
from a particular asset language. The target AM has the original asset name n now
associated to a′. The FM and CK remain the same and we do not need any detail over
their languages. We can prove this template using Theorem 13, which establishes that AM
refinement leads to product line refinement. For a given safe evolution scenario, whenever
possible we should try to prove it using the properties provided by the refinement theories.
However, we cannot define templates that abstract over many useful safe evolution
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scenarios using only the refinement theories, such as adding a new feature. This happens
because such operations depend on properties that come from a particular FM or CK
language.

a        a'v

v
n � a 

...

n � a' 

...

K

F F

K

Figure 4.3 Refine asset refinement template

We can address specific scenarios by defining templates for concrete FM, CK, and
asset languages, as we show in Figure 4.1 and Figure 4.2. However, there is a considerable
effort associated to specifying and proving templates in the concrete languages. Moreover,
some of the templates are similar, regardless of the concrete languages, so we can explore
these similarities, reducing the effort for encoding and proving templates. We do so by
formalizing intermediate FM, CK, and asset languages, defining properties that abstract
over the particular languages. This enables us to establish and prove templates at a
higher abstraction level than those presented in this section, which then can be reused for
different languages over different scenarios. Still, if that does not satisfy a particular safe
evolution scenario, we must use properties and templates formalized using concrete FM,
CK, and asset languages. The following sections detail a hierarchy of theories formalizing
intermediate and concrete languages for the product line artifacts. To explore the reuse
of templates and also reduce the effort of proving soundness, we structure these theories
as a product line, using theory interpretation and parameterization in PVS as variability
management mechanisms.

4.2 OVERVIEW

As we discuss in the previous chapter, our refinement theories can consider different
alternatives to the artifacts that constitute a product line, such as FM (F ), assets (A),
and CK (K ). Since we do not impose many restrictions on the structure and semantics
of these elements, we might instantiate our theory in a number of ways. Additionally,
we want to systematically explore the similarities between different languages used to
describe such elements. This allows us to reduce the effort of formal specification and
proof of these templates. Thus, we describe the different formalized languages and their
relationships using product line concepts. Figure 4.4 shows the FM that illustrates the
different combinations of FM, asset, and CK languages that we can use for instantiating
the theories. Different feature selections result in different instantiations of the product

66



line refinement theory. There are cross-tree constraints, which specify that selecting a
particular feature might require selecting another. For example, the intermediate CK
language needs the intermediate FM language, as it depends on concepts such as comparing
feature expressions, for example. Similarly, if we use a cardinality-based FM, we need to
select cardinality-based feature expressions, since we then have to deal with cardinalities
and attributes as well.

PL Theory

Cardinality FM

FM

Propositional 
FM

#ifdef

Assets

renaming

CK

Transformation Compositional

Left-side Right-side

Cardinality FE Propositional FE

Intermediate 
CK

Select 
Assets Preprocess

#ifdef ⇒ Preprocess
Cardinality FM ⇔ Cardinality FE

Intermediate CK ⇒ Intermediate FM

Populations
MPL

Intermediate 
FM

Figure 4.4 Feature model for the product line of theories

Figure 4.4 defines FMs, assets, and CK as mandatory features, reflecting the product
line definition (see Definition 11), as we use these three elements to jointly generate
products. We also provide intermediate and concrete formalizations for each of the artifacts
because, as we discussed in the previous section, we can only prove some properties and
templates providing more detail than what we specify in the general refinement theories.
It is important to highlight that this model only shows languages formalized in this work
and is not intended to comprehend all possible FM, CK and asset languages. We discuss
more details about how we structured and evolved this product line in Section 5.4.

We specify an intermediate language for FMs, abstracting the common concepts found
in concrete formalizations such as the propositional and cardinality-based languages that
we discuss in Section 2.1.1. We also focus on a tabular notation for CK that associates
feature expressions to assets or transformations over assets. We observe such language
in some of the product lines we evaluated [TBG13, NTS+11]. Therefore, Figure 4.4 only
shows features associated to such language — we have subtrees for LHS and RHS, as
we might have different kinds of feature expressions, besides propositional ones. We also
separate, on the RHS, simple asset selection from transformations. We could include more
features when dealing with implicit CKs, and even other kinds of transformations, for

67



example, such as cardinality-based actions. We also do not fully formalize asset languages,
since this is not the main focus of our work and it would require substantial effort. We
are interested on the evolution of the product line as a whole, and in many cases, we can
abstract the actual asset language, such as in the refinement templates mentioned before.
In the same way as we do for CK, we could define intermediate languages to abstract
properties of languages, such as markup and object-oriented languages.

Definition 11 establishes a product line as a triple consisting of FM, CK, and assets.
In the case of the product line illustrated by the FM in Figure 4.4, the assets are PVS
specification (.pvs) and proof (.prf ) files. Granularity of the product line [KAK08] is
mostly compositional, as we implement features as distinct specification and proof files.
So, we do not use any kind of annotative mechanisms, since we do not need conditional
compilation inside the specifications and proofs. Therefore, the AM for this product line
consists of mapping names to the actual files. This way, we use the compositional CK
language (see Section 2.1.3.1), since we are only interested in associating features with
the specification and proof files.

We show the CK in Figure 4.5. Since each PVS file has a correspondent proof file with
the same name and different extension, we simplify the presentation by showing a single
asset name in the RHS, representing the specification and its associated proofs. Most
features map to a single specification and proof file, like Populations and MPL, but
others need more files, such as Propositional FM. We also see that some features share
specifications and proofs, such as Propositional FM and Propositional FE, that use
the same formalization for propositional formulae. We associate some files to the presence
of two features, such as SpecificFMpCKcSPL, associated to the Propositional FM
and Compositional features. This file contains the specification and proof of refinement
templates that depend on these languages, using the structure we show in Equation ..

Evaluating the CK in Figure 4.5 against a product configuration from the FM in
Figure 4.4 results in a set of PVS specification and proof files. For example, evaluating
it against the product configuration2 {Propositional FM, Propositional FE, Intermediate
CK, Compositional} results in a set of specification and proof files that includes the gen-
eral product line refinement theory (SPLrefinement); the formalization of the propositional
FM language (FeatureModel); the formalization of propositional formulae (Formula ); the
formalization of the Compositional CK language (ConfigurationKnowledge); the formaliza-
tion of templates that work only with the propositional FM and compositional CK languages
(SpecificFMpCKcSPL).

The FM we show in Figure 4.4 uses a tree structure, which reflects how we structure the PVS
theories. The product line refinement theory defines interfaces for FM, CK, and asset languages.
Besides instantiating it with concrete formalizations, we specify intermediate languages for the
product line artifacts, to explore their similarity and the reuse of templates. For example, we
see, in Figure 4.5, that the Intermediate CK feature maps to a theory named CKint. This
theory defines general properties, in the form of axioms, for CK languages that map feature
expressions to a generic action, such as asset selection or preprocessing. As an example of such
a property, we establish that whenever we replace a feature expression by an equivalent one, CK
evaluation remains the same. This enables us to derive and prove templates that are generic in

2Omitting mandatory features.
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Figure 4.5 Configuration Knowledge for the product line of theories

the sense that we can reuse them with any CK language that satisfies such properties. Such
templates hold for any of the valid combinations of left and right side illustrated in Figure 4.4.

As Figure 4.6 illustrates, we use the theory interpretation mechanism of PVS [OS01] to show
that a concrete CK language satisfies properties defined in the intermediate language. We do
so by providing interpretations for the uninterpreted types when importing a theory. If any,
axioms defined in the imported theory become proof obligations to ensure consistency of the
specifications. That is, any property defined in the more abstract and high-level theories is still
valid for the concrete languages of product line elements, if we prove all of the proof obligations
generated from the axioms. Therefore, the return over investment grows as we define more
concrete languages that conform to the intermediate languages.

The theory interpretation mechanism also ensures consistency of the remaining languages,
whether concrete or intermediate, with the general theory. This allows us to later use our
refinement theories to prove product line templates using specific languages, such as the ones
introduced in this chapter.

4.3 FEATURE MODELS

As we discuss in Section 3.1, our theory applies to any language that describes (possibly infinite)
sets of product configurations [GMB08, CHE05, SHTB07, Bat05, WLS+08], regardless of how
these configurations are represented, since we define Configuration as an uninterpreted type.
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This allows us to prove templates that are completely independent of any variability modeling
notation, such as the previously mentioned Refine asset, illustrated in Figure 4.3.

In what follows, we formalize an intermediate language for FMs, that defines basic properties
such as comparing feature expressions for equivalence. Then, we specify propositional and
cardinality-based FMs, showing that they comply with the intermediate theory. The intermediate
formalization allows us to prove templates that depend only on basic FM properties, that are
also valid for propositional and cardinality-based languages, as we show that they are consistent
with the intermediate theory. By formalizing concrete languages, we can prove templates that
depend on particular features of such languages.

4.3.1 Intermediate

The intermediate FM formalization we present has more detail than the one we present in the
refinement theory, but it still does not consist of a fully featured FM language. The properties
we define here enable us to prove templates such as Replace feature expression, illustrated
in Figure 4.2, where we do not need further details over an FM, other than being able to compare
feature expressions for equivalence against an FM configuration.

First, similar to what we do in the refinement theory, we define configurations and feature
expressions as uninterpreted types, as well as establish a funcion that evaluates a feature
expression against a configuration. Uninterpreted types mean that we impose no assumptions
on instantiations of the defined types.

Assumption 5. 〈Configurations and Feature Expressions〉
Configuration : TYPE

FeatureExpression : TYPE

sat : FeatureExpression → Configuration → boolean

As the intermediate FM language requires these types and definitions to establish its proper-
ties, we pass them as parameters, using the theory parameterization mechanism (see Section 2.4).
Besides the basic type and the semantics function already required in the product line refinement
theory, we also specify the interfaces for other operations that are needed when formalizing the
concrete FM languages, such as well-typedness of a feature expression against an FM, yielding
the set of features from a given FM, generating a feature expression from a feature, among
others. We also define predicates for comparing two FMs when we add features, one for each
feature type available— mandatory, optional, OR, and alternative. For conciseness, we only
show the signatures for adding mandatory and optional features, but we define the remaining
predicates likewise.
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Assumption 6. 〈Feature models〉
FM : TYPE

[[ ]] : FM → P[Configuration]

wt : FeatureExpression → FM → boolean

Feature : TYPE

features : FM → P[Feature]

featExp : Feature → FeatureExpression

addMandatory : FM → FM → Feature → Feature → boolean

addOptional : FM → FM → Feature → Feature → boolean

Since we do not precisely specify what functions such as addOptional do, we define axioms
to establish restriction on how concrete FM languages should specify these functions, similar
to what we do for multi product lines (see Section 3.8). This also acts as an interface to the
function, providing guidance on how it should be specified. So, we establish that after adding an
optional feature to an FM, the resulting FM generates a superset of the product configurations
generated by the original FM. Additionally, p must be an existing feature in the original FM
and, conversely, c should not. This axiom prevents instantiating this function with a concrete
function that would remove the c feature from the original FM, for example.

Axiom 7. 〈Adding optional feature increases the number of configurations〉
∀fm1 , fm2 : FM , p, c : Feature·

addOptional(fm1 , fm2 , p, c)

⇒ [[fm1 ]] ⊂ [[fm2 ]] ∧ p ∈ features(fm1 ) ∧
c ∈ features(fm2 ) ∧ c /∈ features(fm1 )

This axiom only guides the implementation of such function, but it does not restrict a
particular incorrect implementation. This happens because here we do not further detail the FM
structure and semantics. However, as we discuss in Section 4.5.1, when defining the intermediate
CK language, the template pre-conditions for the refinement template that uses this property
would not accept incorrect implementations. For the remaining functions that deal with adding
features, we define similar axioms, detailed elsewhere [TBG14a]. As the product line refinement
theory only requires that FMs must define a semantics function, it is straightforward to instantiate
this theory into the general theory. There are no axioms involving FMs in the general theory,
therefore, no proof obligations are generated. Thus, this FM language is consistent with the
product line refinement theory. We can reuse anything that we prove using this language for
any language that instantiates it. In the following, we detail such an instantiation with the
formalization of a concrete language for propositional FMs.

4.3.2 Propositional

To simplify formalization of the propositional FM language, we translate graphical constraints
in the FM to logical propositions [Bat05, GMB08]. Each kind of relationship translates to a
particular kind of proposition. For example, we represent a mandatory relationship between a
child M of a feature F as M ⇔ F . As another example, we translate the optional relationship
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between a child O of a feature F as O ⇒ F . The translation defined by transformations like
those defined by Gheyi et al. [GMB08] allows us to formalize FMs as a set of feature names
and a set of propositional formulae, which includes both the relationship constraints and the
additional formulae over features. Since we define FMs using record types, we can access the
feature set of a feature model fm using features(fm). We do likewise for the formulae. The
FM formula language contains six kinds of propositional formulae: true, false, feature name,
negation, conjunction, and implication. We represent these with PVS abstract datatypes, as we
show in Section 2.4. A configuration is a set of names, representing the selected features. The
semantics of an FM then yields the set of all valid configurations from an FM. We define the sat
function as a recursive function that evaluates propositional formulae against a configuration
(see Section 2.4).

Definition 23. 〈Propositional Feature models〉

Feature : TYPE

Configuration : P[Feature]

FM : < features : P[Feature], formulae : P[Formula] >

features(fm : FM ) : P[Feature] = features(fm)

semantics(fm : FM ) : P[Configuration] =

{c |c ⊆ features(fm) ∧ ∀f ∈ formulae(fm) · sat(f , c) }

We also define the predicates that add features, such as addOptional (see Assumption 6).
When adding an optional feature, we add a new feature C as a child of P , so we declare that
P is an existing feature in the original FM (F ). The resulting FM (F ′) consists of adding the
new feature and a new formula expressing the optional relationship between P and C. Finally,
we specify that C is not in the original FM. We establish the addOptional predicate as follows,
where F and F ′ are FMs (FM) and P and C feature names (Feature).

addOptional(F, F ′, P, C) =

features(F ′) = features(F ) ∪ {C} ∧
formulae(F ′) = formulae(F ) ∪ {C ⇒ P} ∧
P ∈ features(F ) ∧ C /∈ features(F )

(.)

We establish the remaining predicates for adding features in a similar way. The only
difference is in the new formula added to the original FM. In fact, by instantiating the types and
predicates in Assumption 6 with concrete types such as Configuration, Feature, and FM from
Definition 23, and predicates such as addOptional defined above, we can see that the semantics
function is a possible instantiation for [[ ]]. We instantiate the Feature type in Assumption 6
with the Feature type from Definition 23. To ensure that the instantiation is consistent with the
intermediate theory defined in the previous section, we then have to discharge the corresponding
proof obligations generated from the axioms defined. We do so by defining theorems. The
theorem that follows proves Axiom 7, which states that adding an optional feature increases
configurability, besides establishing that the parent feature must be pre-existent.
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Theorem 21. 〈Adding optional feature increases the number of configurations〉

∀F, F ′ : FM , P, C : Feature·
addOptional(F, F ′, P, C)

⇒ semantics(F ) ⊂ semantics(F ′) ∧
P ∈ features(F ) ∧ C ∈ features(F ′) ∧ C /∈ features(F )

�

Notice that, from the addOptional function definition, we trivially prove that P ∈ features(F ),
C ∈ features(F ′), and C /∈ features(F ). To prove that the set of product configurations increases
we need to show that each configuration from F is also present in F ′, which we can do using the
addOptional definition and expanding the semantics function [TBG14a]. By proving this and
other theorems that discharge the corresponding axioms defined in the intermediate FM theory,
we show that the propositional FM language is consistent with the theory introduced in the
previous section. Therefore, any template that we define and prove using the intermediate FM
language (see Section 4.5.1), also holds for the propositional FM language just introduced.

4.3.3 Cardinality

We also present a simplified formalization of cardinality-based FMs. Instead of translating the
diagram and constraints to propositional formulae, we actually define datatypes for representing
the tree structure. We do so because, as we discuss in Section 2.1.1.2, product configurations in
this case still contain the tree structure of the feature diagram. Each occurrence of a feature
name is relevant for a configuration [CHE05].

We then establish the basic types below. Feature names again are uninterpreted types. We
define cardinalities using a subtype over record types, to ensure that we define proper minimum
and maximum values. Since we do not flatten the tree structure of the FM, we define a new type
Node, to represent FM tree nodes. Here we use a simplified notation, similar to a record type, to
define this type. We actually specify this in PVS with a recursive datatype, as child nodes are
elements of the same type Node. Since we specify children using sets, a node without children
consist of the empty set. Besides the feature name and its children, a node also establishes the
cardinality. For example, the cardinality of a mandatory node consists of both min and max set
to 1, while an optional node would have min set to 0. Cardinality-based FMs are also record
types, with a name for the root feature and the set of its children nodes. The root feature is not
a Node as it cannot have an associated cardinality, since it must be present in all configurations.
Given an FM, we yield its set of feature names using the features function. This function yields
the root name and uses another features function that traverses the tree nodes yielding their
names. For conciseness, we do not present here the complete PVS formalization of this function
and other encodings, but they are available elsewhere [TBG14a].

We also define a configuration using recursive datatypes. In this case, it corresponds to pairs
of names and the multiset of their children features, as defined in Section 2.1.1.2. The semantics
of an FM then yields the set of all valid configurations from an FM, that is, the ones which share
the same root as the FM (satRoot function), and that obey the tree structure defined and the
cardinalities set to each node. The satTree traverses the FM diagram tree and the configuration,
also checking if cardinalities are satisfied, through the multisets.
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Definition 24. 〈Cardinality feature models〉

Feature : TYPE

Cardinality : {x :< min : int ,max : int > |min(x) <= max (x) ∧min(x) >= 0}
Node : < n : Feature, c : Cardinality , children : F [Node] >

FM : < root : Feature, children : F [Node] >

features(fm : FM ) : P[Feature] = root(fm) ∪ features(children(fm))

Configuration : < n : Feature, children : mset [Node] >

semantics(fm : FM ) : P[Configuration] =

{c |satRoot(fm, c) ∧ satTree(fm, c) }

As we do for propositional FMs, we instantiate the intermediate FM language by providing
interpretations to the types and functions assumed. This way, we also need to define the
predicates that establish adding features, such as addOptional (see Assumption 6), together
with theorems that discharge axioms defined in the intermediate language. By interpreting the
theory and discharging the corresponding proof obligations generated from the defined axioms,
we also ensure that the instantiation is consistent with the intermediate FM language. Again,
this enables reusing properties proven using the intermediate FM language.

4.4 ASSETS

As we discuss in Section 4.2, we do not aim to fully formalize asset languages. Moreover, we
already establish properties that asset languages and their refinement notions must satisfy in
the product line refinement theory. For example, that the asset set refinement notion must be a
pre-order and it should be compositional. Therefore, we define many templates that can work
with any language, or combination of languages, that satisfy such properties. This is the case for
the templates that we illustrate in figures 4.1, 4.2, and 4.3, besides others that we present in the
next sections. This is possible because such templates do not depend on a particular structure
or notation for the assets.

Nonetheless, similar as we do for FMs, here we provide formalizations for intermediate asset
languages. While we do not provide a complete formalization of an asset language, we include
further constraints to handle cases such as conditional compilation and renaming, useful for
deriving a more complex CK notion and other types of product line refinement templates. For
example, in Section 4.5.3 we define a template that adds a feature, similar to Figure 4.1, but
instead of adding new assets, we include a conditional compilation directive in an existing asset.
Since we do not formalize the language structure for the assets, we do not restrict the types
of languages that we can use with such templates. The same happens with asset languages
that support renaming as a refinement, as defined here. We do not further detail the structure,
therefore, we can define templates that work with any asset language supporting renaming.

4.4.1 Conditional compilation

As Section 2.1.3 discusses, encompassing code with directives associated to features is a common
technique for implementing variability [KAK08]. Due to its simple mechanism, we can use this
technique with any asset language, provided that we have a preprocessor that is able to evaluate
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the directives and include or remove the encompassed code. Therefore, instead of providing
a precise specification of an asset language that uses conditional compilation, here we do not
further detail a particular structure of the asset language. Similar to what we do in the product
line refinement theory, we assume uninterpreted Asset types that correspond to languages with
a compositional refinement notion. On top of that, we define a refinement notion for assets with
#ifdef directives. We assume that after preprocessing an asset with such directives, the result
corresponds to an element of the Asset type.

For simplicity, here we assume that assets might have only one tag for the #ifdef directives
that it includes. This means that an asset can have more than one #ifdef directive, but we
associate all of them to the same expression, as in the following example. Notice that we have
two directives, but they are both associated to the same feature Y. Therefore, after preprocessing
this asset, we either include or remove both code fragments.

Class X {
#ifdef Y

private int Y;

#endif

...

#ifdef Y

private Y getY() {...};
#endif ...

}
This does not restrict the practical application of this intermediate language, even though in
practice we can have many directives with different expressions inside an asset. We still can
handle such cases by using a CK with transformations and duplicating the assets, according
to the different possibilities. Figure 4.7 illustrates an example for a given class X, which has
two directives, associated to the A and B features. Therefore, we have four different versions of
this class, corresponding to the possible combined truth values of A and B. We can transform
the existing class and create new ones to achieve the same effect. By changing the directive to
another expression, which we name as E, we handle the possibilities where both A and B are true
or false. For the cases where only one of A and B is true and the other is false, we create new
files duplicating the X class already without the directives.

This way, by changing the assets together with the CK illustrated in Figure 4.7, we can
generate the same four possibilities that we had before. By selecting A and B we activate the E

tag, and we yield the class including both code fragments. Conversely, if we do not select both
features, the tag is not activated and the code fragments are removed from the yielded class. By
selecting only one of the features, it yields the class already preprocessed, including the code
fragment associated to the selected feature and removing the other code fragment. While this is
feasible, we see that it generates asset duplication and does not constitute a good practice in
real scenarios. However, adopting this limitation simplifies the formalization and proofs, as we
see in the following.

Since we do not detail the structure of assets, we use the same assumptions and axioms defined
for assets in the product line refinement theory (see Assumption 2, Axiom 1, and Axiom 2).
These assumptions and axioms define assets as uninterpreted types, introduce a well-formedness
function for asset sets, and an asset set refinement notion which is a pre-order and compositional.
Based on that, we introduce new uninterpreted types, namely AssetIfdef , which corresponds to an
asset with #ifdef directives, and Directive, which corresponds to a code fragment encompassed
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public class X {
      ...

#if($A)
      private A a;
      #end

#if($B)
      private B b;
      #end
      ...
}

public class X {
      ...

#if($E)
      private A a;
      #end

#if($E)
      private B b;
      #end
      ...
}

public class X {
      ...
      private A a;
      ...
}

public class X {
      ...
      private B b;
      ...
}

n

n

n''

n'

TransformationFeature 
Expression

preprocess nX
tag AA
tag BB

......

TransformationFeature 
Expression

tag EA ∧ B
select n'A ∧ ¬B
select n''¬A ∧ B

preprocess n¬A ∧ ¬B
......

preprocess nX

Figure 4.7 Example of transforming #ifdef directives, showing the effects on assets and CK.

by an #ifdef directive. We assume a pp function that preprocesses an asset set S based on a
boolean argument tag that indicates whether to leave or remove the code fragments from the
assets. Finally, we also assume the existence of a function that adds a directive to an asset that
does not contain any directives, and yields as a result an asset with directives. This function
allows us to prove refinement templates that include adding conditional compilation directives.

Assumption 7. 〈Assets with #ifdef statements〉
AssetIfdef : TYPE

Directive : TYPE

pp : F [AssetIfdef ]→ boolean → F [Asset ]

add : Asset → Directive → AssetIfdef

As we do not detail the pp function, we define an axiom establishing that preprocessing
a set of assets formed by the union of two sets equals the union of the two sets formed by
preprocessing each set in separate. This axiom is useful for proving that the refinement notion
for assets with #ifdef is consistent with the compositionality property required by the product
line refinement theory.

Axiom 8. 〈Distributed preprocessing over union〉
∀S, T : F [AssetIfdef ], tag : boolean

⇒ pp(S ∪ T, tag) = pp(S, tag) ∪ pp(T, tag)

We also do not detail the add function. Instead, we define an axiom establishing a property
for this function, useful for proving templates. The following axiom establishes that adding a
directive to an asset and then preprocessing it without setting the tag to true results in the
same asset.
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Axiom 9. 〈Removing an added directive has no effect〉
∀a : Asset , d : Directive

⇒ pp(add(a, d), false) = a

We also define a well-formedness function for assets with #ifdef, based on the wf function
defined for assets. It establishes that assets with #ifdef are well-formed when each possible
version of the assets that we can generate with the pp function is well-formed. Finally, we
also define a refinement notion, and we also relate it with the asset refinement notion (see
Assumption 2). It states that refinement happens if and only if both versions of the assets, with
and without the code fragment, are refined.

Definition 25. 〈#ifdef well-formedness and refinement notion〉

wfi(S : F [AssetIfdef ]) : boolean = ∀(tag : boolean) · wf (pp(S, tag))

v# (S, S′ : F [AssetIfdef ]) : boolean = ∀(tag : boolean) · pp(S, tag) v pp(S′, tag)

To show that this refinement notion is consistent with the properties defined in the product
line refinement theory, we must prove that it is a pre-order. We can trivially prove this from
the fact that asset set refinement (without #ifdefs) is a pre-order. Moreover, we must prove
that this notion is compositional, that is, refining a set of assets with #ifdef that is part of a
well-formed product yields a refined well-formed product. The following theorem establishes
this, using the same structure as Axiom 2.

Theorem 22. 〈#ifdef refinement compositionality〉

∀S, S′ : F [AssetIfdef ] · ∀ T : F [AssetIfdef ]·
S v# S′ ∧ wfi(S ∪ T )

⇒ wfi(S′ ∪ T ) ∧ (S ∪ T v# S′ ∪ T )

�

We prove this theorem using Axiom 8 and the fact that the asset set refinement notion
(without #ifdefs) is compositional. Proving this theorem shows that the intermediate language
that we define here is consistent with the product line refinement theory. Besides, it allows us
to define templates that are specific to languages that support conditional compilation, as we
define in Section 4.5.3, where we detail the CK language with preprocessing transformations.

4.4.2 Renaming

In this section, we formalize an intermediate asset language that accepts renaming an identifier
as a refinement. Again, we do not assume any structure for the actual asset language and
reuse the assumptions, axioms and properties from asset languages as defined in the refinement
theory. We only assume a function that renames a given asset a, replacing every occurrence of
an identifier i with i′.

Assumption 8. 〈Renaming assets〉
Identifier : TYPE

rename : Asset → Identifier → Identifier → Asset
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Based on the rename function that renames individual assets, we can define a general
function that performs the renaming over a finite set of assets.

Definition 26. 〈Renaming sets of assets〉

rename(S : F [Asset ], i, i′ : Identifier) : F [Asset ] =

{x | ∃ a · a ∈ S ∧ x = rename(a, i, i′) }

Different from what we do for assets with #ifdef directives, we do not establish a refinement
notion, since we are not introducing a new type of asset. Rather, we only relate the renaming
functions and assumptions with the asset refinement notion from Assumption 2. We do so by
establishing an axiom stating that whenever it is safe to apply global renaming, refinement
happens.

Axiom 10. 〈Renaming assets refinement〉
∀S : F [Asset ], i, i′ : Identifier ·

wf (rename(S, i, i′))

⇒ S v rename(S, i, i′)

This axiom is useful for defining templates that allow renaming asset declarations, as we
detail in the online appendix [TBG14a].

4.5 CONFIGURATION KNOWLEDGE

The interface for CK in the product line refinement theory only assumes a [[ ]] function that maps
product configurations and AMs into finite sets of assets. Additionally, an axiom establishes
that CK evaluation must be compositional with respect to AM refinement (see Axiom 3), that is,
evaluating a CK against a refined AM results in well-formed and refined products. In this section,
we formalize languages based on the tabular notation used for describing the CK, associating
feature expressions with assets or transformations over assets, such as we discuss in Section 2.1.3.
First, we define an intermediate theory that establishes general properties over both CK notions.
Then, we specify compositional and transformation CK languages.

4.5.1 Intermediate

As we do for FMs, we formalize an intermediate CK language that models the tabular notation
discussed in Section 2.1.3. We provide further detail, but this is also not a concrete language
that we can use in practice to generate products. Rather, in this theory we abstract a set of
properties observed from concrete CK languages. We extracted such properties by analyzing the
different templates derived from our studies on product line evolution [NTS+11, BTG12]. For
each template, there were auxiliary lemmas defined that we used for proving soundness of the
templates. Such lemmas illustrated important properties, such as replacing a feature expression
in the CK by an equivalent one (see Figure 4.2). In the intermediate language we present here,
these lemmas become axioms. This way, we can further abstract templates to explore similarities
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between FM and CK languages, as discussed in Section 4.1, which results in reusing templates.
We could also include additional axioms in this intermediate theory, establishing properties that
would enable proving other refinement templates.

Any CK language depends on an FM language, since we evaluate the CK against configura-
tions that come from an FM. Therefore, for this intermediate CK language, instead of defining
and assuming FM types and functions, which would result in duplicated specifications, we
use the theory parameterization mechanism of PVS (see Section 2.4), since these are required
inputs to the theory. The intermediate CK language receives as parameter types and functions
that correspond to FMs, its semantics function, and other useful auxiliary functions useful for
establishing properties needed for proving templates, such as addOptional .

This intermediate theory reuses concepts and functions defined in the intermediate FM
language (see Section 4.3.1) to specify properties that we use to prove refinement templates.
Any types passed as parameters must then comply with the intermediate FM theory, which we
do by means of theory interpretation. The following provides an overview of how we specify, in
PVS, this combination of theory parameterization and interpretation mechanisms. We see that
we pass types and functions such as FM and [||] to the CKint theory as parameters. These
parameters are then interpreted against the FMint theory, which corresponds to the language
we formalize in Section 4.3.1. So, any property that we prove with this theory is available for
any CK language that is compliant with it, as well as any FM language that complies with the
intermediate FM language.

CKint[..., FM:TYPE, [||]:FM → P[Configuration], ...]:THEORY

BEGIN

IMPORTING FMint{{ ..., FM:=FM, [[ ]]:[||], ...}}
...

END CKint

Although this theory specifies a generic CK based on the tabular languages previously described,
we do not assume a particular representation. That is, we do not explicitly define that a CK
consists of a set or a list of items where the LHS is a feature expression and the RHS is an
action, that is, a set of asset names, or a transformation. Instead, for generality, we assume the
CK, CK items, and the RHS of CK items as uninterpreted types, and we do not specify the
CK semantics function. Additionally, we assume auxiliary functions for establishing properties,
such as yielding all feature expressions and items from a CK; yielding the feature expression and
action of a CK item; checking whether or not an asset name appears in a CK item.

Assumption 9. 〈Configuration Knowledge〉
CK : TYPE

[[ ]] : CK → AM → Configuration → F [Asset ]

Action : TYPE

Item : TYPE

exps : CK → P[FeatureExpression]

items : CK → P[Item]

exp : Item → FeatureExpression

action : Item → Action

notcontains : Item → AssetName → boolean

contains : Item → AssetName → boolean
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Based on the auxiliary functions contains and notcontains that we just assumed, we can also
define concrete functions to determine whether an asset name belongs to a CK or not, passing
a CK instead of a single CK item as argument. These are useful to define the properties that
establish the templates.

Prior to establishing properties, we must establish that this CK notion is consistent with
the one defined in the product line refinement theory (see Section 3.4). As we define CK as an
uninterpreted type and we still do not have a concrete semantics function defined, we define
an axiom with the same structure as Axiom 3, stating that CK evaluation is compositional—
refining an AM that generates well-formed products for a CK yields refined and well-formed
products. This enables us to ensure that any instantiation of this intermediate language is
consistent with the properties defined in the refinement theory.

Thus, we can define additional properties, in the form of axioms, that we can use to derive
and prove refinement templates, based on the intermediate FM and CK languages formalized.
We must demand these properties because we do not provide a fully formalized language. The
following sections discuss each property and its respective refinement templates. We provide the
entire formalization and proofs for the two templates that further abstract the templates we
show in Figure 4.1 and Figure 4.2. For conciseness, in the subsequent templates we discuss the
general intuition for encoding and proving the templates.

4.5.1.1 Replace feature expression

As we discuss in Section 4.1, we can represent a number of templates without a concrete
FM or CK language. As an example, we show the Replace feature expression template
in Figure 4.2. Here we show how we encode this template using the intermediate FM and CK
languages. As we discuss in Section 4.1, we encode templates in our theory by defining predicates
to represent the syntactic relationships for source and target product lines (syntax ) and by
transformation pre-conditions (conditions), parameterized by the meta-variables, according
to the template. We use the general product line refinement theory notation instead of the
intermediate FM and CK notations introduced. For functions not defined in the general theory,
we adopt the specific theory language, as in exp(i1), which yields the feature expression of a
given CK item.

�
AF

nse ∪ its
AF

nse' ∪ its

F ⊢ e ⇔ e'
wt(e',F)

Figure 4.8 Replace feature expression refinement template
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The syntactic similarities and differences between the source and target product lines establish
the syntax predicate. Both F and A are not detailed in the template, so we do not mention
them in this predicate. This is the reason why this template does not depend on a particular
FM or asset language. From Figure 4.8, we know that the source and target CKs differ only
with respect to one row. We encode each row as a CK item, i1 for the source CK and i2 for the
target CK. All other CK items (its) are the same. So, we express the source CK as the union of
i1 and its, and the target CK similarly. To express that the RHS of items i1 and i2 is the same
(ns in the template), we use the action function.

syntax (K,K ′, i1, i2, its) =

items(K) = {i1} ∪ its ∧
items(K ′) = {i2} ∪ its ∧
action(i1) = action(i2)

(.)

Notice that we do not detail the structure of the LHS or RHS of the CK. By abstracting
these details, we can prove this template using the intermediate FM and CK languages, and
use it with any concrete language that instantiates the intermediate languages. The conditions
establish the relation between e and e′, that is, the feature expressions in i1 and i2. We specify
that all product configurations from the feature model F lead to equivalent evaluation for the
feature expressions in both i1 and i2. This is the only property needed from the FM language
used in this template. We use the intermediate FM language defined in Section 4.3.1, as it allows
evaluating feature expressions against configurations. We also specify that the feature expression
in i2 is well-typed with respect to F . In the concrete FM language formalized in Section 4.3.2,
this means that any feature referred to in the expression belongs to F . The exp function yields
the feature expression of a given CK item.

conditions(F, i1, i2) =

∀c ∈ [[F ]] · sat(exp(i1), c)⇔ sat(exp(i2), c) ∧
wt(exp(i2), F )

(.)

Given the specifications for the syntax and conditions predicates, we now proceed to introduce
the main property of the Replace feature expression transformation. We define an axiom
that captures the fact that replacing a feature expression by an equivalent one, according to the
FM, does not affect CK evaluation. The proved template applies to any concrete CK theory
that satisfies this axiom. Since the expressions are equivalent, for each product configuration,
their evaluation yields the same result, thus, all products remain the same. We use the general
theory language to express FM and CK semantics, assuming the binding with our intermediate
languages for FM and CK. Therefore [[F ]] and [[K]]Ac respectively refer to the semantics ([[ ]])
functions in Assumptions 6 and 9.

Axiom 11. 〈CK evaluation is insensitive to equivalent feature expression〉
For feature model F , asset mapping A, configuration knowledge K and K ′, CK items i1, i2,

and the set of CK items its, if wfCK (F,A,K), syntax (K,K ′, i1, i2, its), and conditions(F, i1, i2),
then

∀c ∈ [[F ]] · [[K]]Ac = [[K ′]]Ac

81



In the transformation illustrated in Figure 4.2, we replace a CK feature expression by an
equivalent one, according to the FM. The general theorem for proving soundness establishes
that we have to prove both product line refinement and well-formedness of the resulting product
line. In what follows, we prove that this transformation is a product line refinement.
Refinement Proof: For arbitrary F , A, K, K ′, i1, i2, its, assume the syntax and conditions
predicates previously illustrated (see Predicates . and .), and wfPL(F,A,K), as we assume
that we can only apply the transformations for product lines that are well-formed. By Defi-
nition 12, we have to prove that ∀c ∈ [[F ]] · ∃c′ ∈ [[F ]] · [[K]]Ac v [[K ′]]Ac′ . As mentioned, we use
the language [[F ]] to represent FM semantics. The same applies to other functions in this proof
and the subsequent ones. For an arbitrary c ∈ [[F ]], let c′ be c and we then have to prove that
[[K]]Ac v [[K ′]]Ac . By Axiom 11 and the assumptions, properly instantiated with the variables just
introduced, we have that ∀c ∈ [[F ]] · [[K]]Ac = [[K ′]]Ac . The proof follows by instantiating this with
the c used above and from asset set refinement reflexivity (see Axiom 1).
Well-formedness Proof: As explained earlier in this section, the general soundness theorem
also includes proving well-formedness of the resulting product line. In the previous section, using
Axiom 11, we have obtained [[K]]Ac = [[K ′]]Ac for any c ∈ [[F ]]. Following the same steps, since
products from the target product line refine products from the source by reflexivity, and the fact
that wfPL(F,A,K), the target product line is well-formed.

4.5.1.2 Add variable feature with implementation

The transformation we now consider specifies that adding a feature is considered a safe
evolution when the extra rows added to the original CK are only enabled by the selection of the
new feature. This assures that products built without the new feature correspond exactly to
the original product line products. Therefore, the new feature cannot be mandatory. Figure 4.1
illustrates the case where the new feature is optional, which generalizes the refinement illustrated
by Figure 3.2, where we add the optional Copy feature to an existing product line. Here, to
explore the reuse and similarity between templates, reducing also the effort on proving them, we
further abstract the specifics of adding a feature together with its implementation and define
a single template that abstracts the three possible templates we would have for dealing with
variable features, namely OR, alternative, and optional.

Figure 4.9 illustrates the template and conditions. Although we represent the FM using the
propositional language in Figure 4.10, we encode the template using the intermediate language
for FMs. As with the Add new optional feature refinement template from Figure 4.1, we
only require the original FM to have at least one feature, identified in the transformation by the
meta-variable P . We extend the AM arbitrarily, provided that the result is a valid AM. So, the
new entries should not map names that are already mapped. Similarly, C should be a feature
name that does not appear in the original FM, and its type cannot be mandatory.

We establish the syntax predicate for this transformation as follows. We add a new O feature
as an optional node child of P , new items (its) to K, and new mappings (m) to A. The ⊕ symbol
denotes that we override the asset mapping A with the names from m. We use the predicate
addVariableFeature(F, F ′, P, C) to denote the disjunction of all possible situations for this tem-
plate, that is: (addOptional(F, F ′, P, C) ∨ addOR(F, F ′, P, C) ∨ addAlternative(F, F ′, P, C)).
This allows us to establish a single template to handle all types of variable features that we can
add to the FM, avoiding the need for establishing many templates.
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C ∉ features(F), C is not mandatory 
resulting PL is well-formed

feature expressions from its imply C
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K ∪ its
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F F'

Figure 4.9 Add variable feature with implementation refinement template

syntax (F,A,K, F ′, A′,K ′, P, C, its,m) =

addVariableFeature(F, F ′, P, C) ∧
P ∈ features(F )∧
A′ = A⊕m∧
items(K ′) = items(K) ∪ its

(.)

We require well-formedness of the target product line as a condition for the transformation,
since we potentially have new products, which we cannot provide any guarantee for. The new
feature C cannot be an existing feature in F and new entries (m) do not use names from the asset
mapping A. The condition specified by this template also establishes that the new items added
to the source CK are only activated by C. Thus, for any configuration, if the feature expression
of the new CK items evaluate as true, C also evaluates as true against that configuration.

conditions(F,A,K ′, F ′, A′, its, O,m) =

wfPL(F ′, A′,K ′)∧
O /∈ features(F )∧
∀n ∈ dom(m) · n /∈ dom(A)∧
∀c · ∀it ∈ its · sat(exp(it), c)⇒ sat(C, c)

(.)

Using the syntax and conditions predicates specified in Predicates . and ., we define
that all product configurations in the source product line also appear in the target product line
and the product generated by CK evaluation is the same. The intuition is that this must hold
because the new items (its) are only activated by the new feature C. So, previous configurations,
without C, do not generate different products, even with the modifications to the CK and AM.

Axiom 12. 〈Adding variable feature with guarded items does not affect CK evaluation〉
For feature models F , F ′, asset mappings A and A′, configuration knowledge K and K ′, set of

CK items its, features P and C, and set of mappings m, if wfCK (F,A,K), syntax (F,A,K, F ′, A′,K ′, P, C, its,m),
and conditions(F,A,K ′, F ′, A′, its, O,m), then

∀c ∈ [[F ]] · c ∈ [[F ′]] ∧ [[K]]Ac = [[K ′]]A
′

c
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Refinement Proof: For arbitrary F , A, K, F ′, A′, K ′, P , C, its, assume the syntax and
conditions predicates illustrated (see Predicates . and .), and wfPL(F,A,K). By Defini-
tion 12, we have to prove that ∀c ∈ [[F ]] · ∃c′ ∈ [[F ′]] · [[K]]Ac v [[K ′]]A

′
c′ . For an arbitrary c ∈ [[F ]],

using Axiom 12 instantiated with the variables introduced above, we have that c ∈ [[F ′]]. Let c′

be c and we have to prove that [[K]]Ac v [[K ′]]A
′

c . From Axiom 12, properly instantiated with c, we
also have that [[K]]Ac = [[K ′]]A

′
c . The proof follows from this and asset set refinement reflexivity.

Well-formedness proof: The well-formedness of the resulting product line is a template
precondition, therefore the proof is trivial. We do not know details about the new product
configurations (those that include C), but the precondition guarantees that the extensions to
the AM and CK lead to well-formed products.

4.5.1.3 Add any feature without changing the AM and CK

As an intermediate step when evolving a product line, it might be useful to introduce
new features to the FM, regardless of the type (or-group, alternative, or optional), for better
organization and understanding or simply to extend the product line with new functionalities.
For example, a report application might have only one fixed output method, say HTML, referred
to in the FM as Output. We can add a new subfeature HTML, and then later create new
features that will form an Or relation with HTML, for instance. The template in Figure 4.10
establishes that it is possible to add a feature to the FM, without changing A and K. In the
template we use the meta-variables C and P to denote features, whereas F denotes the original
FM. We add a new feature C as the child of an existing feature P . The lines above and below
P mean that P may have a parent feature (or not), as well as child features.

v

C ∉ features(F)

K

A
P

P

C

A

K

F
F'

Figure 4.10 Add any feature without changing the AM and CK refinement template

Also, even though we do not detail the CK in the template, we use the well-formedness
function assumed in Assumption 9 and we establish the property over the CK evaluation function
assumed. The general idea is that this change does not affect the products, since we do not change
the AM or CK. Therefore, CK evaluation remains the same. Even if we add a mandatory feature
this still holds, as the only difference is that configurations including P will have to include C as
well. However, as C does not belong to the original FM, there is no mention of C in the CK, so
products remain the same. This should be guaranteed by the well-formedness predicate over the
CK (wfCK (F,A,K)), which we specify when formalizing the concrete language.
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We establish the syntax predicate for this transformation similarly as we do for the pre-
vious template. To avoid defining a template for each possible feature type, we again de-
fine a predicate to represent the possible feature types used for this template. Therefore,
addAnyFeature(F, F ′, P, C) denotes (addMandatory(F, F ′, P, C) ∨ addOptional(F, F ′, P, C) ∨
addOR(F, F ′, P, C) ∨ addAlternative(F, F ′, P, C)). This allows us to establish a single template
to handle all types of features that we can add to the FM. The condition is also simple, as we
only require that C is not an existing feature. As discussed, here we do not detail the predicates
nor the proofs for this and the subsequent templates.

We then establish that adding a feature C without changing the CK and AM does not affect
CK evaluation. If C is a mandatory feature, configurations that include P are simply extended
with C. As the added feature is a mandatory child of P , when we include P , we also have to
include M in the resulting configuration. For all other feature types, as they consist of variable
features, we only increase the remaining set of product configurations and the existing ones
remain the same. As A and K remain the same, products generated by both source and target
product lines should be the same.

Axiom 13. 〈Adding feature without changing CK and AM does not affect CK evaluation〉
For feature models F , F ′, asset mapping A, configuration knowledge K, and features P , C,

if wfCK (F,A,K), syntax (F, F ′, P, C), and conditions(F,C), then

∀c ∈ [[F ]] · ∃c′ ∈ [[F ′]] · [[K]]Ac = [[K]]Ac′

Based on this axiom, we can prove refinement and well-formedness of the resulting product
line, following the reasoning we used for the previous templates.

4.5.1.4 Remove unused assets from the asset mapping
Figure 4.11 shows a transformation where we remove assets that are not referred to in the
CK, hence the name unused assets. This can happen due to a feature retirement, where these
assets would no longer be associated with any feature in the CK. We see that we do not detail
neither the FM or CK. However, besides using the CK evaluation function to establish the
axiom, there is a condition stating that all asset names in the set m must not be referred to in
the configuration knowledge K. Thus, we use the intermediate CK language. This reflects the
general idea for establishing this hierarchy of theories, detailed in Section 4.2, where we try to
establish properties at the highest abstraction level possible to prove refinement templates.

The syntax predicate states that asset mappings A and A′ only differ with respect to m.
The condition specified by this template establishes that all asset names from m do not appear
in K (notcontains function from Assumption 9). Thus, we can remove them without affecting
CK evaluation. We then introduce the axiom capturing the fact that removing unused assets
does not affect CK evaluation. Since no CK item refers to the removed assets, for each product
configuration, CK evaluation yields the same result, thus, all products remain the same and we
prove refinement and well-formedness.

Axiom 14. 〈Removing unused assets results in equal CK evaluation〉
For feature model F , asset mappings A and A′, configuration knowledge K, and set of

mappings m, if wfCK (F,A,K), syntax (A,A′,m), and conditions(A,A′,K,m), then

∀c ∈ [[F ]] · [[K]]Ac = [[K]]A
′

c
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∀ n ∈ dom(m) • n does not appear in K

Figure 4.11 Remove unused assets refinement template

4.5.1.5 Add unused assets to the asset mapping

Using the syntax and conditions predicates from the previous template, we can also prove
another template that performs the inverse transformation. That is, we add unused assets to
the AM. Figure 4.12 shows how we represent such template.

v
K
A

K
A ⊕ m

F F

∀ n ∈ dom(m) • n does not appear in K

Figure 4.12 Add unused assets refinement template

Observing Figure 4.12, we see that the conditions are the same and only the order in which
we transform the AM changes. Therefore, we can reuse the syntax and conditions predicates
defined for the previous template, but changing the order in which we provide the parameters in
the axiom. For example, instead of using syntax (A,A′,m), we use syntax (A′, A,m). Therefore,
the axiom establishing the property that adding unused assets does not affect CK evaluation
follows below.

Axiom 15. 〈Adding unused assets results in equal CK evaluation〉
For feature model F , asset mappings A and A′, configuration knowledge K, and set of

mappings m, if wfCK (F,A,K), syntax (A′, A,m), and conditions(A′, A,K,m), then

∀c ∈ [[F ]] · [[K]]Ac = [[K]]A
′

c
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The proof that applying this transformation results in a refined and well-formed product
line is given by the fact that all products remain the same, likewise the previous templates.

4.5.2 Compositional

Despite proving the correctness of a number of templates with the intermediate CK language,
some templates are specific to a concrete CK language. This happens when we need to detail the
LHS or RHS of the CK, for example, such as in the Split asset refinement template, that we
show in Section 4.5.2.1. In this section, we formalize a concrete CK language that we informally
present in Section 2.1.3.1, which expresses the CK as a relation from feature expressions to sets
of asset names. In the FM of Figure 4.4, it corresponds to selecting the Tabular CK notion,
Propositional Feature Expressions for the left-side and Compositional for the right-side. We
show that this language is consistent with the intermediate language defined in the previous
section, therefore, it benefits from all of the refinement templates proven using such language.
Besides, we also present language-specific refinement templates.

We formalize the compositional CK language defining a CK as a set of items, that is,
elements of a record type defined in terms of a feature expression and a set of asset names.
Feature expressions are represented by propositional formulae exactly as in the propositional FM
language illustrated before. The semantics of a given configuration knowledge K is a function
that maps AMs and product configurations into finite sets of assets. We define that using the
auxiliary eval function, which maps configurations into sets of asset names— for a configuration
c, the set that eval yields contains an asset name n iff there is a row in K that contains n and
its expression evaluates to true according to c.

Definition 27. 〈Compositional configuration knowledge〉

Item : < exp : Formula, names : P[AssetName] >

CK : P[Item]

eval(K : CK , c : Configuration) : F [AssetName] =

{an |∃i ∈ K · satisfies(exp(i), c) ∧ an ∈ names(i) }
semantics(K : CK , A : AM , c : Configuration) : F [Asset ] =

A〈eval(K, c)〉

In the following, we define the remaining auxiliary functions that we must provide when
instantiating the intermediate CK language. We do not detail the exp and action functions,
since, for a given CK item i, they correspond directly to exp(i) and names(i), respectively.

Definition 28. 〈Compositional configuration knowledge auxiliary functions〉

items(K : CK) : P[Item] = K

notcontains(i : Item, an : AssetName) : boolean = an /∈ names(i)

contains(i : Item, an : AssetName) : boolean = an ∈ names(i)

exps(K : CK ) : P[Formula] =

{f : Formula |∃i ∈ K · f = exp(i) }
wfCK (F : FM , A : AM ,K : CK ) : boolean =

∀exp ∈ exps(K) · wt(exp, F ) ∧ ∀c ∈ [[F ]] · eval(K, c) ⊆ dom(A)
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As we do with the concrete FM languages, to comply with the intermediate CK language
defined in the previous section, we then instantiate the types and functions in Assumption 9
with the concrete types and functions in Definitions 27 and 28. To ensure that the instantiation
is consistent with the theory, we then have to discharge the corresponding proof obligations
generated from the axioms defined in the intermediate theory. We do so by defining theorems.
For example, in the following theorem proves Axiom 3, which states that CK evaluation over
AM refinement must preserve well-formedness and refinement.

Theorem 23. 〈Configuration knowledge evaluation over asset mapping refinement (proof of
Axiom 3)〉
For asset mapping A and A′, if A v A′, then

∀K : CK , c : Configuration·
wf (semantics(K,A, c))

⇒ wf (semantics(K,A′, c)) ∧
semantics(K,A, c) v semantics(K,A′, c)

�

We prove this theorem using auxiliary lemmas over the compositionality of the asset set
refinement notion [TBG14a]. By proving this theorem, we have that this compositional CK
notion is consistent with the refinement theory. We also define theorems for each axiom that
we use to establish a property needed for proving a refinement template in the intermediate
CK language, such as the ones described from Section 4.5.1.1 to 4.5.1.5. For example, consider
Axiom 11, stating that replacing a feature expression by an equivalent one according to the
FM does not affect CK evaluation. We introduce a theorem that proves this property in
the context of the compositional CK language, reusing the same structure, but providing the
concrete interpretation for the uninterpreted types and functions from Assumption 9, such
as semantics(K,A, c). Notice that we reuse the syntax and conditions predicates previously
defined (see Predicates . and .), with the interpretation for functions such as exp(i), that
yields the feature expression of a given CK item.

Theorem 24. 〈Replace feature expression results in equal configuration knowledge evalu-
ation (proof of Axiom 11)〉
For feature model F , asset mapping A, configuration knowledge K and K ′, CK items i1, i2,

and the set of CK items its, if wfCK (F,A,K), syntax (K,K ′, i1, i2, its), and conditions(F, i1, i2),
then

∀c ∈ [[F ]] · semantics(K,A, c) = semantics(K ′, A, c)

�

Theorem 25. 〈Adding variable feature with guarded items does not affect CK evaluation〉
For feature models F , F ′, asset mappings A and A′, configuration knowledge K and K ′, set
of CK items its, features P and C, and set of mappings m, if wfCK (F,A,K), syntax (...), and
conditions(...),

∀c ∈ [[F ]] · c ∈ [[F ′]] ∧ semantics(K,A, c) = semantics(K ′, A, c)
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Once again, we do not detail the proof for conciseness. By observing the CK formalization
as specified in Definitions 27 and 28, we see that replacing the feature expression of a CK item
does not change the asset names that belong to the item. Therefore, the CK semantics function
yields the same set of assets for K and K ′, when evaluated against all c ∈ [[F ]].

For each remaining axiom described from Sections 4.5.1.3 to 4.5.1.5 we prove a corresponding
theorem, to discharge the proof obligation. We omit the remaining theorem definitions, since
they correspond to the same structure of the axioms, with concrete instantiations. By proving
all theorems and discharging all proof obligations, we have that this compositional CK notion
is consistent with the intermediate CK language, which in turn is consistent with the product
line refinement theory. Thus, we can benefit from the refinement templates proved using the
intermediate CK language (see Section 4.5.1.1 to 4.5.1.5).

We can also prove additional templates that are specific to this language, as we discuss in the
following. Such templates need details over the RHS of the CK, which in this case corresponds
to sets of asset names. Therefore, we now present compositional templates, which we prove
based on the following partial configuration of languages:3

{Propositional FMs, Tabular CK, Propositional feature expressions, Compositional}.

Notice that we do not select any asset language, and we do not detail assets in the following
templates, so they only depend on the formalized FM and CK languages. Therefore, these
templates work for any asset language that we instantiate in our theory.

Remember that we encode templates in our theory defining predicates to represent the
syntactic relationships for source and target product lines (syntax ) and transformation pre-
conditions (conditions). For each transformation, besides proving that its application is a
refinement (see Definition 12), we also prove well-formedness of the resulting product line. This
consists of the well-formedness constraint that comes from the general theory (see Definition 11
and the first part of the conjunction presented next) plus additional constraints for the specific
FM and CK languages that instantiate the product line refinement theory. In this case, for
propositional FM and compositional CK the constraints are: all feature expressions in the
CK refer only to features in the FM, and all asset names that appear in the CK are in the
domain of the AM. This is the definition of a well-formed CK (wfCK), such as we specify in
Definition 28. These extra conditions abbreviate the transformations, by avoiding repetition in
the transformation pre-conditions. The specification is as follows.

Definition 29. 〈Well-formed Product Line for Propositional FM and Compositional CK〉
For a feature model F , an asset mapping A, and a configuration knowledge K, we say that tuple
(F,A,K) is a well-formed product line, denoted by wfPL(F,A,K), when

∀c ∈ [[F ]] · wf ([[K]]Ac )∧
∀exp ∈ exps(K) · wt(exp, F )∧
∀c ∈ [[F ]] · eval(K, c) ⊆ dom(A)

3Remember we omit mandatory features.
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In the following, we present some of the language-specific templates for the compositional
CK language just formalized. Similar to what we do with templates established for the inter-
mediate language, we only provide a full formalization for the first template, together with
auxiliary lemmas and refinement and well-formedness proofs. For conciseness, we only provide
informal descriptions for the subsequent templates, as the complete formalization is available
elsewhere [TBG14a], together with a table listing all templates and their respective languages.

4.5.2.1 Split asset

Sometimes it is important to extract code from an existing asset so that we improve variability
or maintainability. For example, we might extract a method from a class and move it to an
aspect. The following transformation considers the case where we split an asset into two. It
is important to highlight that the actual way that we split the asset is not detailed in this
transformation as this would be asset language specific. The important thing is that this splitting
results in an asset set refinement. Figure 4.13 formalizes the template. The target AM has the
original asset name n now associated to a′ and the inclusion of n′, associated with the new asset
a′′. The CK item that referred to n now also refers to n′, and the feature expression remains the
same. Notice that we cannot abstract this template (and the remaining ones described in what
follows) for the intermediate CK language, as it deals with the concrete RHS of the CK. Since
it details changes to the RHS of the CK, we need a concrete formalization for it, whereas all
properties defined in Sections 4.5.1.1 to 4.5.1.5 do not go into such detail and can assume the
RHS as an uninterpreted type.

F F

�
e n ∪ its e n,n' ∪ its

a     a' a''
n and n' do not appear in its

�

{n↦a',n'↦a''} ⊕ m{n↦a}⊕ m

Figure 4.13 Split asset refinement template

To apply this template to a concrete product line, we have to check asset set refinement for
the specific assets involved in the splitting. This can be done using either the refinement definition
of the associated asset language or specific asset refinement templates. In both cases, semantic
details of the specific asset language are encapsulated by the definition and the templates. For
example, typical noninterference [GM82] properties needed when splitting assets are captured by
the definition and preconditions of the asset refinement templates. This way, we can apply the
Split asset template to product lines that use different asset languages and require different
noninterference properties.

The syntax predicate states that asset mappings A and A′ only differ with respect to the
modified assets, all other mappings (m) are the same. The same happens with the CKs K and
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K ′, that only differ on i1 and i2, which have the same feature expression. Finally, i2 has an
extra asset name associated to it, since we create a new asset when splitting the original one.

syntax (A,K,A′,K ′, i1, i2, its, n, n
′, a, a′, a′′,m) =

A = {n→ a} ⊕m ∧ A′ = {n→ a′, n′ → a′′} ⊕m∧
K = {i1} ∪ its ∧ K ′ = {i2} ∪ its∧
exp(i1) = exp(i2)∧
names(i1) = {n} ∧ names(i2) = {n, n′}

(.)

The pre-condition requires the asset a to be refined by a′ and a′′. Also, the remaining CK
items cannot refer to n or n′, since that would result in potentially invalid programs in the
target product line, as we split the asset originally referred by n in two assets. Section 4.7
shows an existing CK law (bidirectional transformation) that is consistent with the product line
refinement theory and could be used for achieving the latter condition.

conditions(a, a′, a′′, n, n′, its) =

a v a′ a′′ ∧
∀ it ∈ its · n /∈ names(it) ∧ n′ /∈ names(it)

(.)

To simplify the soundness proof of each template that we specify, we use a number of lemmas
establishing properties over the syntax and conditions predicate defined. These properties are
specified similarly to the axioms defined in Sections 4.5.1.1 to 4.5.1.5. For this template, we detail
all lemmas and the proof that applying the transformation results in a refined and well-formed
product line. The first lemma we show states that CK evaluation is not affected by not activated
items. This holds since the product line differs only by a single CK item that has the same
feature expression. So when it is not activated in the source product line, it is not activated in
the target product line, resulting in equal products.

Lemma 8. 〈Configuration knowledge evaluation is not affected when item is not activated〉
For product line (F,A,K), asset mapping A′, configuration knowledge K ′, CK items i1 and
i2, CK items set its, asset names n and n′, assets a, a′ and a′′, and set of mappings m, if
syntax (A,K,A′,K ′, i1, i2, its, n, n

′, a, a′, a′′,m) and conditions(a, a′, a′′, n, n′, its), then

∀c ∈ [[F ]] · ¬satisfies(exp(i1), c)⇒ [[K]]Ac = [[K ′]]A
′

c

�

The second lemma states that activation of the single CK item we change leads to asset sets
that are equal except for the substitution of a for a′ and a′′. This holds because we know from
the syntax predicate that feature expressions are the same for i1 and i2, and we also know which
assets these items specifically refer to.

Lemma 9. 〈Configuration knowledge evaluation when item is activated〉
For product line (F,A,K), asset mapping A′, configuration knowledge K ′, CK items i1 and
i2, CK items set its, asset names n and n′, assets a, a′ and a′′, and set of mappings m, if
syntax (A,K,A′,K ′, i1, i2, its, n, n

′, a, a′, a′′,m) and conditions(a, a′, a′′, n, n′, its), then

∀c ∈ [[F ]] · satisfies(exp(i1), c)⇒ [[K]]Ac = {a} ∪ [[its]]Ac ∧ [[K ′]]A
′

c = {a′, a′′} ∪ [[its]]A
′

c
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Finally, the following lemma states that evaluation of the remaining items in the CK (its) is
the same for both the source and target AMs. This holds since these items are the same and do
not refer to n or n′, as specified in the conditions predicate.

Lemma 10. 〈Configuration knowledge evaluation is the same for remaining configuration
knowledge items〉
For product line (F,A,K), asset mapping A′, configuration knowledge K ′, CK items i1 and
i2, CK items set its, asset names n and n′, assets a, a′ and a′′, and set of mappings m, if
syntax (A,K,A′,K ′, i1, i2, its, n, n

′, a, a′, a′′,m) and conditions(a, a′, a′′, n, n′, its), then

∀c ∈ [[F ]]⇒ [[its]]Ac = [[its]]A
′

c

�

Refinement Proof: For arbitrary F , A, K, A′, K ′, i1, i2, its, n, n′, a, a′, a′′, m, assume
the syntax and conditions predicates previously illustrated (see Predicates . and .). By
Definition 12, we have to prove that ∀c ∈ [[F ]] · ∃c′ ∈ [[F ]] · [[K]]Ac v [[K ′]]A

′
c′ . For an arbitrary

c ∈ [[F ]], let c′ be c and we have to prove that [[K]]Ac v [[K ′]]A
′

c . By case analysis, now consider
that ¬satisfies(exp(i1), c). By Lemma 8, instantiated with the variables just introduced, we have
that

∀c ∈ [[F ]] · ¬satisfies(exp(i1), c)⇒ [[K]]Ac = [[K ′]]A
′

c

The proof follows by instantiating this with the c used before and from asset set refinement
reflexivity (see Axiom 1).

Now we consider the case satisfies(exp(i1), c). By Lemma 9, instantiated with the variables
introduced above, by the fact that satisfies(exp(i1), c) we have that for all c ∈ [[F ]]

[[K]]Ac = {a} ∪ [[its]]Ac ∧ [[K ′]]A
′

c = {a′, a′′} ∪ [[its]]A
′

c

Therefore, we have to prove that

{a} ∪ [[its]]Ac v {a′, a′′} ∪ [[its]]A
′

c

By Lemma 10, also instantiated with the variables above, we have that for all c ∈ [[F ]],
[[its]]Ac = [[its]]A

′
c . Given this fact, we can use the asset set refinement compositionality axiom

(see Axiom 2) to obtain

a v a′ a′′ ∧ wf ({a} ∪ [[its]]Ac )

⇒ wf ({a′, a′′} ∪ [[its]]A
′

c ) ∧ {a} ∪ [[its]]Ac v {a′, a′′} ∪ [[its]]A
′

c

From the conditions predicate, we have that a v a′ a′′. Since the source product line (F,A,K)
is a well-formed product line, we have that wf ({a} ∪ [[its]]Ac ). This concludes our proof.

Well-formedness Proof: For arbitrary F , A, K, A′, K ′, i1, i2, its, n, n′, a, a′, a′′, m, assume
the syntax and conditions predicates previously illustrated (see Predicates . and .), and
wfPL(F,A,K). By Definition 29, we have to prove that

∀c ∈ [[F ]] · wf ([[K ′]]A
′

c )∧
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∀exp ∈ exps(K ′) · wt(exp, F )∧
∀c ∈ [[F ]] · eval(K ′, c) ⊆ dom(A′)

By Definition 11, we have that wf ([[K]]Ac ) for all c ∈ [[F ]]. So, using a similar reasoning as the
one we use to prove refinement, we have that products in the source product line are either
the same or similar to products in the target product line, the only difference is that a′ and a′′

replace a, which results in well-formed products by the asset set refinement compositionality
axiom (see Axiom 2) as illustrated in the final step of the proof in the previous section. Thus,
we prove the first predicate above. Feature expressions remain unchanged, and so does the FM.
Thus, we prove the second part of the conjunction. Since the source product line (F,A,K) is
a well-formed product line, we have that ∀c ∈ [[F ]] · eval(K, c) ⊆ dom(A). The only difference
between A and A′ is the inclusion of the new asset name n′, mapped to a′′. Therefore, the
domain of A is a subset of the domain of A′. For K and K ′, the only difference in asset names
is that the target CK (K ′) also refers to n′. Thus, we prove that asset names in K ′ only refer to
names in the domain of A′.

4.5.2.2 Merge assets

We can use the Merge assets template to reduce the number of assets in the product
line. This might be needed in order to improve maintainability. Roughly, we can visualize this
template as Split asset applied from right to left (see Figure 4.13), with a different condition.
We now merge two assets a′ and a′′ into a. Figure 4.14 formalizes the transformation template.
The FM remains the same, and we only change one row in the CK. The only difference from the
previous template is that we change the asset set refinement condition.

FF

v
e n ∪ itse n,n' ∪ its

a' a''     a     
n and n' do not appear in its

v

{n�a',n'�a''}⊕ m {n�a}⊕ m

Figure 4.14 Merge assets refinement template

The template’s syntax is basically the same as the one we present in Predicate ., for the
Split asset template, but inverting the AM and CK. The pre-condition requires that assets
a′ and a′′ are refined by a. Also, the remaining CK items cannot refer to n or n′, since that
would result in potentially invalid programs in the target product line, as we merge the assets
originally referred by n and n′ in two assets. We reuse the same reasoning of the lemmas from
the Split asset template to simplify the soundness proof, but here with different syntax and
conditions predicates. So, we also establish lemmas stating that (i) CK evaluation is not affected
by items not activated; (ii) when we activate the changed CK item, CK evaluation yields the
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same product, except for the substitution of a′ and a′′ for a; (iii) CK evaluation of the remaining
items in the CK (its) is the same for both the source and target AMs, since these items are the
same and do not refer to n or n′, as specified in the conditions predicate.

The product line refinement definition only requires each existing product in the original
product line to have a corresponding one in the target product line. Thus, if we suppose a as
a new asset in the target product line, that covers functionality of two assets a′ and a′′ from
the original product line, and every product from the original product line that had a′ and
a′′ now has a instead, we obtain product line refinement. Therefore, we prove refinement and
well-formedness of the resulting product line by case analysis over the feature expression from
the CK item changed, again, similar to what we do for the previous template.

4.5.2.3 Feature renaming

As we discuss in Section 3.6.2.1, feature names do not matter in the product line refinement
notion. Therefore, it is possible to propose a renaming refinement, abstracting the details from
the concrete example we give in Figure 3.1. Figure 4.15 illustrates the case where we refine a
product line by renaming a feature P to P ′. This renaming requires changing the feature name
plus additional constraints in the FM and also changing any feature expression that refers to P
in the CK. No changes are needed in the AM.

v

P' ∉ features(F)

A

P

F F'

K

A

K[P'/P]P'

c c[P'/P]

Figure 4.15 Feature renaming refinement template

The syntax predicate states that feature models F and F ′ only differ with respect to the
modified feature, by means of the rename function, which takes as arguments a feature model F
and two feature names P and P ′, and yields another FM where all occurences of P are replaced
by P ′. We have a similar renaming function for CK, which works in the same way, renaming
all feature expressions in a given configuration knowledge K. The pre-condition requires only
that P ′ is not an existing feature in F , so that we do not end up with an invalid FM. We use an
auxiliary lemma to simplify the soundness proof for this transformation. It establishes that for
all product configurations in the source product line, exists a configuration in the target product
line that generates the same product. This holds because we do not modify anything in the
structure of the FM, CK, and assets. We merely rename a feature, so the resulting products
remain exactly the same. Therefore, we prove refinement and well-formedness of the resulting
product line by asset set refinement reflexivity.
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4.5.2.4 Asset name renaming

Figure 4.16 illustrates another transformation related to renaming, this time renaming an
asset name. While this does not require changes to the FM, we need to modify the right side of
the CK, changing every occurrence of n to n′.

v

n' ∉ dom(A)

A

F

K

n � a 

...

A'

F

K[n'/n]

n' � a 

...

Figure 4.16 Asset name renamingrefinement template

The syntax predicate states that asset mappings A and A′ differ only with respect to the
modified asset name. The CK changes by means of the rename function, which takes as arguments
a configuration knowledge K and two asset names n and n′, and yields another CK where all
occurences of n in the right side are replaced by n′. The pre-condition requires only that the
new asset name n′ cannot be an existing asset name in the original AM. We use an auxiliary
lemma to simplify the soundness proof for this transformation. It establishes that CK evaluation
generates the same products for all product configurations from the FM. This holds because we
do not modify anything in the structure of the FM, CK, and assets. We merely rename an asset
name. So, for any configuration, the modified CK always yields the same set of assets as the
original CK. This way, through asset set refinement reflexivity, we can prove that the resulting
product line is well-formed and also a refinement of the original product line.

4.5.3 Transformations

In this section, we formalize a CK language that associates feature expressions to transfor-
mations over assets. We informally present this notation in Section 2.1.3.2. Regarding the
FM in Figure 4.4, this language corresponds to selecting the following features: Tabular CK
notion, Propositional Feature Expressions for the left-side and Transformations for the right-side.
It enables us to consider more expressive CK languages, such as the one used in Hephaes-
tus [BTB09]. Besides asset selection, it also uses preprocessing for assets with #ifdefs, for
example. Additionally, there are templates specific to this language, that we can only prove with
its concrete formalization.

Since the CK associates features to transformations, we need to introduce new types and
functions. Following the same reasoning as previous formalizations, we assume transformations
as uninterpreted types that we can later instantiate. This is also reflected in the FM of Figure 4.4,
where we have an or-group of child features under the Transformation feature. The function
that actually evaluates transformations is also uninterpreted. Transformations can perform
modifications to assets, such as preprocessing a previously selected asset containing #ifdef
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statements. Therefore, the function that evaluates transformations yields an AM, instead of an
assets set. This way, other transformations can later refer to assets by a name. This is useful
when we need to modify assets, such as preprocessing assets with #ifdef, which we formalize in
Section 4.5.3.2. So, the transform function receives as parameters a transformation, the original
asset mapping from the product line, and an intermediate asset mapping, which is the one that
the function modifies and yields according to the evaluated transformation.

Assumption 10. 〈Transformations〉
Transformation : TYPE

transform : Transformation → AM → AM → AM

Based on these assumptions, we define the CK as a list of items. Items, similar to the
compositional CK language, are record types defined in terms of a feature expression and a
transformation. Feature expressions are propositional formulae. To simplify our formalization
and proofs, we define that each item contains only one transformation. However, we could
extend it to an arbitrary number of transformations.

Definition 30. 〈Configuration knowledge with transformations〉

Item : < exp : Formula, t : Transformation >

CK : LIST [Item]

We define the CK semantics function as an interpreter that evaluates transformations to
generate products. This is why we define the CK as a list of items, instead of a set. We apply
transformations in sequence, so changing the order of items might change the resulting product.
As in the previous section, the CK semantics maps AMs and product configurations into finite
sets of assets. For defining the CK semantics, we again use an auxiliary eval function, which
traverses the list of items in K, applying the transformations when the expression evaluates to
true according to the configuration c. If the expression does not evaluates to true, it traverses
the remainder of the list. When eval reaches the end of the list, it yields the assets in the image
of the mapping At, refined through successive applications of the transform function. This is
the set of assets that correspond to the product configuration c. The semantics function starts
with an empty AM, thus the last argument to eval being ∅ in the semantics function definition.

Definition 31. 〈Configuration knowledge semantics〉

eval(K : CK,A : AM, c : Configuration,At : AM) : F [Asset] =

case K of

[ ]→ At〈dom(At)〉
(i : its)→ IF (satisfies(exp(i), c))

THEN eval(its, A, c, transform(t(i), A,At) )

ELSE eval(its, A, c, At)

ENDIF

semantics(K : CK , A : AM , c : Configuration) : F [Asset ] =

eval(K,A, c, ∅)
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Although transformations are uninterpreted, we need to impose restrictions to ensure that
the CK formalization we present is consistent with the general theory. This is important when
considering Axiom 3, which states that CK evaluation must be compositional with respect to
AM refinement. The following axiom states that the transform function must preserve AM
refinement. This prevents us from instantiating this CK theory with any kind of transformation
that does not preserve this property.

Axiom 16. 〈Transform preserves asset mapping refinement〉
For transformation t, and asset mapping A, A′, At, and A′

t, if A v A′ and At v A′
t, then

transform(t, A,At) v transform(t, A′, A′
t)

With this axiom defined, we can prove the following lemma, stating that the auxiliary eval
function, evaluated over AM refinement preserves well-formedness and refinement of assets. This
lemma helps us to prove that this CK formalization is consistent with the intermediate CK
language defined in Section 4.5.1, and consequently, with the refinement theory.

Lemma 11. 〈Evaluation function over asset mapping refinement〉
For asset mapping A and A′, if A v A′, then

∀K : CK , c : Configuration, At, A
′
t : AM ·

wf (eval(K,A, c,At)) ∧ At v A′
t

⇒ wf (eval(K,A′, c, A′
t)) ∧

eval(K,A, c,At) v eval(K,A′, c, A′
t)

�

Based on the lemma and axiom presented, we can instantiate the CK type and the [[ ]]
function in Assumption 9 with the concrete types and functions in Definitions 30 and 31. To
prove that the CK formalization is consistent with the intermediate language and refinement
theory, we then have to discharge Axiom 3. We use the following theorem, establishing that CK
evaluation over AM refinement yields well-formed and refined products.

Theorem 26. 〈Configuration knowledge evaluation over asset mapping refinement (proof of
Axiom 3)〉
For asset mapping A and A′, if A v A′, then

∀K : CK , c : Configuration·
wf (semantics(K,A, c))

⇒ wf (semantics(K,A′, c)) ∧
semantics(K,A, c) v semantics(K,A′, c)

�
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We prove this theorem using Lemma 11, instantiated with K, c, and ∅ for the last
two arguments. We can trivially prove that empty AM refinement holds (∅ v ∅), so we
have wf (eval(K,A′, c, ∅)) and eval(K,A, c, ∅) v eval(K,A′, c, ∅). This concludes the proof, as
semantics(K,A, c) expands to eval(K,A, c, ∅), by Definition 31. Proving this theorem already
guarantees that this language is consistent with the product line refinement theory. In the
same way as we do for the compositional CK formalization, we create theorems for each axiom
described in Sections 4.5.1.1 to 4.5.1.5, which define refinement templates. We do not detail
them here for conciseness. These theorems, as we show in the previous section, follow the same
structure as the axioms, and by proving them, we can apply the templates proved using the
intermediate CK language. For example, we can replace equivalent feature expressions without
affecting the CK evaluation, as well as adding a feature without its implementation.

To show that we can actually instantiate this CK language with useful transformations, such
as the ones used by Hephaestus [BTB09] and other existing tools, we also present formalizations
for some transformations. In the next sections we present and formalize transformations that
we can provide as interpretations for the Transformation type assumed for this CK language,
showing that they are consistent with Axiom 16. We also discuss how we could specify a CK
consisting of a number of such transformations by reusing the formalizations we present.

4.5.3.1 Select Assets

The first transformation we present consists basically of selecting assets. This transforma-
tion is analogous to the compositional CK notion we present in Section 4.5, that only selects
assets based on presence conditions. However, as shall be clear later, by formalizing this trans-
formation for the more advanced CK notion, we can specify a CK that performs transformations
over selected assets.

To define the select assets transformation, we use the auxiliary function filter . This function
receives a set of asset names ans and an asset mapping A, and yields another AM, consisting
only of the asset names in ans. The selectAssets transformation conforms to the interface we
define in Assumption 10. It receives as arguments a set of asset names ans, and two asset
mappings, A and At. The ⊕ symbol, as discussed, denotes that we override the asset mapping
At with the names selected from A.

Definition 32. 〈Select assets transformation〉

filter(ans : F [AssetName], A : AM ) : AM =

{(n, a) | (n, a) ∈ A ∧ n ∈ ans}
selectAssets(ans : F [AssetName], A : AM , At : AM ) : AM =

filter(ans, A)⊕At

To guarantee that this transformation can be used with our CK notion, we must prove
that it preserves AM refinement as stated by Axiom 16. The following theorem states that
the selectAssets transformation preserves AM refinement and can be used with the CK notion
we just formalized. This holds since we already have refinement for both pairs of AM and we
override the names in At an A′

t, therefore, we keep the same domain for both.
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Theorem 27. 〈Select assets preserves asset mapping refinement〉
For a finite set of asset names ans , and asset mapping A, A′, At, and A′

t, if A v A′ and At v A′
t,

then
selectAssets(ans, A,At) v selectAssets(ans, A′, A′

t)

�

4.5.3.2 Preprocess Assets

Another transformation we can use is preprocessing, for assets with #ifdef statements, as
we present in Section 4.4.1. To instantiate the Transformation type from Assumption 10, we
define a record type consisting of an asset name that points to an asset that should be prepro-
cessed and the boolean value for the tag, as we formalize assets containing only one #ifdef

directives in Section 4.4.1. The transformation then consists of receiving this type and two AMs.
It stores the preprocessed version of the asset, if the name actually exists in the At. Since we
used the Hephaestus CK notion as basis for formalizing the language and transformations, we
only look at At because we assume that we first select the assets and then we preprocess them,
as illustrated in Section 2.1.3. We intend to modify this formalization in a way that preprocess
transformations both select and preprocess assets.

Definition 33. 〈Preprocess assets transformation〉

AssetTag : < n : AssetName, tag : boolean >

preprocess(at : AssetTag , A : AM , At : AM ) : AM =

IF (n ∈ dom(At))

THEN → (n , pp( At〈n〉, tag) ) ⊕ At

ELSE → amt

ENDIF

WHERE n = n(at) ∧ tag = tag(at)

As with the select assets transformation, we also need to prove that this transformation
preserves AM refinement, to discharge Axiom 16. We do so by the following theorem. This
way, we can also use preprocess transformations in the CK. This holds since this transformation
either yields the same AM, which would be an obvious refinement given the assumption, or a
modified AM with the same domain, since we only replace the asset associated with an existing
asset name.

Theorem 28. 〈Preprocess preserves asset mapping refinement〉
For AssetTag at , and asset mapping A, A′, At, and A′

t, if A v A′ and At v A′
t, then

preprocess(at , A,At) v preprocess(at , A′, A′
t)

�
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4.5.3.3 Configuration Knowledge with multiple transformations
Based on the two transformations formalized, we can define a CK that contains both transfor-
mations, by reusing the formalizations we present above. We use a simplified language below, to
define transformations as a datatype T , so they can be either select assets (represented by a
finite set of asset names ans) or preprocess assets (represented by the record type associating
asset names with tags). We define the function that evaluates transformations using a case
expression, handling each possible transformation with the respective transformation evaluation
function formalized in the previous sections. We could extend this datatype to as many CK
transformations as we specify, while also changing the transformation function.

Definition 34. 〈CK with multiple transformations〉

T : ans : F [AssetName] | < n : AssetName, tag : boolean >

transformation(t : T , A : AM , At : AM ) : AM =

case t of

ans → selectAssets(ans,A,At)

< n, tag >→ preprocess(< n, tag >,A,At)

Again, we need to prove that such transformation language preserves AM refinement and is
compliant with Axiom 16. To do that, we reuse the same structure of the previous theorems in
the following theorem.

Theorem 29. 〈CK with multiple transformations preserves asset mapping refinement〉
For transformation t, and asset mapping A, A′, At, and A′

t, if A v A′ and At v A′
t, then

transformation(t, A,At) v transformation(t, A′, A′
t)

�

We prove this theorem by case analysis on t. When t is a select assets transformation, we
use Theorem 27, and when t is a preprocess transformation, we use Theorem 28 and conclude
our proof. This theorem shows that, by individually defining transformations that are consistent
with the CK language we define, we can combine them to specify complex CK languages. Hence,
the OR group feature below Transformations in the FM of Figure 4.4.

4.5.3.4 Templates

We can use some of the templates introduced so far in the context of annotative product
lines, that is, product lines that use annotation mechanisms such as preprocessing directives.
Nonetheless, we can also define language-specific templates, to explore the possible safe evolution
scenarios on annotative product lines, specifying transformations that depend on details over
conditional compilation directives, for example. In this section, we present templates that
rely on the CK language with transformations for selecting and preprocessing assets. As their
formalization follows a similar structure as the intermediate and compositional templates already
discussed, we informally discuss their encoding and soundness proof.
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For example, to specify that a new non mandatory feature can be safely implemented by
preprocessing mechanisms, we introduce the Add new preprocessed feature template in
Figure 4.17. It plays a similar role to Add variable feature with implementation (see
Section 4.5.1.2), which specifies how to safely add a new variable feature together with new
assets. However, instead of only adding new assets, this template changes existing assets, adding
a preprocessing directive to the asset a.

......

preprocess n falsee

preprocess n truee' 

......
preprocess n falsee

e' ⇒ F
F is not mandatory, F and x are new 
n does not appear in other CK lines

resulting SPL is well-formed

P P

F

n � a[-] 

...

n � a[#if x c] 

...

v

Figure 4.17 Add new preprocessed feature

The template establishes that we can introduce a new feature F and annotated code c to an
existing asset a (see the add function in Definition 25), provided that the CK associates the
added code to the new feature. The notation a[#if x c] indicates that we add code c, annotated
with preprocessing tag x, to the asset a, which had no preprocessing directive before, as denoted
by the hyphen. We associate the feature expression e′, which is only enabled when we select F ,
with preprocessing n with the tag set as true. This way, the new code is only enabled when we
select the new F feature. We also associate e with preprocessing n with the tag set as false. This
way we make sure that the new code is only present in products that have feature F selected,
and that products built without the new feature correspond exactly to the original products.

Regarding the new feature F , the template only requires it to be new and non mandatory,
so we can use the same template to add new optional, alternative, and OR features, similar to
what we do in Section 4.5.1.2. Here, we also need to guarantee that the resulting product line is
well-formed. In fact, as we make no direct demands over c, we cannot know if the new products
are well-formed. For most languages, this amounts to making sure that a[c] is a well-formed
asset, but we prefer the more general condition.

To avoid multiple similar templates, Add new preprocessed feature requires the initial
CK to have a preprocess transformation associated with n. This transformation often is not in
place if the asset does not contain preprocessing directives. But, in this case, we can use the
Preprocess asset without preprocessor directive template, detailed in what follows, to
add the preprocessing transformation before applying Add new preprocessed feature. This
way we avoid creating a specific template for the case when the transformation is not in place.
Since our product line refinement notion is transitive, we can apply templates in sequence, with
the result being a refined and well-formed product line. So, as an intermediate step when refining
annotative product lines, it is useful to harmlessly introduce the preprocess transformation to
CK items, which might be useful for establishing the context for applying the previous template.
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Figure 4.18 captures this situation. The template establishes that preprocessing has no effect
over an asset a, as long as this asset does not contain any preprocessing directives. Since we do
not change a, any product that includes a continues the same.

......
ne

a does not contain #ifdefs

n � a 

...
F F

n � a 

...

v
......

preprocess n falsee

Figure 4.18 Preprocess asset without preprocessor directive

This template is useful to change a CK so that it matches other templates, such as Add new
preprocessed feature, that requires asset names associated to the preprocess transformation.
So it is simply an auxiliary template, but we show it here to illustrate another difference from the
templates we presented so far. Although we do not change the FM and AM, this template uses
details from the RHS of the CK, therefore we cannot prove it using the intermediate CK language.
Note that we could also establish a template that removes the preprocess transformation. The
new template would correspond to applying this template from right to left, provided that the
condition holds, that is, a has no preprocessing directives.

We also define Add dead preprocessed code, a variation over Add new preprocessed
feature, where we add a code fragment c, encompassed by a preprocessing directive, to an
asset a. Figure 4.19 illustrates this template. Notice that in this case, we do not add any feature,
and thus do not associate the new code with a new feature. The fragment then is never present
in preprocessed versions of asset a because we always preprocess it with the tag set to false. We
could also use Preprocess asset without preprocessor directive to match the initial
CK specified in the template. The pre-condition is necessary to simplify CK representation and
to ensure that no other CK item preprocesses n, which would make the code fragment c part of
asset a, likely modifying the asset’s original behavior. We do not need to require well-formedness
of the resulting product line, because due to the way we specify this template, the new code
fragment c is never present in the final asset, and all products remain exactly the same.

Using the same reasoning, we also define a template that encompasses an existing code
fragment with a directive that is always preprocessed as true. This template is useful to associate
parts of an asset to their corresponding feature as a preparation for extending the product
line. It is a refinement because the code fragment annotated with preprocessing directives still
remains in the preprocessed asset, therefore, all products remain the same.

4.6 TEMPLATES FOR PRODUCT POPULATIONS AND MULTI PRODUCT LINES

Each of the refinement templates discussed in the previous sections consist of product line
transformations. Product populations and multi product lines can benefit from them, due to the
compositionality theorems that we prove (see Section 3.7.1 and Section 3.8.1). For multi product
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n does not appear in other CK lines 

n � a[-] 

...

n � a[#if x c] 

...
F F

......
preprocess n falsee

......
preprocess n falsee

v

Figure 4.19 Add dead preprocessed code

lines in particular, they establish conditions for ensuring that safely evolving a single product
line results in safe evolution of the whole multi product line. Nonetheless, we can also establish
refinement templates for common operations in such contexts, to avoid reasoning directly about
the refinement notions. So, we present templates that apply to these contexts. For each template,
we discuss its general intuition and motivation, also informally discussing the proof that the
template is sound with respect to the refinement notions introduced in the previous chapter.
First, we present a template that applies to both contexts, and then we present a template to
each particular approach.

4.6.1 Add Product Line

The first template establishes that we can add a product line to an existing set of product lines,
whether a product population or a multi product line.4 This abstracts the common scenario
of branching in source code management systems, which is important for distributed feature
development, as we discuss in Section 2.2. Refinement follows from the fact that we do not
change the existing product lines. Figure 4.20 illustrates this template, using L and Ln to denote
arbitrary product lines.

v
L

...

Ln

Ln+1

L

...

Ln

Figure 4.20 Add Product Line refinement template.

4In this case, we assume the constraints are carried over from the source to the target; for generality,
they are omitted in the figure.

103



To prove that the template in Figure 4.20 is a refinement, we have to prove that for any
product in the LHS there is a product in the RHS that refines it. In terms of product populations,
we only add a new product line to the existing set defined by the LHS, without modifying any of
the existing ones. So, all products in the LHS are also generated by the RHS. In the special case
of cloning a product line, we would need to express populations as multisets, instead of sets, or
simply assume that repository identifiers are part of the product line. We could easily extend
our formalization in that direction, but prefer to abstract such details and focus on the core
aspects of the problem we are considering. For simplicity, we use the set notation, although we
have also formalized product populations using multisets in PVS [TBG14a]. In the context of
multi product lines, by Axiom 5, we have that any valid configuration from a multi product line
should be preserved under extension. Although we do not explicitly show constraints among
existing product lines in the template, we assume that they are the same in the LHS and RHS.

4.6.2 Merge products into a product line

We can derive a product line from two similar products. Figure 4.21 abstracts this change, using
population refinement by assuming that the LHS consists of a population with two single-product
product lines, and the RHS is a population containing a single product line. The template
establishes that we can merge two products that share most of their assets into a single product
line that better explores the potential for reuse. This template uses the propositional FM and
compositional CK languages formalized in this chapter. In the LHS, FMs for both product lines
contain a single root feature and no constraints. Through the asset mapping, we see that both
product lines share most of their assets, with the exception of a and a’. The ⊕ symbol denotes
overriding, as discussed. The CK of each LHS product line relates the root feature with n or n′,
together with the remaining asset names, which are the same for both product lines. We use
dom(m) in the CK item for conciseness, and to abstract the fact that m might have an arbitrary
number of asset names. Since both are single-product product lines, we see that the generated
products differ only with respect to assets a and a’.

R {n�a}⊕ m

R n, dom(m)

v

R

F G

{n�a,n'�a'}⊕ m

R dom(m)
F n
G n'

R {n'�a'}⊕ m

R n', dom(m)

n ∉ dom(m) ∧ n' ∉ dom(m)

Figure 4.21 Merge products into a product line refinement template.

In the RHS FM, we have that F and G are alternative (mutually exclusive) features, denoting
the variations we observe in the LHS population. The asset mapping consists of the common
part adjoined with the two differing assets. Finally, the CK relates common code with the
mandatory R feature, and relates each differing asset to a corresponding alternative feature. For
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the template, we also specify additional conditions. In this case, we say that n and n’ should
not be names already mapped by m, to ensure that the resulting population is well-formed.

To prove that Merge products into a product line is a population refinement we have
to prove that for any product in the LHS population there is a product in the RHS population
that refines it. The LHS products differ only with respect to a and a’. In the RHS, we have
a single product line that uses alternative features to denote its variability, so the FM only
generates two product configurations. We see that its resulting products are exactly the same as
the LHS products. Therefore we prove refinement by reflexivity of the asset refinement notion.

We could generalize this template to a number of products on the LHS, as well as to a
number of different assets in the product lines to merge. We use the presented form for simplicity,
since our aim here is only to illustrate a new kind of safe evolution template that might be
useful in practice. It could be argued that we could use the product line refinement notion (see
Definition 12) to prove this template. In order to do so and to ensure behavior preservation of all
products, we would need to encode the two products in the LHS as two features from an existing
product line, that would be transformed into the RHS of Figure 4.21. Moreover, it could be
the case where a company decides to create a new product line out of existing ones [BCM+04].
Thus, using a similar encoding as we do in Figure 4.21, but in the opposite direction, we could
express how a product line can be split in two. The product line refinement notion is not able to
support this scenario, as we would transform a single product line (RHS) into two (LHS).

4.6.3 Derive multi product line from a product line

As discussed in Section 2.3, as a product line grows, we can structure it using multiple integrated
product lines, to manage complexity. Figure 4.22 captures this idea, showing a template that
performs the splitting of a product line in two, in order to derive a multi product line. We also
use the propositional FM and compositional CK languages in this template. In the LHS, we
have an FM that contains at least the root feature and an optional child feature F . The CK
details that feature F relates to the asset name n, which is mapped to a by the asset mapping,
and the root feature R maps to the remaining names. Since F is optional, we can generate
products with or without F . For simplicity, we only show these two features, but we could have
more features below R and F , as well as other assets associated with F and its potential subtree.

v
R

F {n�a}⊕ m

n ∉ dom(m)

F n

R m

F {n�a}

F n

F ⇒ R

R dom(m)

R dom(m)

L L'

L''

Figure 4.22 Derive multi product line from a product line refinement template.
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In the RHS, we have a multi product line derived from the LHS product line. We do so by
extracting everything related to F (and possibly below it, if that was the case) to a new product
line. In this new product line, the FM consists of the subtree F , the asset mapping contains the
name n, mapped to a, and the CK contains the row mapping F to n. The other product line
that is part of the resulting multi product line consists of the original LHS product line with
everything related to F removed. Finally, we must also take into account the constraints. In this
case, we say that whenever F is selected, R must be selected as well. The additional condition
specifies that n should not be a name already mapped by m, to ensure that the resulting multi
product line is well-formed.

To prove that the template in Figure 4.22 is a multi product line refinement we have to prove
that for any product in the LHS there is a product in the RHS that refines it. To match the
multi product line refinement notion, we can say that the LHS is a multi product line consisting
of a single product line and no constraints. Therefore, we only have two valid configurations,
since F is an optional feature. In the RHS, we have the multi product line derived from the
existing product line, and the constraint over the multi product line enables it to generate two
valid configurations: {(L′,{R})} and {(L′,{R}),(L′′,{F})}. These result in the same products
generated by the LHS. Therefore, by reflexivity of the asset set refinement notion, we prove
refinement and well-formedness of the resulting multi product line in this template. We only
present a simple version of this template, but we could generalize it to multiple product lines,
features and assets. Although each of the refinement templates discussed focus on small changes,
we can derive elaborate transformations by composing templates, due to the transitivity of our
refinement notions.

4.7 EXISTING CATALOGUES FOR INDIVIDUAL ARTIFACTS

It is possible to reuse existing catalogues for FM and CK languages in the context of our
refinement theories. In this section, we discuss how we can do so for existing catalogues that
have been previously proposed for individually evolving FMs and CK.

4.7.1 Propositional feature models

A number of templates for transforming FMs have been previously proposed [AGM+06, GMB08].
These templates include both unidirectional transformations and bidirectional transformations.
Figure 4.23 shows an example of a unidirectional transformation, namely collapse optional and
alternative to or, which modifies an optional feature and a group of alternative features, merging
them into a group of or features. In this case, we rely on Theorem 10 for justifying safe evolution.
Therefore, likewise templates that increase the number of products in a product line, such as
Add new optional feature (see Section 4.5.1.2), we need to make sure that the resulting
product line is well-formed, as it contains new product configurations.

For bidirectional transformations, also referred as laws, we can use FM equivalence (see
Definition 4). Applying the change in any direction does not change FM semantics, that is, the set
of product configurations remains the same. Figure 4.23 shows the bidirectional transformation
replace alternative, which turns a group of alternative features into a group of or features, adding
additional constraints to the FM to keep them mutually exclusive. We rely on Theorem 9 for
justifying safe evolution, without requiring well-formedness of the resulting product line as a
condition. This holds since we generate the exact same products as the original product line,
thus we have refinement and well-formedness by reflexivity.
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Figure 4.23 Collapse optional and or

Figure 4.24 Replace alternative

4.7.2 Compositional configuration knowledge

We can also use existing transformations for the compositional CK language. We proposed a set
of bidirectional transformations (laws) that fix some problems related to the internal structure
of a CK, such as complex feature expressions or asset duplication [Tei10]. These problems,
among others, can hinder the understanding of the model and its evolution. Figure 4.25 shows
an example of a transformation that merges CK items with duplicated assets. It establishes
that, from left to right, we can merge two CK items into a single item, creating a new feature
expression based on the disjunction of the previous feature expressions. In this case, this law
can improve readability of CK models, since we avoid duplicating assets names in the CK.
Applying the law from right to left, we can split an or feature expression into CK items that
have duplicated assets. It might be applied in the case where the feature expression becomes too
complicated. Notice that we can apply this law for any FM, regardless of the feature expressions.
Thus, we use Theorem 11 for ensuring that this transformation results in a safe evolution.

Feature Expression Assets
... ...

exp n = Feature Expression Assets
... ...

exp ∨ exp' n
exp' n

Figure 4.25 Duplicated Assets

We can also perform changes in the CK according to an FM, such as the Replace feature
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expression template (see Section 4.5.1.1). For example, a dead feature is a feature that
does not appear in any product configuration from the FM [TBD+08]. During product line
evolution, modifications to the FM can result in dead feature expressions. That is, for all product
configurations, they are not evaluated as true. Figure 4.26 establishes that we can remove a
feature expression exp from the CK, when we deduce from fm that it is never evaluated as true.
We can determine this efficiently for propositional FMs [MWC09]. This law also states that,
when applying it from right to left, we can add a dead feature expression to the CK without
altering its semantics. To ensure safe evolution in such cases, we use Theorem 12, which defines
the weaker CK equivalence indexed by the FM (see Definition 10).

Feature Expression Assets
... ...
exp' n =

fm  ⊢ ¬ exp

Feature Expression Assets
... ...
exp' nfm

exp n'

Figure 4.26 Add/Remove dead feature expression
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CHAPTER 5

EVALUATION

It doesn’t matter how beautiful your theory is, it doesn’t matter how

smart you are. If it doesn’t agree with experiment, it’s wrong.

—RICHARD P. FEYNMAN

Experiment escorts us last —

His pungent company

Will not allow an Axiom

An Opportunity

—EMILY DICKINSON

In this chapter, we report results of studies conducted to discover and evaluate the expres-
siveness of the refinement templates presented in the previous chapter. We analyze the evolution
history of existing product lines to discover safe evolution templates and to evaluate whether
the templates are expressive enough to justify safe evolution scenarios performed by developers.
Evaluating expressiveness is important for ensuring that our templates are in fact useful for
guiding developers in the task of safely evolving product lines, product populations, and multi
product lines. So, in Section 5.2 we discuss the study conducted for discovering and evaluating
the templates [NTS+11, NBA+] that we present in the previous chapter, prior to restructuring
them as a product line. Then, in Section 5.3 we also discuss an empirical study over the evolution
of the Linux kernel [PGT+13]. Although this study was not focused on safe evolution, it also
revealed evolution patterns that are consistent with the product line refinement theory and
correspond to the presented safe evolution templates. Finally, Section 5.4 discusses how we could
also use the product line refinement templates to safely evolve the product line of languages and
templates presented in the previous chapter.

5.1 TEMPLATE DISCOVERY

To discover the safe evolution templates presented in the previous chapter, we analyzed concrete
evolution scenarios from two product lines, TaRGeT and Research Group Management System
(RGMS). A scenario consists of a commit and one of its previous or subsequent commits in
the evolution history of the product line repositories. Based on such analysis, we identified
which scenarios corresponded to refinements, and then formalized and proved the templates
according to the product line refinement theory. We only investigate the repositories, as we are
interested in safe evolution scenarios (refinements). Therefore, in this evaluation we do not use
bug tracker information to discover the refinement templates. In what follows, we detail the
template discovery process, which was conducted together with a masters student [Nev12].

To discover refinement templates, we first used TaRGeT, a product line of tools that generate
functional tests from use case specifications. For TaRGeT, we considered evolution scenarios
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from releases 4.01 (10 features and 20 KLOC) to 5.0 (27 features and 40 KLOC). As TaRGeT
uses the propositional FM and compositional CK languages, these scenarios generated refinement
templates for these languages (see Section 4.5.2). These templates were later abstracted using
the intermediate FM and CK languages described in the previous chapter. We identified a total
of 11 safe evolution scenarios that were used to mine the templates.

To derive templates which rely on the use of preprocessing mechanisms, and consequently, on
the CK language with transformations (see Section 4.5.3), we also analyzed RGMS, a product
line of systems for managing research groups. RGMS was initially developed as part of a
graduate course on product lines in which we had 5 pairs of students working as developers
of their own RGMS implementation. The average number of implemented features in the five
implementations is 20, with approximately 3 KLOC. During the course, each pair developed 3
RGMS releases. So, we had 15 safe evolution scenarios available in total, from which we used 2
of them to discover templates. We chose one scenario from release 1 and another from release
2 of the same RGMS implementation (pair of students), because the tasks performed in these
releases involved the modification of many assets, and therefore had the potential to be a richer
source for mining templates. We used the remaining 13 scenarios to evaluate the expressiveness
of the proposed templates.

We followed an iterative and incremental process for discovering templates. First, we
examined the evolution history of these product lines, looking for evolution scenarios that were
supposed to be safe according to the refinement notion (see Definition 12). For each potentially
safe evolution scenario, we manually inspected the product line artifacts to check whether the
result of the evolution step in fact amounted to changes that preserved the behavior of existing
products. This involved reading the code and understanding the changes, and also running some
products from the product line. We analyzed the changes performed and compared the FM, CK,
and AM to identify which features and assets were added, removed or modified in each step.
Assets included Java and AspectJ code, as well as Eclipse plugin configuration files, image files,
and so on. Each operation (addition, removal, or modification) corresponded to an evolution
scenario. In addition to FM and CK changes, scenarios also involved asset modification. Thus,
we often had to inspect the asset evolution history in the source code repository. For example,
to discover the changes made to a Java class, we manually inspected different commits of this
class using the version control system of the product line. We also considered commit messages
and revision history annotations in the source files. Therefore, we often had to analyze more
than one commit, as we do in the study we detail in Section 5.3, where we also establish commit
windows.

We then carefully identified the modifications involved in each scenario and tried to discover
patterns in the changes developers performed. For example, we observed that when making a
mandatory feature optional developers often had to track the code related to the feature and
then extract it to a different asset. The scenarios that passed the inspection were then separated
into groups of scenarios that involved similar kinds of changes to the product line artifacts, such
as adding a feature, or splitting an asset. This process was manually performed, informally
considering the refinement notion when comparing different versions of the product line artifacts.

Based on these groups, we selected scenarios that could be considered safe evolutions according
to the product line refinement notion, to mine templates that could generalize the observed
situations. We analyzed each group to identify commonalities and abstract the differences,
proposing a refinement template. We then formalized the template in PVS, encoding the syntax

1Prior to release 4.0, TaRGeT was not structured as a product line.
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and conditions predicates as we illustrate in the previous chapter. Formalizing the templates
was an important step in the process of discovering templates. Besides confirming that the
template indeed corresponded to a product line refinement, it also allowed us to evaluate the
pre-conditions for applying the templates. In some cases, we observed that extra conditions
were needed to ensure product line refinement. In other cases, we observed that some conditions
were unnecessary to prove the template and could be removed in order to make the template
more generic and thus suitable to be used in different situations from the concrete ones analyzed.
The removed constraints were needed in the specific context of a given scenario, but were not
necessary to guarantee soundness of the template. The feedback generated from formalizing and
proving templates was also useful when analyzing changes in subsequent iterations of this process,
in the sense that we gained confidence for establishing the syntax and conditions predicates.

Finally, in some occasions, we also factored out some coarse-grained scenarios into many fine-
grained changes, which resulted in more than one refinement template created. Such scenarios
were better abstracted by the application of different templates in sequence, rather than by a
single very specific template that performed many changes. As an example, we often observed
Add new mandatory feature and Replace feature expression applied in sequence. The
transitivity of the product line refinement notion allows the application of different templates in
sequence, resulting in a well-formed, refined, product line. This way, the proposed templates
abstract the safe evolution scenarios observed from the evolution history of both product lines.

5.2 TEMPLATE EVALUATION

To evaluate the expressiveness of our templates, we have conducted an empirical study that
involved the analysis of the evolution history of five product lines [NTS+11, NBA+]. In what
follows, we detail the research questions and metrics adopted in our study, the target product
lines and respective assessment procedures (see Section 5.2.1), and finally the results of the
study (see Section 5.2.2)2 and its threats to validity (see Section 5.2.3).

We have structured the study using the goal, question, metric (GQM ) approach [BCR94] to
collect and analyze metrics related to the proposed templates, from the point of view of product
line developers and maintainers.

Study Main Goal: assess whether our templates are expressive enough to provide guidance
for product line developers on safely evolving a product line in intended safe evolution scenarios.

Research Questions: Are the templates expressive enough to describe safe evolution
scenarios from existing product lines?

Metrics: Percentage of safe evolution scenarios that could be described by the existing
templates. Number and percentage of templates applied to each different product line.

For each product line, we first checked whether pairs of consecutive releases constituted
or included safe evolution scenarios according to the product line refinement notion. For the
pairs including safe evolution scenarios, we tried to find a list of templates that, when applied,
could transform one release into its safely evolved counterpart. For the unsafe evolution pairs,
we investigated whether contextual information such as commit messages indicated that the
evolution was supposed to be safe. When that was the case, we tried to find templates that
could have helped to avoid the unsafe evolution step by revealing an invalid precondition, or
structural constraints not matched by the concrete product line artifacts, in the specific scenario.

2Detailed results available at http://twiki.cin.ufpe.br/twiki/bin/view/SPG/

SPLRefactoringTemplates
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5.2.1 Overview of Analyzed Product Lines and Assessment Procedures

In our assessment, we studied the following product lines: TaRGeT, MobileMedia, RGMS,
Hephaestus-PL (a product line of product line derivation tools) [BTB09], and the Library
Module of SIGAA (an academic information system) [SLL+12].3 As we use two of them for
discovering templates, we chose non overlapping parts of their evolution history for the distinct
activities of template discovery and assessment.

When performing the analysis over the different product lines, we also noticed that there
were unsafe scenarios that were intended to be safe. We classify such scenarios as unintended
unsafe evolution scenarios. We captured the intention by either asking the developers or by
analyzing contextual information such as commit and source code comments. We discarded the
other unsafe scenarios; they deliberately modify the behavior of existing products and often
correspond to bug fixing, changes to the behavior of existing feature implementations, or adding
a mandatory features along with their implementations.

We use these product lines for a number of reasons. First, they have been developed by
disjoint developer teams who are nevertheless familiar to us. This grants access to the source
code repositories, and simplifies the analysis of the evolution histories, which often requires
understanding the semantic effects of specific source code changes. Second, TaRGeT, RGMS,
Hephaestus-PL, and SIGAA repositories contain versions of their CK and FM. This helps because
we are interested in analyzing the coevolution of assets, CK, and FM; it is harder to capture
that from source code only. MobileMedia’s repository does not contain FM and CK files, but,
given its smaller size, we could infer different versions of these artifacts comparing the source
code and extra information associated to each release, such as documentation files.

The different domains, sizes, development teams, and variability implementation mechanisms
used in the five product lines help to enrich the results of our study. TaRGeT, as described before,
is a medium-sized product line of testing tools with branches developed by teams in different
organizations. MobileMedia, although small and developed for academic purposes, focuses on the
mobile application domain and uses implementation mechanisms rarely used by TaRGeT, such
as aspect-oriented programming. It has also been used in a number of empirical studies about
product lines [FCS+08, TBG13], which helps to relate to our work. RGMS, contrasting with the
previous two, is a web application and uses annotative variability mechanisms. Additionally, since
we actually have access to five RGMS alternative implementations by different student teams, we
could observe the impact of development style on our results. SIGAA is a large web information
system implemented in Java used by Brazilian universities. Finally, moving away from the Java
domain, Hephaestus-PL is implemented in Haskell using different variability mechanisms. In the
following, we provide more details about them and their use in our assessment.

TaRGeT
TaRGeT is a product line of model-based testing tools. Among other variations captured by
an FM with 42 features, different products support specifications and tests in different formats.
The implementation of the 42 features counts approximately 32 KLOC. We analyzed the history
track of three major releases (which include more functionalities and occured twice a year) and
10 minor releases (which include simple modifications and had no defined frequency). Figure 5.1
illustrates that, using the bigger circles to denote the major releases, whereas the smaller ones
denote the minor releases. We also considered the development history of the four optional

3http://www.info.ufrn.br
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Figure 5.1 TaRGeT evolution

features listed in the separate branch of Figure 5.1. These features were independently developed
by a team from a different organization.

As a product line of Eclipse-based desktop applications, TaRGeT uses Java and the Eclipse
RCP plug-in mechanism to implement most variations. The analysis of the main evolution
branch resulted in 11 safe evolution scenarios. The optional features implemented by the different
organization mostly rely on aspects and conditional compilation as variability implementation
mechanisms. To understand the purpose and effect of changes, we also relied on commit messages
and revision history annotations present in source files that describe the changes the developers
performed. The analysis of TaRGeT’s main evolution line resulted in 11 safe evolution scenarios
(including 2 unintended unsafe) between releases 5.0 and 6.0. In this main branch of evolution,
TaRGeT uses compositional variability implementation mechanisms. The branch with the
independently developed features resulted in four more safe evolution scenarios, one for the
introduction of each optional feature. These scenarios were useful to also evaluate the templates
for the CK language with transformations.

MobileMedia Product Line
MobileMedia is a product line of mobile applications that provides support to the management
of different kinds of media. We analyzed the evolution history of its AspectJ implementation
that contains 12 features, counting approximately 3 KLOC in the last release. All releases handle
variability by providing a build file that associates feature expressions to classes and aspects.
This file corresponds directly to the compositional CK language we formalize in Section 4.5.2.

Each MobileMedia release is characterized by the implementation of new features and changes
to the FM and CK, with the aim of improving readability. We used the FM available from the
documentation and inferred the CK versions by comparing the source code and build files for
each release. Figure 5.2 overviews the evolution of the five AspectJ releases used in our analysis.
We do not use the first three releases as they do not consist of many features— the first release
is actually a program, not a product line. We then used these eight safe evolution scenarios in
our evaluation.

RGMS Product Line
RGMS is a product line of research group management systems. As discussed, we had access to the
15 evolution scenarios illustrated in Figure 5.3. Each implementation has three releases resulting
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from tasks of similar nature, but independently performed in different ways, using possibly
different mechanisms. Among others, the students used mechanisms such as aspects, using the
AspectJ language, and conditional compilation, using the Velocity [Fou14] or Antenna [Ant14]
tools. In all releases, RGMS uses the CK language with transformations, that we formalize
in Section 4.5.3. On average, the implementations have 20 features and approximately 3 KLOC.
Out of the 15 scenarios we show in Figure 5.3, we used the two highlighted ones for the template
discovery process, as mentioned.

For the first release, we requested teams to independently introduce a feature to an existing
version of the product line. We only demanded this feature not to be mandatory, and to preserve
the behavior of existing products. For the second release, they had to change the implementation
mechanism of an existing feature, without modifying functionality. Finally, in the third release
they had to add new products, whether by adding a feature or by changing feature types in
the FM. The students had to register what they implemented in each release. For example,
they had to detail which features they introduced, which technique they used to implement
the variations, and so on. We requested this information to facilitate identification of the safe
evolution scenarios. They also had to use a public version control repository to host the project,
where they published the code, FM, and CK of each release. We used the repository to compare
the modification history of the product line artifacts, and the additional information provided
by the teams to discover the safe evolution scenarios, using the manual process described.

Hephaestus-PL
Hephaestus-PL4 is an extension of Hephaestus [BTB09], a tool for managing variability in use
case scenarios. Over time, Hephaestus evolved to support managing variability in other kinds
of assets, such as requirements, source code, and business processes. Hephaestus-PL then was
developed by extracting functionality from different versions of Hephaestus, where each version
was a tool addressing variability in a particular type of artifact.

4https://github.com/rbonifacio/hephaestus-pl
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Once Hephaestus-PL was extracted, its developers defined a reactive approach to increase
its configurability and to reach the goal of enabling the generation of different instances of
Hephaestus. All that is captured in the evolution history of Hephaestus-PL, consisting of 3
releases that have occurred between August 2011 and December 2011. Each release implements
new features and changes to FM and CK. These changes are essentially related to adding support
for new assets and their output formats. Release 1 supports use cases and business process
assets. Release 2 then provides XML and Latex as output formats for use cases, and XML as
output format for business processes. Lastly, Release 3 adds support for requirements, source
code, and provides Latex and build files as output formats for these assets, respectively, resulting
in an FM with 11 features and 7 KLOC of code. Accordingly, we identified five safe evolution
scenarios, as depicted in Figure 5.4. We used them to evaluate templates that apply both to
compositional and annotative product lines.

Release 1 Release 2 Release 3

3 safe evolution 
scenarios

2 safe evolution 
scenarios

Figure 5.4 Hephaestus-PL evolution

5.2.1.1 SIGAA Library Module
SIGAA (Management Integrated System for Academic Processes) is a web information system
product line developed and maintained by the Informatics Superintendence of the Federal
University of Rio Grande do Norte. It has a layered-architecture and is developed using the Java
language and several mainstream frameworks, such as Java Server Faces, Spring, and Hibernate.
SIGAA provides functionalities that automate most university academic processes, including
library management. Variabilities are implemented using compositional techniques.

SIGAA is a large-scale product line with about 1.5 million lines of code, so we focus our
analysis on the features related to its Library module, which provides functionalities for the
management of library materials (books, DVDs, CDs, magazines, journals, proceedings, etc.).
The size of this module grew from 61KLOC on Release 1.78 to 102KLOC on Release 3.11.
Figure 5.5 illustrates the evolution scenarios that were analyzed for our study, which include
modification of existing mandatory features and addition of new mandatory features— the first
evolution scenarios refactor the implementation of features such as user management, loan,
return, and renewal of library materials. In addition, two new mandatory features were created:
Communication Note and System Management; addition of new mandatory, optional and OR
features— in these scenarios, the Library module was evolved to include the following new
features: Book Reservation (optional), User Punishment (mandatory), and Library Fine (OR
feature). The user punishment and fine features were created to provide services to penalize
late users (students, professors, staff). The punishment feature was created to aggregate the
two following OR-features: user fine and suspension. These are two non-exclusive options of
punishment that the SIGAA product line provides for the Library module; addition of two new
optional features— these scenarios involve the inclusion of the Library Policy and the Terms of
Agreement optional features. The first one allows customising the Library module to provide
different policies for loan, return, and renewal of materials. The latter feature refers to the term
of agreement that every user is compelled to read and agree in order to use the library services.
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Figure 5.5 SIGAA Library Module evolution.

5.2.2 Results and Discussion

We examined whether our templates were expressive enough to justify the modifications carried
on in safe evolution scenarios from existing product lines. So, for each pair of product line
versions representing a safe evolution scenario, we tried to use templates that could transform
the source version into the target version. We basically had to analyze source and target FM,
CK, and AM, and recursively check which templates matched the structure of these artifacts,
and had valid preconditions for the specific context. For each scenario, we then obtain a list of
templates that are able to describe the modifications. To understand the results in more detail,
Table 5.1 presents the usage frequency of each template in the safe evolution scenarios of the five
product lines. In the table, we list possible variations of templates such as Add new optional
feature, which is a particular case of Add variable feature with implementation.

The sum of the numbers in Table 5.1 is greater than the number of evaluated scenarios
because we often had to use more than one template to justify a single scenario. For example, in
one of TaRGeT’s evolution scenarios, developers would have to first apply Add new mandatory
feature to introduce the new feature Word in the FM, and then they would have to apply
Replace feature expression to correctly associate the corresponding asset to the new feature.
As another example, in one of Hephaestus-PL’s evolution scenarios, developers would first have
to use Add new optional feature to introduce the Output Format feature, and then Add
new OR feature to add the new feature Use Case to XML as a subfeature of the former. The
rows with ‘–’ indicate that the template in that row does not apply to that product line

Similarly, we observe this in RGMS’s scenarios. Some of them can only be justified by
a mix of templates, including ones specific to annotative product lines. For example, in one
scenario, the developers implemented support to the MySQL database as an alternative to
Postgres. For this, they changed the hibernatecfg.xml file that stores information about database
connections. Figure 5.6 shows the hibernatecfg.xml file before and after the implementation of the
MySQL feature. The developers introduced preprocessing directives to implement the associated
variability. As a consequence, to justify the whole scenario, they also had to change the FM
and CK, as illustrated in Figure 5.7, which lists the templates that justify these changes. The
developers first used Add harmless preprocessing directive to introduce the preprocessing
directive to the hibernateConfig asset. Then they applied Add new mandatory feature and
Replace feature expression to introduce the Postgres feature to the FM. Finally, they
used Add new preprocessed feature to add the new alternative feature MySQL and to
introduce the preprocessed code in the hibernateConfig asset. The Postgres and MySQL features
are alternative, thus only one of them can be selected at a time.

We also observed that some scenarios demanded more than one application of the same
template. For example, in scenarios that required extracting parts of a class to an aspect, it
would be necessary to apply Split asset a number of times until the code was moved to the
aspect. In such cases, we only count the template once, even if it is used more than one time
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<hibernate-configuration>
    ...       
#if($postgres)
        <property name="hibernate.connection.driver_class">org.postgresql.Driver</property>
        ...
        <property name="hibernate.connection.password">postgres</property> 
#end

#if($mysql)
        <property name="dialect">org.hibernate.dialect.MySQLDialect</property>          
        ...
        <property name="hibernate.connection.password"></property>
#end
    ...
</hibernate-configuration>

<hibernate-configuration>
    ...       
        <property name="hibernate.connection.driver_class">org.postgresql.Driver</property>
        ...
        <property name="hibernate.connection.password">postgres</property>        
    ...
</hibernate-configuration>

Before

After
hibernatecfg.xml

hibernatecfg.xml

c

c

c'

Figure 5.6 hibernatecfg.xml asset

Figure 5.7 MySQL feature evolution scenario

in the same scenario. This is because we intend to evaluate whether our set of templates is
sufficient to express the safe evolution scenarios, regardless of the number of times each template
is used.

We also observe that in TaRGeT, Add new alternative feature was the most widely
used in the analyzed scenarios. We believe that this was due to the implementation of different
formats for input use case documents (Word, XML, XLS) and output test suites (XML, HTML
and XLS). Moreover, during the evolution period we analyzed, the product line was continuously
increasing the number of products and features. We think this is the reason why we did not find
any occurrence of feature retirement, contrasting to the study over the Linux kernel evolution
(see Section 5.3). For the separate TaRGeT branch summarized in the third column, we analyzed
only four safe evolution scenarios, which corresponded to the implementation of optional features.
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To implement these features, the product line was first restructured accordingly to Split asset,
and then the features were implemented along the lines of Add new optional feature. Two
of these scenarios also implemented new feature variations using preprocessing directives, so
developers could have used Add new preprocessed feature.

For MobileMedia, we did not find any occurrence of Add new alternative feature be-
cause the product line lacks alternative features. We could use Split asset and Refine
asset to justify most of the evolution scenarios. We believe this is because the developers
were refactoring the product line to support the implementation of new features. Split asset,
together with object-oriented refactoring code templates, was used to justify the extraction of
subclasses, and also the extraction of class members to aspects, in both cases with the aim of
implementing new optional features. Refine asset was used to justify a scenario related to
release 5, with the aim of structuring the product line for the introduction of a new OR feature,
step later justified by Add new OR feature. Finally, Delete asset was used once when an
exception handling class became no longer useful because the exception cause no longer occurred.

In two RGMS releases, which amounts to 9 of the 13 scenarios used in the evaluation, we
requested the students to implement new features. We suspect they preferred to use conditional
compilation, instead of other implementation mechanisms, because it is less complex and does
not require much effort. This explains the higher usage of templates for annotative product
lines, such as Add new preprocessed feature, which generally describes the same changes
as the other templates for adding features (summarized by Add variable feature with
implementation). In some cases, these templates could be used together, because some features
can be implemented by using preprocessing directives combined with adding new assets. We did
not found any occurrence of Refine asset because we found other transformation templates
that could be used to deal with changes in assets, like Add dead preprocessed code, Add
harmless preprocessing directive and Add new preprocessed feature.

In Hephaestus-PL, Add new OR feature was the most frequently employed, with 7
occurrences in all of the 5 safe evolution scenarios. This is due to the intended configurability
of Hephaestus-PL’s FM, in which the OR features represent assets and corresponding output
formats, and the evolution scenarios consisted of increasingly providing support for these assets
in such a way that any combination of them with corresponding output formats could be
instantiated. Add new optional feature was applied once to add the Output Format
optional feature before Add new OR feature could be employed as described previously.

Lastly, six different templates were used in the evolution of the SIGAA Library module.
Refine asset and its variations were the most often used templates. They have been applied in
two main kinds of scenarios: (i) when a new optional feature is added, the conditional execution
expression is added in the code assets that can execute this feature. For example, the Terms
of Agreement feature required the introduction of several conditional expressions into the JSF
web pages and Java classes to determine its execution. This is a variation of the Refine
asset template, which considers simultaneous changes to more than one asset. For example,
to simultaneously change assets a and b we would use precondition a b v a′ b′ and an extra
requirement that the names associated to a and b appear together in K. We use the variation,
as simply adding new conditional statements, which are only activated when the new feature is
selected, might not result in asset refinement, since the condition might evaluate to true and
thus potentially change behavior. Thus, we set the default parameter for the new feature as
not selected in the configuration file. Therefore, by changing both assets at the same time we
do have refinement and existing products remain unchanged; (ii) the refactoring of existing
features to accommodate new mandatory and optional features also required the modification
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Table 5.1 Number and percentage of templates applied to each different product line (Metric
for answering the research question). T Main stands for the main branch of TaRGeT, and T Alt
stands for the separate branch; MM stands for MobileMedia; Hep stands for Hephaestus-PL.

Template T Main T Alt MM RGMS Hep SIGAA Total
Split asset 4 (13.7%) 4 (40%) 6 (25%) 1 (3.1%) 0 (0%) 13 (11.4%) 28
Refine asset 5 (17.2%) 0 (0%) 6 (25%) 0 (0%) 0 (0%) 71 (62.3%) 82
Refine asset vari-
ation

0 (0%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 15 (13.2%) 15

Add new op-
tional feature

5 (17.2%) 4 (40%) 4 (16.6%) 3 (9.3%) 1 (12%) 3 (2.6%) 20

Add new manda-
tory feature

3 (10.3%) 0 (0%) 1 (4.1%) 3 (9.3%) 0 (0%) 3 (2.6%) 10

Replace feature
expression

3 (10.3%) 0 (0%) 4 (16.6%) 3 (9.3%) 0 (0%) 8 (7%) 18

Add new alterna-
tive feature

8 (27.5%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 8

Add new OR fea-
ture

1 (3.4%) 0 (0%) 2 (8.3%) 0 (0%) 7 (88%) 1 (0.9%) 11

Delete asset 0 (0%) 0 (0%) 1 (4.1%) 1 (3.1%) 0 (0%) 0 (0%) 2
Remove prepro-
cessing of asset
without prepro-
cessor directive

– 0 (0%) – 3 (9.3%) – – 3

Add harmless
preprocessing
directive

– 0 (0%) – 4 (12.5%) – – 4

Remove harmless
preprocessing di-
rective

– 0 (0%) – 3 (9.3%) – – 3

Add new prepro-
cessed feature

– 2 (20%) – 6 (18.7%) – – 8

Extract prepro-
cessed code

– 0 (0%) – 5 (15.6%) – – 5

of many code assets using the standard Refine asset template combined with Split asset.
Adding new mandatory, optional and OR features required, as expected, the usage of the Add
new mandatory feature, Add new optional feature, and Add new OR feature,
respectively. In addition, the introduction of these new features also demanded the application
of Replace feature expression to update the CK.

In summary, for all of the evaluated safe evolution scenarios in the five product lines, we
found that our templates were sufficient to address the performed modifications. This reinforces
the expressiveness of our templates, although further studies should certainly be carried on with
other product lines and variation mechanisms.

Besides the safe evolution scenarios just discussed, during our study we also identified
unintended unsafe evolution scenarios in the TaRGeT and MobileMedia product lines. These
scenarios were supposed to be safe evolution steps, but actually introduced defects to the product
lines, changing the behavior of existing products and, consequently, impacting users. We know
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that in TaRGeT, these scenarios were unintendedly unsafe because we observed that these issues
were later corrected in its evolution history. Moreover, commit messages mention these problems,
indicating a different intention. In other cases, we observed that the performed changes did not
result in well-formed product lines. We believe that we could avoid these problems by rigorously
applying the refinement templates.

5.2.3 Threats to Validity

Conclusion Validity. Our approach is motivated by the assumption that evolving product
lines without guidance is more error-prone. Although our main focus here is not to evaluate
that, we found preliminary evidence of this issue when identifying evolution scenarios that were
supposed to preserve the behavior of existing products but did not preserve. We found these
issues by simply inspecting the product line artifacts. Despite our familiarity with the product
lines, we could obtain more precise results by combining inspection with testing, for example. We
might have overlooked such issues, thus the number of defects could be higher. The contextual
information used to judge the intention of the evolution is another potential threat, but it was
clear enough in the observed cases. Mitigating these threats would only reinforce the results.

Another threat due to the manual analysis during the identification and evaluation of the
templates is that we could have made mistakes when verifying the necessary preconditions for
applying a template. This could impact our study by changing the templates frequency results
we presented, or even providing evidence of scenarios that could not be handled by our templates.
These situations were, however, often discussed by more than one author, as we also did for the
Linux kernel evolution study presented next.

Additionally, the chosen metrics could be considered a threat to the validity of our work,
since we use them without a baseline. As a future work, we plan to investigate the use of other
ways to quantify the expressiveness of the templates, as well as investigating other properties,
such as usefulness, comprehensiveness, and effort.

Internal Validity. When analyzing RGMS evolution, we observed that, in some occasions,
different pairs of students used the same template combination in similar scenarios. For example,
to support a new database management system, four pairs of students implemented it by changing
the Hibernate configuration file, which stores the configuration parameters of each database, and
used conditional compilation to define which database would be available in a product. This may
have happened because the students discussed with each other how to implement the feature
and then they all decided to implement it using the same technique. While this can represent a
threat to the internal validity of our study, at most it restricted the analysis of other different
template combinations when implementing variability strategies. We also communicated with
students in a uniform way, to avoid deviations in their implementation tasks.

It is important to mention that using the same product line to both infer and evaluate the
templates could be a threat, but we divided the identified scenarios in two different groups. We
used one of these groups to infer the templates and another group, with different scenarios,
to evaluate them. Regarding the other product lines, we only use their scenarios to evaluate
templates. Moreover, we believe that the observed templates depend more on the demanded
tasks (feature creation, modification, etc.) than on the developers that performed these tasks.
This further reduces the threat of using the same product line to infer and evaluate templates.

External Validity. Another threat is the fact that MobileMedia and RGMS are small
product lines developed for research and educational purposes, respectively, so the identified
scenarios could be simple and require few templates. However, we observed that some scenarios
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required the combination of different templates. In addition, the identified templates were also
found in the evolution of TaRGeT and SIGAA, thus reinforcing their relevance and applicability.

Due to the limited quantity and nature of the analyzed product lines, and the chosen
releases and scenarios, our quantitative results cannot be generalised. However, the qualitative
results bring evidence that our set of templates is expressive, at least in a limited context. We
believe that factors such as domain, and team experience and motivation, impact less on our
expressiveness results, but we nevertheless studied product lines of different domains, developed
by disjoint developer teams. The types of templates used seem to depend more on factors such
as variability implementation mechanism and performed tasks. For example, as the early history
of a product line might involve creating many features, analyzing early histories might only
reveal templates that add features. Further studies would be useful to complement results.

5.3 LINUX KERNEL EVOLUTION PATTERNS

To better understand how variability models and related artifacts coevolve, we also studied the
evolution history of a large and complex variability-aware system: the Linux kernel [PGT+13].
We followed a similar approach as used for the previous study, where different researchers
examined and classified the changes, and other researchers were also involved with reviewing the
results. So, we inspected over 500 commits relative to the addition and removal of features in
its variability model, spanning almost four years of Linux kernel development. As a result, we
collected a catalog of high-level evolution patterns capturing the coevolution of the Linux kernel
variability model, Makefiles, and C source code. While this study did not focus on safe evolution,
most of the evolution patterns found also denote safe evolution templates, as we discuss in what
follows.

Variability in the Linux kernel is present in three spaces, corresponding to the three artifacts
of a product line: variability model (FM), mapping (CK), and implementation (AM). The Linux
kernel variability model comprises a set of files written in the Kconfig language.5 Users select
features that should be present in the resulting kernel using a configurator, which renders a
tree of features from the Kconfig files. Features can be visible or invisible, and the configurator
only displays visible features. Once users finish their selection, they save their configuration.
The mapping between features and compilation units occurs mostly inside makefiles. Kbuild,
the kernel build infrastructure, controls the whole compilation process of the kernel. To build
a kernel image realizing a given configuration, users invoke make, which, starting from the
top of the source code tree, recursively runs the makefile in each appended subdirectory and
generates objects. Variability in source code is expressed with conditional compilation directives
(#ifdefs). Boolean expressions over feature names guard whether certain code fragments should
be compiled, and are evaluated against the feature selection done through the configurator.

5.3.1 Methodology

We extracted patterns by analyzing patches that either add or remove features to the variability
model. Then, we keep track of how the mapping and implementation spaces change as a result.
Focusing on the x86 architecture, we processed Kconfig files between the releases 2.6.26 and
3.3, the latest release available when we conducted our analysis. The size of the additions
population in the given release range (4,112) is four times bigger than the size of the removals
sample (1,002). Although differing in terms of the underlying release population, these sizes

5https://www.kernel.org/doc/Documentation/kbuild/
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Additions sample Removals sample

Pattern # instances Refinement? Pattern # instances Refinement?

AVOMF 95 Yes RVOMF 22 No

AVOGMF 10 Yes RVOGMF 9 No

AVONMF 26 Yes RVONMF 9 No

AIMF 13 Yes RIMF 3 No

FTC 8 Yes MVOFNO 3 Yes
MVOFCI 3 Yes
MVOFS 3 Yes

RNM 9 Yes RNM 17 Yes

Total 161 161 Total 69 26

Sample % 78 100 Sample % 68 36

Table 5.2 Patterns frequency

are consistent with studies showing that feature additions in the Linux kernel exceed feature
removals [LSB+10, DVDP13]. We then create two random samples: one comprising 5% (206) of
all added features, and another with 10% (101) of all removed features. We link each sample
entry with the primary commit, that adds or removes the corresponding primary feature. The
primary commit only guarantees to retrieve changes in the variability model. So, as we did for
the previous study, we also establish a commit window, that is, we considered commits that
either follow or precede the primary commit, since changes in other spaces may be in other
commits. We inspected changes contained in a commit window, classifying them as addition,
removal, split, merge or rename of the primary feature. We then further classified the changes in
terms of feature type, whether changing the feature caused the addition of compile-time variation
points in other spaces, among others. We discarded clusters with less than 3 applications: a
pattern can be called a pattern only if it has been applied to a real world solution at least three
times.6

In total, we examine 508 commits, where 406 relate to features in the additions sample and
the remaining 102 to features in the removals sample. It is worth noting that some commit
windows do not lead to sound conclusions, and are thus excluded from analysis: these windows
account for 3% (6) of the features in additions sample, and 7% (7) of the features in the removals
sample. Two researchers were responsible for collecting patterns, and each reviewed the results
of the other; later, a third researcher reviewed all results, pointing out possible inaccuracies for
discussion until reaching a final agreement on the patterns reported. All of the collected data,
its analyses and the custom underlying infrastructure are available online.7

5.3.2 Pattern Catalog

In this section, we present some of the evolution patterns discovered in the study. Table 5.2
shows all patterns, together with the usage frequency in each associated sample. Since this study
did not focus on safe evolution, not all evolution patterns correspond to refinements. However,
the majority of patterns found relate to the product line refinement notion.

6http://c2.com/cgi/wiki?RuleOfThree
7http://gsd.uwaterloo.ca/coevolution-patterns
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Figure 5.8 Add Visible Optional Modular Feature

5.3.2.1 Additions Sample

In the additions sample, most extracted patterns are variations of the Add variable
feature with implementation template. Such patterns consider the different ways in which
we can add a new optional feature changing the three spaces of the Linux kernel. For example,
a visible and optional modular feature increases the user configuration space, by providing a
functionality unit that can be optionally present in the resulting kernel. Modularity, in this case,
assures that the capabilities of the new feature reside in its own compilation unit. Figure 5.8
shows Add Visible Optional Modular Feature (AVOMF), a pattern that adds a new
optional and visible feature f , along with its associated constraints. A build rule then relates
the feature presence to its compilation units, whose files are added to the implementation space,
a direct correspondence with Add variable feature with implementation.

An evolution pattern is akin to a refinement template, showing how the different product
line artifacts coevolve. We use an arrow to denote the transition from the LHS (before-state) to
the RHS (after-state), since not all patterns consist of refinements. Similar to the refinement
templates, we express the variability model using a FODA-based notation [KCH+90], together
with the set of existing cross-tree constraints (i.e., CTC ). In the after-state of Figure 5.8,
an optional feature is added: f . To explicitly report that these features are visible during
configuration, we use a corresponding attribute (shown inside square brackets).

In a build rule (e, r1, r2), e is a feature expression over feature names; r1 is another build rule
executed in case e evaluates to true; and r2 is an alternative build rule for the case e does not hold.
To avoid clutter, the condition and the alternative rule may be omitted to represent unconditional
rules (e is taken as true and r2 is an empty rule). We use the shorthand form (e, r1) when r2 is
empty. The pattern in Figure 5.8 shows a new build rule after adding a feature: (f, f.o), stating
that the presence of f triggers the compilation and linkage of its corresponding compilation
unit. For simplicity, this representation does not distinguish dynamically loadable modules from
objects to be statically linked against the kernel. This mapping is similar to associating feature
expressions with transformations, as we formalize in Section 4.5.3. However, to encode and
prove these patterns we would need to extend the formalization with new transformations.

We express the implementation (I) as a sequence of code block triples (e, c1, c2), where e is an
expression over feature names and c1 and c2 are themselves code block triples. We can simplify
the triples as we do for the build rules. When an entire compilation unit implements a feature,
we draw a square in the code space, such as in Figure 5.8. In all spaces, we use “. . . ” to ignore
unrelated elements that do not affect the features under analysis. In the after-state of Figure 5.8,
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Figure 5.9 Add Visible Optional Non-Modular Feature

the set of cross-tree constraints is then complemented with potentially new constraints.
Most primary features in the additions sample (46%) fit into this pattern and are mainly used

(90%) to add device drivers—features that exist inside the kernel space and are “plugged-in” to
the core kernel (subsystems + system calls) to support different hardware. Such high frequency
agrees with existing work [GT00, IB06, LSB+10, Fei12], stating that the Linux kernel evolution
is mainly driven by the addition of new drivers;

Add Visible Optional Guard Modular Feature (Add Visible Optional Guard
Modular Feature) is an addition pattern that consists of a particular variant of AVOMF.
The difference is that in this pattern, f serves as a compilation guard over a directory, controlling
whether the compilation process should recursively descend to it. So, it contains an additional
mapping rule instructing Kbuild to enter a child directory f/ upon the presence of that feature.
There, it processes the makefile with the rule on how to build f itself.

Add Visible Optional Non-Modular Feature (AVONMF) concerns adding features
that do not fit inside a module. Figure 5.9 shows that this pattern adds a feature, but does not
change the mapping. The implementation changes by including new conditionally compiled code
blocks whose condition refers to f (the alternative code C2 may be absent). Different from the
Add new preprocessed feature template, where we explicitly include rules for setting the
conditional compilation tag, here this is implicitly defined during the configuration process.

Add Internal Modular Feature (AIMF) illustrates how internal modular features
are added. As they are invisible (non-promptable), such features are not exposed to users
during configuration. They exist to provide a common infrastructure to other features. As
with AVOMF (see Figure 5.8), the variability model, mapping and implementation change
to accommodate the new feature (referred as f1). However, two key characteristics differ this
pattern: (i) f1 is invisible (not seen by the user during configuration); (ii) an additional constraint
states that another feature f2 selects f1 (represented as an implication). Thus, the cross-tree
constraints in the after-state are: CTC ′ = CTC ∪ CTC f1 ∪ {f2 → f1}.

The remaining patters are Rename (RNM) and Featurize Code (FTC). We already
discussed that the theories consider renaming as a refinement. Featurization results from creating
a feature from existing elements, that is, associating existing implementation with a new feature.
This gives users a finer-grained control over the configuration, and also prevents unnecessary
features to be shipped in the resulting kernel. We also observed this during TaRGeT evolution,
by applying Add new mandatory feature and Replace feature expression in sequence,
to associate existing code with the Word feature.
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Figure 5.10 Merge Visible Optional Feature into Sibling

5.3.2.2 Removals Sample

In the removals sample, most patterns concern feature retirement. Retiring a feature
consists in removing it from all the spaces it appears. Four retirements patterns occur in the
removals sample: (a) Retire Visible Optional Modular Feature (RVOMF); (b) Retire
Visible Optional Guard Modular Feature (RVOGMF); (c) Retire Visible Optional
Non-Modular Feature (RVONMF); (d) Retire Internal Modular Feature (RIMF).
These patterns are the inverse of their counterpart addition patterns, with a similar frequency
distribution, and do not correspond to product line refinements, since the behavior of existing
products is not preserved. As discussed, not all useful evolution scenarios are refinements.
Retirement happens in the kernel due to features being broken, unmaintained, buggy, obsolete,
besides other reasons such as non-adherence to development conventions.

Besides retiring and renaming features, the removals sample also resulted in patterns related
to merging features. Merge Visible Optional Feature into Sibling (MVOFS) is a
pattern that covers the situation in which developers merge a visible optional feature into its
similar sibling (see Figure 5.10). This pattern aims at easing maintenance, as keeping the two
similar features potentially requires a duplicate effort whenever a change occurs in either of
them. In the before-state of Figure 5.10, two optional sibling features exist. The pattern also
shows two build rules, stating that the presence of f1 and f2 triggers the compilation and linkage
of their corresponding compilation units.

In the after-state of the merge pattern in Figure 5.10, f1 is removed from all three spaces.
The set of cross-tree constraints is rewritten such that every reference to f1 becomes a reference
to f2. Besides referential integrity, such rewrite guarantees that all constraints imposed by f1
are now imposed by f2 as well. Furthermore, the compilation unit of f2 continues to support
the capabilities of f1, plus its own, which is denoted in the pattern as f2 > f1 as an alternative
representation to f1 v f2. Therefore, even though we reduce the total number of products in
the product line after applying this pattern, the resulting product line refines the original, as
products that contained f1 are refined by products with f2. An instance of the pattern is the
case where developers add the capabilities of an old driver (FB IMAC) into a new driver (FB EFI),
and consequently remove the feature associated with the old driver from the three spaces.8

Two other merging patterns consider different ways in which we can merge features. Merge
Visible Optional Feature into New One (MVOFNO) concerns creating a new feature

8Commit 7c08c9ae.
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from an existing one, which is then enhanced with new code. We can also see it as a particular
kind of renaming. We rename a feature f1 to f2 and replace references to f1 with f2 in all
spaces. Again, the compilation unit that implements f2 must refine f1 (f2 > f1), capturing the
enhanced code. Instances of this pattern mostly relate to generalizing drivers to support a set
of related hardware family. Finally, Merge Visible Optional Feature into Computed
Internal (MVOFCI) considers merging a visible optional feature f1 with an internal feature f2,
whose selection is triggered by f1. This pattern removes the user decision about the presence of
f1. In the after-state, the presence of f2 becomes computed by the conjunction of all constraints
imposed by f1 and f2. Feature f1 is then removed, and all references to f1 are updated to f2.

5.3.3 Threats to Validity

There is a threat that the analysis does not reflect the whole population of feature additions
and removals in the Linux kernel. To mitigate this, we rely on randomly collected samples and
on a threshold cut to eliminate non-recurrent change strategies. Scoping to x86 architecture
is also a threat. Yet, previous research by Lotufo et al. [LSB+10] reports that the variability
model of x86 has a similar growth to the variability model of the whole kernel. The choice of the
threshold value is an additional threat. We argue, however, that the use of the rule of 3 assures
the inclusion of less frequent patterns, while still requiring a minimal recurrence. Furthermore,
the threshold prevents us from incorrectly reporting patterns over extreme outliers. The size of
the samples also poses a threat, although minor: if a different and larger sample is used, new
patterns may be found, possibly with a different relative frequency. However, our patterns would
still be valid (although not possibly reported), as they follow from the threshold value.

Manually extracting and classifying patterns is also a threat. To mitigate this, we devise a
methodology with a well-defined sequence of steps. As some of them rely on certain subjectivity,
we performed three extensive reviews to guarantee consistency among all patterns. Moreover, all
our collected data and analyses are publicly available, and can be verified independently. As an
external threat, we cannot state that our patterns occur in systems other than the Linux kernel,
even if they are based on Kconfig+Kbuild. We argue, however, that this does not diminish
the importance of our catalog; Linux is the most successful open-source software, with a large
and rich variability whose evolution can provide new insights on how to support evolution in a
multi-space setting.

5.4 PRODUCT LINE OF LANGUAGES AND TEMPLATES

We have also conducted an initial evaluation over the evolution of the product line of languages
and templates presented in the previous chapter. Such evaluation reinforces the expressiveness
of the templates presented, evaluating them in a different context than the previous studies
reported in this chapter, that is, a product line of PVS theories. As we discuss in Section 4.2,
this product line uses the propositional FM and compositional CK languages to describe its
variability. Assets are PVS specification (.pvs) and proof (.prf ) files.

Figure 5.11 provides an overview of the evolution of this product line, highlighting the
number of safe evolution scenarios between each version. The first version of the product line
refinement theory [BTG10] (r0) was not a product line. We only defined the interfaces between
the theory and the different languages that we can use to create product line artifacts, besides
establishing the compositionality properties.

So, r1 consisted of creating a product line by refining the general theory and instantiating it
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Figure 5.11 Evolution of the product line of languages and templates.

with concrete formalizations of FM and CK languages [BTG12]. We first applied an extractive
adoption strategy [Kru02] to create the product line out of the existing product. This first step
was eased by the fact that the original version of the refinement theory already established the
interfaces and considered the possible instantiations. We formalized the propositional FM and
compositional CK languages described in the previous chapter and illustrated how we could
instantiate the refinement theory. This also enabled us to formalize refinement templates that were
evaluated for expressiveness as we discuss in Section 5.2. The safe evolution scenarios consisted of
adding the two optional features for the FM and CK languages formalized, refining the existing
theory, and creating a new asset (theory specification and proofs) associated with the presence
of two features to prove consistency of the product line instantiation and refinement templates.
Therefore, we could use the Add variable feature with implementation and Refine
asset templates.

For the subsequent versions, we used a reactive strategy [Kru02] to evolve this product line,
extending it to contemplate more products according to our needs. For example, after r1, we
started investigating the evolution of annotative product lines such as RGMS. Thus, we needed
to formalize a CK language that considered transformations, and consequently define refinement
templates specific to this language. Figure 5.12 shows the FM evolution between r1 and r2. We
observe that the FM for r2 reflects this need, as we created new features for the CK language
with transformations, as well as a mandatory feature for reorganizing the FM. So, besides using
Add variable feature with implementation and Refine asset, we observe the use of
Add any feature without changing the AM and CK, since we add the feature named
CK without any implementation, as we only use it for organizing the FM.

PL

Propositional 
FM Compositional

r1

PL

Propositional 
FM

Compositional

r2

CK

Transformation

Select 
Assets Preprocess

v

Figure 5.12 Feature model evolution between r1 and r2.

The next evolution step consisted of formalizing the refinement theories for product popula-
tions and multi product lines. In this case, we only added two optional features directly connected
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to the root feature on the FM we show in Figure 5.12. We again used Add variable feature
with implementation for adding the new theories and templates, and Refine asset for
making the neeeded changes to the product line refinement theory. We then realized that we
could exploit similarities between the different FM and CK languages formalized, as discussed
in Section 4.1. Therefore, we restructured the product line, creating new intermediate theories
for FM, CK, and assets, formalizing another FM language, and restructuring the templates
accordingly. We describe the resulting product line in Section 4.2
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CHAPTER 6

CONCLUSIONS

But what. . . is it good for?

—ENGINEER AT THE ADVANCED COMPUTING SYSTEMS

DIVISION OF IBM, COMMENTING ON THE MICROCHIP (1968)

In this work, we discuss how to provide support for safe evolution in the context of product
lines and sets of product lines, such as product populations and multi product lines. We extended
the existing product line refinement theory [BTG12] with additional equivalence and refinement
notions for FMs and CK, together with their compositionality properties. We also established
refinement theories for product populations and multi product lines, following the same intuition
used for product line refinement: each product from the original set of product lines must
be refined by a product in the resulting set of product lines. These notions could be useful
for companies that develop a wide scope of products and reuse functionality across several
domains [BCM+04, vO02]. They enable us to justify safe evolution scenarios involving sets of
product lines, such as splitting a product line into two.

Moreover, we also prove compositionality theorems, providing a framework for reasoning
about modularity. These theorems are useful for understanding the sufficient conditions for
safely evolving an individual product line without introducing changes to observable behavior
of existing products. This enables us to reuse and apply the results from safe product line
evolution [NTS+11, AGM+06, BTG12], and helps to explain how modular development can
be supported in both approaches. Compositionality is also particularly important for multi
product lines, as a survey shows that “support for multi product line evolution” is an important
capability [HGR12].

Our refinement theories are language independent, with respect to the artifacts that constitute
a product line, such as FMs, CK, and assets. Explicit assumptions and axioms establish interfaces
between the theory and the different languages that we can use to create product line artifacts.
Instantiating the theories with formalizations for these languages enables us to explore refinement
templates, abstracting safe evolution scenarios. We explore the similarities between different
concrete languages that can instantiate the theories. We abstract common properties by
formalizing intermediate languages that are also consistent with the refinement theories. This
way, we can use them to further abstract refinement templates, making them useful for a broader
spectrum of FM, asset, and CK languages. This also avoids generating many similar templates,
possibly reducing the effort for proving them.

We structure these theories as a product line, by means of the theory interpretation and
parameterization mechanisms of PVS. This product line consists of specification and proof files,
where the features correspond to languages, and products correspond to instantiations of the
refinement theories and their associated refinement templates. Additionally, we show refinement
templates that work in the context of product populations and multi product lines, and discuss
that we can reuse existing templates for individually evolving FMs and CK.

The use of a theorem prover such as PVS was important to consolidate our approach. It
was helpful for improving our confidence that the assumptions and axioms established in the
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refinement theories were reasonable when instantiating them with formalizations of FM, CK, and
asset languages. The theory interpretation and parameterization mechanisms were valuable to
guarantee consistency when instantiating the refinement theories. Moreover, encoding templates
and proving their soundness with respect to the refinement notions was also useful on the
template discovery process, as we discuss in Section 5.2. It revealed unnecessary pre-conditions
that were not used during the proof. It also indicated missing pre-conditions, when we could not
prove a particular template. As the templates precisely specify the transformation mechanics and
preconditions, their soundness is specially useful for correctly implementing the transformations
and avoiding typical problems with current single program refactoring tools [ST09]. In fact,
soundness could help to avoid even subtler problems that can appear with product line refactoring
tools. The experience on restructuring specifications to derive the product line of theories also
had an impact on the proofs. This could reveal further research directions on providing support
for refactoring specification and proofs, as we point in Section 6.2.

Finally, besides proving soundness, we also evaluated the expressiveness of the proposed
refinement templates. We reported results of studies conducted to discover and evaluate the
expressiveness of the refinement templates. Evaluating expressiveness is important for ensuring
that our templates are in fact useful for guiding developers in the task of safely evolving product
lines and sets of product lines. We analyzed the evolution history of existing product lines to
discover safe evolution templates and to evaluate whether the templates are expressive enough
to justify safe evolution scenarios performed by developers [NTS+11, NBA+]. We have also
discussed an empirical study over the evolution of the Linux kernel [PGT+13]. This study
revealed a number of evolution patterns that abstract common evolution operations over the
kernel. As we discuss, not all useful evolution scenarios are refinements. Nonetheless, most of
the identified patterns are consistent with the product line refinement notion. We also discuss
how we could use the refinement templates to safely evolve the product line of theories.

6.1 CONTRIBUTIONS

Here we review the main contributions of this work, detailed in what follows:

• we propose refinement theories for product populations (Section 3.7) and multi product
lines (Section 3.8), enabling us to address evolution scenarios that the product line
refinement theory does not support;

• we present a product line of theories (Section 4.2) that formalizes different concrete and
intermediate languages for expressing FMs (Section 4.3), assets (Section 4.4), and CK
(Section 4.5). Instantiating the theories with different languages brings additional evidence
that they are general and language independent;

• we propose product line refinement templates based on the intermediate FM and CK
languages (Section 4.5.1), that further abstract existing refinement templates [BTG12,
NTS+11]; we also propose refinement templates for product populations and multi product
lines (Section 4.6);

• we present an evaluation of the expressiveness of our refinement templates, showing that
we can use them to justify evolution scenarios using the evolution history of existing
product lines (Section 5.2); we also show that most evolution patterns identified from the
Linux kernel evolution [PGT+13] consist of product line refinements and relate to our
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templates (Section 5.3); we also use refinement templates to reason about evolution of our
product line of theories (Section 5.4);

6.2 RELATED WORK

In this section we present the related work. First we discuss works related with refinement and
refactoring. Then, we relate our work with existing research on product line evolution. Finally,
we also compare our work with existing research on product populations and multi product lines.

6.2.1 Refinement and refactoring

Opdyke coined the term refactoring in his thesis [Opd92]. He informally proposes refactorings as
behavior-preserving program transformations that improve quality factors [OJ90]. The definition
aims to support the iterative design of object-oriented application frameworks, approaching
behavior preservation through successive compilation and tests. Although Opdyke’s work, and
later refactoring definitions, apply to frameworks, which are often used in current product line
development, and introduce variation points, in a product line we have to deal with a number
of products, not a single program, and this might involve conflicting sets of class declarations.
Furthermore, product line evolution, as explored here, goes beyond code assets and considers
specific product line artifacts such as FMs and CK.

The idea of transforming a program into another one with compatible observable behavior is
even older than refactoring. In fact, early work by Hoare and Dijkstra [Hoa72, Dij71] formalize
behavior preservation through the notion of refinement, which underlies typical refactoring notions.
Those refinement notions were later used to formally derive laws of programming, which state
properties about programming constructs and are useful for reasoning about programs [Mor94].
A number of paradigms have benefited from algebraic programming laws. For example, laws of
Occam [RH88] provide useful properties of concurrency and communication. As another example,
laws of imperative programming [HSH+87] have been useful not only for providing algebraic
semantic definitions but also for establishing a sound basis for formal software development
methods, such as refactoring. In this work, we take into consideration specific characteristics
from product lines, product populations and multi product lines, presenting refinement notions.
Additionally, we prove a number of properties about these notions and associated transformation
templates, which can be seen as a small set of laws for such contexts.

Borba et al. [BSCC04] propose a relatively complete set of programming laws for the
Refinement Object-Oriented Language (ROOL), which is a language similar to sequential Java
but with copy semantics. They define this set of primitive laws (bidirectional refinement
transformations) based on a refinement notion, and proved that they are behavior preserving
based on a weakest preconditions semantics for ROOL [BSCC04]. By composing their laws,
they formalize a number of object-oriented program refactorings. Silva et al. [SSL08] extend
the previous work considering a language with reference semantics (rCOS). They prove the
correctness of each one of the laws with respect to rCOS semantics. By instantiating our theory
with their refinement notions, we can jointly apply the program refactorings in ROOL and rCOS
together with product lines templates such as Split Assets, which we describe here. Moreover,
using the compositionality result, we could safely evolve product lines by applying ROOL and
rCOS templates to the product line asset base. We could also do that to other programming
and modeling languages that have similar refinement notions.

Murphy-Hill et al. [MHPB09] present a study about how programmers refactor. They analyze
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usage data from Eclipse users and refactoring tools logs to classify which programs refactorings
are more frequently used. They also use commits from Eclipse Concurrent Versioning System
(CVS) repositories and they infer which refactorings were performed by comparing adjacent
commits manually. In this work we use a similar strategy to discover product line safe evolution
scenarios and to infer which templates were used in these scenarios. We also classify which
templates are more commonly used using data retrieved from the evolution of five product lines.

Weissgerber and Diehl [WD06] propose a technique to detect changes that are likely to
be refactorings. Based on information from code repositories, they reconstruct refactorings
by means of syntactical and signature-based analysis, using code-clone detection to refine the
results, ranking the refactoring candidates. Their technique focuses only on the code, while our
analysis must take into account the whole product line, going beyond code assets. Therefore,
this is why we conducted a manual analysis. Nonetheless, both approaches are complimentary,
and could be integrated for cases where only the code has changed. As an example, we could
use their technique to detect instances of the Refine asset template.

Kim et al. [KNGW13] propose a rule-based program differencing approach that discovers
and summarizes systematic code changes as logic rules. They use the version control history
to detect evolution patterns, as we also did. They only focus on code differences between two
versions, whereas we investigate product line evolution as a whole.

6.2.2 Product Line Evolution

Alves et al. [AGM+06] propose an informal notion of product line refactoring and a number of
FM refactoring and equivalence templates. Gheyi et al. [GMB08] extend that by proposing a
complete and minimal catalog of FM transformation templates. We go beyond that by improving
and formalizing the underlying product line refinement notion, and also by considering not only
FMs, but CK and assets too, both in isolation and in an integrated way. Nevertheless, using
the compositionality results we present here, some of the mentioned FM templates could be
used to safely evolve a product line by changing the FM only. Even earlier work [CDCvdH03]
on product line refactoring focuses on product line Architectures (PLAs) described in terms of
high-level components and connectors. This work presents metrics for diagnosing structural
problems in a product line, and introduces a set of architectural refactorings that can be used
to resolve these problems. Besides being specific to architectural assets, this work does not
deal with other product line artifacts such as FMs and CK. There is also no notion of behavior
preservation for product lines, as captured here by our notion of product line refinement.

Thüm et al. [TBK09] present and evaluate an algorithm to classify edits on FMs. They
classify the edits in four categories: refactorings, when no new products are added and no
existing products are removed; specialization, meaning that some existing products are removed
and no new products are added; generalization, when new products are added and no existing
products removed and arbitrary edits otherwise. In our work, we go beyond FMs and also take
into account edits in other artifacts like CK and code assets. Moreover, we are interested in
providing guarantees, a priori, that particular kind of edits result in safe evolution. So, using
their classification, we are more interested in refactorings and generalization edits. However,
even specialization can result in safe evolution, as we discuss in Section 5.3.2.

Lotufo et al. [LSB+10] performs a longitudinal analysis over Linux Kconfig models. They
analyze how a number of characteristics, such as number of features, height of the tree and
depth of the leaves, using the FMs of those versions. Based on this investigation, they identify
challenges encountered in the process. The analysis, however, is restricted to variability models.

132



Pleuss et al. also model the evolution of a product line on the FM level [PBD+12], presenting a
model-driven approach for modeling the historic evolution. They propose a different type of FM
to help on analyzing historic evolution and planning future evolution. Again, such analysis focus
only on the FM, here we are interested on product line evolution as a whole.

A number of approaches [KMPY05, TBD06, LBL06, KAB07] focus on refactoring a product
into a product line. First, Kolb et al. [KMPY05] discuss a case study in refactoring legacy
code components into a product line implementation. They define a systematic process for
refactoring products with the aim of obtaining product lines assets. There is no discussion
about FMs and CK. Moreover, behavior preservation and configurability of the resulting product
lines are only checked by testing. Similarly, Kastner et al. [KAB07] focus only on transforming
code assets, implicitly relying on refinement notions for aspect-oriented programs [CB05]. As
discussed here and elsewhere [Bor11] these are not adequate for justifying product line refinement
and refactoring. Trujillo et al. [TBD06] go beyond code assets, but do not explicitly consider
transformations to FM and CK. They also do not consider behavior preservation; they indeed
use the term “refinement”, but in the different sense of overriding or adding extra behavior to
assets.

Liu et al. [LBL06] also focus on the process of decomposing a legacy application into
features, but go further than the previously cited approaches by proposing a refactoring theory
that explains how a feature can be automatically associated to a base asset (a code module,
for instance) and related derivative assets, which contain feature declarations appropriate for
different product configurations. Contrasting with our theory, this theory does not consider
FM transformations and assumes an implicit notion of CK based on the idea of derivatives.
So it does not consider explicit CK transformations as we do here. Their work is, however,
complementary to ours since we abstract from specific asset transformation techniques such as
the one supported by their theory. By proving that we can map their technique to our notion of
asset set refinement, we can use both theories together.

The notion of product line refinement discussed here first appeared in a product line
refactoring tutorial [Bor11]. Besides introducing product line refactoring, it defines an initial
notion of population refactoring, useful for justifying product line derivation from several
programs, for example. It also illustrates different kinds of refactoring transformation templates
that can be useful for deriving and evolving product lines. Later on we extended [BTG10]
the initial formalization of the tutorial making clear the interfaces between our theory and
languages used to describe product line artifacts such as FMs and CK. We also derive a number of
properties that were not explored in the tutorial. We encode the theory in the PVS specification
language and prove all properties with the PVS prover. In this work, we generalize the previous
theory, extending it with additional properties and formalizing product populations and multi
product lines, together with refinement notions and associated properties. We also propose a
product line of theories that formalize intermediate and concrete FM, asset, and CK languages
that instantiate the refinement theories. Together with this instantiation, we also propose and
prove soundness of refinement templates for product lines and sets of product lines.

Czarnecki et al. [CHE05] introduce cardinality-based feature modeling. They specify a formal
semantics for FMs and translate cardinality-based FMs into context-free grammars. They also
propose FM specializations, a transformation that reduces configurability. We explain how
we can instantiate our theory with their FM notation. We can see their formal treatment of
FM specialization as the opposite of our notion of FM refactoring [AGM+06]. Schobbens et
al. [SHTB07] provide a formal semantics for FMs (in their work, feature diagrams), in terms
of generic formalization of syntax and semantics. This effort results in a language— Varied
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Feature Diagrams (VFD)— that is expressively complete, making it able to express diverse
constructs. The product line refinement theory declares Assumption 1, specifying a general
FM semantics definition that is similar to theirs. We can express our specific FM semantics in
their formalization. We can also instantiate our theory for dealing with other FM notations and
semantics proposed by Schobbens et al. [SHTB07].

Thaker et al. present techniques for verifying type safety properties of AHEAD [Bat04]
product lines using FMs and SAT solvers [TBKC07]. They extract properties from feature
modules and verify that they hold for all product line members. Czarnecki and Pietroszek also
propose a well-formedness verification approach, but for feature-based model templates [CP06].
Such templates consist of an FM and an annotated model expressed in some general modeling
language such as UML or a domain-specific modeling language. They also use SAT solvers,
checking the FM against constraints to verify that no ill-formed template instances can be
produced. Kaestner et al. propose a technique for verifying type safety of annotation-based
product lines [KATS12]. They extend the Featherweight Java calculus and prove formally that
all program variants generated from a well-typed product line are well-typed. Finally, we also
propose a language independent approach to verify safe composition of product lines written
using compositional CK languages [TBG13]. We translate the FM and CK to propositional
logic, and use the Alloy Analyzer [JSS00] to perform the verification in different compositional
product lines.

Schaefer et al. propose Delta-oriented Programming (DOP) [SBDT10] as another way for
implementing product lines. Implementation uses delta modules, that extend FOP with the
ability to remove classes, methods and fields. Similarly as with our CK, a delta module can be
associated with feature expressions, separating when such implementation should be applied
and in which order, envisioning to increase reusability. They also present a compositional
type system [SBD11] for delta-oriented product lines in Java using a core calculus for DOP.
Constraints are inferred for each delta module. The type system is proven correct and complete
with respect to the core calculus used. It verifies safe composition considering the delta module
constraints and an abstraction of each program variant. They further enhance the type checking
approach by providing a family-based analysis step [DS12], making it possible to reuse the
intermediate results of the analysis associated to the product variants.

We can use the safe composition and type checking works to verify the well-formedness
constraint used for defining product lines, product populations, and multi product lines in our
theories, depending on the asset language used. As some of the templates require well-formedness
of the resulting product line, we can also use these approaches to verify such pre-conditions.

Schulze et al. propose a refactoring catalog for delta-oriented (DOP) product lines [SRS13],
implemented in the context of an Eclipse plugin. They also propose code smells that might be
useful for identifying opportunities for applying product line refactorings. Some of the refactorings
correspond to templates we present here, such as Feature renaming and Replace feature
expression. Although they do not provide a formalization, their work complements our work
by providing an implementation of such transformations. They also argue that such refactorings
are generalizable to other compositional approaches. This is also what we do here by establishing
templates for intermediate FM and CK languages.

The theories presented in this work aims to formalize concepts and processes from tools [LBL06,
CBS+07, ACN+08] and practical experience [ACV+05, AJC+05, KMPY05, AGM+06, TBD06,
KAB07] on product line refactoring. We can use the refinement theories presented for deriving
more interesting refactoring tools for product lines and sets of product lines.

Seidl et al. [SHA12] present an evolution system for model-based product lines. As in our
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work, they represent product lines using three spaces, namely problem (FM), mapping (CK),
and solution (code assets) space. They aim to keep consistency of the spaces when performing
an evolution operation that can potentially harm the mapping between problem and solution
space. To achieve that, they present and evaluate a number of semi-automatic and syntactic
remapping operators that support developers on this task. Although they express no explicit
concern with safe evolution, nor propose overall product line transformation templates, one
could likely use their operators to implement the CK changes expressed by the templates we
present here. Different from what we do here, the authors do not provide empirical evidence
over the need of supporting those scenarios.

Passos et al. [PCW12] analyze the evolution of the Linux kernel, taking into account changes
to the FM (Kconfig, in their context), CK (Kbuild), and assets with preprocessing directives
(cpp). As a result, they propose evolution patterns. Their study focused only on evolution
scenarios that involve features being removed from the FM, so they are not restricted to safe
evolution scenarios, considering potentially unsafe transformations. They extend this study
considering also scenarios where features are added to the FM [PGT+13], resulting in a larger
set of patterns. Most of the reported patterns conform to our product line refinement notion. In
fact, some are actually particular variations of our templates, such as Add variable feature
with implementation. The main difference is that our intention is to provide guarantees and
support when the intention is to safely evolve a product line, whereas they are interested to
report the evolution scenarios that happen in a particular timeframe.

Laguna and Crespo [LC13] conducted a systematic mapping study on reengineering legacy
systems into product lines and refactoring existing product lines. They classify a corpus of
existing works in these two areas, discussing what the focus of each approach is, and also provide
some insight into the research opportunities in the field. Our theories support both legacy code
reengineering and refactoring activities, as discussed when presenting the refinement templates.
We also do not focus only on code or model refactoring, but rather assume that both can coevolve.
Moreover, our work also targets one of the research opportunities they identified: working on
formal definitions of refactorings.

Heider et al. [HRGL12] propose a regression testing approach to detect the impact of changes
to variability models. The basic idea is to identify existing products that are affected by evolving
an associated product line. The illustrated implementation compares, in a lexical or syntactical
way, the assets of the products generated by the original and the new (evolved) product line. If
there are differences, the tool warns the user. This might be helpful to identify potentially unsafe
modifications, but they do not explore this. The tool just indicates what has to be analyzed,
with no information on whether the modification is safe or not. Similar to our work, they are
interested in analyzing impact on the existing products. Different from our work, they do not
consider all possible products in the FM, but rather, only the product configurations previously
created and derived. They perform analysis a posteriori, that is, after a change happens, and
only with the aim of warning developers. We propose templates to, possibly a priori, prevent
developers of making changes that impact existing products.

Based on the same underlying theory we present here, but following an a posteriori approach,
Ferreira et al. [FBSG12] present different approaches to check product line refinement by applying
regression unit testing; this contrasts with the more efficient but less precise lexical or syntactical
approach of Heider et al. The approaches implement different and practical approximations of
the product line refinement notion. They evaluate the approaches in safe evolution scenarios
identified by our study, where existing product’s behavior should be preserved. The tools also
found that the unintended unsafe evolutions introduced behavioral changes. Moreover, they also
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introduce defects in product lines to evaluate the precision of their approaches.
We could also use alternative methods for checking product line refinement. Cordy et al.

propose an algorithm for efficiently model-check product lines to manage evolution [CCS+12],
based on their previous work using Featured Transition Systems to model product line behav-
ior [CHSL11]. They identify two particular feature classes and use simulation relations to enable
reusing previous verification results.

Thüm et al.conducted a survey that proposed a classification of product line analysis
strategies [TAK+]. They propose three main classification strategies, which can also be combined:
product-based, feature-based, and family-based. They indicate how the analysis strategy deals
with variability. Based on this survey, von Rhein et al. propose the Product-Line-Analysis
(PLA) model [vRAK+13], a model for classifying and comparing existing analyses, which
describes combinations of strategies. Here, we do not describe product line analyses, but we
propose templates that describe product line transformations in different dimensions, combining
different FM, asset, and CK languages. Fenske et al. propose a taxonomy of product line
reengineering [FTS13], identifying dimensions where variant-preserving activity occurs, and
proposing definitions for the main branches of the taxonomy: migration, refactoring, and mapping.
Here, we propose refinement notions that are also variant-preserving in the sense that we do not
change the behavior of existing products. However, we do not provide a taxonomy of changes,
but rather describe templates that abstract common safe evolution scenarios. Nonetheless, our
templates indeed describe migration, refactoring, and mapping changes.

Related to our goal of establishing a product line of theories for reducing proving ef-
fort, Delaware et al. proposed product lines of theorems and proofs built from feature mod-
ules [DCB11], realized in the Coq propf assistant. They applied product line techniques to
decompose a programming language specification into theorems about properties of this language.
Each module contains proof fragments, modularizing mechanized meta-theory proofs. Feature
selection is manually performed, as we do here for instantiating and interpreting the theories.
Different from what we do, based on a userâs selection, the corresponding correctness proof is
generated. In this work, we did not explore proof automation.

6.2.3 Product Populations

The use of product populations has been proposed by Van Ommering [vO02]. He presents some
guidelines for evolving populations using the Koala component model, but does not formally
discusses or analyzes population evolution, nor concentrates on providing support for safe
scenarios as we do here. Other authors have described the practical applications of product
populations [vO02, BCM+04, BLP05]. Van Ommering [vO02], without focusing on evolution.

Initial ideas about population refinement appeared in a product line refactoring tuto-
rial [Bor11]. Here we revise the ideas, remove important limitations, and make the whole
population refinement notion language independent. In particular, the initial notion focuses
on relating two source product lines with a target one, and is defined in terms of product line
refinement. Here we go beyond that, establishing populations as sets of product lines. This
allows us to reason over an arbitrary number of source and target product lines, and to prove
properties not considered before, such as transitivity and compositionality. Furthermore, besides
encoding the notion and proving its properties in PVS, we present refinement templates.

Rubin and Chechik use our product line refinement theory for combining products to generate
product lines [RC12]. They present an operator for adding a model to an existing product
line. They formally prove the correctness of this operator using the product line refinement
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notion, showing that the resulting product line generates the same products as before, plus the
additional merged model. We can also see this operator as a population refinement operator
and use the notions we propose in this work to justify it. Moreover, the notion we present here
is more comprehensive, as it justifies individually evolving a product line inside a population, as
well as splitting a product line in two, for example.

Rubin and Chechik also propose a framework for managing a collection of related product
variants realized via cloning [RC13]. They define abstract operators for expressing development
and maintenance scenarios over products, such as composing features, determining feature
dependencies, and so on. Although their work does not focus on ensuring safe evolution, we
could implement some of their operators to express safe evolution scenarios and ensure refinement
of a product population of cloned product variants.

6.2.4 Multi Product Lines

Recent works have discussed multi product lines [RS10, HGR12, HTGE12, BKS12, SA13].
The focus is mostly on modeling, structuring, and analyzing multi product lines, but some
also approach evolution. Here, however, we follow a different direction: we abstract from
implementation and modeling details, focusing on formalizing the key concepts of multi product
lines, and the conditions needed for safely evolving them. This allows us to explain when, and
in which sense, multi product line development can be done in a modular way.

Rosenmüller et al. present an approach to model and configure multi product lines [RS10].
They use composition models to combine product lines into forming a multi product line. With
such models, they can generate configurators that help automate the configuration process.
Their work is complementary to ours, since we could use the composition models to instantiate
the general theory for multi product lines. Moreover, their configurators could be used for
implementing the confs function assumed in Definition 17 (see Section 3.8).

Holl et al. performed a systematic review and an expert survey on capabilities supporting
multi product lines [HGR12]. The survey showed that “support for multi product line evolution”
was a capability suggested by 30% of the participants. Similar to our discussion about the
compositionality theorems, they point out that evolution is particularly important in multi
product lines because changes to individual product lines must be synchronized. In another
work [HTGE12], they propose an approach to manage dependencies that arise during the
configuration process. They provide tool support for users performing product line configuration,
enabling the detection of such implicit configuration dependencies. Relating to our work, this
approach could be useful for updating the constraints of a multi product line. After inferring
dependencies on individual configurations, the system architect could establish dependencies for
the whole multi product line.

Two recent approaches deal with evolving ecosystems, a special kind of multi product
lines where the variant space is open and individual products are generated by combining a
common platform with variable extensions [SA13]. As an example, consider the Eclipse IDE
and its different plugins and extensions. Seidl and Assman present an ecosystem modeling
notation [SA13], with special focus on evolution. They capture temporal information for
analyzing evolution of a ecosystem over time. Such information can be used for shaping further
development of a ecosystem. They also propose Hyper Feature Models (HFMs) [SSA13] as an
approach for capturing variability in time and space, explicitly providing feature versions as
configurable units for defining products. Here we do not model such temporal information. Our
refinement templates only employ pattern matching for defining conditions before and after the
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transformation.
Brummermann et al. formalize the composition of variability in software ecosystesms using

partial configurations, showing how it helps to address distributed product line evolution [BKS12].
The goal is to detect inconsistencies and identifying critical parts in an invalid configuration.
Therefore, we could use this approach for implementing the confs function, to ensure that only
valid configurations are generated. Different from our formalization, in which we define a multi
product line as a finite set of product lines and constraints, both works do not have a closed
variability space.

6.3 FUTURE WORK

We plan to continue exploring relationships between FM, asset, and CK languages, abstracting
properties from existing languages such as decision models and Kconfig models. This way, we can
improve our intermediate theories, or even derive others that illustrate different characteristics
than the ones we present here. This can be helpful for proving soundness of the Linux kernel
evolution patterns. We plan on further formalizing transformations and feature expressions that
take into account feature cardinality and attributes. For instance, we could use an expression
#F > 1 to denote a presence condition that is applied when the cardinality of the given feature
F is higher than 1. Similarly, an expression F (att) would expose the F attribute values as att ,
which could be used by transformations performed for each instantiated value of the F attribute
in a given configuration. We also plan on improving the formalization of cardinality-based
FMs, to take into account group cardinality. As discussed, by formalizing concrete and abstract
properties, we can prove properties using the higher abstraction level possible, reusing these
results for concrete languages.

We also intend to conduct an empirical study to evaluate the evolution of the product line
of theories. Besides evaluating the templates that could justify safe evolution scenarios, we
will also compare the cost-effectiveness of using the theories structured in this way, versus the
non-product line process. We plan to answer questions related to the effort in restructuring the
theory and proving theorems using intermediate and concrete theories. To measure this, we can
use metrics such as number of edits or refinements to the theory, number of proof steps needed
for proving theorems, among others. Further investigating the evolution of the theories can also
result in language-specific templates based on the specification and proof notation of PVS.

Additionally, we intend to implement tool support for the refinement templates in a semi-
automatic way, in the context of the FLiP tool [CBS+07, ACN+08]. This tool already supports
product line extraction and evolution tasks, focusing mostly on code. We plan on extending it
so it also considers refinement templates such as the ones presented here. A particular issue
is the verification of the pre-conditions for some templates. In the particular cases where we
require well-formedness of the resulting product line, such as Add variable feature with
implementation, we can rely on safe composition approaches, as discussed in the previous
section. When a pre-condition requires asset refinement, we can approximate this using tools
such as SafeRefactor [SGSM10]. Additionally, we can use existing product line refinement
checkers [FBSG12] (see also Section 6.2) to improve confidence that the template implementation
does not introduce behavioral changes. We also plan to investigate further optimizations to the
approaches proposed for checking refinement. For example, combining change impact analysis
results [MGS+13] which identifies changes undetected by SafeRefactor and has a better change
coverage in larger subjects.

To further improve the expressiveness of our templates set, we intend to continue conducting
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empirical studies to discover more templates and evaluate the expressiveness of existing ones.
We also plan to investigate representativeness. Our initial results already give some evidence
that templates can describe many safe evolution scenarios. Nonetheless, we plan to study
more product lines from different domains. We are already conducting extensions over the
Linux kernel evolution study [PGT+13], further analyzing the kernel while also considering the
evolution of other Kconfig-based product lines, such as BusyBox. Additionally, to improve our
understanding of safe evolution of multi product lines, we also plan on studying the evolution of
Linux distributions and other software ecosystems. Additionally, as mentioned, we intend to
formalize the Linux kernel evolution patterns that correspond to refinements.

We also plan on investigating how our theories can provide support even in the context of
unsafe evolution scenarios, such as retirement. For example, the identified evolution patterns
from the Linux kernel [PGT+13] show that feature retirements happen. The patterns that remove
features consist of removing a feature from all variability spaces. This way, we could define an
alternative refinement notion, that would require that all products modulo the feature removed
should be refined by the resulting product line. This could also result in more approaches for
checking product line refinement [FBSG12].

Although we do not focus on completeness, we also propose a comprehensive set of templates.
By Theorem 14 and Theorem 15, we have that we can evolve product lines in a stepwise
way, dividing a broader safe evolution scenario into separate changes made to the product line
elements. We have completeness results for transformation laws for propositional FMs [GMB08]
and compositional CK [Tei10]. We also have a relative completeness notion for laws of a particular
asset language (ROOL) [BSCC04]. We intend to investigate how we can combine these existing
results to achieve completeness for product line transformations in the context of such languages.

We also plan to further investigate how our theory can provide support for safely evolving
product lines of product lines [BS11, TH01]. This concept consists of applying the product line
concepts recursively. That is, a product line can itself have variations and a family of related
product lines can be constructed from a common set of assets, resulting in a PL2, a product line
of rank 2, in which the generated products are product line themselves. The idea recurses: a PL3

is a product line of PL2, and so forth, so a PLn has rank n. We can achieve this by instantiating
assets with the PL type, as defined in Definition 11, since we already have a refinement notion
for such assets (Definition 12). We have an initial formalization of such instantiation.
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[CdCMdM+11] Yguaratã Cerqueira Cavalcanti, Ivan do Carmo Machado, Paulo Anselmo
da Mota, Silveira Neto, Luanna Lopes Lobato, Eduardo Santana de Almeida,
and Silvio Romero de Lemos Meira. Towards metamodel support for variability
and traceability in software product lines. In VaMoS ’11, pages 49–57, 2011.

[CDCvdH03] Matt Critchlow, Kevin Dodd, Jessica Chou, and André van der Hoek. Refactoring
product line architectures. In 1st International Workshop on Refactoring:
Achievements, Challenges, and Effects, pages 23–26, 2003.

[CE00] K. Czarnecki and U. W. Eisenecker. Generative programming: methods, tools,
and applications. ACM Press/Addison-Wesley, 2000.
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[HGR12] Gerald Holl, Paul Grünbacher, and Rick Rabiser. A systematic review and an
expert survey on capabilities supporting multi product lines. Information and
Software Technology, 54(8):828–852, August 2012.

[Hoa72] C. A. R. Hoare. Proof of correctness of data representations. Acta Informatica,
pages 271–281, 1972.

[HRGL12] Wolfgang Heider, Rick Rabiser, Paul Grünbacher, and Daniela Lettner. Using
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[NBA+] Láıs Neves, Paulo Borba, Vander Alves, Lucineia Turnes, Leopoldo Teixeira,
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