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Resumo 

É possível se observar um alto crescimento no número de aplicações Web sendo 

desenvolvidas. Isto está acontecendo principalmente porque a Web está entrando em uma 

nova fase, chamada Web programável, onde diversos sistemas baseados na Web estão 

disponibilizando suas APIs publicamente. Com o objetivo de lidar com a complexidade 

dessa Web emergente, este trabalho define a noção de uma Máquina Social (Social Machine - 

SM) e vislumbra uma linguagem que permite descrever redes de tais máquinas. 

Para começar, nós definimos uma Máquina Social como sendo “um componente 

conectável e programável que encapsula (WI) um sistema de processamento de informação 

(IPS) e define um conjunto de serviços requeridos (RS) e providos (PS), dinamicamente 

disponível sob certas restrições (C), as quais são determinadas por, dentre outras coisas, 

seus relacionamentos (Rel) com terceiros”. Em outras palavras, uma SM é uma máquina 

conectada, normalmente à Web, que dinamicamente provê e/ou requer um conjunto de 

serviços de acordo com os seus relacionamentos estabelecidos. Qualquer aplicação na Web 

pode ser vista como uma SM. 

Para que seja possível a aplicação prática do conceito de Máquina Social previamente 

mencionado, nós definimos SMADL, uma linguagem para descrição arquitetural de SMs, 

como uma tentativa de ser uma forma completamente diferente de se programar a Web, 

misturando conceitos de linguagens de descrição arquitetural (ADLs) e linguagens 

específicas de domínio (DSLs). Como uma ADL, a linguagem permite a descrição de 

máquinas sociais (e redes de tais) em termos de relacionamentos (Rel) como abstrações de 

alto nível, sem a necessidade de se especificar os detalhes de comunicação (protocolos) 

e/ou métodos de autenticação. Como uma DSL, ela permite a criação e integração de 

serviços Web usando uma sintaxe de tipos dinâmicos, integrada à máquina virtual Java e à 

IDE Eclipse. Cada elemento do conceito de uma SM é diretamente mapeado na linguagem. 

Em poucas palavras, SMADL pode ser definida como uma linguagem dirigida a 

relacionamentos que pode ser usada para descrever interações entre qualquer número de 

máquinas de inúmeras formas, como um meio de representar máquinas interagindo na 

Web realmente e, obviamente, como um meio de representar interações com outras 

máquinas sociais também. 



 

Vários outros esforços já foram feitos para definir ADLs e alguns deles foram, de 

alguma forma, aplicados no domínio da Web. Entretanto, há uma clara falta de base 

fundamental que provenha abstrações de alto nível tais como o modelo de máquinas 

sociais provê. SMADL foi implementada em duas versões, uma textual e outra visual. 

Ambas as versões foram avaliadas através de um estudo de caso e uma pesquisa baseada na 

opinião de especialista e indicaram ser boas soluções para problemas práticos. 

Palavras-chave: Engenharia de Software. Linguagens Específicas de Domínio. Linguagens 

de Descrição Arquitetural. Máquinas Sociais. Web 3.0. Web Programável. 

 



 

Abstract 

We are experiencing a high growth in the number of Web applications being 

developed. This is happening mainly because the Web is going into a new phase, called 

programmable Web, where several Web-based systems make their APIs publicly available. 

In order to deal with the complexity of this emerging Web, we define the notion of a Social 

Machine and envisage a language that can describe networks of such. 

To start with, we define a Social Machine (SM) as a “connectable and programmable 

building block that wraps (WI) an information processing system (IPS) and defines a set 

of required (RS) and provided services (PS), dynamically available under constraints (C) 

which are determined by, among other things, its relationships (Rel) with others”. In other 

words, a SM is a connected machine, usually to the Web, which dynamically provides 

and/or requires a set of services according to its established relationships. Any application 

in the Web can be seen as a SM. 

In order to make feasible the practical application of the aforementioned Social 

Machine concept, we define SMADL – the Social Machines Architecture Description 

Language – as an attempt to be a completely different way to program the Web, mixing 

concepts from Architecture Description Languages (ADLs) and Domain-Specific 

Languages (DSLs). As an ADL, it allows the description of Social Machines (and networks 

of such) in terms of relationships (Rel) as high-level abstractions, without the need to 

specify details of communication (protocols) and/or authentication methods. As a DSL, it 

allows the implementation and integration of Web services using a dynamically typed 

syntax, fully integrated to the Java Virtual Machine and Eclipse IDE. Every element of the 

SM concept is directly mapped into the language. In few words, SMADL can be defined as 

a relationship-driven language which can be used to describe the interactions between any 

number of machines in a multitude of ways, as a means to represent real machines 

interacting in the real Web and, obviously, as a means to represent interactions with other 

social machines too. 

Several other efforts have been done to define ADLs, and a few of them were 

someway applied to the Web domain. However, there is a clear lack of fundamental base to 

provide high-level abstractions that the Social Machine concept does. SMADL has been 

implemented in two versions, one textual and one visual. Both versions have been 



 

evaluated through a case study and an expert’s opinion survey and demonstrated to be 

good solutions for practical problems. 

Keywords: Software Engineering. Domain-Specific Languages. Architecture Description 

Languages. Social Machines. Web 3.0. Programmable Web. 
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Introduction 
 
 

“Science must have originated in the feeling that something was wrong” 

Thomas Carlyle (1795-1881) 
Scottish philosopher and writer 

1. Introduction 

In the unfolding human history, there have been many efforts to catalog all that was known 

or that could be known. One person that firstly tried to do it was Isadore of Seville, in his 

magnum opus – Etymologiae. It was published around 600 AD and served to codify all that 

learned men knew at the time. His work was a huge compilation of human knowledge 

concatenated into 448 chapters across 20 volumes. It was so important for the time that 

served as a primary repository of knowledge throughout the period of the Middle Ages, 

losing its efficacy only when the Renaissance and then the Enlightenment brought about a 

fundamentally new way of thinking about the world, almost a millennium after its 

publishing. Isadore was canonized in 1598 and is considered the patron saint of the 

Internet. Other great efforts have been done to catalog all that was known such as 

Encyclopedie in France by Denis Diderot and Encyclopedia Britannica in Scotland. 

Jumping forward to our generation and shifting to the domain of computer science, 

we have Don Knuth’s Art of Computer Programming. In a manner of speaking, Knuth set 

out to codify the essence of computer science in one book, which eventually led to four 

books published. Today, we have Google and Wikipedia. Google’s stated mission is “to 

organize the world’s information”, while the Wikimedia Foundation’s vision is “a world in which 

every single human being can freely share in the sum of all knowledge”. 

The fundamental challenge faced by both of these efforts, from Etymologiae to 

Wikipedia, is that they must cope with the ever-expanding corpus and hence can never 

catch up with the accelerating growth of information. In the case of Isadore’s work, the 

world’s information was statically recorded by printed media. On the other hand, Google 
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and Wikipedia tried to overcome any fully calcified state of knowledge by manifesting their 

respective repositories as living snapshots of the world’s information. 

Considering the current flow of this large amount of information, it is clear that our 

current society is guided by the information age and this leads us to invest much on 

computing resources that could retrieve, process, store, control, search, and transmit such 

information about every aspect in our life. This way, a functioning member of our society 

must learn and master a set of specific skills and many of them are in certain way related to 

computing, such as programming (or coding). 

According to (BOOCH, 2014), there’s considerable interest in teaching coding as a 

basic skill. The nonprofit organization Code.org is perhaps the dominant voice in this 

space. Its vision “is that every student in every school should have the opportunity to learn computer 

programming. We believe computer science should be part of the core curriculum in education, alongside 

other science, technology, engineering, and mathematics (STEM) courses, such as biology, physics, chemistry, 

and algebra”. Along with the efforts of Code.org, other organizations have added their voice 

to this worthy cause, such as: Codeacademy, Girls Who Code, CoderDojo, and many 

others. 

This work shares the idea from (BOOCH, 2014) which says: “it’s a very good thing that 

everyone has a basic understanding of the technology behind the software-intensive systems with which we 

exist and are coevolving”. In summary, the main philosophy is: program or be programmed 

(RUSHKOFF, 2013).  

1.1. Software and programming languages 

Traditional software engineering practices encompass at least five stages of development: 

requirements, analysis, implementation, testing and maintenance (PRESSMAN, 2009), 

disregarding any specific software process. Generally speaking, the engineering of software 

systems consists on transforming human understandable knowledge into computer 

executable code. Since there is no short path to execute such a “transformation”, we tend 

to execute it in short steps: firstly understanding and (sometimes) writing down what a 

system is supposed to be in terms of requirements and normally using natural languages; 

then representing an initial structure of the systems in terms of what we call software 

architecture; and eventually representing this structure in an algorithmic way, i.e. using an 

appropriate language. Further steps check if the algorithms match what the requirements 

have specified. 
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To summarize, software systems are built upon computer languages or better called 

programming languages. A programming language is a notation for expressing 

computations (algorithms) in both machine and human readable form. A genuine question 

at this point could be: “which programming language is suitable for a specific context?” In 

order to answer that question, it is necessary to understand the types of existent 

programming languages. 

Different types of problems can be addressed by different types of programming 

languages. Using appropriate languages for specific problems and contexts can lead to 

more effective solutions in terms of reduced costs for development and maintenance of 

software (ERDWEG; FEHRENBACH; OSTERMANN, 2014). The ideal programming 

language should provide the right level of abstraction, meaning that it describes solutions 

naturally and hides unnecessary details (KOSAR et al., 2010). In addition, it should be 

expressive enough and should provide guarantees on properties that are critical for the 

problem domain. 

Although there are many languages targeting any type of problem, the so-called 

General-Purpose Languages (GPLs), more expressive languages naturally targets a specific 

domain (MERNIK; HEERING; SLOANE, 2005). In this sense, Domain-specific 

languages (DSLs) are languages tailored to a specific application domain that provide 

domain concepts as language constructs. They offer substantial gains in expressiveness and 

ease of use when compared to GPLs in their domain of application. In addition, DSLs 

offer a way to reduce maintenance costs. This enables programmers to map knowledge 

into source code and vice versa, which simplifies the creation, comprehension, and 

maintenance of domain-specific programs (DEURSEN; KLINT, 1998; ERDWEG; 

FEHRENBACH; OSTERMANN, 2014; HERMANS; PINZGER; DEURSEN, 2009; 

KOSAR et al., 2010). The vast majority of existing software systems does not use DSLs. 

Instead, the long-standing success of C, C++, and Java has led to large procedural and 

object-oriented systems that don’t benefit from the advantages that DSLs provide. 

In a paper from 1965, (LANDIN, 1965) already stimulated the construction of more 

expressive programming languages in their specific domain. So far, several DSLs have been 

developed targeting many different domains, ranging from vertical domains, such as 

science fields like chemistry, electrical engineering, math or medicine, to more horizontal 

domains like web-based, embedded or data-intensive systems. 
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1.2. Motivation: a new era for the Web-based information systems 

Among several different domains, one that is experiencing a significant growth in the 

number applications being developed for and in the Web domain, probably stimulated by 

the growing number of programming interfaces (APIs) publicly available.  

In the last decades, we are seeing a shift from standalone software to highly 

connected systems, mainly because of the extreme popularity and ubiquity of the Internet. 

In the beginning of commercial Internet, the Web was basically a “read-only” set of assets, 

with content being produced by a few specialized experts or specific IT companies and 

consumed in its majority by a yet reduced group of novice users. In that time (mid 1990s), 

a common activity was web surfing or an anonymous download in a FTP (File Transfer 

Protocol) server. Regular users were used to consume content and rarely upload data. 

Nowadays, these types of transactions still occur frequently when someone performs a 

basic web search looking for specific content. 

With the massive presence of people, the concept of Web 2.0 has emerged, allowing 

ordinary users to consume and produce (read-write) more information. That is the time of 

personal web sites, web logs (or blogs), multiplayer gaming, social networks, and so on. 

These activities involve users that massively produce and consume content. Uploading and 

sharing multimedia content becomes a regular activity, so much that more than 70% of the 

Internet traffic is made of video and it is going to be more than 80% by 20181. Many of 

these videos are produced by common users, who maintain a daily routine of sharing 

information of any kind.  

In the last years, we observed another big change. Leveraged by the high number of 

public APIs available, the Web is becoming programmable (Web 3.0). A good picture of 

this scenario is shown in (PROGRAMMABLEWEB, 2014). Figure 1.1 gives us an idea of 

such scenario with the growth of web APIs since 2005. ProgrammableWeb entitles itself as 

the world’s largest API repository, cataloguing more than 10,000 APIs in the end of 2013, 

and reaching more than 12,000 APIs in the second half of 2014. There, it is possible to see 

the number of public APIs being made available by many companies, including big players 

like Google, Facebook, Amazon, Twitter, and so on. Several APIs are available for 

different types of services, such as: mapping, e-commerce, social, telephony, media 

                                                 
1 Videos may make up 84 percent of internet traffic by 2018: Cisco - 

http://www.reuters.com/article/2014/06/10/us-internet-consumers-cisco-systems-
idUSKBN0EL15E20140610 
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(audio/video) streaming, advertising, search, storage and many others. In this sense, 

creating a new web 3.0-based application is much more about writing connections between 

available services than creating a custom information system. Figure 1.2 shows a summary 

of the most commonly used API categories and their respective growth since 2009. 

 
Figure 1.1 – A snapshot of the Web as a programmable platform with the growth in web APIs 
since 2005, according to (PROGRAMMABLEWEB, 2014). 

 
Figure 1.2 – Top 10 most common API categories and their respective growth since 2009, 
according to (PROGRAMMABLEWEB, 2014). 



Chapter 1 – Introduction | 25 

 

1.3. Problem statement 

Despite the quite large adoption of publicly available APIs, there are some challenges to 

start programming the Web 3.0, as following: 

 Different programming languages: general purpose languages are usually guided 

by a paradigm, such as object orientation or functional. Each programming language 

has native structures that allow the programmer to abstract real problems into the 

computational world, such as classes/objects, polymorphism, inheritance, lambda 

expressions, and others. However, GPLs commonly do not embrace specific 

concepts of a domain leading to the need of using complimentary frameworks and 

APIs, adding much of boilerplate code to the software and making it less reusable 

and maintainable (MERNIK; HEERING; SLOANE, 2005). This is not different 

when the Web domain is taken into account. Several frameworks in several different 

programming languages have been developed and used to make possible the creation 

of Web applications. As far as every application is becoming Web-based, the use of 

such frameworks are becoming mandatory, increasing the complexity of these 

applications.  

 Diversity of underlying technologies and standards: besides different languages 

that can be chosen while developing Web-based software, there are many 

technologies and standards that can be adopted. Technologies like REST 

(FIELDING; TAYLOR, 2000), SOAP (MARTIN GUDGIN et al., 2007), JSON-

RPC1, RSS2, XML-RPC and even SMS (Short Message Service) are quite popular 

when applications need to exchange information on the Web. Each of them can be 

used by different programming languages in a different way. For example, one given 

REST API can be equally implemented in Java (with Java annotations) or in Python 

with a completely different structure, even though the API itself would behave 

similarly. Moreover, the developer should be acquainted to how REST and 

consequently the underlying communication protocol (HTTP) work to make the API 

available accordingly. 

 Lack of an abstract model for Web 3.0-based applications: programming 

paradigms generally define a fundamental abstract model to help developers on 

creating real-world software. This abstract model usually provides insights to create 

more complex software without having to understand many details of how a 

                                                 
1 JavaScript Object Notation - http://json.org/. 
2 RSS 2.0 Specification - http://www.rssboard.org/rss-specification. 

http://json.org/
http://www.rssboard.org/rss-specification
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computer works, in matter of electronic or physics, for example. In order to deal 

with the ever increasing complexity of the real world, programming languages had to 

increase their level of abstraction. This is what happens, for instance, with the object-

oriented paradigm. The “classes and objects” abstract model helps on handling 

encapsulation, modularization, reuse and other modern software-related issues. In 

this sense, one basic problem while creating Web-3.0 applications is the lack of an 

abstract model to describe specific Web-related issues. This type of application 

naturally carries concepts from communication protocols to authorization and 

security issues, which increases considerably the level of abstraction. However, such 

concepts are not embedded in the underlying programming language, obligating 

developers to dedicate efforts on implementing and testing specific Web-related 

issues, rather than dedicating on the core business rules of an information system. 

Therefore, the goal of the work described in this thesis can be stated as: 

“In order to better understand this new emerging Web 3.0 and cope with the 

diversity of programming languages and underlying technologies, this work introduces a 

new fundamental abstract concept called Social Machines (SM) and a high-level language, 

named SMADL (the Social Machines Architecture Description Language), in order to 

describe networks of such, as an attempt to be a different way to program the Web, mixing 

concepts from Architecture Description Languages (ADLs) and Domain-Specific 

Languages (DSLs). SMADL transparently embeds concepts such as application 

relationships and their respective constraints, and authorization processes with their 

security issues.” 

1.4. Out of scope 

Since the proposed Social Machine model and SMADL are part of a broader context, some 

related aspects will be left out of its scope. Nevertheless, as these aspects were envisioned 

since the initial definitions of the framework, they can be added in future with some 

adjustments. Thus, the following issues are not directly addressed by this work: 

 A Domain Name System (DNS) for Social Machines: in order to integrate Social 

Machines through the Web, it is necessary that they discover each other based on 

some type of description, identification or address, similarly to what the DNS does 

to current Internet. DNS transforms an URL based on an easily memorable 

sequence of characters in an IP address that uniquely identifies a machine on the 
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Web. In this context, a DNS for Social Machines would transform a basic 

description, just like “mapping” or “storage”, to a correspondent machine URL. It 

would be much more like a search engine and DNS all together. Other questions 

would arise if a system like that was available, such as: what if two machines have the 

same description, then which one has the priority to answer some request? What if 

one machine is shut down, then should another similar machine with similar service 

take its place? This work does not directly address any of these questions nor 

implements a DNS-like system for Social Machines. We assume that a relationship 

between SMs is established only if they previously know each other.  

 SMADL defined as a formal language: during our understanding of the 

characteristics of DSLs and ADLs, we realized that using a formal semantics in a 

language would keep off potential users, because it would be intrinsically more 

complex to write and maintain code in such language. Then we decided to develop a 

simple grammar for SMADL, without formal semantics on it. 

 A process for creating high-level languages: during our investigation on DSLs 

and ADLs (Chapters 2 and 3), we were able to catalog several techniques, methods 

and processes for creating and maintaining high-level languages. This work is not 

intended to structure a process for creating DSLs or ADLs, but to reuse the existent 

techniques in order to create SMADL. 

1.5. Statement of the contributions 

As a result of the work presented in this thesis, the following contributions can be 

enumerated: 

 An introduction of an abstract model for the Web 3.0: the Social Machine is a 

novel concept that helps on understanding the complex structures of programmable 

Web. 

 The definition of a language that realizes the Social Machine model: SMADL 

has been fully implemented and tested based on the SM conceptual model, 

presenting a novel way to program the Web. Moreover, to take full advantage of the 

high-level of abstraction of SMADL, it was implemented in two versions that 

extended the SM model: one textual and one visual language, each one applicable to 

different contexts, generating different types of code, and demonstrating the broad 

applicability of the model and language themselves. 
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 The definition, planning, operation, analysis and interpretation of a case study 

with SMADL: after performing a case study using the textual version of SMADL, 

we were able to reduce the total effort to implement web 3.0 applications by 

generating part of the code.  

 The execution and interpretation of survey with experts: a survey performed 

with experts to evaluate the visual version of SMADL demonstrated the practical 

applicability of the language. 

 The implementation of a tool for handling SMADL visual syntax: in order to 

manipulate the diagrams created by the visual version of SMADL, a graphical tool 

was created and used in an industrial setting. 

1.6. Outline 

This work is fully detailed throughout this entire document, and its structure is explained in 

the sequence.  

In the pursuing of other high-level languages that could address Web 3.0 issues, we 

performed a systematic mapping study on domain-specific languages, that is presented in 

Chapter 2, helping us to understand which DSLs have been developed so far, which 

domains are those DSLs being applied to, and which techniques, methods and processes 

are being used to develop and maintain such languages. During the execution of this study, 

we identified other types of research, including Architecture Description Languages 

(ADLs), which lead us to perform further investigation on the topic, shown in the 

subsequent chapter.  

In Chapter 3, we present a literature review on ADLs and identify the most relevant 

publications in the area. In addition, we create a classification scheme in order to compare 

the main characteristic of each ADL, highlighting weaknesses and strengths, helping us to 

fundament our work using best practices from others. 

Next, Chapter 4 brings up the conceptual model of a Social Machine, showing SMs 

main characteristics, some examples and a simple taxonomy to help on classifying SMs.  

Based on the SM concept, in Chapter 5 we propose the Social Machines Architecture 

Description Language (SMADL). SMADL is in implemented in two different versions: one 

textual (t-SMADL) and one visual (v-SMADL). Each version is then detailed and every 

element of the SM conceptual model is mapped into the language. To help the comparison 

with related work, we reused the classification scheme shown in Chapter 3 to describe 
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SMADL characteristics. Throughout the chapter, examples of both versions of SMADL 

are provided. 

Chapter 6 presents the evaluation of our proposal through one case study and one 

survey followed by Chapter 7, which shows our concluding remarks and highlights the 

main contributions of this thesis. 

Finally, the Appendix A presents the complete definition of t-SMADL grammar and 

Appendix B, shows the form used in the expert’s opinion survey. 
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A Systematic Mapping 
Study on Domain-

Specific Languages 

“If I have seen a little farther than others, it is because I have stood on the shoulders of giants” 

Isaac Newton (1642 – 1727) 
English mathematician & physicist 

2. A Systematic Mapping Study on Domain-Specific Languages 

The experimental software engineering community is working towards the definition of a 

standard processes for conducting literature reviews. There are mainly two different 

approaches to be cited: Systematic Literature Reviews (SR) and Systematic Mapping Studies 

(henceforth abbreviated to ‘MS’)  (KITCHENHAM, 2007). While a SR is a mean of 

identifying, evaluating, interpreting and comparing all available research relevant to a 

particular question (KITCHENHAM, 2007), a MS intends to “map out” the research 

undertaken rather than to answer detailed research questions (PETERSEN et al., 2008). 

In this chapter, we present a systematic mapping study in order to better understand 

the DSL research field, through synthesizing evidence to suggest important implications for 

practice, as well as identifying research trends, open issues, and areas for improvement. A 

Mapping Study (PETERSEN et al., 2008) is an evidence-based approach, applied in order 

to provide an overview of a research area, and to identify the quantity and type of research 

and results available within it. Hence, the goal of this investigation is to identify, evaluate, 

and synthesize state-of-the-art domain-specific programming practices, and then gather 

evidence of what has been achieved so far in this discipline. We are also interested in 

cataloging which are the domains that have taken advantage of using DSLs. This way, 

researchers and/or practitioners may know which DSLs have been applied to a particular 

domain and then reuse or adapt it for any other specific needs. 

The remainder of this chapter is organized as follows: Section 2.1 summarizes the 

process of a systematic mapping study; Section 2.2 defines the study protocol, showing the 

main questions used as a guide for the whole study; next, Section 2.3 details the data 

collection process presenting which results have been accomplished after each study phase; 
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in the sequence, Section 2.4 presents the main outcomes with answers to the questions 

previously mentioned; Section 2.5 shows some possible threats to the validity of this study, 

followed by Section 2.6, which mentions related work; and, the conclusions of this study is 

shown in Section 2.7, followed by a brief summary of the entire chapter in Section 2.8. 

The full content of the mapping study and its results have been published in 

(NASCIMENTO et al., 2012). The complete list of papers, graphics, charts and others 

results are freely available here: http://bit.ly/dsl-mapping-study (format - Microsoft Excel 

Spreadsheet). 

2.1. The systematic mapping study method 

A MS comprises the analysis of primary studies that investigate aspects related to 

predefined research questions, aiming at integrating and synthesizing evidence to support 

or refute particular research hypotheses. A MS allows the evidence in a domain to be 

plotted at a high level of granularity. On the other hand, a Systematic Literature Review is 

usually performed to examine a specific research area in a low level of granularity. If, during 

the initial examination of a domain prior to commissioning a systematic review, it is 

discovered that very little evidence is likely to exist or that the topic is very broad, then a 

systematic mapping study may be a more appropriate exercise than a systematic review 

(KITCHENHAM, 2007). In our case, we noticed that the research topic involving domain-

specific languages is very broad, with many different branches and intersections with other 

research areas. Then, we decided to firstly perform a MS and so evaluate the real need of 

performing a SR for further details. 

The main reasons to perform a MS can be stated as follows, as defined by 

(BUDGEN et al., 2008): 

 To make an unbiased assessment of as many studies as possible, identifying existing 

gaps in current research and contributing to the research community with the reliable 

synthesis of the data; 

 To provide a systematic procedure for identifying the nature and extent of the 

empirical study data that is available to answer research questions;  

 To map out the research that has been undertaken; 

 To help to plan new research, avoiding unnecessary duplication of effort and error;  

 To identify gaps and clusters in a set of primary studies, in order to identify topics 

and areas to perform more complete systematic reviews. 

http://bit.ly/dsl-mapping-study
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In this study, we merged ideas from (PETERSEN et al., 2008) with some good 

practices defined in the guidelines proposed by (KITCHENHAM, 2007), such as the 

protocol definition. Therefore, we could apply a process for a mapping study, including 

best practices for conducting systematic reviews, making the best use of both techniques. 

The whole mapping study process can be seen in Figure 2.1. It is explicitly split into 

three main phases:  

1. Research directives: In this phase, the research protocol is defined and it consists 

of the research questions, the search strategy, the data sources to be used and the 

studies selection criteria;  

2. Data collection: this phase comprises the execution of the MS, in which the search 

for primary studies is performed. This consider a set of inclusion and exclusion 

criteria previously defined, used in order to select studies that may contain relevant 

results according to the research goals; 

3. Outcomes: at last, the classification scheme is developed and data is extracted 

from papers. The results of a meticulous analysis performed with every selected 

primary study are reported, in the form of a mapping study. All phases are detailed 

in following sections. 

 
Figure 2.1 – The systematic mapping process (adapted from (PETERSEN et al., 2008)) 

2.2. Research directives 

This section presents the first phase of the mapping study process, in which the protocol, 

the research questions and the studies selection criteria are defined. 

2.2.1. Protocol definition 

The protocol forms the research plan for an empirical study, and is an important resource 

for anyone who is planning to undertake a comparison study or replicating it for any 

purpose. 

In this study, the purpose of the protocol is to guide the research objectives and 

clearly define how it should be performed. The protocol is simply a guideline to help on 
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defining the research questions and planning how the selected sources and studies will be 

used to answer those questions. Moreover, the classification scheme to be adopted in this 

study was prior defined and documented in the protocol. Incremental reviews to the 

protocol were performed in accordance with the MS method. 

2.2.2. Questions structure 

The research questions are structured from four viewpoints: 

 Population: Published scientific literature reporting Domain Specific Languages and 

related processes, methods, techniques and tools. 

 Intervention: Industrial techniques and tools reporting the usage of any kind of 

DSLs. 

 Outcomes of relevance: Quantity and any type of evidence relating processes, 

methods, techniques and tools for creating and maintaining DSLs. 

 Experimental design: Any scientific case study, experiment or empirical study related 

to DSLs. 

2.2.3. Research questions 

This mapping study intends to identify relevant publications about Domain-Specific 

Languages, understanding how they can be created and which ones have been created so 

far. In addition, this study tries to enumerate the domains in which DSLs have been 

applied, which knowledge is necessary from the domain experts to start using the language, 

and so forth which are the open issues of the whole research field. 

In summary the main research question of this study is: 

In which manner are Domain Specific Languages (DSLs)  

being created, used and maintained? 

2.2.4. Research sub-questions 

Moreover, in order to make the main objective of the mapping study clearer and more 

repeatable, some research sub-questions are defined, as following: 

Q1. Which techniques, methods and/or processes are used while working with DSLs, i.e. creation, 

application, evolution and extension of DSLs? 

Creating a new DSL demands a systematic approach in order to fulfill all steps 

involved, such as, obtaining common domain terms for the language, defining the syntax 
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and grammar, implementing a compiler and/or interpreter and so on. Thus, understanding 

which are the techniques, methods and/or processes used while working with DSLs is 

mandatory, mainly to address which are the weaknesses and strengths of those approaches. 

Q2. Which DSLs have been created and are available for use or are described in some type of 

publication? 

This sub-question tries to address the most relevant DSLs already created until now 

in an industrial or academic environment. Listing these DSLs may help on identifying 

important factors that contributed for their success/failure. Moreover, every DSL created 

may bring an experience report associated with its design, implementation, tests or usage. 

Q3. In which domains are these DSLs being used? 

It is important to know the domains for which DSLs are being applied, mainly 

because the domain gives a good idea of the DSL structure and usage. Other authors have 

already enumerated a list of such domains, for example, in (VAN DEURSEN; KLINT; 

VISSER, 2000) and in (MERNIK; HEERING; SLOANE, 2005). We would like to update 

this data and have a broader overview of which domains are DSLs most suitable for. 

Q4. Which tools are used for the development and usage of DSLs and how such tools support those 

activities? 

Tooling is a fundamental part of software engineering. Providing tool support or a 

complete Interactive Development Environment (IDE) support with code completion, 

debugging, color coding, and so on, is essential for handling the growing complexity of 

information systems nowadays. Then, it is not different when handling DSLs. This sub-

question tries to enumerate and understand better which are the existent tools for handling 

DSLs and which are the main issues of each tool. 

2.3. Data collection 

In order to answer the research questions, data was collected from the research literature. 

These activities involved developing a search strategy, identifying data sources and selecting 

studies to analyze. 

2.3.1. Search strategy 

The search strategy was developed by reviewing the data needed to answer each of the 

research questions. 
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Initially, we tried to figure out a search string that would contain keywords for every 

research question we listed. Then we came out with keywords like “process, technique, 

method, approach, tool, language workbench” and others. However, while performing 

preliminary searches, we realized that every related paper that should be included in our 

study would have to contain the expression “domain-specific language” and its variants. 

In order to increase the coverage of our search, we decided to use the following 

search string, which brings only general terms grouped by an OR clause: 

"domain-specific language" 

OR 

"domain-specific modeling language" 

OR 

"generative programming" 

Therefore, instead of restricting our search items with other keywords, we 

understand that any work that mentions one of the three items listed is going to be 

returned by the search engine anyway. Although the number of manuscripts returned could 

increase considerably, few or even no relevant studies would be left over. Indeed, experts 

in the DSL research field may say there are other related terms, such as “little/small language” 

(BENTLEY, 1986) or “Architecture Description Language” (ADL) (VOELTER, 2010a). 

Instead of including those terms in our automatic search, we decided to look for those 

terms in the manual search and snow-balling process (which follows up the reference list of 

each selected manuscript), since papers that have those terms and do not have the term 

“domain-specific language” are quite rare and can be easily found during a fine-grained and 

non-automatic search process. 

We ended up adding “domain-specific modeling language” and “generative programming” 

because we noticed that these terms are extremely related to the research field just by 

checking at the most relevant papers according to the search engines relevance ordering. 

We took care if the search engine returns different results using search strings with or 

without hyphen and using expressions in plural or singular, i.e. language or languages. 

We also decided not to search for the acronyms “DSL” or “DSML” (Domain-

Specific Modeling Language), because it happens that many other non-related areas may 

use these acronyms and an actually related paper would contain the full text and sometimes 

the acronym, but rarely only the acronym. 
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2.3.2. Data sources 

The study was conducted using automatic and manual search. We did not establish any 

inferior year-limit. For automatic search, six search engines and digital databases of 

scientific sources were used: ACM Digital Library, IEEEXplore, SpringerLink, Science Direct, 

Scopus and Engineering Village (also known as El Compendex). Besides, the manual search 

includes the most important international, peer-reviewed journals published by Elsevier, 

IEEE, ACM and Springer, and 26 different conferences. 

Besides, the manual search includes top international, peer-reviewed journals 

published by Elsevier, IEEE, ACM and Springer since they are considered the world 

leading publishers for high quality publications (BRERETON et al., 2007). The main source 

for searching journals contents and conference proceedings used in this study was DBLP 

Computer Science Bibliography1. In cases where the journal content or conference 

proceedings were not available in DBLP, their correspondent Web site was used. A full list 

of journals and conferences used in manual search is shown in Table 2.1 and Table 2.2, 

respectively. 

It is important to notice that the manual search does not include every single relevant 

journal/conference just because the automatic search process is broad enough to recover 

the majority of papers published in several high impact scientific media around the world. 

Journals like “Software and Systems Modeling – SoSym”2 were deeply explored by the automatic 

search, as can be seen in the main spreadsheet containing the results of the entire mapping 

study3. In addition, publications from conference workshops are also covered by automatic 

search. For example, the results have gathered different papers from OOPSLA workshop 

on Domain-Specific Modeling (DSM), even though this workshop was not included in 

manual search. 

  

                                                 
1 DBLP Computer Science Bibliography - http://www.informatik.uni-trier.de/~ley/db/  
2 Software and Systems Modeling (SoSym) - http://www.sosym.org/  
3 DSL mapping study results spreadsheet - http://bit.ly/dsl-mapping-study  

http://www.informatik.uni-trier.de/~ley/db/
http://www.sosym.org/
http://bit.ly/dsl-mapping-study
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Table 2.1 – Journals used in manual search. 

Journal title 

ACM Computing Surveys 

ACM Transactions on Soft. Eng. and Methodology 

ACM SIGSOFT Software Engineering Notes  

Annals of Software Engineering  

Communications of the ACM  

Empirical Software Engineering Journal  

IEEE Software  

IEEE Transactions on Software Engineering  

IET Software 

Information and Software Technology 

Journal of Systems of Software  

Table 2.2 – Conferences used in manual search. 

Conference Acronym 

ACM/IEEE International Conference on Model Driven Engineering, Languages and Systems MODELS 

Asia Pacific Software Engineering Conference APSEC 

Computer Software and Applications Conference COMPSAC 

Empirical Software Engineering and Measurement ESEM 

EUROMICRO Conference – Software Engineering and Advanced Applications SEAA 

European Conference for Object-Oriented Programming ECOOP 

European Conference for Software Architecture ECSA 

European Conference on Model-Driven Architecture Foundations and Applications ECMDA 

European Software Engineering Conference ESEC 

Fundamental Approaches to Software Engineering FASE 

Generative Programming and Component Engineering GPCE 

International Conference on the Engineering of Computer-Based Systems ECBS 

International Conference on Advanced Information Systems Engineering CAiSE 

International Conference on Automated Software Engineering ASE 

International Conference on Enterprise Information Systems ICEIS 

International Conference on Information Reuse and Integration IRI 

International Conference on Program Comprehension ICPC 

International Conference on Software Engineering ICSE 

International Conference on Software Engineering and Knowledge Engineering SEKE 

International Conference on Software Language Engineering SLE 

International Conference on Software Reuse ICSR 

International Conference on the Quality of Software Architectures QoSA 

Object-Oriented Programming, Systems, Languages, and Applications OOPSLA 

Software Product Family Engineering PFE 

Software Product Line Conference SPLC 

Working IEEE/IFIP Conference on Software Architecture WICSA 

2.3.3. Studies selection 

After performing the automatic and manual search, a total of 4450 papers were identified, 

93 of them from manual search. During manual search, a snow-balling process was done, 

which is a search within the references of the papers found. Next, the studies were 

submitted to the inclusion and exclusion criteria, as we detail in the following section. 

The studies selection involved a screening process composed of three filters, in order 

to select the most suitable results, since the likelihood of retrieving inadequate studies 
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might be high. Figure 2.2 details each filter. Table 2.3 and Table 2.4 show the number of 

remaining papers after each filter according their publication type and source, respectively. 

 
Figure 2.2 – Stages of the selection process and the corresponding number of papers. 

Table 2.3 – Number of papers according to the publication type. 

Pub. Type 2nd filter 3rd filter 

Conference 2092 1055 

Journal 596 385 

Total: 2688 1440 

Table 2.4 – Number of remaining studies after each filter grouped by source. 

Source 1st filter 2nd filter 3rd filter 

ACM 316 260 188 

EngVillage 989 720 488 

IEEEXplore 1203 931 331 

ScienceDirect 118 70 43 

Scopus 1497 490 290 

SpringerLink 234 124 39 

Manual Search 93 93 61 

Total: 4450 2688 1440 

2.3.3.1. Inclusion criteria 

Regarding the inclusion criteria, the studies were submitted to the following conditions: 

 Books, papers, technical reports and ‘grey literature’ regarding Domain Specific 

Languages, Domain Specific Modeling Languages and/or Generative Programming. 

No date filtering was applied. 

 While verifying if a given article may be included in our study, we can check if it is 

possible to answer ‘yes’ for at least one of the following questions: 

- Is it a DSL or DSML? 

Filters Activities N. of papers

1

2

3

Identify relevant studies using 

defined search terms through 

manual and automatic search

Exclude studies based on 

exclusion criteria for removing 

duplicated studies

Exclude studies by applying 

exclusion criteria on title, 

abstract and keywords.

N = 4450

N = 2688

N = 1440
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- Is it a technique, method or process for handling DSLs/DSMLs?  

- Is it a tool (language workbench) for handling DSLs/DSMLs? 

- Is it any type of philosophical paper that discusses concepts of DSLs, DSMLs 

and/or any related generative programming technique? 

2.3.3.2. Exclusion criteria 

Considering the exclusion criteria, the studies were submitted to the following conditions: 

 Articles not written in English. 

 Literature that was only available in the form of abstracts or PowerPoint 

presentations. Posters, short papers (less than 2 pages) and invited conference talks 

with no relevant results can be excluded. 

 Articles in press, journals and conferences editorials/reviews can also be excluded. 

 Duplicated and/or incomplete studies. 

 Articles that are not directly related to Computer Science/Software Engineering 

areas, such as Biochemistry, Arts, Humanities or Social Sciences ones. 

2.3.4. Primary studies selection process 

In order to ensure the accuracy of the mapping study, we defined a small sequence of steps 

that must be followed by whoever contributes directly or indirectly to the systematic 

mapping. The script is: 

 A researcher executes searches (manual and automated) in every selected source 1.

described earlier in this section. 

 After executing the appropriate searches, a list containing all the candidate papers is 2.

documented (duplicate entries are identified and removed).  

 Based on inclusion and exclusion criteria, the researcher checks if the paper titles are 3.

appropriate for the proposed study. The resultant papers (not excluded) are again 

filtered, but now the paper abstracts are taken into consideration. Abstracts that 

clearly indicate that the paper is outside of the scope of this study are also excluded. 

 All included and excluded papers are listed in a spreadsheet with a proper 4.

justification for why they have been included or excluded. 

 At last, the researcher applies a set of keywords (or tags) on the included papers in 5.

order to better identify the paper considering our classification scheme later 

presented and also help on comparing different manuscripts. This step makes it a lot 

easier for us to handle with a great amount of publications, because we developed a 
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small script to read all keywords and identify how many times each keyword has been 

used. We created a small structure that defines the correct sequence of keywords in 

order to facilitate data extraction. For example, the sequence may be “dsl type, 

domain+” and for a given work the keywords would be “external dsl, control system, 

sensor networks”. Then, during data extraction, we would understand that the work 

in question uses an external DSL applied to the domain of control systems and 

sensor networks. Another example: “technique, DSL creation, Web”, this set of 

keywords points to a paper that describes a technique for DSL creation and applies it 

to the Web domain. The expressions (and tags) we used in this key wording step are 

based on classification scheme we further describe in Section 2.3.6 (Classifying 

selected studies). 

2.3.5. Preliminary results 

After performing the selection process, some results can be seen in Figure 2.3 which shows 

the distribution of the primary studies, considering the publication year. The Figure 2.3 

clearly gives us the impression that many correlated areas in software engineering and 

computer science in general are taking more and more advantage of DSLs in practice, as 

we can check by looking at the growth curve. 

 
Figure 2.3 – Distribution of primary studies by their publication years after 3rd filter. 

Figure 2.4 depicts a bar chart informing the top 15 conferences where the selected 

studies were more commonly published. Events like ICSE (International Conference on Software 

Engineering), OOPSLA (Object-Oriented Programming, Systems, Languages & Applications 

Conference) and GPCE (Generative Programming and Component Engineering Conference) had the 

highest number of studies published. Similarly, Figure 2.5 shows the top 15 most popular 

journals. ACM SIGPLAN Notices, IEEE Software and ENTCS (Electronic Notes in 

Theoretical Computer) had the highest number of publications. 
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Figure 2.4 – Distribution of studies according to their locals of publication (conferences). This 
figure only shows the top 15 most popular conferences. 

 
Figure 2.5 – Distribution of studies according to their locals of publication (journals). This figure 
only shows the top 15 most popular journals. 

Considering the scenario previously shown in Figure 2.3, some may say that several 

research fields have an increasing number of publications across the last three decades, 

since the amount of digital content made available is rapidly growing too. To provide an 

unbiased perspective of this growth curve, we chose the conference with the highest 

number of publications in DSL research field and plotted a new chart demonstrating the 

importance of the field over the years for one single conference instead of showing only 

the total number of publications itself. This new chart can be seen in Figure 2.6. 
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Figure 2.6 – Distribution of primary studies by their publication year only in ICSE. 

2.3.6. Classifying selected studies 

We decided to use the idea of categorizing studies in facets (non-exclusive), as described in 

(WIERINGA et al., 2005) and later formalized in (PETERSEN et al., 2008), since we 

considered this as a structured way of doing such a task. Our classification scheme 

assembled three facets. The first one lists the classes of research as shown in Table 2.5 

based on (PETERSEN et al., 2008). The two others are directly related to our research 

questions. It is important to notice that none of the three facets are exclusive, i.e. any paper 

can be classified in more than one facet. 

Table 2.5 – Classes of research facet, according to (PETERSEN et al., 2008) and (WIERINGA et al., 2005). 

Facet 1 – Classes of research, according to (PETERSEN et al., 2008) and (WIERINGA et al., 2005) 

1. Validation Research Techniques investigated are novel and have not yet been implemented in 

practice. Techniques used are for example experiments, i.e., work done in the 

lab 

2. Evaluation Research Techniques are implemented in practice and an evaluation of the technique is 

conducted. That means, it is shown how the technique is implemented in 

practice (solution implementation) and what are the consequences of the 

implementation in terms of benefits and drawbacks (implementation evaluation). 

This also includes identifying problems in industry. 

3. Solution Proposal A solution for a problem is proposed, the solution can be either novel or a 

significant extension of an existing technique. The potential benefits and the 

applicability of the solution are shown by a small example or a good line of 

argumentation. 

4. Philosophical Papers These papers sketch a new way of looking at existing things by structuring the 

field in form of a taxonomy or conceptual framework 

5. Opinion Papers  These papers express the personal opinion of somebody whether a certain 

technique is good or bad, or how things should been done. They do not rely on 

related work and research methodologies. 

6. Experience Papers Experience papers explain on what and how something has been done in 

practice. It has to be the personal experience of the author. 

Facet 2 – DSL Research Types – considered in our study is directly related to the 

research sub-questions Q1, Q2 and Q4. We tried to identify studies that report specifically 

the usage of a given DSL to solve a problem and also studies that report any kind of 
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technique, method or process to handle DSLs, i.e., create, evolve, integrate, debug. 

Furthermore, we tried to enumerate what tools have been used to apply those techniques, 

methods and/or processes. Table 2.6 presents the details of Facet 2. Some concepts of this 

facet are based on (FOWLER, 2009).  

Table 2.6 – DSL research types facet, inspired by concepts of (FOWLER, 2009). 

Facet 2 – DSL research types 

1. ADL  Architecture Description Languages (ADLs) are aimed at the specification of high 

level system architectures, described in terms of components and connectors. 

2. DSAL  A Domain-Specific Aspect Language combines benefits from DSLs and Aspect-

Oriented Programming (AOP). It is an aspect language tailored to a specific domain. 

3. DSML A domain-specific modeling language is a special type of DSL that can be used for 

modeling domain-specific systems. The concept of a DSML comes originally from 

the adaptation of UML to specific domains. 

4. External DSL  A completely separate language with its own grammar and appropriate terms 

extracted from the domain. 

5. Internal DSL An internal (or embedded) DSL is an idiomatic way of using a general-purpose 

language. 

6. Method or 

Process 

Any type of generic solution for a class of problems which usually involves technical 

and non-technical aspects. A method/process involves a set of steps to be performed 

in order to make it repeatable for anyone who uses it. A method/process may use a 

group of techniques which combined represent a generic solution for a class of 

problems. 

7. Technique Any type of solution for a specific problem. For example: a technique to generate 

Java code based on C# input; a technique for teaching how to create parsers, a 

technique to analyze model coupling. 

8. Tools Any type of software engineering tool used for handling DSLs. 

Facet 3 addresses the domains in which DSL techniques are somehow applied and is 

directly related to Q3. Inspired by previous publications that tried to do the same 

(MERNIK; HEERING; SLOANE, 2005; VAN DEURSEN; KLINT; VISSER, 2000), we 

identified many different domains ranging from bioinformatics to robotics and control 

systems, for example. After processing each tag associated to all primary studies, we were 

able to enumerate 30 different domains. Among them, we selected the top 15 most 

referenced domains to be used as facet in this study. Since the final number of papers 

included in our study was quite large (1440), some domains were mentioned few times (1 

or 2), then those ones are not considered to our classification scheme.  As we already 

mentioned in Section 2.3.4 (Primary study selection process), we used a predefined 

structure to label each paper catalogued in our study. This structure includes a number of 

tags associated to each domain. Table 2.7 displays Facet 3 with top 15 domains and each 

correspondent group of tags. 
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Table 2.7 – Domains facet. 

Facet 3 – Domains 

1. Control Systems Any type of control system may be considered here, such as, flight control systems, 

industrial control systems, lighting systems, railway control systems, automation systems. 

Related tags: "control systems", "railway control systems", "train interlocking", 

"automotive systems", "naval", "lighting", "stage lighting", "avionic", "flight control", 

"vehicle traffic" 

2. Data Intensive 

Apps 

Here we catalogued papers that present ways of handling databases using DSL 

techniques. Studies that mention SQL-like languages, languages for processing, 

integrating, describing, analyzing and/or transforming data belongs to this domain. In 

addition, this domain may include techniques for modeling databases with a graphical 

language.  

Related tags: "database", "query language", "sql-like language", "data processing", 

"data acquisitions", "data consistency", "data evolution", "data flow", "data mapping", 

"data validation", "data visualization", "decision support system", "data description", 

"data integration",  

"data analysis", "data structures", "data definition language", "data transformation",  

"data translation" 

3. Dynamic Systems A type of software system that can adapt to the context it is immersed. Also known as 

context-aware systems or reconfigurable systems.  

Related tags: "dynamic systems", "context-aware systems", "ambient intelligence",  

"autonomic systems", "adaptive systems", "reconfiguration", "self-adaptive systems" 

4. Education In this domain, we considered any type of publication that mentions education as the 

primary goal. One example is shown in (HENRY, 2005) where the authors uses DSL for 

teaching compiler construction subjects. 

Related tags: "education" 

5. Embedded  

Systems 

We considered as embedded systems any type of system that makes use of hardware and 

software co-design. 

Related tags: "embedded systems" 

6. Low-level 

Software 

As low-level software, this domain comprehends any type of study that mentions 

languages and/or techniques for describing the peculiarities of low-level programming, 

for instance, operating systems, device drivers, software for resource- constrained 

devices, sensor networks, etc. 

Related tags: "low-level software", "device drivers", "operating system", "pipeline", 

"resource-constrained devices", "application scheduling", "constraint programming" 

7. Network Any publication that uses DSLs/generative techniques for manipulating computer 

networks and/or distributed systems issues. 

Related tags: "network", "network management", "networked environment", "active 

networks", "sensor networks", "communication protocols", "distributed systems", "router 

configuration", "router specification", "routing", "packet processing", 

"telecommunication" , "communication" 

8. Others As we mentioned, we could identify as many as 30 domains in this study, and some of 

these domains have few related publications. In this category, we gathered domains with 

more than 2 and less than 5 publications, covering several divergent topics, such as 

Chemistry, Geometry and Engineering, among others. 

Related Tags: "chemistry", "medical", "physical systems", "e-commerce", "engineering", 

"math", "soccer", "sports", "publishing", "logging", "geometry", "ecology", "electrical 

engineering", "text processing", "graphs", "algorithms", "compliance", "digital 

forensics", "business logic", "finance", "animation", "multimedia animation" 

9. Parallel 

Computing 

New hardware developments are allowing the appearance of new programming 

paradigms. Those new paradigms try to address questions of high-performance 

computing, multi-threading programming, for example. Parallel computing domain 

groups studies that mention all those issues. 

Related tags: "parallel computing", "high performance computing", "multi-threading", 

"multi-core platform", "multitask systems" 

10. Real-time 

Systems 

Any type of system where the time is a crucial variable to be considered. 

Related tags: "real time systems" 
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11. Security Studies classified in this domain may handle security issues such as intrusion detection, 

access control, security policies, digital forensics, cryptography, and malware detection.  

Related tags: "security", "security policies", "access control", "cryptography" 

12. Simulation This domain embraces any type of simulation software, from ants simulation in multi-

agent based systems to avionics. Simulation is hardly used in conjunction with embedded 

systems.  

Related tags: "simulation", "ants simulation", "urban simulation", "space simulation" 

13. Testing In this domain, we considered any type of DSL or related generative technique that is 

applicable for the software engineering discipline of testing. 

Related tags: "testing", "test automation", "test code generation", "test beds", 

"performance tests", "spl testing", "domain testing", "dsl testing", "language testing" 

14. Visual Language This was considered a domain in our study to make possible to check the number of DSL 

research types as shown in Table 2.6 that uses visual languages. It is important to 

remember that DSMLs are also visual language and so they are not put together in this 

study. 

Related tags: "visual language", "visual programming languages" 

15. Web This domain embraces every study that uses any type of Web technology, for example, 

Web services, Web APIs, Web mash ups. Studies that mention any type of language to 

render Web interfaces are also considered part of this domain. 

Related Tags: "Web", "Web services", "semantic Web", "adaptive Web systems", "Web 

apis", "services mashup", "rest", "SLA", "service level agreement", "service oriented 

systems", "soa", "Internet telephony", "service orchestration", "services orchestration", 

"ws-bpel", "services composition" 

In addition, it is important to highlight that Table 2.7 is missing some important 

domains due the total amount of manuscripts included in this study. Hereby, we cite one 

sample publication of these domains that were left over: healthcare (MUNNELLY; 

CLARKE, 2007), pervasive computing (BARRON; CAHILL, 2006), graphics (JACOB, 

2011), cloud/grid computing (MANJUNATHA et al., 2010), robotics (BORDIGNON; 

SCHULTZ; STOY, 2010), ontology (CEH et al., 2011), games (MORENO-GER et al., 

2009), multi-agent systems (AMOR; GARCIA; FUENTES, 2007), requirements 

engineering (SAWYER et al., 2007), bioinformatics (ANTAO; HASTINGS; MCBURNEY, 

2008), mobile apps (BEHRENS, 2010), multimedia (AMATRIAIN; ARUMI, 2011), user 

interface (MICHELS; PLASMEIJER, 2010), hardware description (KULKARNI; 

BREBNER; SCHELLE, 2004), automation (JIMÉNEZ et al., 2009). 

2.4. Outcomes 

In this section, each topic presents the findings of a research sub-question, highlighting 

evidences gathered from the data extraction process. These results populate the 

classification scheme, which evolves while doing the data extraction. It is important to 

mention that this study is not going to enumerate all the references we found, as it makes 

no sense at all to list 1440 references. Instead, we are going to choose sample references to 

demonstrate our results. 
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Our first results are shown in Figure 2.7, which presents the distribution of papers 

according to Facet 1 – Classes of research. As it can be seen, there is a majority number of 

Solution Proposals, which indicates that there are many proposals yet to be validated. The 

number of Validation and Evaluation Research together represents about one third of 

those proposals, which means that a representative number of proposals are somehow 

tested in industry and/or academy. 

 
Figure 2.7 – Distribution of papers by classes of research, according to Facet 1, shown in Table 2.5. 

2.4.1. Techniques, methods and/or processes for handling DSLs 

Several techniques, methods and/or processes could be found during the execution of this 

mapping study. Methods for software construction using generative techniques are not new 

as we can see in (NEIGHBORS, 1984), although they did not directly mention the 

construction of DSLs. 

At an abstract level, a language is a means of communication; in the case of 

computing that communication is generally between a human and a machine. In order to 

be usable, a language needs to have a way that participants can share communications 

(syntax) and an agreed shared meaning (semantics). Languages may form parts of larger 

languages (e.g. the sub-part of English used only in computing could be detached and 

reattached to the main language); they may be customizable (e.g. American and British 

English can be seen as variations on the single, abstract, language English); they may have 

variable syntaxes (e.g. Serbian is written in both the Cyrillic and Latin alphabets); and so on 

(CLARK; TRATT, 2009).  
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One of the processes for handling DSL catalogued by this mapping study is called 

Language Factories (CLARK; TRATT, 2009). Language Factories break languages down into 

components, including the following parts: 

 Abstract syntax: program structure described as a data type (possibly, but not 

necessarily, an abstract data type), independent of any particular representation or 

encoding. A common representation of the abstract syntax is made by using a tree of 

elements, named Abstract Syntax Tree (AST). 

 Concrete syntax(es) and syntactic mapping: A definition of its concrete 

syntax(es) specified as e.g. a context free grammar, and a mapping from that concrete 

syntax to the abstract syntax. 

 Semantic aspect(s): each semantic aspect defines (a possibly incomplete part of the) 

semantics. Semantic aspects may overlap with each other (e.g. an operational and 

denotational semantics) or describe completely different elements of the semantics 

(e.g. semantics of language types and semantics for text editors supporting tool-tips). 

 Constraints: describes constraints on how the language can be composed with 

others (both in terms of what the component provides, and what it requires of other 

components). 

These parts of language development could help us in citing the findings of this 

study. The development of formal DSLs  contains concepts of metamodels or grammars 

(syntax) (BRABRAND; SCHWARTZBACH, 2007; MENG, 2002), context conditions 

(static analysis and quality assurance) as well as possibilities to define the semantics of a 

language (EVERMANN; WAND, 2005). Many references highlight techniques directly 

related to compiler construction (CONSEL; LATRY, 2005; HENRY, 2005; KENNEDY et 

al., 2005). Along with the concept of DSL, we catalogued some publications describing 

DSMLs and its peculiarities (LAGARDE et al., 2008). Over the last few decades, DSLs 

have proven efficient for mastering the complexities of software development projects. 

The natural adaptation of DSLs to the model-driven technologies has in turn established 

domain-specific modeling languages (DSMLs) as vital tools for enhancing design 

productivity. 

A widespread approach to the design of a DSML is to make use of the so-called 

profile mechanisms and to reuse the UML metamodel as the base language. By extending 

UML elements with stereotypes and their attributes, it is possible to define new concepts to 
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better represent elements of a domain. There are an increasing number of profiles defined 

and successfully applied in many applications. 

The technique of UML profile is mentioned in 21 publications of our catalogue, 

corresponding to approximately 6% of all publications classified as ‘Technique’. Examples 

of such technique are: (LAGARDE et al., 2008; RITALA; KUIKKA, 2007; 

WEISEMÖLLER; SCHÜRR, 2008). We noticed that many of those techniques are well 

supported by tools, as we exemplify in the corresponding section. 

We found quite a large number of techniques, methods and/or processes as can be 

seen in Figure 2.8. These are some examples of techniques for creating new DSLs: 

(JAVED; MERNIK; SPRAGUE, 2006; KRAHN; RUMPE; VÖLKEL, 2007; 

LINDEMAN; KATS; VISSER, 2011). A total number of 160 publications mention some 

topic related to DSL creation, 69 other publications mention DSML creation and 53 

mention embedded DSL creation. 

 
Figure 2.8 – Distribution of papers by DSL research type, according to Facet 2, shown in Table 2.6. 

Among different methods/processes for creating (MARTINHO; VARAJÃO; 

DOMINGOS, 2010), implementing (SELIC, 2007) and evolving (TRATT, 2008; 

WENZEL; KELTER, 2008) a DSL, one of the methods that caught attention was the one 

that mentions directly the concept of Language-Oriented Programming (VAJDA; EKER, 2010) 

or even DSL oriented software engineering. The authors’ fundamental principle is 

promoting the use of the right domain specific tool for each problem, instead of some 

universal tool coupled with a way of working that tries to wrap it so that it becomes usable 

in various contexts. The primary meta-tool promoted in (VAJDA; EKER, 2010) is the 

usage of high level, strictly domain specific languages, based on formal concepts used and 
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widely understood by domain experts who may have limited or no software engineering 

knowledge. This concept of language-oriented programming is fully aligned with other 

similar concept called Language Factories (CLARK; TRATT, 2009), already mentioned. 

Moreover, other relevant aspect identified in this study involves DSL 

integration/composition, as shown in (BRAMBILLA; FRATERNALI; TISI, 2009; 

KRAHN; RUMPE; VÖLKEL, 2010; WYK; JOHNSON, 2007). Regarding the 

development of single DSLs and tools for this purpose, it is noticeable that the area is well-

studied, but surprisingly little is known about the interplay of different DSLs in a single 

system. Multiple DSLs are required when moving from toy examples to real enterprise 

applications. Methods and tool support are needed if multiple DSL development is to 

succeed. One of these methods is described in (LOCHMANN; HESSELLUND, 2009). 

The method specifically tackles the problem of overlapping concerns between different 

DSLs. It has three steps: 1) Identification, 2) Specification, and 3) Application. The purpose of 

the Identification step is to uncover the overlaps between different languages and identify 

connections among them. The Specification step encodes these connections in a way that will 

make them amenable to various analyses. The last step of the method is Application where 

the encoded connections from the previous two steps are used. The authors also provide 

tools and case studies for using their method. 

2.4.2. Domain-specific languages and their respective domains 

As early mentioned in Figure 2.8, we separated the studies that simply report the usage of a 

DSL in two categories: external DSL and internal (embedded DSL). For each embedded 

DSL, we also identified in which technology it was implemented. The most common 

technology in which DSLs are embedded is Haskell with 46 concurrencies, as for example 

in (THIEMANN, 2005). However many other languages are used as host, such as Java, 

C/C++, Ruby, Scala, SmallTalk, Python, Prolog, XML and even some unpopular 

languages like Clean, Galois, Dylan and Curry.  

Aside from DSLs being external or internal, Figure 2.9 shows how several DSLs 

were catalogued according to their domain. The Web domain is on the top of the list, but 

two domains draw attention: “Network” and “Data Intensive Apps”. These domains have 

probably drawn attention from academia because of the “big data” boom, caused by the 

heavy entrance of users in social applications, generating exponentially more content that 

needs to be transported and stored. 
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Figure 2.9 – Distribution of papers highlighting top 15 domains, according to Facet 3, shown in Table 2.7. 

Different types of DSLs have been identified other than the ones we previously 

knew. We identified FSML, ADL and DSAL.  

A Framework-Specific Modeling Language (FSML) (ANTKIEWICZ; 

CZARNECKI; STEPHAN, 2009) is a kind of Domain-Specific Modeling Language that is 

used for modeling framework-based software. FSMLs enable automated round-trip 

engineering over non-trivial model-to-code mappings and thereby simplify the task of 

creating and evolving framework-based applications. 

An Architecture Description Language (ADL or ADSL) (VOELTER, 2010a) is a 

language that directly expresses a system’s architecture. In this sentence, “directly” means 

that the language’s abstract syntax contains constructs for all the ingredients of the 

conceptual architecture. Developers can thus use the language to describe a system on the 

architectural level. 

A Domain-Specific Aspect Language (DSAL) (SHONLE; LIEBERHERR; SHAH, 

2003) is a custom language that allows special forms of crosscutting concerns to be 

decomposed into modularized constructs. Examples of domain-specific aspect languages 

include languages for dealing with coordination concerns, object marshaling concerns, and 

class graph traversal concerns.  
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Figure 2.10 shows a full cross reference view of the DSL research type and their 

respective domains. Many different domains that make use of DSL could be identified in 

our study. The most popular domain was the horizontal domain of Web applications. The 

big number of publications related to the Web domain only confirms that nowadays 

software is being developed for the Web, in the Web and through the Web. During the 

execution of this whole mapping study, it was difficult to find any DSL related publication 

that does not mention (or is not somewhat applicable) to the Web domain. 

Several publications state the use of Web services, and terms like services composition, 

services orchestration and services mash up are common. In this context, Web services 

composition refers to the creation of new (Web) services by combining functionalities 

provided by existing ones. A number of domain-specific languages for service composition 

has been proposed, with consensus being formed around a process-oriented language 

known as WS-BPEL (or BPEL). The kernel of BPEL consists of simple communication 

primitives that may be combined using control-flow constructs expressing sequence, 

branching, parallelism, synchronization, etc.  Some examples of BPEL identified in this 

study: (BOUBETA-PUIG; MEDINA-BULO; GARCÍA-DOMÍNGUEZ, 2011; BRAHE; 

BORDBAR, 2007; HUMMER et al., 2011). 

Another aspect to notice is the considerable number of visual languages that could 

be identified, as well as the number of DSMLs. Both types of research appeal for the visual 

aspects of a software language, increasing the power of expressiveness. Considering that 

using visual tools for writing software can keep the domain experts closer, and there is a 

good amount of research exploring visual aspects, it gives us a clue to do the same. Many 

practitioners demand more visual tools for specifying domain specific software, and this is 

reflected by what we see in Figure 2.10. 

Also in the following bubble chart, embedded (internal) DSLs are not a major 

breakthrough. Although embedded DSLs take advantages from host languages, such as 

Java or C#, by reusing their established platform (parser, compiler, IDE, community), the 

grammar of the embedded language is restricted by the host language sometimes not 

allowing the creation and usage of new terms and expressions. 
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Figure 2.10 – DSL Research Type VS Top 15 Domains1. 

                                                 
1 Observation: independently of the use of colors in bubbles, the DSL research types on the left are directly correspondent to the following columns to the right in a 

horizontal row (domains listed in the sequence from left to right). 
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2.4.3. Tools 

Tools play an essential role in software engineering and it is not different when we are 

designing software languages. Our study identified 151 manuscripts that are related to DSL 

tools. 

Some studies do not actually describe a new tool, but discuss about other tools as in 

(SPINELLIS, 2007) or just make use of a set of tools and report the experience as in 

(KOSAR; MERNIK; LOPEZ, 2007). Although, there are few studies comparing DSL 

tools, we were able to identify two of them as can be seen in (FREUDENTHAL, 2010; 

VASUDEVAN; TRATT, 2011). 

Observing the available publications, we could identify 3 subcategories of tools: 

 Tools for using DSLs: this type of tool is actually the more comfortable for the 

user once he/she is supposed to be familiarized with the domain being manipulated. 

No knowledge about language engineering or domain engineering is necessary for 

using this type of tool, as well as it is projected be used by domain experts. A good 

example listed in our study is the tool Scratch (RESNICK et al., 2009), appropriated 

for introductory programming courses. Several model-driven tools would be also 

considered in this category, such as Modelio1 or Visual Paradigm2, however they are 

not considered for this mapping study because they do not actually use a DSL 

(textual or visual) but instead they use general purpose modeling languages, e.g. UML 

and BPMN. 

 Tools for DSL creation (specification): these are a more intuitive way of creating 

compilers. At this level, the tool is nothing more than a compiler of compilers and, in 

the end of the process of DSL creation, there will be no integration with other 

software engineering tools (IDEs), pretty printer, code assistant and so on. An 

example of this type of tool in our study is JTS (Jakarta Tool Suite) (BATORY; 

LOFASO; SMARAGDAKIS, 1998).  

 Language workbench: these tools support DSL creation not just in terms of 

parsing and code generation but also in providing a better editing experience for DSL 

users. In particular, language workbenches let a DSL author create custom DSL 

editors of similar power to modern IDEs. Language workbenches are still in their 

early days, but if their potential is realized, they could change the face of 

                                                 
1 Modelio – the open source modeling environment: http://www.modelio.org/  
2 Visual Paradigm: http://www.visual-paradigm.com/  

http://www.modelio.org/
http://www.visual-paradigm.com/
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programming (FOWLER, 2009). Our study identified some examples of language 

workbenches: XText (EYSHOLDT; BEHRENS, 2010), MetaEdit+ (POHJONEN, 

2005), Spoofax (KATS; VISSER, 2010), and MPS JetBrains (VOELTER, 2010b). 

Another way of classifying tools is considering textual and visual languages as 

described in (MERKLE, 2010). Instead, we decided to try other classification to highlight 

the real power of language workbenches. Unfortunately, the number of publications 

regarding language workbenches is still low. However, some relevant studies have been 

published such as (MERKLE, 2010; VOELTER, 2010b; VÖLTER; VISSER, 2010). 

2.5. Threats to validity 

There are some threats to the validity of our study. The first one is regarding our set of 

research questions. The set we defined might not have covered the whole DSL research 

field, mainly because language implementation in general overlaps other several research 

fields, for example, model-driven approaches. As we considered this as a feasible threat, it 

was decided to use questions as broad as possible. This way, we knew that the number of 

primary studies would be bigger but there would be a smaller chance of leaving any 

important study out of this MS. 

In addition, it is possible that we have not chosen the most appropriate keywords. In 

general, several research fields that use computer science as a mean to solve problems also 

use DSLs to provide practical solutions where the domain experts can be more effectively 

involved. However, these types of research and their associated publications may not 

directly mention DSL keywords. To mitigate this threat we added the terms “generative 

programming” and “domain-specific modeling language”, although we noticed that rarely 

the term DSL is left off completely. 

Other two possible threats to the validity of our study are: Search engines providing 

incoherent information in BibTeX, however, to mitigate this threat, we developed a tool to 

extract BibTeX information which considers the peculiarities of each search engine, 

reducing the number of possible mistakes; and we may have not selected the most 

representative studies but, to mitigate this threat, the whole mapping study execution 

involved other researchers (collaborators) and so we revised the paper selection 

spreadsheet in pairs until we reached a common sense. 
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2.6. Related work 

The literature on DSLs provides a large number of studies, regarding both general and 

specific issues, as we mentioned earlier. However, a general search for (“mapping study” OR 

“systematic literature review”) AND “domain-specific languages” in well-known search engines have 

shown that no publication have tried to address the issues of this research field using 

specifically the systematic mapping study approach. Actually, many papers presented the 

state-of-the-art in this field using other approaches than a MS and they are next described 

as related work. 

One of the first published papers to coin the concept of a DSL is from 1965 

(LANDIN, 1965). It presents a family of unimplemented computing languages that is 

intended to span differences of a given application area by a unified framework. In the 

1980s, Bentley (BENTLEY, 1986) tried to summarize the concept of the so called Little 

Languages. The paper describes examples of small languages that could be developed with 

the technology available back there, e.g. COBOL and FORTRAN. 

In a paper from 2000 (VAN DEURSEN; KLINT; VISSER, 2000), van Deursen et 

al. list a selection of 75 key publications in the area. It discusses terminology, risks and 

benefits, examples of domain-specific languages, design methodologies, and 

implementation techniques. It also groups the domains of the DSLs in five areas: Software 

Engineering, Systems Software, Multimedia, Telecommunications and Miscellaneous. 

In a more recent work from 2005 (MERNIK; HEERING; SLOANE, 2005), Mernik 

et al. try to answer the question “When and How to Develop Domain-Specific Languages?”. The 

paper brings a list of DSLs developed until then for different domains. The work identified 

five DSL development phases: decision, analysis, design, implementation, and deployment, 

and then relates the listed DSLs with their development phases. At last, the work 

enumerates domain analysis tools and language development systems, giving a full view of 

the open issues in the area. 

One of the most recent related work that could be identified is (VASUDEVAN; 

TRATT, 2011), from 2011. It compares four different approaches for DSL 

implementation: ANTLR, Ruby, Stratego and Converge. From their comparative study, it 

was observed that each approach has its merits and demerits and there is no single 

approach that would apply to all scenarios. The work does not mention directly the use of 

language workbenches. 
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Indeed, we believe our study states current and relevant information on research 

topics that can complement others previously published. By current, we mean that, since 

the number of studies published has increased rapidly, as shown in Figure 2.3, it justifies 

the need of more up to date empirical research in this area to contribute to the community 

investigations. Moreover, applying a MS approach to map out the research area of DSL 

gives us a full overview of what is being done and what is lacking attention from academia/ 

industry, as well as allowing future extensions and replications. 

2.7. Concluding remarks 

The main motivation for doing this work was to investigate the state-of-the-art in 

engineering DSLs, through systematically mapping the literature in order to determine what 

issues have been studied, and which ones are lacking attention from academia, and also 

provide a guide to aid researchers in planning future research. 

In order to make an unbiased assessment of as many studies as possible, identifying 

existing gaps in current research, we mapped out 1440 relevant studies from an initial set of 

4450, which helped us to investigate several approaches regarding different aspects of DSL 

engineering. Our findings could show which are the domains where DSLs are most 

suitable. For instance, four domains of applications draw our attention, as following (with 

the respective number of publications): Web (141), Network (91), Data Intensive Apps (81), 

and Control Systems (85). In addition, we were able to catalogue which types of DSL are 

being created (internal/external DSL, DSML, ADL, DSAL), we listed several techniques, 

methods/processes to handle DSL, and we identified different tools to create and maintain 

DSLs, including language workbenches. 

Moreover, in Figure 2.10, this study presents a bubble chart with a full cross 

reference view of DSL research types and their respective domains. This way, it is easy to 

identify which areas in this research field have been deeply explored and which are lacking 

attention from academy/industry with only a few publications listed. This is the main goal 

of a mapping study, which is not to detail and compare each publication, but to spot what 

are the less and the more explored areas in a given research field, possibly triggering new 

deep studies, such as a systematic literature review. 

2.8. Chapter summary 

This chapter presented a systematic mapping study (MS) on domain-specific languages, 

showing the state-of-the-art in this research field. To accomplish this task, a predefined 
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process has been followed with a clear sequence of steps, making this process repeatable by 

other researchers. 

Basically, the MS process is split in three phases: firstly, a research protocol is defined 

which contains the research questions and the search strategy; secondly, data is collected by 

filtering primary studies according to inclusion and exclusion criteria; and, at last, the 

selected studies are arranged according to a classification scheme, giving an overview of the 

DSL research field. These three phases are detailed throughout this chapter. 

In summary, the results presented here help on understanding in which manner 

DSLs are being created, used and maintained, citing which techniques, methods and/or 

processes are used for these purposes. Moreover, this chapter also brings up to the 

discussion which DSLs have been created so far, in which respective domains they are 

applied and which tools have been used for handling DSLs. The full content of this 

mapping study and its results was published in (NASCIMENTO et al., 2012). The complete 

list of papers, graphics, charts and others results are freely available here: 

http://bit.ly/mapping-study-dsl (format - Microsoft Excel Spreadsheet). 

As we mentioned earlier, one of the main reasons to perform a mapping study is to 

identify gaps and clusters in a set of primary studies, in order to identify topics and areas to 

perform more complete systematic reviews. One cluster that could be clearly identified 

after classifying the primary studies was the set of publications related to architecture 

descriptions languages (ADL). Since we were able to gather some references regarding 

ADLs while investigating DSLs, to be more precise 29 references mentioned ADL 

according to Figure 2.8, we realized that we should further investigate the ADL research 

field considering its proximity to the DSL research field. In order to provide a solid 

fundamental base for this work, next chapter presents a literature review of architecture 

descriptions languages (ADL) as a complement of this chapter content.  

 

http://bit.ly/mapping-study-dsl
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A Literature Review 
on Architecture 

Description Languages  

“Curiosity is more important than knowledge” 

Albert Einstein (1879-1955) 
Scientist, Physics Nobel Prize 1921 

3. A Literature Review on Architecture Description Languages 

In the previous chapter, a systematic mapping study was performed in order to better 

understand the research field of Domain-Specific Languages following the guidelines 

provided by (KITCHENHAM, 2007) and (PETERSEN et al., 2008). By analyzing the 

results from that study, we were able to identify different types of studies related to DSLs, 

such as, Domain-Specific Aspect Languages (DSAL), Domain-Specific Modeling 

Languages (DSML) and Architecture Description Languages (ADL). Among these three 

different types of research, ADL is the one that can actually be detached from the others, 

mainly because, an ADL is intended to describe a system in a high-level of abstraction, 

sometimes making the language to be non-domain-specific. In addition, we realized that 

some ADL publications do not include DSL terms. Considering that ADL research field 

contains relevant related work, we decided to further investigate it.  

We used the outcomes from previous chapter’s mapping study and reused its 

research protocol to perform a more detailed literature review on ADLs. Then, by doing 

this, it is possible to better describe this work in comparison to others, taking into 

consideration the fundamentals of software architecture and corresponding description 

languages. Moreover, such review on ADLs can provide a clearer view of the advantages 

and disadvantages from different studies possibly comparing to the already done 

investigation on DSLs. In this chapter, we are not repeating the extra details shown in 

Chapter 2 explaining the research protocol and directives, as can be seen in Figure 2.1. This 

chapter presents only basic directions and focuses on the important review outcomes and 

conclusions, not on the process itself. 
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The remainder of this chapter is structured as follows: Section 3.1 presents a brief 

introduction to the ADL research field. Next, Section 3.2 presents the main research 

question to be answered by this literature review, followed by Section 3.3, which details the 

data collection process. In the sequence, Section 3.4 brings up the main findings of this 

review, eventually showing a classification scheme and comparison of specific 

characteristics of each study found. To sum up, Section 3.5 presents the concluding 

remarks of the literature review followed by Section 3.6 with a chapter summary. 

3.1. Introduction 

There are some definitions of software architecture and, even in 2014, there is still no 

agreement on a precise one. According to (SHAW; GARLAN, 1996) a software 

architecture “is a Overall, macroscopic system structure; the architecture is a higher level 

abstraction of a software system that consists of high-level components and connectors, as 

opposed to implementation details”. 

Another well accepted definition by (CLEMENTS et al., 2010) brings up a software 

architecture “as the set of structures needed to reason about the software system, which 

comprise the software elements, the relations between them, and the properties of both 

elements and relations” 

To synthetize, the architecture of a software system represents its skeleton, 

emphasizing a clear definition of its structure as a collection of interacting components by 

using a language-independent representation. Software architectures can also describe 

much more than only structure, as it brings up issues related to communication, 

performance, scalability, integrity and so on. Architects may use informal box and arrow 

diagrams to describe such structure. Unfortunately, these line and box diagrams are highly 

ambiguous and this is the main reason why the software engineering research community 

pioneered Architecture Description Languages (ADLs). 

An ADL provides a simple notation for describing software structures in a high level 

of abstraction and unambiguous way (GARLAN; MONROE; WILE, 1997). By using 

ADLs, developers can quickly define needed services, components, and other software 

systems. An ADL is intended to separate behaviors (service contracts) from 

implementations (components). Usually, it is composed of several simple constructs: 

components, roles, connectors, ports and protocols. These constructs may vary 

according to the context the ADL is being used. 
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An ADL may be a formal or semi-formal descriptive language, a graphics language, 

or include both. It has well-defined semantics and tools for parsing and compiling. One of 

the main advantages for using an ADL lies in the ability to rigorously specify the software 

architecture so that it can be analyzed, it may be quickly updated according to changes, and 

it forces developers to follow a previously defined structure ensuring quality (VOELTER, 

2010a). Further in this chapter, a full body of knowledge about ADLs and its constructs is 

shown. 

3.2. Research question 

Given the basic definitions of an ADL, this study is intended to answer the following 

research question: 

Which Architecture Description Languages have been defined so forth? 

By answering this question, it is expected that we are going to be able to:  

 Compare the main characteristics of each ADL, highlighting weaknesses and 1.

strengths; 

 Explore where those ADLs have been applied (case studies and/or industry 2.

applications). 

This study is not focused on searching for techniques, methods and/or processes 

that handle ADLs, neither is it going to compare tools that uses or defines ADLs. 

3.3. Data collection 

To start up with this study, we used all the references already identified in Chapter 2 that 

mention ADL. This first step identified 29 related publications. 

Using these 29 papers, a snow ball process is taken. It consists on analyzing every 

single reference of each paper searching for any study that fits the main research question. 

Next, we performed an automatic search using the same search engines of last chapter: 

ACM Digital Library, IEEEXplore, SpringerLink, Science Direct, Scopus and Engineering Village 

(also known as El Compendex). The following search string was used: 

"architecture description language" 

During the snow ball process and automatic search, a number of 68 additional 

relevant papers could be identified, totalizing 97 studies related to ADL. 
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At last, a filtering process takes place. Our basic exclusion criteria for this last step 

were: 

 Do not include papers related to computer architecture (hardware design and/or 

low-level software, e.g., embedded systems). We noticed that some papers bring on 

the ADL term for actually describing computer architecture and low-level software 

languages. For instance, in the context of this study, languages like MiADL 

(METROLHO et al., 2006), Harmless (KASSEM et al., 2012) or CGADL (FILHO et 

al., 2009) are not relevant. 

 Do not include papers that are related to techniques, methods, processes and/or 

tools that handle ADLs. We are interested in the main characteristics of the 

languages themselves, not in the methods around them. 

At the end of the filtering process, 44 relevant papers could be identified. Figure 3.1 

sums up the entire process pointing out the number of papers found in each step. 

 
Figure 3.1 – Step-by-step selection and filtering of articles in literature review. 

3.4. Literature review 

In order to better understand the research field, a timeline has been created with all the 

articles found after filtering process, as shown in Figure 3.2. We decided to recover the 

number of citations of each particular article, so it could give us a clue of which articles are 

more relevant (timeline milestone). This number has been recovered by using Google 

Scholar and/or Scopus and it may vary according to the date the search is done. Other 

factors have been taken into consideration to decide if an article is or is not a milestone in 

timeline, such as, if there are related case studies, if the ADL turns out with a different 
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approach or concept from others previously defined and if the ADL uses new technology 

that had not been used. The full list of all articles and their respective number of citations is 

shown on Table 3.1. 
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Figure 3.2 – Architecture Description Languages Timeline.
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Table 3.1 – List of all ADLs analyzed in this literature review, their full publication title and 
number of citations according to Google Scholar and sometimes Scopus1 (number of citations 
last updated in November, 2013). 

ADL short 

name 
Year Full name or publication name 

# of 

citations 
Reference 

Weaves 1991 Using weaves for software construction 

and analysis 
165 

(GORLICK; 

RAZOUK, 1991) 

LILEANNA 1993 LILEANNA: a parameterized 

programming language 
63 

(TRACZ, 1993) 

Aesop 1994 Exploiting style in architectural design 

environments 491 

(GARLAN; ALLEN; 

OCKERBLOOM, 

1994) 

UniCon 1995 Abstractions for software architecture 

and tools to support them 
1052 

(SHAW et al., 1995) 

Darwin 1995 Specifying Distributed Software 

Architectures 
1049 

(MAGEE et al., 1995) 

Rapide 1995 Specification and analysis of system 

architecture using Rapide 
1029 

(LUCKHAM et al., 

1995) 

MetaH 1996 Domain-specific Software Architectures 

for Guidance, Navigation, and Control 
164 

(BINNS et al., 1996) 

C2 1996 A component- and message-based 

architectural style for GUI software 
657 

(TAYLOR et al., 1996) 

Wright 1997 A formal basis for architectural 

connection 
1559 

(ALLEN; GARLAN, 

1997) 

ACME 1997 ACME: An Architecture Description 

Interchange Language 
900 

(GARLAN; MONROE; 

WILE, 1997) 

SADL 1997 Introduction to SADL 1.0: A Language 

for Specifying Software Architecture 

Hierarchies 

103 

(MORICONI; 

RIEMENSCHNEIDER, 

1997) 

UML 1.x 1997 UML Semantics v1.1 
N/A2 

(RATIONAL 

PARTNERS, 1997) 

AML 1999 AML: an Architecture Meta-Language 39 (WILE, 1999) 

LEDA 1999 Specification and Refinement of 

Dynamic Software Architectures 
117 

(CANAL; PIMENTEL; 

TROYA, 1999) 

PADL 2000 On the formalization of architectural 

types with process algebras 48 

(BERNARDO; 

CIANCARINI; 

DONATIELLO, 2000) 

xADL 2001 A highly-extensible, XML-based 

architecture description language 247 

(DASHOFY; VAN 

DER HOEK; 

TAYLOR, 2001) 

PiLar 2001 Dynamic coordination architecture 

through the use of reflection 73 

(CUESTA; DE LA 

FUENTE; BARRIO-

SOLÁRZANO, 2001) 

MetaOasis 2002 METAOASIS: An architecture 

description language for Open 

Distributed Systems modeling 

2 

(LORENZO et al., 

2002) 

XM-ADL 2002 XM-ADL, an extensible markup 

architecture description language 
6 

(LU et al., 2002) 

ArchJava 2002 Architectural reasoning in ArchJava 151 (ALDRICH; 

                                                 
1 The number of citations informed for each publication was originally collected from Google Scholar. 

Exceptionally, when the publication was not found in Google Scholar, the number was collected using 
Scopus. 

2 N/A stands for not applicable. It means that the number of citations could not be calculated because 
the reference is a Web page. In the case of UML 1.x, the main reference used is the language standard defined 
by Object Management Group, and there is no automatic way to recover how many citations have been done 
to this publicly available standard. 
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CHAMBERS; 

NOTKIN, 2002) 

CommUnity 2003 A Mathematical Semantics for 

Architectural Connectors 87 

(FIADEIRO; LOPES; 

WERMELINGER, 

2003) 

DAOP-ADL 2003 DAOP-ADL: an architecture description 

language for dynamic component and 

aspect-based development 

122 

(PINTO; FUENTES; 

TROYA, 2003) 

ArchWare ADL 2004 Support for evolving software 

architectures in the ArchWare ADL 
55 

(MORRISON et al., 

2004) 

π-ADL 2004 π-ADL an Architecture Description 

Language based on the higher-order 

typed π-calculus for specifying dynamic 

and mobile software architectures 

182 

(OQUENDO, 2004) 

ADLARS 2005 ADLARS: An Architecture Description 

Language for Software Product Lines 
20 

(BASHROUSH et al., 

2005) 

ADLMAS 2005 Architecture description language based 

on object-oriented petri nets for multi-

agent systems 

3 

(YU; LI, 2005) 

ArchiMate 2005 Foundations (of ArchiMate) 
35 

(LANKHORST et al., 

2005) 

MADL 2005 MADL: Meta Architecture Description 

Language 13 

(SMEDA; 

OUSSALAH; 

KHAMMACI, 2005) 

π-NET ADL 2005 π-NET ADL: An architecture 

description language for multi-agent 

systems 

3 

(YU et al., 2005) 

xSADL 2005 xSADL: an architecture description 

language to specify component-based 

systems 

8 

(ZHANG; GODDARD, 

2005) 

AADL 2006 The SAE Architecture Analysis & 

Design Language (AADL) a standard 

for engineering performance critical 

systems 

67 

(FEILER; LEWIS; 

VESTAL, 2006) 

AO-ADL 2007 AO-ADL: an ADL for describing 

aspect-oriented architectures 
56 

(PINTO; FUENTES, 

2007) 

SOADL 2007 A New Architecture Description 

Language for Service-Oriented 

Architecture 

17 

(JIA et al., 2007) 

ArchC# 2007 ArchC#: A New Architecture 

Description Language for Distributed 

Systems 

2 

(PARSA; SAFI, 2007) 

ALI 2008 ALI: An Extensible Architecture 

Description Language for Industrial 

Applications 

6 

(BASHROUSH et al., 

2008) 

TADL 2008 TADL - An architecture description 

language for trustworthy component-

based systems 

20 

(MOHAMMAD; 

ALAGAR, 2008) 

AC2-ADL 2008 AC2-ADL: Architectural Description of 

Aspect-Oriented Systems 
5 

(JING et al., 2008) 

Mobil e ADL 2008 Towards a mobile architecture 

description language 
1 

(BOUANAKA; 

BELALA, 2008) 

AWright-ADL 2008 AWright-ADL for Aspectual 

Component Composition Platform 
4 

(WANG et al., 2008) 

ScudADL 2009 ScudADL: An architecture description 

language for adaptive middleware in 

ubiquitous computing environments 

3 

(WU; LI, 2009) 
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MoDeL 2010 The Architecture Description Language 

MoDeL 
0 

(KLEIN, 2010) 

DPD-ADL 2010 Developing an Architecture Description 

Language for Data Processing Product 

Line 

0 

(ZHENG et al., 2010) 

Web2MexADL 2012 Web2MexADL: Discovery and 

Maintainability Verification of Software 

Systems Architecture 

0 

(CASTREJÓN; 

LOZANO; VARGAS-

SOLAR, 2012) 

SOADL-EH 2012 SOADL-EH: Service-Oriented 

Architecture Description Language 

Supporting Exception Handling 

0 

(WANG et al., 2012) 

There are clear advantages of using languages (visual or textual) for describing 

software architectures, mainly because the architectural task is amenable to treatment as a 

language problem and principles learned from the design of programming languages can 

serve us well in designing notations for software architecture. Some of these advantages 

are: 

 The analysis of commonly-used architectures may reveal common patterns, or 

idiomatic constructs. 

 Languages serve precisely the purpose of describing complex relations among 

primitive elements and combinations thereof. 

 It makes sense to define a language when you can identify appropriate semantic 

constructs, and indeed it is possible to find an appropriate basis in the descriptions of 

architectures. 

 ADLs are commonly textual and more suitable for automatic software systems 

generation. 

 Most of the ADLs were created for domain specific applications like avionics, 

embedded systems, etc. and therefore embracing more domain knowledge right upon 

languages structures. 

On the other side, there are some drawbacks while using ADLs: 

 They lack features which are highly desirable by the persons (software architects) 

who use them, for instance, graphical notation. It is usually harder to create and 

maintain visual ADLs than textual ones, however a more appealing way to attract 

users and domain experts is by presenting a visual notation for the ADL. 

 Maybe one of the biggest drawbacks of ADLs is their lack of supporting tools 

barring except a few. It is quite important to provide a set of appropriate tools for 

writing/maintaining code in the ADL, debugging and generating code (if necessary).  
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For better understanding the characteristics of ADLs, we gathered the references 

found in this literature review in two groups according to their publication year: group 1 - 

1990s; and group 2 - 2000s until nowadays. It is possible to see a watershed from research 

initiatives in the ADL research field before and after the appearance of UML in the end of 

the 1990s. That is why we divided all this related work in two groups. The following 

sections detail each group. 

3.4.1. ADLs in the 1990s 

One of the first approaches to take advantage of a more formal way to define a software 

architecture was Weaves (GORLICK; RAZOUK, 1991). The authors define Weaves as 

“networks of concurrently tool fragments that communicate by passing objects”. The approach is 

basically intended as an engineering medium for systems characterized by streams of data 

and also parallel processes. Although the paper does not mention at any time the term 

Architecture Description Language, it presents a tool and specific syntax for connecting 

components using the concept of ports and queues. The first prototype using Weaves 

approach was implemented for processing satellite telemetry. 

Two years later, LILEANNA (TRACZ, 1993) still does not coin the term ADL. 

LILEANNA is “a language for formally specifying and generating Ada packages”. It extends Ada by 

introducing two entities: theories and views, and enhancing a third, package specifications 

language. In the language, interconnection information is distributed among with clauses of 

individual packages, package bindings (view construct), and composition (make). 

LILEANNA was firstly applied in the Avionics domain. 

In 1994, as the design of software architectures emerges as a discipline within 

software engineering, the terms Module Interconnection Language (MIL) or Architecture 

Description Language start to be more frequently used. At that time, some architecture 

styles were well know, such as, pipes and filters, commonly used in Unix world, and client-

server, as Internet was becoming commercial. Aesop (GARLAN; ALLEN; 

OCKERBLOOM, 1994) is a system for developing style-specific architectural development 

environments. It defines styles in terms of connectors, ports, roles and representations. 

Four different styles are defined using Aesop syntax: pipe-filter, pipeline, real-time and 

event-based style. 

Beyond components, ports, connectors, and configurations, a description of a 

software system at the architectural level can contain almost any kind of information. This 
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kind of information is directly influenced by the domain in which the software is being 

developed and how the architecture description is being used. In the end of 1990s and 

beginning of 2000s, different ADLs have proliferated confirming this. 

UniCon (SHAW et al., 1995) is organized around two symmetrical constructs: 

components (specified by an interface) and connectors (specified by a protocol). Darwin 

(MAGEE et al., 1995) describes configurations of systems that are distributed across 

multiple processes and machines. Rapide (LUCKHAM et al., 1995) describes components 

with partially ordered event sets called POSETs so that their behavior can be simulated. 

MetaH (BINNS et al., 1996) is one the first ADLs to be created specifically for the 

embedded systems domain, carrying characteristics such as real-time requirements, fault 

tolerance, secure partitioning, and high performance computing criteria. In the same year, 

C2 (MEDVIDOVIC et al., 1996) brings on object-oriented programming languages 

characteristics into an ADL. C2 was used to define a component- and message-based 

architectural style for GUI software development, as shown in (TAYLOR et al., 1996).  

With a more formal approach for architecture description, Wright (ALLEN; 

GARLAN, 1997) extends component and connector specifications with behavioral 

information in the language of communicating sequential processes (CSP) (HOARE, 1978) 

so that architectures can be analyzed. 

Despite the fact that all these already mentioned notations share many common 

conceptual elements (components, connectors, interfaces, links, and so on), they do not 

share even a syntactic basis. This renders each notation’s tools incompatible with the 

others. Other ADLs such as Weaves and MetaH are similarly incompatible. Moreover, all 

these languages lack support for extensibility, so adding features to any of them would 

require significant changes to all its supporting tools. 

One notable exception to this from the architecture community is ACME 

(GARLAN; MONROE; WILE, 1997) which was developed as an architectural interchange 

language. The ACME core consists of basic types of constructs that occur in practically 

every architecture notation: components, connectors, interfaces (called ports and roles), 

links (called connections), and so on. Each of these core entities is decorated with a set of 

arbitrary name-value pair properties. This strategy allows some extensibility, but its 

usefulness is hindered by several constraints. 
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In the same year of ACME’s first publication, another approach to cope with 

architecture extensibility features is published: SADL (Structural ADL)  (MORICONI; 

RIEMENSCHNEIDER, 1997). SADL is intended for the expression of software 

architecture hierarchies that are to be analyzed formally. It can be used for describing both 

vertical and horizontal hierarchy and for relating different levels of representation by means 

of mappings. According to the authors, precise mappings enable inter-level traceability. 

However, besides other studies listed so far, one of the most important languages 

used to represent software architecture in a high-level of abstraction is UML (RATIONAL 

PARTNERS, 1997). Created by a consortium of big companies in 1997, such as Microsoft, 

IBM, Oracle, Hewlett-Packard, among others, and headed by Rational Software, the 

Unified Modeling Language (UML) is a simple and powerful general-purpose visual 

modeling language that is designed to specify, visualize, construct and document the 

artifacts of a software system, including of course, its architecture. Most of the researchers 

and software practitioners tends to accept UML as an ADL, of course with some 

weaknesses in it, as shown in (PANDEY, 2010). 

When questioned whether UML is an architecture description language, Grady 

Booch’s (original developer of UML) answer was “Yes, the UML is an ADL. The UML is a 

graphical language for visualizing, specifying, constructing and documenting the artifacts of a software-

intensive system. The UML supports multiple views of a system both structural and behavioral especially 

those included in Kruchten’s 4+1 (KRUCHTEN, 1995) model of view of architecture”. Other 

practitioner Cris Kobryn (Chief architect in the E. Solutions unit of EDS) answered “Many 

UML models that have been used to architect custom applications and commercial products, along with 

extensions to UML for use with ADLs such as C2 and Wright, may be considered existence proofs that 

UML can function effectively as an ADL”. These testimonials have been shown in (PANDEY, 

2010). 

Indeed, when taking UML into account some strengths are pointed out:  

 UML provides a graphical representation to the software architecture. 

 UML supports multiple views which are very helpful for all the stakeholders. 

 Numerous tools are available for UML. 

 UML is a general purpose modeling language and have been used effectively in 

almost all the domains of software engineering. 

On the other side, UML presents some weaknesses:  
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 It is not suitable for automated analysis of verification and validation etc. of 

architecture. 

 UML constructs lack in formal semantics and therefore may become a source of 

ambiguity, inconsistency in some cases. 

Since its first publication and further updated versions, UML has been used in many 

different contexts, practical and academic projects and case studies, and has been 

considered a turning point in software engineering practices, and also in ADLs research 

field. UML is now not only recognized as an Architectural Description Language (ADL) 

but has become a de facto standard notation for documenting the architecture of software 

systems. There have been some reservations amongst the academicians to regard UML as 

an ADL, but that will fade away as UML is further refined and more and more features are 

incorporated into the new versions. 

After UML has been made public, the software engineering research community 

someway dedicated efforts on understanding the language better and applying it to 

industrial cases. In Figure 3.2, it can be noticed a smaller number of ADL-related 

publications between 1997 and 2000. Two of those publications are: AML (WILE, 1999) 

and LEDA (CANAL; PIMENTEL; TROYA, 1999).  

AML is a meta-language for specifying new ADLs, which provides semantics for 

derived languages, and, according to the author, ADLs should be specializations of AML 

with natural syntactic variations.  

LEDA uses the π-calculus as the underlying formalism, like Darwin, to specify 

dynamic architectures. To understand the concept of dynamism, consider that architectural 

modifications in software can occur at design time, pre-execution time, or run-time. 

Dynamic software architectures are those that modify their architecture and enact the 

modifications during the system’s execution. Components in LEDA are specified in terms 

of an interface, composition, and attachments. Interfaces are defined using instances of 

roles which define the behavior of components with other components. If some 

component is a composite, it means that its internal structure consists of instances of other 

components. And finally, the attachments define the connections between any component 

instances. The attachments at the top level component (i.e. the architectural level) are 

bindings between components. Attachments in a LEDA architecture can be static or 

reconfigurable, thus supporting the notion of dynamism. 
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3.4.2. ADLs in the 2000s and until nowadays 

Inspired by Darwin and Wright approaches, PADL (BERNARDO; CIANCARINI; 

DONATIELLO, 2000) formalizes the concept of architectural type by means of a process 

algebra. Each architectural type is defined as a function of its component and connector 

types, its topology, and its interactions. A component/connector type is in turn defined as 

a function of its behavior, specified as a family of process algebra terms, and its 

interactions, specified as a set of process algebra actions. The architectural topology 

consists of a set of component/connector instances related by a set of attachments among 

their interactions. Finally, architectural interactions are interactions of component instances 

which act as interactions for the whole architectural type, thus supporting hierarchical 

architectural modeling. According to the authors, PADL allows several architectures (those 

of the same type) to be defined at once. There are peculiar differences among process 

algebraic ADLs, including those mentioned here (Darwin, Wright and PADL). Further 

details of these differences can be found in (ALDINI; BERNARDO, 2005). 

In 2001, inspired by the appearance of XML and its instant popularity, an XML-

based ADL called xADL (DASHOFY; VAN DER HOEK; TAYLOR, 2001) was 

developed. It gives up the formalism of earlier developed ADLs in favor of language 

extensibility, taking advantage of the large base of off-the-shelf XML tool support. xADL 

is a highly-extensible XML-based ADL based on xArch, a core representation for basic 

architectural elements that uses the XML schema extension method for extending this 

core. xArch is an XML-based representation for building ADLs. It consists of a core of 

basic architectural elements, defined in an XML schema called the “instances” schema. The 

xArch instances schema provides definitions for the following elements typically found in 

an ADL:  

 Component, connector, interface, and link (connection between interfaces) instances; 

 Sub-architectures, for specifying hierarchically composed component and connector 

instances; and  

 Groups, allowing the combination of basic elements into logical aggregations such 

that they can be identified as a single entity by architectural tools. 

To sum up, xADL provides constructs that are useful for describing software 

architectures in general, as well as three important features that can be used in an ADL 

derived from xADL. These are:  
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 separation of run-time and design-time models of a software system; 1.

 implementation mappings that map the ADL specification of an architecture onto 2.

executable code; and 

 the ability to model aspects of architectural evolution and product line architectures. 3.

Continuing in timeline, also in 2001, PiLar (CUESTA; DE LA FUENTE; BARRIO-

SOLÁRZANO, 2001) is an ADL for dynamic architectures that makes use of 

Computational Reflection, which has been quite a popular research topic since its 

introduction in object-orientation (MAES, 1987). It uses the concept of separation of 

meta-levels to allow the building of “well-founded” self-modifying systems. This provides 

high standards of flexibility and dynamism. 

In the year of 2002, a few low impact publications were found. METAOASIS 

(LORENZO et al., 2002) is an ADL for distributed systems, just like Darwin, inspired by 

the growing popularity of OO languages. XM-ADL (LU et al., 2002) is another XML-based 

ADL, just like xADL, but applied to embedded systems domain. Also in 2002, one 

publication is highlighted from others: ArchJava (ALDRICH; CHAMBERS; NOTKIN, 

2002) is a small, backwards compatible extension to Java that integrates software 

architecture smoothly with Java implementation code. It supports a flexible object-oriented 

programming style, allowing data sharing and supporting dynamic architectures where 

components are created and connected at run time. The unique feature of ArchJava is a 

type system that guarantees communication integrity between architecture and its 

implementation, even in the presence of shared objects and run-time architecture 

configuration. ArchJava adds new language constructs to support well-known concepts 

from other ADLs: components, connections, and ports. 

In the sequence of popular ADLs, COMMUNITY (FIADEIRO; LOPES; 

WERMELINGER, 2003) provides, like Darwin (MAGEE et al., 1995), Wright (ALLEN; 

GARLAN, 1997) and LEDA (CANAL; PIMENTEL; TROYA, 1999), among others, a 

formal approach to software architecture. According to the authors, it has some advantages 

over other approaches, the main one being a precise mathematical semantics: architectures 

are not just depicted through lines and boxes; they are diagrams in the sense of category 

theory, involving explicit superposition and refinement relationships between architectural 

components. This graphical semantics (in both the mathematical and visual sense) mirrors 

closely the design of the architecture. 
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Still in 2003, DAOP-ADL (PINTO; FUENTES; TROYA, 2003) brings on a 

component- and aspect-based language to specify the architecture of an application in 

terms of components, aspects and a set of plug-compatibility rules between them. This is 

one of the first studies to mix up together ADL-related concepts with aspect oriented 

technology. DAOP (which stands for “Dynamic Aspect-Oriented Platform”) provides a 

composition mechanism that plugs aspects into components dynamically at runtime. 

DAOP-ADL is also a XML-like language. 

Next in 2004, the concept of active software architectures has emerged and described in 

(MORRISON et al., 2004). In order to accommodate change in software systems, Morrison 

et al. defined an active software architecture to be: dynamic in that the structure and 

cardinality of the components and interactions are changeable during execution; updatable 

in that components can be replaced; decomposable in that an executing system may be 

(partially) stopped and split up into its components and interactions; and reflective in that 

the specification of components and interactions may be evolved during execution. 

ArchWare ADL, which has its syntax first published in (CIMPAN et al., 2002) but later 

explored in ArchWare project (MORRISON et al., 2004), is an ADL for specifying active 

architectures. It uses a π-calculus based communication and expression language combined 

with structural reflection for creating new components and binding them into running 

systems. In the same year, ArchWare ADL evolved and was formally called π-ADL 

(OQUENDO, 2004), being supported by a comprehensive toolset including a visual 

modelling tool, a callable compiler, a refinement tool, and a π-ADL-to-code synthesizer. 

The results of ArchWare project and creation of π-ADL can be considered a turning point 

in the application of π-calculus for software architecture description. 

Although 2005 had a big number of ADL-related publications, few of them had a 

greater impact on the research field. ADLARS (BASHROUSH et al., 2005) is an ADL for 

software product lines (SPLs). It supports the relationship between the feature model 

domain and the system architecture domain. ADLMAS (YU; LI, 2005) is an ADL for 

multi-agent systems based on object-oriented Petri nets. π-NET ADL (YU et al., 2005) is 

an extension of ADLMAS which uses π-calculus for the same domain. ArchiMate 

(LANKHORST et al., 2005) is designed as an ADL for enterprise architectures. Both four 

aforementioned ADLs basically brings on well-known ADL concepts into different 

domains. MADL (SMEDA; OUSSALAH; KHAMMACI, 2005) defines a meta-

architecture description language which tries to abstract the notion of architectures 



Chapter 3 – A Literature Review on Architecture Description Languages | 74 

 

(components, connectors, ports, etc.), just like AML (WILE, 1999). Finally, xSADL 

(ZHANG; GODDARD, 2005) is basically an extension of xADL (DASHOFY; VAN 

DER HOEK; TAYLOR, 2001). 

Even though we excluded papers directly related to computer architecture 

description (hardware design), a publication from 2006 could not have been left out mainly 

because it mixes characteristics from low and high level languages and also it was used in 

many industrial applications. Developed by the Society of Automotive Engineers (SAE), 

AADL (FEILER; LEWIS; VESTAL, 2006) provides a means for the formal specification 

of the hardware and software architecture of embedded computer systems and system of 

systems. AADL has been shaped by MetaH and ACME. It takes advantage of a graphical 

notation in conjunction with open source tools that fully incorporates the language and 

provides semantic checking and translation of AADL models into the standardized AADL 

XML format. 

Advancing in the timeline, we are able to notice other ADLs that focus on aspect-

oriented capabilities, as already shown in DAOP-ADL (PINTO; FUENTES; TROYA, 

2003), for example: AO-ADL (PINTO; FUENTES, 2007), AWright-ADL (WANG et al., 

2008) and AC2-ADL (JING et al., 2008). Similarly, ArchC# (PARSA; SAFI, 2007) is 

inspired by ArchJava (ALDRICH; CHAMBERS; NOTKIN, 2002). 

Besides these two, another publication carries concepts of Service Oriented 

Architecture (SOA) as a new form of distributed software architecture: (JIA et al., 2007). 

SOADL specifies the interfaces, behavior, semantics and quality properties of services, 

provides mechanisms to model and analyze the dynamic and evolving architecture, and 

supports architecture-based service composition. The language adopts XML as meta-

language, taking advantage of its well-formed structure and tools support, to model service 

interfaces and behavior. SOADL also provides a way to define constraints between service 

interactions by using a constraint language based on first order predicate logic (FOPL) 

similar to ACME. In SOADL, a service is a runtime unit that can interact with other 

services, and it is described as an agent in π-calculus. 

In 2008, ALI (BASHROUSH et al., 2008) is created as an ADL for industrial 

applications providing a rich, extensible and flexible syntax for describing component 

interface types and the use of patterns and meta-information. These enhanced capabilities 
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are intended to encourage more widespread industrial usage. The language comprises seven 

parts:  

 meta types: which provides a notation for capturing meta-information 1.

 interface types: which provides a notation for creating types of interfaces 2.

 connector types: where architectural connectors are defined 3.

 component types: where architectural components are defined 4.

 pattern templates: where design patterns are defined 5.

 features: where the system features are catalogued 6.

 system: where the system architecture is described 7.

By enhancing flexibility, ALI gives up formalism, unlike other more formal languages 

based on process algebras and π-calculus. 

In the same year, TADL (MOHAMMAD; ALAGAR, 2008) is published with the 

main goal of specifying trustworthiness properties at the architectural level. TADL defines 

a meta-architecture from which different system architectures can be created. The main 

building blocks of the meta-architecture are component definition, component architecture definition, 

safety contract, security mechanism, system definition, package, constraint, and attribute. In order to 

ensure trustworthiness TADL introduces new concepts such as safety contract and security 

mechanism. These concepts are implemented by means of constraints (e.g. time and data 

constraints) using a first-order predicate logic. 

By the end of 2000s, the proliferation of Internet and wireless communication 

networks stimulated the pervasive presence of mobility in software components. One of 

the first ADLs to deal with mobility is CBabel (BOUANAKA; BELALA, 2008). It is a 

declarative language allowing the description of functional aspects of architectures as a 

composition of a selected set of modules and connectors and their interconnection 

topology. Non-functional properties like distribution, coordination and QoS can be defined 

in terms of contracts. The language uses generic concepts of components, connectors and 

topologies independently of any specific language syntax, and defines a rewrite theory 

called Mobility-Primitives. This theory is generalized to any ADL based on rewriting logic. A 

simple case study was performed using the GSM (Global System for Mobile 

communication) handover process, but no further investigations have been done with 

CBacel. 
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Close to the end of this journey though all those ADLs, ScudADL (WU; LI, 2009) 

tries to deal with the increasing demands for adaptive middleware of dynamic systems in 

ubiquitous computing environments. Based on higher-order typed π-calculus, ScudADL 

extends π-ADL (OQUENDO, 2004) but is concerned about the computing resources 

consumption. The main case study developed by applying ScudADL focuses on the smart 

spaces for intelligent transportation system. This study can be seen as a Chinese version of 

the previous project ArchWare (MORRISON et al., 2004) developed by European Union. 

In the last three years, a few studies could be found but none of them has been 

proven relevant among the others, mainly because of the lack of practical case studies and 

few citations in academy. They are: MoDeL (KLEIN, 2010), which tries to define logical 

structures to combine components formally, DPD-ADL (ZHENG et al., 2010) and 

(CASTREJÓN; LOZANO; VARGAS-SOLAR, 2012), which describes a language for data 

processing software product lines. Recently, a language called SOADL-EH (WANG et al., 

2012), tries to extend the existent SOADL (JIA et al., 2007) by supporting exception 

handling. 

3.4.3. Classifying studies 

Our goal in this study is not detailing every single article that describes an ADL, but yet 

comparing diverse features of existent ADLs, making it possible to create a fundamental 

base for a new language proposal or a different approach, inspired by another’s strengths 

and avoiding pitfalls in the way. 

According to the context that an ADL is being applied, it is possible to identify 

desirable characteristics in it. For instance, if an ADL is being used for describing real-time 

systems, it would be more likely formal, based on process algebras or π-calculus. 

Investigating diverse ADLs, we were able to gather some desirable characteristics for any 

type of ADL, as follows (SHAW; GARLAN, 1994): 

 Composition: it should be possible to describe a system as a composition of 1.

independent components and connections. Composition capabilities allow 

independent architectural elements to be combined into larger systems. It leads us to 

three important aspects: 1) divide-and-conquer: an architectural language must allow 

a designer to divide a complex system hierarchically into smaller, more manageable 

parts, and conversely, to assemble a large system from its constituent elements; 2) 

independence: the elements must be sufficiently independent that they can be 
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understood in isolation from the system in which they are eventually used; and 3) it 

should be possible to separate concerns of implementation level issues (such as 

choice of algorithms and data structures) from those of architectural structure. 

 Abstraction: it should be possible to describe the components (and their 2.

interactions) of a software architecture in a way that clearly and explicitly prescribes 

their abstract roles in a system. Abstraction addresses the need to describe design 

elements at a level that matches the intuitions of designers. Low-level mechanisms 

(loops, exceptions, etc.) should be suppressed. 

 Reusability: it should be possible to reuse components, connectors, and 3.

architectural patterns in different architectural descriptions, even if they were 

developed outside the context of the architectural system. This form of reuse differs 

from the reuse of components from libraries. 

 Configuration: architectural descriptions should localize the description of system 4.

structure, independent of the elements being structured. They should also support 

dynamic reconfiguration. An ADL should separate the description of composite 

structures from the elements in those compositions. Configuration properties permit 

the architectural structure of a system to be changed without having to examine each 

individual component in a system. In addition, to allow architectures to evolve 

during the execution of a system, dynamic reconfiguration is needed. 

 Heterogeneity: it should be possible to combine multiple, heterogeneous 5.

architectural descriptions. Heterogeneity can be reached in two different ways: 1) 

Integrating different architectural patterns in a single system (same language); or 2) 

combining components that are written in different languages. The latter is really 

hard to achieve, since architectural elements are usually described using a unique 

representation (language) across the system. 

 Analysis: it should be possible to perform rich and varied analyses of architectural 6.

descriptions. Requirements of analysis address the ability to support automated and 

non-automated reasoning about architectural descriptions. Different architectures 

permit different kinds of analysis, and it should be possible to tailor the kind of 

analysis to the kind of architecture. 

Unfortunately, the majority of the investigated ADLs do not present some of these 

characteristics. For example, ADLs that are part of a bigger project, such as ArchWare 

ADL (MORRISON et al., 2004) and ScudADL (WU; LI, 2009) are not worried about 

heterogeneity since their encapsulating project tends to use the same technologies all over 
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their lifecycle. Another example is an ADL that embeds domain-specific knowledge and 

consequently, domain-specific, usually low-level, constructs, then giving up the 

characteristic of abstraction, e.g. CBabel (BOUANAKA; BELALA, 2008). 

Besides the desirable characteristics an ADL should have, other efforts have been 

done to identify common features of existent ADLs, as shown in  and (MEDVIDOVIC; 

TAYLOR, 2000). Some of these features are listed, as follows: 

 Understandability: one role of software architecture is to serve as an early 1.

communication conduit for different stakeholders in a project and facilitate 

understanding of (families of) systems at a high level of abstraction. ADLs must thus 

model structural (topological) information with simple and understandable syntax. 

 Evolution: new software systems rarely provide entirely unprecedented functionality, 2.

but are, rather, variations on a previous one. Architectures evolve to reflect and 

enable evolution of a family of software systems. Considering evolution, i.e. 

maintenance, as a costly software development activity, then system evolvability 

becomes a key aspect of architecture-based development. 

 Dynamism: as already said, evolution refers to “off-line” changes to an architecture 3.

(and the resulting system). On the other hand, dynamism refers to modifying the 

architecture and enacting those modifications in the system while the system is 

executing (on-demand), making this feature important for certain safety- and 

mission-critical systems, such as air traffic control, telephone switching, and high 

availability public information systems. This feature can be associated with early 

mentioned “Configuration” as a desirable characteristic of an ADL. 

 Scalability: architectures are intended to provide developers with abstractions 4.

needed to cope with the issues of software complexity and size. ADLs must 

therefore directly support specification and development of large scale systems that 

are likely to grow further. 

 Constraints: in a given architecture, constraints explicitly detail and restrict specific 5.

connections among architecture components, e.g. authorized access, number of 

requests/responses, response time, etc. Constraints may be directly influenced by 

general non-functional properties. 

For this literature review, we considered that one characteristic that should be 

analyzed for every ADL is the aspect of formalism. By formalism, we mean that the ADL 

is based on or inspired by formal languages, such as CSP (Concurrent Sequential 
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Processes), OCL (Object Constraint Language), π-calculus or other language based on 

process algebras. It is important to differentiate formalism from the “constraint” 

characteristic of an ADL. A constraint usually defines pre- and post-conditions, restrictions 

that should be followed. On the other hand, in a formal language all constructs have a 

formally defined meaning. It is a set of strings of symbols that may be constrained by rules 

that are specific to it. 

Combining the ADL characteristics presented by (SHAW; GARLAN, 1994) with the 

ones presented by (MEDVIDOVIC; TAYLOR, 2000), we created our own classification 

scheme to structure the research field. Our scheme presents the following characteristics: 

composition, heterogeneity, understandability, evolution, dynamism, scalability, 

constraints and formalism. Table 3.2 sums up the major ADLs identified by this study 

(highlighted in Figure 3.2) and their corresponding characteristics. 
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Table 3.2 – Analysis of the main Architecture Description Languages and their corresponding features. 

         Features 

ADLs      
Composition Heterogeneity Understand. Evolution Dynamism Scalability Constraints Formalism 

Weaves Supported through 

composite sockets 

Development in C, 

C++, Objective C, 

and Fortran; 

requires all tool 

fragments to 

provide a set of 

methods 

Explicit, concise 

graphical 

specification 

Allows partial 

architectures; 

aided by explicit 

configurations; 

support for 

families via socket 

populated 

frameworks 

Unanticipated 

dynamism; 

element insertion 

removal and 

rewiring 

Aided by explicit 

configurations, 

sockets, and 

variable number of 

socket pads; used 

in large-scale 

project 

Precludes direct 

component-to-

component links 

No. Non-formal 

graphical 

representation of 

architectures 

UniCon Supported by 

composite 

components and 

connectors 

Supports only 

predefined 

component and 

connector types; 

supports compo-

nent wrappers 

Explicit textual 

and graphical 

specification; 

configuration 

description may be 

distributed 

Some support for 

partial architec-

tures; aided 

explicit 

configurations 

None Aided by explicit 

configuration and 

variable number of 

connector roles 

Players may only 

be attached to 

roles and vice 

versa 

No. Although it 

presents a textual 

representation, it 

is not a formal 

language. 

Darwin Supported 

language’s 

composite 

component feature 

Allows multiple 

languages for 

modeling 

semantics of 

primitive 

components; 

supports 

development in 

C++ 

In-line textual 

specification with 

many connector 

details; provides 

graphical notation 

No support for 

partial 

architectures; 

hampered by in-

line configurations 

Constrained 

dynamism runtime 

replication of 

components and 

conditional 

configuration 

Hampered by in-

line configurations 

Provided services 

may only be 

bound to required 

services and vice 

versa 

Yes. Operational 

semantics in terms 

of π-calculus. 

Rapide Mappings relate 

an architecture to 

an interface 

Supports 

development of 

executable 

simulations in 

Rapide’s 

executable sub-

language 

In-line textual 

specification with 

many connector 

details; provides 

graphical notation 

No support for 

partial 

architectures; 

hampered by in-

line configurations 

Constrained 

dynamism; 

conditional 

configuration and 

dynamic event 

generation 

Hampered by in-

line 

configurations; 

used in large-scale 

projects 

Refinement maps 

constrain valid 

requirements; time 

poset constraint 

language 

No. Although it 

presents a textual 

representation, it 

is not a formal 

language. 
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         Features 

ADLs      
Composition Heterogeneity Understand. Evolution Dynamism Scalability Constraints Formalism 

Wright Computation and 

glue code are 

expressible as 

architectures 

Supports both 

fine- and course-

grain elements 

Explicit, concise 

textual 

specification 

Suited for partial 

specification; 

aided by explicit 

configurations 

Constrained 

dynamism; 

element insertion 

removal and 

rewiring 

Aided by explicit 

configuration and 

variable number of 

roles; used in 

large-scale project 

Ports can only be 

attached to roles 

and vice versa; 

programmable 

stylistic invariants 

Yes. It uses a 

subset of CSP to 

define the 

protocols of the 

roles, ports, and 

glue. 

UML Supported through 

provided and 

required interfaces 

(UML 2.x) 

Tool support for 

code generation in 

several OO 

languages 

Explicit, concise 

graphical 

specification 

Possible via OO 

inheritance and 

interface 

implementation 

No native support 

for dynamic 

architectures, but 

possible through 

extensions (UML 

profiles) 

Support for 

scalability in 

behavioral 

modeling, 

particularly for 

state machines and 

interactions 

(sequence 

diagrams) 

Restrictions are 

written in Object 

Constraint 

Language (OCL) 

Semi-formal. OCL 

reduces 

ambiguities in OO 

models 

xADL Rules for 

components, 

connectors, and 

links are mapped 

by composite 

types 

Given the open 

nature of XML 

Schema, 

architectural 

elements can take 

many forms (Java 

class files, 

Windows .DLL‘s) 

Explicit, concise 

textual XML-

based 

specification, 

mainly declarative 

Support for 

evolution via 

XML schema 

extension. The 

main characteristic 

of this ADL is that 

it is highly-

extensible 

None Tree like 

structures are very 

simple and useful 

for large size 

software 

architectures 

None. 

Specification of  

constraints is done 

by only 

connecting the 

previously defined 

structures. 

None 

ArchJava Supported through 

Interface 

Conformance: 

components must 

conform to its 

architectural 

interface 

Supports only Java 

(with predefined 

keywords) 

In-line textual 

specification by 

adding new Java 

keywords 

Possible via OO 

inheritance and 

interface 

implementation 

Dynamic 

component 

creation by simply 

using the same 

new syntax to 

create ordinary 

objects 

Reuse Java 

capabilities to 

cope with 

scalability 

Supported by 

ArchFJ, a core 

language based on 

Featherweight 

Java 

None 

  



Chapter 3 – A Literature Review on Architecture Description Languages | 82 

 

         Features 

ADLs      
Composition Heterogeneity Understand. Evolution Dynamism Scalability Constraints Formalism 

DAOP-ADL Components and 

aspects are 

composed in 

runtime. Inter-

action and is 

governed by a set 

of plug-

compatibility rules 

XML Schema, 

architectural 

elements can take 

many forms. 

DAOP uses only 

Java 

Explicit, concise 

textual XML-

based 

specification, 

mainly declarative 

Support for 

evolution via 

XML schema 

extension. 

Dynamic weaving 

between 

components and 

aspects at runtime 

Cross cutting 

concerns by 

themselves are a 

good form of 

coping with 

scalability 

Constraints are 

supported by 

DAOP-ADTool 

and are related to 

the component and 

aspect interfaces, 

implementations 

and properties 

None 

π-ADL Components and 

connectors can be 

composed to cons-

truct composite 

elements 

Supports only 

predefined 

component and 

connector types in 

π-ADL 

Explicit, concise 

and formal textual 

representation. 

Tool support for 

visual modeling 

New constructs 

can be defined on 

top of the 

language using 

user- 

defined mixfix 

abstractions 

Components can 

be created, 

deleted, 

reconfigured, or 

moved at runtime 

None. No 

mentions of use in 

large-scale project 

Tool support for 

automated 

verification of 

models, checking 

constraints  

Yes, based on π-

calculus 
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3.5. Concluding remarks 

Each ADL catalogued and analyzed by this study has its own value and applicability. Some 

of them are more likely to be used in specific domains and others can be used as general 

purpose description languages. It is important to notice that this literature review was 

performed in a given period of time and, although different search engines were used to 

gather related references, it is possible that some relevant study may have been left out, 

mainly because of two reasons: first, the string used in automatic search was not mentioned 

in the article; and second, the article has been published outside of the period of time of 

this review. There is also a third reason that includes human error while checking out 

hundreds of results returned by search engines. 

We selected relevant studies basically by analyzing citation count and the existence of 

published case studies, as it is, to the best of our knowledge, a good indicator that the study 

in question has gained attention in academy and industry. However, a problem that may 

arise when using citation count is that, the older the reference, the more citations it gets. 

We took care of this problem by splitting the analysis of the studies in two different 

periods of time: 1990s and 2000s till now. In the end, the top 10 relevant studies have been 

chosen to compose a comparison table.  

Throughout the execution of this review, some characteristics of ADLs have drawn 

attention: 

 Domain-specific ADLs tends to be more practical and usable. Also known as 

ADSL (architecture DSL), many ADLs take advantage of domain-specific knowledge 

to define high-level abstractions. According to (VOELTER, 2010a), the best 

approach is to define the ADSL in real time as you understand, define, and evolve a 

system’s conceptual architecture. The process of defining the language actually helps 

the architecture/development team better understand, clarify, and refine architectural 

abstractions. Some examples: Weaves (GORLICK; RAZOUK, 1991), for data 

stream based systems (case study in satellite telemetry); LILEANNA (TRACZ, 1993) 

with a case study in avionics domain; and SOADL (JIA et al., 2007), for service-

oriented systems. Another example initially considered for this review is AUTOSAR 

(AUTomotive Open System ARchitecture) (SANGIOVANNI-VINCENTELLI; DI 
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NATALE, 2007), an ADL for automotive systems, with several practical and 

industrial (commercial) cases around the world1.  

 Adopting rigorous formalism may diminish language understandability. There 

are good and bad points in using formalism. As a good point, formal languages 

eliminate ambiguities. A bad point is that formalism tends to diminish languages 

understandability, keeping off domain experts with no IT (programming languages) 

expertise. Formal languages are usually much harder to understand and use than non-

formal languages. That possibly leads to fewer practical applications of such 

languages. 

 Defining earlier which notation will be used in your ADL, either visual or 

textual, or both, may be crucial for its success. There is no fundamental 

difference in expressivity between visual and textual languages. The essence of a 

language is that it defines structures to which meaning is assigned. Viewing and 

creating these structures can be achieved with a variety of tools, where various 

representations are interchangeable. Visual diagrams can be trivially represented 

using text, for instance by taking an XML rendering of the internal structure. On the 

other hand, textual models can be trivially represented ‘visually’ by displaying the tree 

or graph structure resulting from parsing followed by static semantic analysis. In this 

context, we consider advantages and disadvantages for both types of languages. 

Visual languages are much more appealing for language users and domain experts, 

but may not be scalable. If your models are going to represent small structures with 

much meaning, then use a visual language. On the other side, textual languages as 

well as editors are easier to build than custom graphical editors and textual models 

are scalable, being able to be easily stored in configuration management systems (e.g. 

CVS, SVN, GIT) (PETRE, 1995). If your model is going to scale, presenting many 

compositions and their corresponding constraints, then it is better using a textual 

language (VOELTER, 2010a). 

3.6. Chapter summary 

In this chapter, a literature review has been performed according to the guidelines 

presented in (KITCHENHAM, 2007) and (PETERSEN et al., 2008). This review provides 

an insight for better understanding the architecture description languages fundamentals by 

                                                 
1 A list of commercial implementers of AUTOSAR can be found here: 

http://en.wikipedia.org/wiki/AUTOSAR  

http://en.wikipedia.org/wiki/AUTOSAR
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comparing several existent languages and their corresponding features. This chapter is also 

a complement for the systematic mapping study performed in Chapter 2. 

At an initial stage, a total of 97 papers directly related to ADLs were found. After a 

filtering process, 44 papers were selected, as can it be seen in Table 3.1. A timeline was 

drawn to better visualize all publications, as shown in Figure 3.2. The main results of this 

study can be found in Table 3.2, which compares features from top 10 relevant ADLs, 

according to given criteria.  

To the best of our knowledge, we believe we explored the state-of-the-art of high-

level languages, including DSLs in Chapter 2 and ADLs in this chapter. The knowledge 

compacted in these two chapters will serve as a base to define SMADL. However, we still 

need to explain and detail the Social Machine conceptual model, which is done in the next 

chapter. 
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 An Emerging Web of 
Social Machines 

 

“The whole of science is nothing more than a refinement of everyday thinking” 

Albert Einstein (1879-1955) 
Scientist, Physics Nobel Prize 1921 

4. An Emerging Web of Social Machines 

We are experiencing a high growth in the number of Web applications being developed. 

This is happening mainly because the Web is entering a new phase, called programmable 

Web, or Web 3.0, where several Web-based systems make their APIs publicly available and 

connect to each other following certain complex constraints. In this new phase, 

applications may gather non-contextualized information from different sources to create 

new contextualized and high valued systems, named mashups. A variety of technologies 

can be used to implement this kind of applications, such as REST (FIELDING; TAYLOR, 

2000), SOAP (MARTIN GUDGIN et al., 2007), JSON-RPC, among others. In addition, 

developers have to know very well the underlying communications protocols, such as 

HTTP.  

In the context of gathering and processing available information, which many times 

are personal and sensitive, applications can start to confront with security issues. That is 

why authorization and/or authentication protocols are commonly used, giving the 

information owner the chance to decide whether his information can or cannot be used by 

third-party apps. OAuth (HARDT, 2012) is one example of an authorization process. The 

problem with such “authorization as a service” protocol is that each OAuth provider 

behaves slightly different from another, making it hard for the developer to implement 

every detail to connect to each server. 

Therefore, to implement real Web 3.0 applications, it is possible to use different 

technologies, it is necessary to understand the details of the underlying communication 

protocols and, at many times, it is also necessary to use some type of authorization process. 

In order to deal with the diversity and complexity of this emerging Web, we need to take a 
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step back and define a basic fundamental concept as we hereby call Social Machine (SM). 

This chapter brings up a discussion about this new concept. 

The remainder of this chapter is structured as follows: Section 4.1 contextualizes the 

current state-of-the-art regarding the Web in general and Web-based information systems. 

Section 4.2 presents the Social Machine conceptual model followed by Section 4.3, which 

shows the main characteristics of a generic Social Machine. In the sequence, Section 4.5 

presents two detailed examples of Social Machines. In addition, Section 4.4 classifies the 

different types of social machines, giving examples of each type. In the end, Section 4.6 

draws some conclusions and summarizes the chapter content. 

4.1. The Web’s Waves 

The traditional concept of software has been changing during the last decades. Since the 

first definition of a computing machine described by (TURING, 1937), software started to 

become part of our lives and has been turned pervasive and ubiquitous with the 

introduction of personal computers, the Internet, smartphones and, more recently, the 

Internet of things. In fact, one can say that software and the Internet changed the way we 

communicate, the way business is done and the Internet is changing the way software is 

developed, deployed and used. Nowadays, computing means connecting (ROUSH, 2006); 

and it just may be the case that developing software is the same as connecting services 

(TURNER; BUDGEN; BRERETON, 2003). 

The early Internet was a Web of mostly static content, basically HTML pages 

presented in read only mode or systems with a very simple transactional capability from the 

user’s point of view, something that may be compared to a search engine’s interaction 

“box”); this is the Web we could classify as “1.0”.  

As a further development, new technologies came up, bringing up the notion of Ajax 

(PAULSON, 2005). Ajax, an acronym for Asynchronous JavaScript and XML, is a group 

of interrelated Web development techniques used on the client-side to create asynchronous 

Web applications. With Ajax, Web applications can send data to, and retrieve data from, a 

server asynchronously (in the background) without interfering with the display and 

behavior of the existing page. Despite the name, Ajax does not require the use of XML 

(JSON is often used instead), and the requests do not need to be asynchronous. It is 

important to notice that Ajax is not a single technology, but a group of technologies. 

HTML and CSS can be used in combination to mark up and style information. This 
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allowed the appearance of a new type of Web application called: RIA – Rich Internet 

Application. A RIA is a Web application that has many of the characteristics of desktop 

application software, i.e. the user is allowed to interact with a browser app the same way he 

interacts with a desktop app. 

From then on, Web pages became more interactive and allowed easy and rapid 

content sharing, social interaction and collaboration, which led to blogs, wikis and social 

networks. At that time, Web has evolved to “2.0”, or read/write Web, since the ordinary 

user commonly uploads diverse content, usually multimedia (photo, video, sound). It is 

important to highlight that each phase of the Web does not disappear when another gets 

into action. They co-exist together. An average user can just browse the Web, making 

searches and getting answers, not needing to produce any content or actively interact with 

Websites. 

Henceforth, in the last years, the Web started changing considerably. It is clear to see 

that a new phase is emerging, the Web “3.0”, the Web as a programming platform, the 

network as an infrastructure for innovation, on top of which all and sundry can start 

developing, deploying and providing information services using the computing, 

communication and control infrastructures in a way fairly similar to utilities such as 

electricity. 

In a broad view, we accept that the Web 3.0 “is the networked space-time where innovation 

lies on the power of developing software for the Web, through the Web, and in the Web, using the Web as 

both programming and deployment platform, and execution environment, replacing the usual 

computer/operating system/development environment platform” (MEIRA et al., 2010). Several 

examples of this scenario are current developments in Facebook, Twitter, Yahoo!, 

Salesforce, Google, Amazon and many other corporations which are making their APIs 

available for anyone to develop applications that interact with their services. A good picture 

of this whole scenario can be found on (PROGRAMMABLEWEB, 2014). Concepts like 

SOAP  (ERL, 2005), REST (FIELDING; TAYLOR, 2000), Cloud Computing and 

“Everything as a Service” – XaaS (HAZRA, 2009) each play important roles in this 

emerging Web. Figure 4.1 summarizes the Web’s waves in three phases. 
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Figure 4.1 – The Web’s waves showing the evolution of Web concepts. 

Although there have been many studies about the future of the Internet and 

concepts such as Web 3.0, programmable Web (HWANG; ALTMANN; KIM, 2009; YU; 

WOODARD, 2009), linked data (BIZER; HEATH; BERNERS-LEE, 2009; HALB; 

RAIMOND; HAUSENBLAS, 2008) and semantic Web (HITZLER; KRÖTZSCH; 

RUDOLPH, 2009), the segmentation of data and the issues regarding the communication 

among systems obfuscates the interpretation of this future. Kevin Kelly, of Wired fame, is 

quoted as having said once: “The Internet is the most reliable machine ever made. It's made from 

imperfect, unreliable parts, connected together, to make the most reliable thing we have”. Unstructured 

data, unreliable parts and problematic, non-scalable protocols are all native characteristics 

of the Internet that has been evolving for 40 years; at the same time, they are the good, the 

bad and the ugly of a Web in which we rely more and more in the everyday life of 

everything, that needs a unifying view and explanations in order to be developed, deployed 

and used in a more efficient and effective way. 

Indeed, the Web is changing in a fundamental way. However, the read/write and 

programmable Webs are recent enough to represent very serious difficulties in 

understanding their basic elements and how they can be efficiently combined to develop 

real, practical systems in either personal, social or enterprise contexts. There has not been a 
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clear, precise description of each and every entity on this new emerging Web and we 

believe it is necessary to create new mental models of such a Web as a platform, in order to 

provide a common and coherent conceptual basis for the understanding of this young, 

upcoming and possibly highly innovative phase of software development. 

In this work, we explore a new concept named Social Machines (SM), which is a new 

way that tries to explain this emerging Web 3.0, or programmable Web. This is not a 

theoretical work, but, in more than one sense, we believe that the Social Machine concept 

can collaborate to the process of providing a unifying vision to describe Web based 

information and dealing with the complexity of this emerging Web in a practical way. 

4.2. Social Machines: a new way to understand the programmable Web 

Some authors had already mentioned the term Social Machines, however the expression 

has been used with a different meaning. In (ROUSH, 2006), Social Machines represent 

human operated machines responsible for socializing information among communities, 

that is, an intersection of the areas and studies of social behavior and computational 

systems. Another common understanding of Social Machines is presented in (HENDLER; 

BERNERS-LEE, 2010).  The authors say that social machines on the Web are processes in 

which the people do the creative work and the machine does the administration, referring 

to what happens with social networks and their underlying social interactions in a 

community of friends. 

In contemporary robotics, there is a notion of social machine, but that is also 

unrelated to what is proposed here; the robotics view of a social machine is the one a 

machine can relate to and/or interact with people, i.e. can demonstrate empathy to 

humans. But attempts to build "empathy machines" are not new: the Japanese chahakobi 

ningyo, windup dolls that are capable of serving tea are centuries old and antecedents of 

Japanese robots of all sorts that, somehow, interact with humans nowadays (HORNYAK, 

2006). 

Another more recent work brings up its own definition of a Social Machine 

(SEMMELHACK, 2013). For Peter Semmelhack, ‘Social Machines’ “is a framework for 

recontextualizing and reevaluating the business benefits of Internet-connected devices (the ‘Internet of 

Things’) by integrating everything we’ve learned from social networks. It is a way to reframe the value of the 

Internet of Things to make it more approachable and more meaningful to everyone. This approach provides 

a new conceptual architecture for product developers that helps move the discussion from the purely 
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hypothetical to the concrete – providing them a distinct and easy to understand point of view”. Indeed, 

Semmelhack’s definition provides a good insight about SMs. However, it lacks one 

fundamental aspect: the ‘programmable’ aspect. In our understanding, every social machine 

must be programmable and somehow should provide its services in a programmable, 

dynamic way. His definition also focuses on social networks, but, despite the ‘social’ 

machine name itself, it has not to be necessarily related to social networks. 

Having said so, it is very likely that the notion of social machines introduced here 

was waiting to be described for some time now, reason why we do not claim to have 

invented it but rather to have discovered a new interpretation of the expression in a 

particular setting. In this sense, a network of programmable machines that are connected to 

each other and also connect people and institutions in a Web of computing, 

communication and control needed a much more abstract description and formalization 

than only its external behavior in the form of a public (Web) interface and number of APIs 

on top of the de facto standard Internet protocols. 

In this context, we are going to try to define the Web of programmable machines in 

terms of the interpretation we are assigning to the expression "social machines", without 

any hope of having covered the whole of the subject, its wider implications and, even more 

important, its foundational theories. 

Our first attempt to define a Social Machine (SM) was covered in (MEIRA et al., 

2010) and later in (MEIRA et al., 2011). Some case studies were performed since then, such 

as in  (BRITO et al., 2012), and the concept has been part of the research agenda of 

ASSERT Lab research group1, with which the first author of this thesis was directly 

involved. As a result, the definition itself evolved and is now the main research line of 

Buregio’s work shown in (BUREGIO; MEIRA; ROSA, 2013) and (BUREGIO et al., 

2013). For now on, a Social Machine is defined as: 

“A connectable and programmable building block that wraps (WI) an information 

processing system (IPS) and defines a set of required (RS) and provided services (PS), 

dynamically available under constraints (C) which are determined by, among other things, 

its relationships (Rel) with others.” 

                                                 
1 ASSERT - Advanced System and Software Engineering Research Technologies Lab: 

http://assertlab.com/  

http://assertlab.com/
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In agreement with this definition, thus a SM can be seen as a software building block 

(component) that provides a set of services that can vary according to its “social” 

relationships with others. Buregio called it “Social Service Component” (SSC). Those building 

blocks are able to interact with each other to compose new systems, as illustrated in Figure 

4.2.  

 
Figure 4.2 – Illustrating a Social Machine as a Social Service Component. 

A SM is built on top of three key concepts: computation, communication and 

control. The computation is the algorithmic part of a SM, represented by the Information 

Processing Systems. The notion of communication in a SM is directly associated to the 

elements: Relationship, Wrapper Interface, Provided and Required Services. The control 

part is directly related to the element Constraints. All highlighted elements in the SM model 

are detailed next, in agreement with (BUREGIO et al., 2013): 

 Information Processing System (IPS) abstracts any computational unit whose 

behavior is defined by the functional relationship between inputs and outputs. It can 

be either a piece of hardware or software. An IPS can be represented, for example, 

by an algorithm, a Web service or even a network of computer processes at different 

scales or levels of granularity. In general, an IPS is any mechanism which implements 

the SM’s business logic. 
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 Relationship (Rel) is the centerpiece of the SM model. A relationship defines the 

kinds of interactions between a computing process and its environment, which can 

be another Social Machine. In practice, a relationship between two Social Machines is 

created by prior establishing a trustworthy persistent relation between them. For 

example, to have specific kinds of interactions with applications, such as Twitter, 

Facebook, Dropbox, a client application needs to be registered before calling their 

provided services, and, in most cases, different constraints are associated to these 

relationships in order to determine specific interaction views. If this client app is not 

previously registered, the interaction view, i.e. the dynamic subset of provided 

services will be limited to only a few, with reduced access rate or restricted 

performance. Sometimes none of the provided services is even accessible. The 

concept of relationships between SMs is similar to that of relationships between 

people: we can view them as trusted relations between different SMs, satisfying 

established constraints imposed by society. 

 Wrapper Interface (WI) abstracts any communication layer through which a SM 

externalizes its services to allow interactions with other SMs, just like a façade design 

pattern. For example, considering Dropbox as a SM, the API it provides could be 

considered a kind of wrapper interface. Through Dropbox’s API, a client application 

can possibly interact with its main services (e.g., upload, download, list, share). The 

WI can also be responsible for composing the SM’s interaction views according to 

the existing constraints and relationships the SM has with others. 

 Provided Services (PS) represent the SM’s business logic that is exposed as a 

dynamic set of services. Is this context, dynamic means it can change according to 

the type of relationship the current SM has with the service requester. In general, the 

Provided Services can be categorized into two main types: 

- Open Common Services: represent publicly available services whose access to them 

does not require the prior establishment of a specific relationship between the 

provider SM and its client applications. In practice, open services accept requests 

from “unknown” and not authenticated applications. Yahoo and Google Maps 

are good examples of providers that offer fairly open services accessible by any 

application through their public APIs. Taking our analogy with human 

relationships, open services could represent, for example, the general set of 

interactions we set up for unfamiliar or unknown people, for instance, a regular 

“good morning”. In the case of SMs, this set of services forms a single and 
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common interaction view whose access is limited by a general set of constraints. 

As an example, a Social Machine can limit the number of requests from a specific 

IP address to its open services. Dropbox, for example, imposes bandwidth limits 

on its APIs when it is accessed from an app different from their own. Twitter 

imposes rate limits on its public APIs, as well as Google, Yahoo, Facebook and 

others. 

- Relationship-driven services: beyond the open common services, a SM can make 

available a group of services whose access to them are constrained according to 

the relationships established between the SM and the client applications 

interacting with it. This is the case of a SM that dynamically provides different 

interaction views in accordance with its relationships with others. Twitter’s API, 

for example, is open for looking up public information about a user, but other 

operations and conditions require a prior establishment of a relationship between 

Twitter and the application intended to call its services. Each set of different 

services represents a specific interaction view, but different interaction views can 

also be created by the same set of services when they are provided under different 

quality attributes.  

 Required Services (RS). This is an optional element defined by the model. It 

represents the set of services that a Social Machine needs to invoke in order to work 

properly. This concept can be useful when specifying and analyzing functional and 

structural dependencies between SMs. 

 Constraints (C) element specify the rules or limitations that take place during the 

establishment of relationships and definition of the interaction views among different 

SMs. Buregio (BUREGIO et al., 2013) considered three different types of constraints:  

- Feature-based constraints: considering that every interaction view has a valid subset of 

the provided services, feature-based constraints exists to ensure a valid subset of 

those services, similar to what happens in Software Product Lines (KANG; 

DONOHOE, 2002). In this context, these constraints assure, for example, that it 

should not be possible to have two alternative services, (i.e., exclusive (XOR) 

services) in the same interaction view. 

- Visibility constraints: this kind of constraints is related to the visibility restrictions on 

the services provided by a Social Machine. They are similar to access modifiers in 

object-oriented languages. 
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- Quality constraints: this type of constraint influences the quality attributes of the 

services provided in an interaction view. They can specify, for instance, 

authorization protocols (for security), number of requests per period of time (for 

performance) or any additional properties that can influence any other quality 

attribute. An example of this is Google Maps API, which allows any unregistered 

user to make a limited number of calls per day. If the client app needs more than 

that, a relationship must be established (with contract and payment involved) 

ensuring the appropriate access to the API. 

4.3. Characteristics of Social Machines 

After presenting the schematic concept of a SM, we are now able to highlight some of its 

main characteristics, as following:  

 Sociability: By the very nature of the concept we are proposing, SMs are sociable 

stuff and, in nearly all cases, each SM should provide means to interact with another. 

The isolated, autistic social machine is an exception. SMs is not only a possible 

foundation for describing the sharing and reuse of networked information systems 

but should be implemented in a way to provide for that. The idea behind Social 

Machines is to take advantage of the networked environment they are embedded to 

make it easier to combine and reuse exiting services from different SMs to 

implement new ones. 

 Compositionality: Apart from the basic “combinator” SMs, any higher complexity 

SM can be represented in terms of other SMs having lower complexity and/or fewer 

“social skills”. This allows the description and implementation of SMs using a 

“divide to conquer” approach. 

 Platform independency: Social Machines are platform and technology independent. 

At the highest level of abstraction, we can think of the approach proposed herein as 

a novel way to describe the architecture of (Web based, Web intensive) information 

systems.  

 Implementation independency: A SM should provide its services in a way that 

other SMs making use of such services do not have to care about how they were 

implemented. Besides, it is desirable that SMs use well defined and de facto standard 

protocols so that the communication between them is as simple as possible. The 

SMs’ Wrapper Interface should be legible and easy to use; the clearer a Wrapper 
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Interface is in providing access to its services, the easier will be for others to use their 

services.  

 Self-awareness: Every social machine should be self-aware, except the “autistic” 

ones, those that do not maintain relationships with others and consequently doesn’t 

need to know anything about themselves. It means that a SM must be able to answer 

the request “Who are you?” with an answer like: “I am a URL shortener and you can 

use my services for free”. This response carries any necessary meta-information, for 

instance, costs of use, availability, privacy concerns, and etc. 

 Discoverability: One desirable characteristic of a SM is the capability of discovering 

and connecting to other SMs dynamically. This specific characteristic of SMs would 

need a central repository to register any SM that is likely to be discovered, just like 

the Domain Name System (DNS) does in the Internet. 

4.4. Types of Social Machines 

Out of many possible classifications, one way to look at social machines is through the 

simple taxonomy in Figure 4.3, based on the types of interactions they have with each 

other, further described as follows: 

 Isolated – Social Machines that have no interaction with other Social Machines; 

 Provider – Social Machines that provide services for other Social Machines to 

consume; 

 Consumer – Social Machines that consume services that other Social Machines 

provide; 

 Prosumer – Social Machines that both provide and consume services. 

 
Figure 4.3 – A taxonomy of Social Machines. 
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A Wrapper Interface of a Social Machine is the element responsible for the incoming 

and outgoing traffic of information and therefore an interface for the exchange services 

between Social Machines. If a given Social Machine does not provide means for interacting 

with its services then this Social Machine is classified as isolated. A typical example is a 

simple standalone application. 

If a Social Machine has the ability to interact with other machines then it is said to be 

sociable. A Social Machine that provides services to other Social Machine can be classified 

as a provider. Applications such as Bit.ly, Twitter and Google Maps are all good examples 

of Social Machines as providers. 

A Social Machine may also consume services that others provide. Web applications 

that consume services from other Web applications (usually called mashups) are examples 

of Social Machines as consumers. Seesmic1, Tweetdeck2, HousingMaps3 and 

WikipediaVision4 consume services from Twitter, Google Maps and Wikipedia. 

Finally, a Social Machine can both provide and consume services, being categorized 

as prosumers. They consume information from one or more Social Machines, process and 

combine this information, and provide the processed contextualized data to other Social 

Machines. A good example of a prosumer Social Machine is IFTTT5 (pronounced as ‘gift’ 

without the ‘g’ sound). IFTTT accesses several different popular Web APIs to create 

customized ‘recipes’ based on simples rules, such as: “if a picture is uploaded a picture to 

my Facebook account, then save it to my cloud drive”. For this to be possible, IFTTT 

enables channels (Facebook, GMail, Dropbox, for instance) and actions associated to these 

channels (‘to receive an email’, ‘to change Facebook status’, ‘to upload a new file’, for 

example). Thus, combining different channels and actions produces new services for other 

applications and services and that is why IFTTT is a good example of a prosumer social 

machine. 

To help on comparing these different types of Social Machines, Figure 4.4 shows a 

partial order diagram of SMs according to their complexity of implementation. It is 

important to notice that a social machine is a dynamic entity that may behave as only a 

                                                 
1 Seesmic (acquired by Hootsuite), Social Media Management - https://hootsuite.com/  
2 TweetDeck, tool for real-time tracking, organizing, and engagement - https://tweetdeck.twitter.com  
3 HousingMaps, displays real estate prices in a map - http://www.housingmaps.com/  
4 WikipediaVision, displays edits to Wikipedia (almost) in real-time - http://www.lkozma.net/wpv/  
5 IFTTT (If This Then That), combine many web APIs to create custom flows of information, called 

channels -  https://ifttt.com  

https://hootsuite.com/
https://tweetdeck.twitter.com/
http://www.housingmaps.com/
http://www.lkozma.net/wpv/
https://ifttt.com/
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consumer, a provider, or a prosumer at any given period of time. Figure 4.4 shows the 

connections between the different types of SMs as a double sided arrow, showing clearly 

that a SM can vary its type during its life cycle. 

 
Figure 4.4 – Social Machines as a partial order diagram. 

4.5. Examples of Social Machines 

It is possible to mention several examples of information systems that can be considered 

Social Machines according to our definition. Next, we present two of them. 
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In order to illustrate the SM model, we describe here a real system – Futweet 
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The game illustrates the development of a real prosumer social machine, since it was 

designed and built to be networked with other applications and be itself a connection point 

of other applications and services. In Figure 4.5, we show all the social machines that 
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Figure 4.5 – Futweet, an example of a network of Social Machines. 

We can identify the main elements of a social machine in Futweet SM, as following: 

 Relationships: Futweet maintains relationships with online social networks and 

other SMs (e.g.: Amazon EC2). These relationships define services that can be 

considered part of the social game infrastructure. If any of these SMs are unavailable, 

Futweet as a whole may be affected. 

 Provided Services: a filtered list of posts in JSON format and the current players 

ranking. 

 Information Processing System: it consists of Futweet’s business rules in 

conjunction with the corresponding applications on the social networks (Facebook 

and Orkut), and the mechanisms for interaction with Twitter, Gmail and MSN. 

 Required Services: services requested from Twitter, such as, search for posts that 

follow a given pattern. 

 Wrapper Interface: it is represented by Futweet’s API, which encapsulates the main 

features of the game available on the Web. 

 Constraints: Futweet has many constraints. Some of them are similar to the Twitter 

API rate limiting, e.g. number of records returned by the API (posts, guesses, users, 

etc.). Futweet also limits request per account and IP. 
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The basic mechanism of the game involves the sending of guesses on soccer matches 

in a given league; such guesses are processed and compared with a set of pre-established 

scoring rules and the game winner is the user who gets more points at the end of a 

specified period, which generally coincides with the end of the championship in question. 

In the case of Twitter, sending the forecasts of a match follows a pre-defined syntax that 

has the team's acronyms and predicted scores. For instance, one may place a guess on a 

match by tweeting a string that obeys the following pattern:  

@futweet <TEAM1 Acronym> <Score for TEAM1> X <Score for TEAM2> <TEAM2 Acronym> 

Futweet has an engine that periodically searches for tweets with this pattern, extracts 

the information that represents the guess of a user and then recalculates the overall rank. 

Since Futweet also exists as embedded applications on Facebook and Orkut, a user may 

request data (e.g. a ranking list) from Futweet using the apps on top of those Social 

Machines. 

During the development of Futweet, the SM concept helped on understanding the 

different types of relationships established and on creating a clean RESTful wrapper 

interface. Since it was the first toy project implemented based on the SM model, Futweet 

has shown that not even it is possible to implement social machines using the concept 

defined here, but it is also easier to understand the application architecture and 

interconnections. 

4.5.2. UShahidi 

A good example of a Social Machine is Ushahidi (USHAHIDI, 2014). It is a service that 

allows people all over the world to tell the history of what is happening to them or around 

them during a disaster or an emergency situation. For those cases, the premises of the 

system are 1) to be easy to use, 2) to be accessible to anyone, and 3) to be deployable 

worldwide. "Ushahidi" is a Swahili word that means “testimony” or “witness”. Initially it 

was a Website that developed to map reports of violence in Kenya after the post-election 

fallout at the beginning of 2008, the platform kept Kenyans current on vital information 

and provided invaluable assistance to those providing relief. 

Since then the Ushahidi Platform has grown into a large open-source project 

impacting a number of communities around the world. It was deployed in the Democratic 

Republic of Congo to monitor unrest. Al Jazeera used it to track violence in Gaza. It was 
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used to help monitor the 2009 Indian Elections, and to help gather reports globally about 

the recent Swine Flu outbreak.  

The platform is open so anybody can contribute with information. Whether it is a 

simple text message from a SMS-capable phone, a photo or video from a smartphone, or a 

report submitted online, Ushahidi can gather information from any device with a digital 

data connection. After, a report is submitted it is posted in near real-time to an interactive 

map that can be viewed on a computer or smartphone. Probably, one of the most powerful 

features the platform offers is the ability to take the core application and deploy it yourself 

to suit a community’s needs. Since the Ushahidi Platform is open-source, anyone can 

improve the service in any way they see fit. Collaborators around the world are working to 

improve Ushahidi and bring it to as many people as possible, including working to bring 

native applications to today’s most popular mobile devices. 

The Ushahidi platform is a typical example of a prosumer Social Machine. It gathers 

different kinds of information, from different sources, processing and combining them 

using a third-party API (map provider) and providing that information with an evident 

social purpose. And more importantly, it was developed in a way that it can be easily 

deployed anywhere suiting specific needs. Figure 4.6 shows some points in the world map 

where Ushahidi have been deployed and used, demonstrating the intrinsic characteristic of 

every SM to be platform and implementation independent. 

 
Figure 4.6 – World map highlighting where Ushahidi have been successfully deployed and used. 

Social machine elements can be mapped into Ushahidi system, as following: 
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 Relationships: Ushahidi maintains relationships with any SMS-capable device and 

mapping systems to track information about disasters. It is also possible to create 

new relationships with text based message service, such as Facebook or Twitter. 

 Provided Services: a full list of disaster locations in a region with information 

tracked from mobile devices. Anyone who wants can recover that information and 

use it to compare to any other regions. 

 Information Processing System: this consists on Ushahidi capacity of processing 

unstructured text messages from several people gathered with their location and 

organizing it in an appropriate map. 

 Required Services: services are requested from a mapping server to recover the 

appropriate map of a given region according to the information provided by system 

users. 

 Wrapper Interface: it is represented by Ushahidi’s API, which encapsulates the 

main features of receiving text based messages from SMS-capable devices. 

 Constraints: Ushahidi has some constraints, mainly related to the mapping service 

API rate limiting, i.e. the number of searches for any position per minute in a 

mapping service. 

4.6. Related Work 

Several efforts have been done in the research field of Web services, services orchestration 

and so on, and maybe the first question when people get in contact with the Social 

Machine conceptual model is: “how does it differ from Web services and related 

approaches?”  

The main difference is: social machines are relationship-driven, i.e. every connection 

made from one SM to another is not just a simple client-server request or remote 

procedure call. A relationship establishes trusted connections and is guided by set of 

constraints. It can change dynamically according to external conditions intrinsic to any SM 

involved. We can take Google Maps, for example. A regular user of any navigation app that 

uses Google Maps service makes regularly a small amount of requests per day. In this case, 

the SM represented by the navigation app access resources from Google Maps following its 

pre-defined restriction, which is 5,000 requests per day, at most. On the other, hand if a 

piece of software is written to purposely execute 20,000 position requests from Google 

Maps, it automatically blocks the software access. That means, in the first case, the 

requester SM represented by a real person, follows the “contract” of its relationship with 
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Google Maps. In the second case, the SM represented by the piece of software requesting 

more than the maximum supported breaks the relationship “contract” and then starts to be 

considered untrusted by Google Maps. This is only a simple example to illustrate the 

definition of a relationship in a Social Machine and to compare with other work that does 

not take this into consideration. 

One relevant work that can be compared to Social Machines is a standard called 

Service Component Architecture (SCA). SCA is an emerging standard that aims to 

combine the advantages of SOA with those of Component-Based Software Development 

(CBSE) through a programming new model for the construction of SOA-based business 

applications. In other words, SCA is based on the idea that business function is provided as 

a series of services, which are assembled together to create solutions that serve a particular 

business need. Service-oriented computing emerged more recently as a paradigm for 

distributed computing that also builds on the ideas of reusable software elements 

(MARINO; ROWLEY, 2009). In many respects, SCA compares to Microsoft’s Windows 

Communication Foundation (WCF), a class library for developing service-based 

applications with .Net. But WCF does not support recursive assemblies of components and 

is solely based on .Net technology (MARINO; ROWLEY, 2009).  

The SCA Assembly Model consists of a series of artifacts which define the 

configuration of an SCA domain in terms of composites which contain assemblies of 

service components and the connections and related artifacts which describe how they are 

linked together. In addition, the model resembles the recursive composition of such 

components in CBSE. The following are the core model concepts of SCA: component, 

composite, domain, implementation, service, reference, wire and system (KRÄMER, 

2008).  

In the context of SCA, a component is a configured instance of an implementation 

which provides and requires services through references to other components or services 

in the deployment environment. A component can be any piece of running software 

ranging from a simple Java class to a complete software module. A composite is a logical 

construct: its components can run in a single process on a single computer or be 

distributed across multiple processes on multiple computers. A SCA composite is typically 

described in an associated configuration file, the name of which ends in .composite. This 

file uses an XML-based format called the Service Component Definition Language (SCDL, 
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commonly pronounced “skiddle”) to describe the components this composite contains and 

specify how they relate to one another. 

An implicit assumption of SCA’s creators was that a given environment would install 

a group of SCA products, commonly known as runtime system, from a single vendor. For 

example, suppose a division of a large firm chooses a particular company as its SCA 

vendor. This division is likely to install their chosen vendor’s SCA runtime on a number of 

machines. This isn’t an unreasonable expectation, as it mirrors how organizations have 

typically purchased and installed J2EE products. These SCA runtimes will likely be 

managed by the same group of people, and this set of systems – with a common vendor’s 

runtime technology and common management – provides the primary example of a 

domain. Therefore, a domain can contain one or more composites, each of which has 

components implemented in one or more processes running on one or more machines, 

using a unified communication protocol. 

And lastly, in SCA, a wire is an abstract representation of the connection between a 

reference and some service that meets the needs of that reference. Wires may pass through 

a transformation to allow connection between different types of services, which is named 

promotion in SCA context. Figure 4.7 illustrates a SCA composite and its concepts in a 

detailed perspective. For better understanding, Figure 4.8 shows the big picture of all SCA 

concepts and their relationships. 

 
Figure 4.7 – An illustration of a SCA composite in a detailed perspective. 
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Figure 4.8 – An example of a SCA complete scenario with its elements and their interconnections. 

In many aspects, SCA standard can be compared to SM conceptual model. In order 

to make the differences clearer, each SCA concepts is compared to Social Machine 

conceptual model in Table 4.1. 

Table 4.1 – Comparison between SCA and SM concepts. 

Topics SCA SM 

Purpose  Programming / abstract 

model 

 

 Way to describe 

compositions of components 

using SOA principles 

 Programming / abstract 

model 

 Architectural style 

 Design methodology 

focused on social aspects of 

software 

 

Building blocks SCA Component Social Machine 

Main elements  Reference  

 Service 

 Wire 

 

 Promotion 

 Binding 

 Domain 

 Composite 

 SCA Runtime 

 Policies 

 Relationships 

 Wrapper Interface 

 Information Processing 

System (input/output) 

 Request 

 Response 

 Constraints 

 SM network 

 Internal states and constraint 

of IPS 
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Technology independency YES YES 

Runtime environment Vendor’s Specific Runtime Not required (SMADL is 

defined on top of JVM) 

Keep track of relationship history NO YES 

Dynamic aspect Inversion of Control (IoC), in 

other words dependency 

injection though references 

Desirable (DNS for SMs is out 

of scope) 

IDE Some open and  commercial 

tools; Ex.: SOA Tools Platform 

Project 

Eclipse-based IDE 

implemented for SMADL 

versions 

Way to define compositions Configuration File (SCDL) Social Machine Architecture 

Description Language 

(SMADL) 

 

Other relevant approaches that can be compared to Social Machines are RESTFul 

Web Services (RICHARDSON; RUBY, 2007) and the derivation RESTFul Web APIs 

(RICHARDSON; AMUNDSEN; RUBY, 2013). One of the key characteristics of a 

RESTful Web service is the explicit use of HTTP methods in a way that follows the 

protocol as defined by RFC 2616. HTTP GET, for instance, is defined as a data-producing 

method that's intended to be used by a client application to retrieve a resource, to fetch 

data from a Web server, or to execute a query with the expectation that the Web server will 

look for and respond with a set of matching resources. REST asks developers to use HTTP 

methods explicitly and in a way that's consistent with the protocol definition. This basic 

REST design principle establishes a one-to-one mapping between create, read, update, and 

delete (CRUD) operations and HTTP methods. According to this mapping: 

 To create a resource on the server, use POST. 1.

 To retrieve a resource, use GET. 2.

 To change the state of a resource or to update it, use PUT. 3.

 To remove or delete a resource, use DELETE. 4.

An unfortunate design flaw inherent in many Web APIs is in the use of HTTP 

methods for unintended purposes. The request URI in an HTTP GET request, for 

example, usually identifies one specific resource. Or the query string in a request URI 

includes a set of parameters that defines the search criteria used by the server to find a set 

of matching resources. At least this is how the HTTP/1.1 RFC describes GET. But there 

are many cases of unattractive Web APIs that use HTTP GET to trigger something 

transactional on the server, for instance, to add records to a database. In these cases the 

GET request URI is not used properly or at least not used RESTfully. In summary, order 
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to a Web Service or Web API to be considered RESTful, it must follow strictly the four 

mappings between CRUD operations and HTTP methods, as previously mentioned. 

A more recent work tries to evolve the concept of REST. It is called 

Representational Action State Transfer (REAST) (NG, 2013). The idea is based on 

Resource Oriented Web Automation (ROWA), where the design goal is to enable the 

execution of Web tasks in such a way that the human is dispensable. This design goal is 

realized through a careful extension of the current RESTful architectural style of the Web. 

The author argues that the outcome of this work promotes Web users from the current 

state of Web operators, who are cognitively burdened by the manual nature of the Web's 

operations, to Web supervisory controllers, whose cognitive load in using the Web is 

significantly reduced to the monitoring of automated Web tasks. The work seems 

promising but it is on its early stages yet. 

Although RESTful Web services are an important design principle to be followed, it 

is actually at a lower abstraction level of a Social Machine. SMs can be implemented by 

using RESTful services, for instance, or any other technology. Our idea with the SM model 

is to define connected, sociable entities and their respective relationships without worrying 

about the underlying technology. 

The concept of Social Machines overlaps other research fields and issues currently 

well studied such as SaaS, Cloud Computing, SOA and Social Networks, but, despite that 

fact, we have not found any research that deals with the concept as we do propose herein. 

4.7. Concluding remarks 

The Social Machine conceptual model can be an interesting way to understand how this 

emerging Web works, without any need to be an expert on new Web technologies and so 

on. This model abstracts many of these details.  

The work of (BUREGIO et al., 2013) goes further in exploring the SM model and its 

implications. It defines the concept of relationship-aware applications as part of another 

PhD thesis. Nevertheless, the focus of this work is different. We intend to use the SM 

model as a fundamental base to create a new architecture description language. Details are 

presented in Chapter 5. 
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4.8. Chapter summary 

This chapter presented our fundamental theory of Social Machines. To synthetize a Social 

Machine is “A connectable and programmable building block that wraps (WI) an 

information processing system (IPS) and defines a set of required (RS) and provided 

services (PS), dynamically available under constraints (C) which are determined by, among 

other things, its relationships (Rel) with others”. Each of these elements were explained 

and detailed through this chapter. Throughout this chapter, we listed some common 

characteristics of a SM and provided some examples of real systems that can be considered 

SMs. We also provided a simple taxonomy for classifying different types of social 

machines. 

So far we studied the state-of-the-art of high-level languages and their characteristics, 

as detailed in Chapters 2 and 3, thus based on the SM conceptual model and inspired by 

the innovative scenario of Web 3.0, we propose a new high-level language for describing 

social machines, which is presented in the next chapter. 

 

 

 

 

 



Chapter 5 – 109 

 

SMADL: The Social 
Machines Architecture 
Description Language 

“Make everything as simple as possible, but not simpler” 

Albert Einstein (1879-1955) 
Scientist, Physics Nobel Prize 1921 

5. SMADL: The Social Machines Architecture Description Language 

Throughout this work, we investigated the research field of domain-specific languages and 

architecture description languages, as shown in Chapters 2 and 3, respectively. We 

catalogued several techniques, methods, and process for manipulating languages, as well as 

we understood in which domains they are being used. We listed and compared major high-

level languages used for describing software architectures, some of them being general 

purpose and others domain-specific. 

After being presented to the concept of Social Machines in the previous chapter and 

during all that investigation, we noticed that much effort is being spent to develop efficient 

ways of implementing Web 3.0-based information systems, which is completely aligned 

with this new age of programmable Web. Figure 2.10 presents a bubble chart with the 

results of systematic mapping study performed in Chapter 2 and it is easy to see that the 

bigger bubbles are the ones in the Web domain. Despite this scenario, it is not easy to see 

fully implemented languages with the major purpose of describing Web 3.0 applications. 

One effective way to capture fundamental concepts of a given domain, such as Web 

3.0, into practical systems is by implementing a high-level language that embeds such 

concepts in a simple and easy to understand syntax (visual or textual) (VOELTER, 2010a). 

Many successful cases have been presented in Chapters 2 and 3 demonstrating the 

effectiveness of creating high-level languages for several different domains, however, to the 

best of our knowledge, none of them tried to address the essence of programmable Web. 

Since we have captured the fundamental concepts of Web 3.0 in the Social Machine 

abstract model and based on our previous investigations on DSLs and ADLs, we propose a 

new language called SMADL, the Social Machines Architecture Description Language, to 
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be new way to program the Web. In few words, SMADL can be defined as a relationship-

driven language which can be used to describe the interactions between any number of 

machines in a multitude of ways, as a means to represent real machines interacting in the 

real Web, such as, Twitter running on top of Amazon AWS, mashups built using Google 

Maps, games running on top of Facebook, and, obviously, as a means to represent 

interactions with other social machines too. Moreover, the language can describe SM 

compositions such as datacenters infrastructures based on virtualization technologies. That 

means SMADL can be used to describe not only applications running on top of Amazon 

AWS, but also the virtualization infrastructure of Amazon itself, for example.   

The remainder of this chapter is organized as follows: Section 5.1 introduces the 

concepts embedded in SMADL approach, explaining aspects of visual and textual 

languages. In the sequence, Section 5.2 proposes SMADL and explains that it is composed 

by different abstraction layers: one that presents a textual language (t-SMADL) and other 

that presents visual language (v-SMADL). Each version of SMADL is respectively shown 

in Section 5.3 and 5.4. To help on comparing SMADL with other efforts, Section 5.5 

presents a background on what has been done on languages (and similar approaches) 

specifically for the Web 3.0. Finally, Section 5.6 shows the concluding remarks. 

5.1. Defining a new language for architecture description of Web 3.0-

based information systems 

When we first thought about building a new language, the first hard decision that we had to 

make was whether it is going to be a textual or a visual language. In (PETRE, 1995), a 

discussion is set up to show advantages e disadvantages of using visual or textual language. 

There is a popular saying that goes: “A picture is worth a thousand words”. However, the 

author puts up with the following question “Does a given picture convey the same thousand words 

to all viewers?” 

Nevertheless, many writers on visual programming argue in just this way: graphical 

representations are better simply because they are graphical (SHU, 1988). But both graphics 

and text have their uses, and their limitations. A programmer is more like the reader of a 

technical manual than the viewer of a painting: a deliberate reader, goal-directed and 

hypothesis-driven. So why are graphical representations so appealing even though, at some 

cases, graphical representations can be harder to work and produce poorer performance 

than textual ones? The answer from (PETRE, 1995) says that it may be simply because 

graphical representations provide an alternative to text. (MYERS, 1990) says “…graphics 
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tends to be a higher-level description of the desired actions, often de-emphasizing issues of syntax and 

providing higher-level of abstraction”.  

According to (PETRE, 1995), the difference between ‘textual’ and ‘purely graphical’ 

seems to be the trade-off between ‘descriptive’ and ‘analog’ representation. Text, a 

descriptive representation, derives precision of expression from a small, fixed vocabulary, 

and it achieves range of expression by regular combination of vocabulary elements. 

Similarly, readers learn rules of interpretation, so that plain text is read serially (although it 

may be accessed at random), and text is easily ordered and searched. Plain text doesn’t rely 

on perceptual responses particular to a sensory mode; text is easily translated from the 

visual to other modes, as by reading aloud. 

On the other hand, pure graphics, an analog representation, gains from the mapping 

of perceptual cues to information (e.g., the association of color with type, or of size with 

number). It may draw on an unlimited vocabulary. Graphics may benefit from an 

informative impression of the whole that provides insight into the structure, but it lacks the 

precision of text, because much information is intrinsic in the analog mappings. The rules 

of interpretation are not as clearly defined as for text, and so graphics may suffer from 

ambiguity of interpretation. Offering few cues to navigation, graphics requires the reader to 

identify some appropriate inspection strategy. (PETRE, 1995) says “Text is essentially graphics 

with a very limited vocabulary”. 

In summary each approach, graphical or textual, has its own advantages and 

drawbacks. Inspired by this, we decided to implement SMADL taking the good from both 

worlds. 

5.2. SMADL: The Social Machines Architecture Description Language 

We define SMADL – the Social Machines Architecture Description Language – as an 

attempt to be a completely different way to program the Web, mixing concepts from ADLs 

and DSLs. As an ADL, it allows the description of Social Machines (and networks of such) 

in terms of relationships as high-level abstractions, without the need to specify details of 

communication (protocols) and/or authentication methods. As a DSL, it allows the 

implementation and integration of Web services using a dynamically typed syntax, fully 

integrated to the Java Virtual Machine and Eclipse IDE. Also, if needed, Java expressions 

and Java pre-defined classes can be used as an option for implementing details of a given 

Social Machine.  
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SMADL is implemented using different abstraction layers, as shown in Figure 5.1. 

On Layer 1, a visual representation of SMADL is provided in a higher-level of abstraction. 

In this case, the language will look like an ADL, embedding domain knowledge in some 

graphical elements. On Layer 2, a textual representation of SMADL is implemented. At this 

level of abstraction, it is possible to check constraints and grammar rules and the language 

will look like a DSL, with its own pre-defined terms and expressions strictly following its 

syntax. Both Layer 1 and 2 are compatible with the Social Machine conceptual model, 

which was shown in the previous chapter. 

The lower-level of abstraction is Layer 3, where some transformations are applied to 

the models from Layer 1 and 2 in order to generate and/or execute code in a general 

purpose language, like Java including REST and OAuth. 

 
Figure 5.1 – SMADL abstraction layers. 

For the abstraction Layer 1 and 2, different versions of SMADL are being proposed. 

For abstraction Layer 1, a visual language (Visual SMADL or v-SMADL, for short) is 

implemented. For abstraction Layer 2, a textual language (Textual SMADL or t-SMADL, 

for short) is implemented. 

SMADL was intentionally conceived in a level of abstraction to enable the generation 

of code for different contexts, augmenting its future use. Such contexts are covered by 

what we hereby define as a generation profile. In this work, a generation profile is a set of 

transformations targeting a specific context, i.e. each version of SMADL has its own 
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generation profile. t-SMADL uses the “Web applications” generation profile while v-

SMADL uses the “Infrastructure as a Service” generation profile. A generation profile is 

equivalent to the abstraction Layer 3. Figure 5.2 summarizes the association of the different 

SMADL versions and their respective profiles. 

These two generation profiles have been defined considerably different from each 

other on purpose. Creating two generation profiles helps on establishing SMADL as a 

practical solution and a relevant contribution out of this work. Further details of each 

profile are presented next, along with details of each SMADL version. 

 
Figure 5.2 – SMADL conceptual model, its versions created with metamodel extension and their 
respective generation profiles. 

In order to make possible the creation of different SMADL versions, we firstly 

defined the SMADL general metamodel which is shown in Figure 5.3. It is extended by 

both SMADL versions and gathers all the elements presented in SMADL conceptual 

model (shown in Chapter 4), detailing each interconnection between them. 
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Figure 5.3 – SMADL general metamodel. 

According to the SMADL general metamodel, each Social Machine has its name (not 

necessarily unique) and may present some dependencies to other SMs. Each SM may be 

part of a SM network, which is identifiable by its group ID and a Boolean attribute 

informing if that specific network is or is not discoverable. A SM may present none or 

many constructors, which contain a generic list of parameters a three specific attributes: 

time limit, number of cores, and available memory, representing generic characteristics of 

every social machine that can be set up in their constructors. A SM typically provides a set 

of services through its wrapper interface. Each service is a specification of an operation 

which is susceptible to some constraint. A SM may also be susceptible to a general 

constraint, which falls upon any provided service that does not define its specific 

constraint.  

A SM can be part of a relationship, requiring or providing services. It is also possible 

that any number of social machines share the same relationships, creating a relationship 

group. Constraints are applicable to specific relationships or relationship groups. 

To sum up, Figure 5.3 shows generic ways Social Machines are supposed to exist. 

There are several contexts (or domains) in which this metamodel is applicable. The 

following descriptions of two different versions of SMADL are a demonstration that it is 

possible to extend SMADL metamodel to capture the specific behavior of any domain. 
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5.3. Textual SMADL (t-SMADL) 

t-SMADL presents a simple textual syntax in favor of expressiveness. The language can be 

used with or without low-level constructions (conditional and loops). The concepts of the 

SM model are directly mapped into the language, facilitating new comers to use it. In t-

SMADL, a relationship is represented by a single keyword, so composition possibilities for 

several SMs can be infinite. Details are presented next. 

To develop t-SMADL, a number of tools have been considered. Based on our results 

from the systematic mapping study performed in Chapter 2, we decided to use the Xtext 

(EYSHOLDT; BEHRENS, 2010) language workbench, firstly because it has great 

acceptance by developers, creating a collaborative community around the set of tools, and 

secondly, because of its relevance, since it has been shown on tutorials or mini-courses in 

major relevant conferences, such as SPLC, OOPSLA, GPCE and EclipseCon. 

The first step to do when creating a new language is defining its grammar. Since 

Xtext is based on Eclipse Modeling Framework (EMF), it is possible to create an initial 

grammar definition based on an EMF metamodel. Figure 5.4 shows the t-SMADL 

metamodel, with some elements inherited from SMADL general metamodel, as the base 

for t-SMADL grammar. The inherited elements are highlighted on the diagram in light 

gray. The complete t-SMADL grammar is shown in Appendix A – t-SMADL Grammar.  

 
Figure 5.4 – t-SMADL metamodel. The highlighted structures (in light gray) are inherited from 
SMADL general metamodel. 
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 In t-SMADL, it is possible to define a network of Social Machines. Each SM 

establishes a relationship with others, just like an import mechanism in Java. For an initial 

version of t-SMADL, we defined two types of relationships: a generic and an OAuth based 

relationship. Each established relationship is prone to have its own constraints. A 

constraint can be applied to a relationship, to all SM’s provided services (general) and to 

specific provided services (operation constraint). A generic relationship and an operation 

constraint is already defined in SMADL general metamodel. 

Each provided service has its own signature and the set of SM’s provided services 

composes its wrapper interface. For better understanding the t-SMADL metamodel, a code 

sample is shown next and each part of the code is mapped to the SM model. 

5.3.1. Mapping Social Machine elements to t-SMADL by examples 

Figure 5.5 shows a code snippet of t-SMADL. The code sections are numerated to 

facilitate further explanations. No formal semantics is given to t-SMADL, so the keywords 

used have been chosen to represent the elements of a social machine in a clear and easy 

way.  

A SM entity is defined using scopes between curly braces, following a Java-like 

syntax. In Figure 5.5, a SM entity is defined and called MyNewSocialMachine. Following the 

SM model elements are mapped on t-SMADL structures: 

 Information Processing System (IPS)  Part 1 in the code snippet. t-SMADL 

allows the user to define a constructor as the computational unit for a social 

machine. Defining a constructor is optional, but, if done, it must contain a body. The 

body of a SM entity in t-SMADL is written in a JVM-based dynamically typed 

language called Xbase, provided as part of Xtext framework. It is possible to write 

Xbase code quite similarly to Java code. It is important keep in mind that we are 

describing a high-level architecture description language, and such low-level 

constructs, close to a general purpose programming language, are not part of the 

main goal in this work. 
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/* 
 * The 'relates to' section is optional. When present, this section lists the 
 * other social machines used in MyNewSocialMachine scope. If any relationships 
 * are listed here, it is mandatory to configure each appropriate relationship 
 * according to its particular constraint 
 */ 
  
//facebook and dropbox must had been previously defined as  
//Social Machine entities just like 'MyNewSocialMachine' 
SocialMachine MyNewSocialMachine relates to facebook, dropbox { 
     
  general constraint UNLIMITED 
   
  Relationships { 
     //SM 'dropbox' must be listed in the 'relates to' section 
     dropBoxFiles with dropbox [  
       uri = " https://www.dropbox.com/oauth2/" 
       api-key = "745132132131" 
       secret =  "3hj2asf34m64093bcv23kjnas" 
       user-token = "745132132131|HYlks234BeNj67V9kj323e4" 
     ] type: FULL_ACCESS //every single operation of dropbox 
      
     //SM 'facebook' must be listed in the 'relates to' section 
     facebookPosts with facebook [  
       uri = "https://graph.facebook.com/oauth/access_token" 
       api-key = "543216431893328" 
       secret =  "55dey851g0ff43b4df8e0n3dad1a32a0" 
       user-token = "543216431893328|at8FJoP6BTeH0BSpUF6Cbj1EM3MI" 
     ] type: LIST_OF_OPS (wallPost, profilePicture, listOfFriends) 
  } 
      
  constructor(String baseUrl, Integer initialPort) { 
    //Constructor body (dynamically typed expression) 
    var destination = baseUrl + initialPort    
  } 
   
  op listFilesInDropboxFolder returns java.util.List<java.io.File> (String folder)  
    constraint PRE_AUTH_SM 
   
  op createFacebookPost(String text) 
} 

Figure 5.5 – t-SMADL code snippet. 

 Relationships (Rel)  Parts 2, 3 and 4 in the code snippet. Every SM entity must 

declare the other SMs with which it maintains relationships right on it definition 

(‘relates to’ in part 2) prior to the use of the others’ provided services. Also, notice 

that, in that piece of code facebook and dropbox must have been previously defined as 

Social Machine entities just like 'MyNewSocialMachine'. Parts 3 and 4 in code snippet 

show the actual configuration of each relationship, earlier called interaction view. t-

SMADL defines the ‘Relationships’ code section to group all interaction views. The 

current version of t-SMADL allows the creation of two types of relationships: 

OAuthRelationship and GenericRelationship. The former abstract all the details 

involved with authorization protocol OAuth, commonly used in current Web apps. 

The later allows the establishment of generic relationships, with any given number of 

parameters. The only condition there is that the parameters do not repeat 
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themselves. By using a generic relationship, it is possible to use t-SMADL for other 

contexts other than programmable Web, making the language extensible. 

 Wrapper Interface (WI)  Part 7 in the code snippet. The set of provided services 

composes the wrapper interface in conjunction with their respective constraints. The 

WI element of the SM model is also when describing relationships (OAuth or 

Generic) as they abstract the underlying communication issues. 

 Provided Services (PS)  Part 7 in the code snippet. In t-SMADL, the provided 

services are abstractly defined in terms of their signature and any constraints upon it. 

Notice that when defining PS, there is no need to establish relationships. The actual 

declaration of the relationship is under responsibility of the service requester. To 

define open common services in SMADL, the user only needs to write an operation 

without constraints as shown in the createFacebookPost operation, for instance. 

Relationship-driven services are supposed to be defined under certain constraints in 

the provider and declared in the LIST_OF_OPS (part 6) for each interaction view in the 

requester code. More details are further while mapping the Constraints (C) SM 

element on SMADL. 

 Required Services (RS)  Parts 2 and 6 in  the code snippet (implicit). As RS are an 

optional element of the SM model, thus in t-SMADL the set of required services of a 

given SM can be seen as part of its relationships. The ‘relates to’ keyword (part 2), 

lists all SMs used inside the current SM. Then, when an interaction view is created, 

e.g. ‘facebookPosts with facebook’, the ‘with’ keyword restricts which operations are 

likely to be used in the later defined LIST_OF_OPS (part 6) constraint. In code snippet, 

interaction view ‘facebookPosts’ can only access the following operations ‘(wallPost, 

profilePicture, listOfFriends)’ from ‘facebook’ social machine. This implicitly 

defines the set of required services in t-SMADL. 

 Constraints (C)  Parts 5 and 6 in the code snippet and other parts where the 

keyword ‘constraint’ happens. In t-SMADL, constraints can be of three types: (1) 

general constraint, applicable to all provided services; (2) operation constraint, 

applicable to one operation (provided service) at once, it has a higher priority than a 

general constraint, that means, when an operation declares a constraint, the general 

constraint is not considered anymore; and (3) relationship constraint, which restricts 

which operations of the provider SM can be accessed in a given interaction view. For 

types (1) and (2), t-SMADL currently defines four possibilities: UNLIMITED (for 

unrestricted access), PRE_AUTH_SM (for only pre-authorized SMs), REQUESTS_PER_PERIOD 
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(limits the amount of requests to that operation in a period of time), and 

REDUCED_RESOURCE (limits the resources provided by that operation, for instance, 

reducing bandwidth or taking longer to return). For type (3), t-SMADL brings up 

two more keywords: FULL_ACCESS (no restrictions applied) and LIST_OF_OPS (followed 

by the list of operations that relationship is supposed to access). According to the 

previously shown SM model, types (1) and (2) constraints are quality constraints and 

type (3) is a visibility constraint. The current version of t-SMADL does not include 

Feature-based constraints. 

5.3.2. t-SMADL characteristics 

In Chapter 3, we analyzed different features of several ADLs and created a classification 

scheme, as shown in Table 3.2. In order to compare t-SMADL with other ADLs, we are 

going to use the same characteristics aforementioned. They are: Composition, 

Heterogeneity, Understandability, Evolution, Dynamism, Scalability, Constraints, and 

Formalism. A detailed description of each characteristic can be found in Section 3.4.3. 

5.3.2.1. Composition 

This characteristic in t-SMADL is achieved through SM relationships. Composition of 

entities in t-SMADL is similar to composition of objects in an object oriented platform. 

Objects make calls to others methods, as well as Social Machines can make calls to each 

other’s provided services through their wrapper interface. It is possible to describe a 

federation of SMs using t-SMADL. It is also possible that one SM gathers other SM’s 

services, thus providing new services with a possible different functionality in a different 

context. That means it is possible to create new SMs on top of others, practicing the well-

known concept in computer science divide-and-conquer. 

5.3.2.2. Heterogeneity  

t-SMADL is a JVM-based language. This indicates it may be fully integrated to the Eclipse 

IDE taking advantage of all the benefits the IDE provides, such as, an integrated editor, 

debugger and other facilities. Moreover, JVM-based languages are compiled to a common 

runtime environment (bytecodes) making it easier to integrate such type of language. This 

also happens with Microsoft .NET Platform and its Common Runtime Language (CLR). 

Every .NET-based languages compiles to CLR and that is why software written using 

Microsoft Visual Studio .NET may have parts written in different languages, because those 

languages compile directly to CLR. In out context, it is possible to integrate t-SMADL with 
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another JVM-based language, such as, Groovy, Scala, and Java itself, among others. This 

gives SMADL a little but powerful heterogeneity.  

5.3.2.3. Understandability  

For object-oriented developers, understanding t-SMADL syntax seem not be a problem. 

Since the language enjoys the full support of Eclipse and a Java-like syntax, it may present a 

smooth learning curve. As a matter of fact, t-SMADL generates Java code and, considering 

the language by itself is designed for describing the software architecture not the whole 

system, it will be necessary to integrate SMADL generated code with hand-written code. 

Thus, in this sense, it is expected to have OO developers acquainted to t-SMADL code. 

5.3.2.4. Evolution  

t-SMADL code is expected to evolve alongside with derived applications. This 

characteristic becomes clearer when understanding how t-SMADL is used for code 

generation. The language definition itself is expected to evolve and this might be a time-

consuming task for any language. However, using a language workbench to evolve a 

language could help on mitigating this risk (ERDWEG; FEHRENBACH; OSTERMANN, 

2014). Since, t-SMADL is supported by a language workbench that facilitates backward 

compatibility and the generation of lexical analyzers, parsers, and editors, evolving the 

language would not be an issue. 

5.3.2.5. Dynamism 

Being a JVM-based language helps t-SMADL to be a dynamic language. At first, t-SMADL 

allows the existence a computation unit written in a dynamically typed language. And 

second and most important, t-SMADL can be combined with dependency injection 

techniques, Google Guice1 (pronounced “juice”) or the Spring Framework2.  

5.3.2.6. Scalability  

Over the past decade, JVM performance has taken major leaps forward and has proven to 

be a good choice to address issues of scalability (SARIMBEKOV et al., 2013). Different 

benchmarks compared JVM-based languages, including Java itself, to others like C, C++ 

and C#, and JVM-based languages are sometimes even faster than other languages well-

known to have excellent performance (KAUFMANN et al., 2011), mainly because of many 

optimizations that have improved the performance of the JVM over time, such as, Just-In-

                                                 
1 Google Guice - https://code.google.com/p/google-guice/  
2 Spring Framework - http://projects.spring.io/spring-framework/  

https://code.google.com/p/google-guice/
http://projects.spring.io/spring-framework/
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Time compilation, improved Garbage Collector techniques, and dynamic recompilation. In 

this context, performance is the major characteristic for scalable languages. Some evidences 

show that one of the most popular scalable languages is a JVM-based language: Scala1. 

GitHub2 project repository shows Scala popularity growing closer to Java and C and the 

job search engine Indeed.com3 shows that Scala jobs tripled only in 2012, reaching a 

number of 100,000 developers. What is more, the Web 3.0 big player Twitter announced 

they were adopting Scala in their back end software. t-SMADL is a JVM-based textual 

language and, as we mentioned in Section 5.3.2.2, can be easily integrated with other JVM-

based language like Scala. Both facts contribute for t-SMADL to be a language susceptible 

to grow in complexity and size. 

5.3.2.7. Constraints  

As it has been already said, t-SMADL presents a pre-defined set of constraints to be used 

either on social machines relationships or on provided services. The initial set of 

constraints has been defined based on public APIs developed by big players like Google, 

Twitter, Facebook, etc. This set of constraints in the language is likely to grow, mainly 

because the language can start to be used in different contexts which will probably lead to 

new concepts and needs to be abstracted in architecture level.  

5.3.2.8. Formalism  

t-SMADL is not a formal language defined in terms of process algebras such as other 

ADLs like Darwin, Wright or π-ADL. We gave up formalism in favor of expressiveness 

and understandability. Given the complexity and size of Web-based information systems, it 

would be orders of magnitude harder to define such a formal ADL to implement the 

concepts of our social machine model. Not to mention that the language learning curve 

would not be practical for performing case studies in the PhD time frame. 

5.3.3. Code generation with t-SMADL – generation profile “Web Apps” 

Program generation approaches are not new. Many efforts have been made to execute 

automated program transformations from a language in a higher level of abstraction into a 

conventional executable general purpose language. Back in 1984, the Draco approach 

(NEIGHBORS, 1984) already defined source-to-source program transformations and 

refinements. It defines a narrow-spectrum language approach where there is a separate 

                                                 
1 Scala language - http://www.scala-lang.org/  
2 GitHub repository - https://github.com/  
3 Indeed (job search) - http://www.indeed.com/  

http://www.scala-lang.org/
https://github.com/
http://www.indeed.com/
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language for each phase of program development (e.g., specification language, design 

language, executable language) and the program progresses from being completely 

described in one language to being completely described in the next language. 

Indeed, the main goal of every higher level language is to somehow generate 

executable code for some host machine. In the case of an ADL, the goal is not necessarily 

generating executable code, but infrastructure code that ensures the underlying architecture 

properties. Although there are ADLs that can be executed (or simulated), such as Rapide 

(LUCKHAM et al., 1995) and π-ADL (OQUENDO, 2004), this is not our primary 

concern. 

As it has already been said, t-SMADL uses the Web Apps generation profile. The 

language defines apps that consume and provide APIs from other SMs on the Web, like 

Google or Facebook. The main goal of this profile is to generate code targeting well-

known Web architectures, such as Model-View-Controller (MVC) pattern using RESTful 

services and enabling OAuth 2.0 compliant authentication. To enable this generation 

profile, we implemented a library with predefined OAuth providers, such as Facebook, 

GoogleCalendar and Dropbox. This way, when an OAuth relationship needs to be 

established, we parse the URI informed in SMADL looking for matches and generating 

code that makes appropriate calls to the library. 

In order to implement the Web Apps generation profile, a set of transformation rules 

must be followed: 

 Social Machine entities become Java abstract classes: every social machine 1.

entity becomes a Java abstract class, importing other necessary classes to allow the 

establishment of relationships. Google Guice library is then used for dependency 

injection.  

 Constructors (IPS - Information Processing System) become Java 2.

constructors: if a constructor is defined in Social Machine entity, then a constructor 

is added to the corresponding generated Java classes. To transform the constructor 

body into Java executable code, an Xtend transformation engine is reused, getting as 

input the dynamically typed expressions and returning as output regular Java code. 

 Operations become methods: every operation in t-SMADL becomes an abstract 3.

method in generated java class with a corresponding signature. As these methods are 

going to be part of a REST service, it is necessary to add some Java annotations. 
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Considering that abstract classes cannot have annotated methods, then that is why 

the next rule is presented. 

 New concrete classes extend the abstract classes: every abstract method 4.

becomes concrete with appropriate annotations for REST services. In order to know 

which annotation needs to be used on method, a basic inference method has been 

developed based on operation’s name. If the op’s name contains any of verbs ‘get’, 

‘list’, ‘find’ or ‘recover’, it is supposed to use HTTP GET. If the op’s name contains 

‘post’, ‘set’, ‘create’, ‘insert’ or ‘add’, then it is supposed to use HTTP POST. For this 

type of operation it is expected that it has at least one parameter, otherwise it is going 

to use HTTP GET. If the op’s name is composed by any of the verbs ‘update’, 

‘change’,  ‘modify’ or ‘save’ then it is supposed to use HTTP PUT. If the op’s name 

contains the verbs ‘delete’, ‘remove’ or ‘erase’, then it is supposed to use HTTP 

DELETE. This is an attempt to free the developer to know each related annotation 

and their corresponding HTTP method. 

 Constraints become library calls in concrete classes: For each constraint, a 5.

different action is needed. At first, a Java library was created to facilitate the SM 

constraints implementation. This library stores meta-information about SM operation 

calls, allowing the implementation of the constraints REDUCED_RESOURCE and 

REQUESTS_PER_PERIOD, for example. The PRE_AUTH_SM checks if the operation caller is a 

preauthorized SM, and allows the access to the operation even without the 

authorization process flow. 

 Relationships can trigger authorization processes: every interaction view 6.

described in the ‘relationships’ section in a social machine may trigger am 

authorization process (using OAuth). As it has already been said, t-SMADL allows 

two types of relationship: generic and OAuth. Independent of the type, every Social 

Machine when transformed to an abstract Java class (rule 1), receives two methods: 

link and unlink. They implement the basic authorization process as illustrated in 

Figure 5.7. If the relationship is generic, the methods body is going to contain only 

the configuration parameters written in t-SMADL. But if the relationship is OAuth, 

then the methods will make the correspondent calls to our OAuth library. To make 

this language feature available, we had to implement an OAuth library with pre-

defined providers, such as Google, Facebook and Dropbox. To identify which 

provider needs to be used, the uri parameter provided is parsed and matched to 

their name. 
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Every transformation rule was initially designed to liberate the programmer to edit 

generated code, mainly by using dependency injections. 

5.3.4. Adopted tools and technologies 

As software developers, our personal practical experience shows that the leading 

technologies being used to construct Web APIs and mashups are basically: REST 

(FIELDING; TAYLOR, 2000), JSON1 and OAuth2, certainly because, to use these 

technologies, there is no need for additional communication concerns, since they use 

simple HTTP methods. An ad-hoc survey from (PROGRAMMABLEWEB, 2013) 

confirms this scenario on the Web. The results of this survey are shown in Figure 5.6. 

 
Figure 5.6 – Results of a survey that indicates which are the most popular technologies being 
used in the Web scenario. Source: (PROGRAMMABLEWEB, 2013). 

Our goal is to make SMADL generation profiles as a proof of concept of SM model 

implementation, including up to date and popular technologies during code generation. 

The following subsections briefly present each tools and/or technologies adopted by this 

project. 

5.3.4.1. OAuth 2.0 

OAuth 2.0 is an open authorization protocol which enables applications to access each 

other’s data. For example, a game application can access the user’s data in Facebook, or a 

                                                 
1 JavaScript Object Notation (JSON) - http://json.org/  
2 Open Authorization Protocol (OAuth) - http://oauth.net/  
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location based application can access the user’s home and work locations from Google 

Maps. Figure 5.7 shows a basic interaction between apps using OAuth. 

 
Figure 5.7 – Example of how OAuth can be used to share information. 

SMADL is implemented with a relatively simple grammar which, by itself, could not 

represent the full OAuth information flow. However, aside from the language and its 

transformation engines, we use auxiliary libraries which help us to set up OAuth providers 

with few parameters.  

5.3.4.2. REST - REpresentational State Transfer 

REST is an architectural style, developed as an abstract model of the Web architecture to 

guide our redesign and definition of the Hypertext Transfer Protocol (HTTP) and Uniform 

Resource Identifiers (URI) (FIELDING; TAYLOR, 2000). The principles of REST 

include: (1) Conceptual entities and functionalities are modeled as resources identified by 

URIs. (2) Resources accessed and manipulated via standardized, well-known HTTP 

operations (GET, POST, PUT and DELETE). (3) Components of the system 

communicate via these standard interface operations and exchange the representations of 

these resources (one resource may have multiple representations). In REST system, servers 

and clients typically travel through different states of resource representations by following 

the interlinks between resources. 

With those simple yet powerful principles, REST reached a great popularity mainly 

because it does not need any different communication protocol, instead it uses basic HTTP 

operations, fully compatible with every Web browser.  

t-SMADL applies the principles of REST to create RESTful services 

(RICHARDSON; RUBY, 2007) from SM definitions. By default, the provided services in a 
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social machine are transformed to RESTful services to be fully implemented by the 

developer. 

5.3.4.3. Xtext / Xtend 

Xtext1 is a framework, sometimes called language workbench, which dramatically reduces 

the effort of building good tooling for a language. From a grammar, Xtext can generate a 

parser, a serializer and a smart editor on top of Eclipse platform. All concerns of Xtext 

itself and of the code generated by Xtext can be customized via dependency injection. For 

the most concerns, Xtext’s default behavior usually is just fine. For concerns that need 

customization (validation, linking/scoping, etc.), Xtext provides an easy-to-use API. 

Another good point of Xtext framework is Xtend, which is a dynamic JVM-based language 

that presents powerful constructs for code generation, for example, rich strings.  

t-SMADL has been fully developed using Xtext framework and its facilities. 

5.3.5. t-SMADL in action 

t-SMADL is implemented as an Eclipse plugin with an integrated editor providing live 

feedback as code is being typed. It embeds autocomplete code and code assistance features. 

Figure 5.8 shows the code completion feature of t-SMADL plugin integrated to Eclipse 

IDE. The environment already detects social machines defined in the same project and 

allows the developer to reference them in the ‘relates to’ section. In Figure 5.8, code 

completion shows the options: Dropbox, GoogleMaps, SMMashup and facebook which are 

SM entities defined in the same project that can be referenced. 

  
Figure 5.8 – Code completion feature of t-SMADL. 

The tool presents syntax checking, and some semantic checking also, with consistent 

error messages. Figure 5.9 shows a syntax and semantic error while defining and OAuth 

relationship. In the Figure 5.9, a Social Machine named SMMashup maintains relationships 

with other two SMs: Dropbox and Facebook. Then in the Relationships section, an 

interaction view called dropBoxFiles is created, establishing a relationship with Dropbox 

                                                 
1 Xtext framework - http://eclipse.org/Xtext  

http://eclipse.org/Xtext
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(already listed in the ‘relates to’) section. While defining this interaction view, it is possible 

to restrict the operations that are supposed to be accessed in Dropbox, by using the 

LIST_OF_OPS constraint. The problem occurs because there is no dropBoxFiles operation 

defined in Dropbox SM (syntax error) and only operations of the target Dropbox are valid 

for this relationship (semantic error). 

 
Figure 5.9 – Syntax and semantic error validated in t-SMADL plugin 

5.4. Visual SMADL (v-SMADL) 

v-SMADL is a visual language to manage datacenter infrastructures, making possible to 

automatically deploy a complete infrastructure, only by using a graphical representation. 

The SM conceptual model can be directly mapped into the language and its visual elements, 

just as we previously shown with t-SMADL. In v-SMADL, a relationship is represented by 

the interconnections between virtual machines and the groupings of virtual machines 

named VM Pools.  

To develop v-SMADL, we used the Eclipse Modeling Framework (EMF) in 

conjunction with the Eclipse Graphical Modeling Framework (GMF), which provides a set 

of generative components and runtime infrastructures for developing graphical editors 

based on EMF and Graphical Editing Framework (GEF). 

When using GMF, the first artifact that must be developed is the EMF metamodel 

(.ecore file), in contrast to the auto generated metamodel of t-SMADL that is derived from 

Xtext grammar. From the ‘.ecore’ model, every other model is derived and customized, 

such as the tool pallet (.gmftool file) and the graphical elements (.gmfgraph file). Figure 

5.10 shows the v-SMADL ecore metamodel as an extension of SMADL general 

metamodel. Notice that the following entities shown in the Figure 5.10: a VM Object in v-

SMADL is an extension of a SM object; the Template object applicable for each virtual 

machine is actually a constraint from SM general metamodel; a Datacenter object is an 
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extension of a SM network; and a Network interface object is actually an extension of the 

Relationship Group explained earlier. Besides, every entity of v-SMADL metamodel 

implements a method called “validate”. These methods are used to validate the whole v-

SMADL diagram before deploying it to the server. This validation feature is detailed later 

in Section 5.4.4. 

In the sequence, we detail each element of the v-SMADL metamodel, which 

represents the elements of a basic datacenter infrastructure and then we present the 

conceptual mapping from this metamodel to the SM conceptual model (previously shown 

in Figure 4.2). 

 
Figure 5.10 – v-SMADL metamodel. The highlighted elements (in light gray) are inherited from 
SMADL general metamodel. 

5.4.1. Mapping Social Machine elements to v-SMADL by examples 

The elements of a datacenter infrastructure, in the scope of this work, are: 

 Virtual Machine (VM): a virtual machine (VM) is a software-based emulation of a 

computer. Virtual machines operate based on the computer architecture and 

functions of a real or hypothetical computer. 

 Virtual Machine Pool (VM Pool): an aggregation of virtual machines with shared 

attributes, such as, same network, or same firewall settings. 

 Balancer: load balancing is a computer networking method for distributing 

workloads across multiple computing resources, such as computers, a computer 

cluster, network links, central processing units or disk drives. Load balancing aims to 
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optimize resource use, maximize throughput, minimize response time, and avoid 

overload of any one of the resources. Using multiple components with load 

balancing instead of a single component may increase reliability through redundancy. 

A load Balancer is usually implemented by dedicated software or hardware, such as 

a multilayer switch or a Domain Name System server process. 

 Network: a computer network or data network is a telecommunications network 

that allows computers to exchange data. In this context, the Network element 

represents a computer network, with virtual Local Area Network (LAN) id, a public 

and a private address. 

 Address: represents and IP address in a network interface. A Network interface is a 

systems (software and/or hardware) interface between two pieces of equipment or 

protocol layers in a network. An IP address is a numerical label assigned to each 

device (e.g., computer, printer) participating in a computer network that uses the 

Internet Protocol for communication. 

Each element of a datacenter infrastructure listed is show in Figure 5.10 and they are 

directly mapped to our Social Machine conceptual model, as follows: 

 Social Machine (SM) entities VM, VM Pool and Balancer: each element of a 1.

datacenter specified with v-SMADL is actually an instance of a Social Machine, with 

its own relationships, constraints, provided and required services. 

 Relationships (Rel)  associations of VMs with their container Pool, VMs 2.

with Networks and VM Pools with Balancers: in v-SMADL, there are three types 

of relationships: 1) between a VM and its VM Pool container, in this case a VM Pool 

manages common characteristics of its own VMs; 2) between a VM and a network, 

in this case a network sets up each VMs IP address, dynamically or statically; 3) 

between a VM Pool and a Balancer, where the Balancer will be responsible for 

distributing workloads among any VM of the VM Pool. 

 Information Processing System (IPS)  internal structure of a VM (number 3.

of CPUs): in a virtual machine, its information processing system is actually 

composed by the number of CPUs it has. The more the number of CPUs, the 

powerful its processing system will be. 

 Constraints (C)  on top of the associations of Item 2: the constraints found in 4.

v-SMADL are feature-based constraints (see Section 4.2). For each relationship, a specific 

constraint is applied: 1) a VM can be contained in only one VM Pool; 2) a VM can be 
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associated to any number of networks, but not twice with the same network; 3) each 

VM Pool only accepts one Balancer. 

 Provided (PS) and Required Services (RS)  implicit mapping: in v-SMADL 5.

there is no need of explicit specification of provided and required services. For 

instance, when a relationship is established between one VM and a network, it is 

expected that the VM is going to have an IP address assigned. The same thought is 

used for the relationship between a VM Pool and a Balancer. When this type of 

relationship is established, it is expected that the Balancer is providing the same 

services as the virtual machines inside the pool are providing, however the Balancer 

is going to be externally accessed and then delegates the call to the most available 

VM in the pool. So, the Balancer provides the same services as the VMs and requires 

that a minimum number of VMs to provide its own services, in other words, the 

balancer is only an information router. In any case, there is no need to explicitly 

specify required and provided services, once every element in the datacenter 

infrastructure has its behavior and predefined set of operations.  

 Wrapper Interface (WI)  Balancer Interface: as it has already been said in the 6.

previous item, the Balancer wraps up all the services provided by the VMs in a given 

VM Pool, acting as a service router, calculating the best workload traffic. 

5.4.2. v-SMADL characteristics 

v-SMADL follows the same principle of t-SMADL and presents basically the same 

characteristics shown in Section 5.3.2.: Composition, Heterogeneity, Understandability, 

Evolution, Dynamism, Scalability, Constraints, and Formalism. Every characteristic is 

presented next but now for v-SMADL context. A detailed description of each characteristic 

can be found in Section 3.4.3. 

5.4.2.1. Composition 

Composition in v-SMADL is achieved by virtual machine aggregation in VM Pools and 

their respective relationships. Each VM Pool gathers a number of VMs which share some 

characteristics. Network visual objects also gather Address objects. Any number of VMs 

can be connected to a Network object. 

5.4.2.2. Heterogeneity  

v-SMADL is a visual language that allows the integration with virtualization servers for 

automatically deploying datacenter infrastructure. The current version of the language 

integrates with XenServer, an industry leading open-source server virtualization tool. For 
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now, it is not possible to integrate v-SMADL models with different tools or models in 

other languages, making the language not heterogeneous.  

5.4.2.3. Understandability  

For datacenter administrators, it is particularly easy to use v-SMADL. The SM-based visual 

model and clear connections between visual elements present no difficulty at first. Even to 

non-experts on datacenter administration, understanding the language and using the 

available tooling have not represented any challenge. 

5.4.2.4. Evolution  

v-SMADL evolution aspect can be understood in two aspects: evolving the metamodel and 

language visual elements; and evolving the models created by the language. About the 

former aspect, it is not a problem, since the environment where v-SMADL is being 

developed (GMF / EMF) carries many tools to support metamodel evolution and 

maintenance, and there is a large community able to help on any questions. Considering the 

later aspect, evolving the models created by final user is quite simple. v-SMADL was 

conceived in a way that every user must login to start using it. Therefore, the model created 

by the user is persisted and, during another login, it is recovered, allowing the user to 

evolve whatever he wants. 

5.4.2.5. Dynamism 

This aspect is explored in v-SMADL model edition. Every model checking is made on 

demand, avoiding it to be inconsistent at any time. For example, during model edition, it is 

not possible to associate more than one Balancer to one VM Pool.  

5.4.2.6. Scalability  

One of the weaknesses of visual languages is scalability. As visual models start to grow, it 

becomes harder to edit and understand them as a whole. To mitigate this problem v-

SMADL editing tool uses some visual tricks to make VM Pool and Network objects 

collapsible and expandable. As these are the “aggregator” objects, it becomes easier to 

handle large scale diagrams just by collapsing bigger elements into smaller ones. Moreover, 

zoom in and zoom out features are available, making it possible to edit specific parts of the 

diagram, without worrying about the whole picture.  
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5.4.2.7. Constraints  

All of v-SMADL constraints are checked on demand, during model edition. Differently 

from t-SMADL, the context where v-SMADL is used does not bring much diversity on 

service definition, which, by the way, would present different types of constraints. 

5.4.2.8. Formalism  

Just as t-SMADL, v-SMADL is not a formal language defined in terms of process algebras 

such as other ADLs like Darwin, Wright or π-ADL. Also in this case, we gave up 

formalism in favor of expressiveness and understandability. Indeed, datacenter 

administration is a dynamic task that does not necessarily need a formally defined language. 

The simple fact of v-SMADL being visual is good enough to attract new users. In 

comparison to other big players of server virtualization and enterprise cloud computing, 

such as OpenNebula1, OpenStack2, Apache CloudStack3 and Eucalypts4 (Amazon AWS), 

visual tools for datacenter administration tasks are scarce. 

5.4.3. v-SMADL generation profile “Infrastructure as a Service” 

v-SMADL uses the Generation profile “Infrastructure as a Service” (IaaS). In this sense, 

SMADL is used to define, as social machines, the internal elements of a datacenter and 

their relationships, including virtual machines, virtual machine pools, load balancers, 

networks and addresses.  

This profile is intended to interpret a v-SMADL diagram and make calls to a 

predefined REST service that instantiates XenServer5, providing a datacenter setup 

according to the configuration the user gives for each VM and its correspondents. For this 

profile, a graphical user interface fully integrated to Eclipse platform is implemented. 

5.4.4. v-SMADL diagram editor tool and adopted technologies 

In order to make v-SMADL practical, a diagram editor tool was implemented and named, 

uCloud Console. uCloud software property is owned by USTO.RE company6. Figure 5.11 

gives an idea of uCloud architecture. 

                                                 
1 OpenNebula - http://opennebula.org/  
2 OpenStack - https://www.openstack.org/  
3 Apache CloudStack - http://cloudstack.apache.org/  
4 Eucalyptus - https://www.eucalyptus.com  
5 XenServer – industry leading open-source server virtualization: 

http://www.citrix.com/products/xenserver/overview.html. 
6 USTO.RE - http://usto.re/  

http://opennebula.org/
https://www.openstack.org/
http://cloudstack.apache.org/
https://www.eucalyptus.com/
http://www.citrix.com/products/xenserver/overview.html
http://usto.re/
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Figure 5.11 – uCloud software architecture. v-SMADL is implemented in uCloud Console module. 

 uCloud Console presents a tool palette with quick access to all visual elements of v-

SMADL diagram. In addition, if the mouse pointer stops for a while in empty parts of the 

diagram, a toolbox shortcut is offered to the user. Figure 5.12 illustrates the toolbox 

shortcut (on the left) and the palette (on the right). The palette also brings the feature of 

adding user notes to the diagram (yellow icon on upper right corner). 

 
Figure 5.12 – uCloud Console toolbox shortcut and tool palette. 

To give a perspective on how uCloud Console works, Figure 5.13 presents its 

interface. On the left, the v-SMADL diagram can be edited. On the center, the tool palette 

allows the user to add new visual elements (VM Pool, Virtual Machine, Network and IP 

Address) and connections between VMs and networks and between VM Pools and 

Balancers. It is important to notice, that the relationship between VM Pools and VMs and 

between Networks and IP Addresses are made by containment, i.e. the user only need to 

add the contained element inside the container area. For example, to add a new VM, the 

user needs to click on VM button in the palette and then click inside the area VM Pool 
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area. On the bottom right of Figure 5.13, a set of properties is shown for the currently 

selected visual element, allowing the user to edit them if needed. On the upper right of the 

figure, the outline allows the user localize himself on the diagram. This is useful when 

zoom is used and the outline gives the whole picture of the diagram, helping the user to 

handle bigger diagrams. 

 
Figure 5.13 – uCloud Console interface. 

And last, but not least, Figure 5.13 highlights the “Deploys to Xen Server” button on 

the upper left corner, which calls a REST API made available by the uCloud engine 

component. In its turn, the uCloud engine process the request, stores the user diagram for 

future use and calls XenServer proprietary API to start deploying every VM pool, including 

its virtual machines and balancer, and the associated network/addresses configuration. The 

virtual machines are automatically started on XenServer. To help on understanding the 

deployment action, uCloud software architecture can be seen in Figure 5.11. 

When the user tries to deploy a datacenter infrastructure, uCloud firstly validates all 

the aspects of the diagram, including rules for virtual machines, VM pools, networks, 

addresses, and balancers. For example, a VM pool must have a name, or a virtual machine 

must have a template of its own. Every validation is shown to the user as errors that must 

VM properties
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be fixed; otherwise, the diagram is not deployed. Figure 5.14 and Figure 5.15 show two 

examples of validations made to VMs and VM pools, respectively. 

 
Figure 5.14 – uCloud tool validation on a v-SMADL diagram showing errors related to a virtual machine. 

 
Figure 5.15 – uCloud tool validation on a v-SMADL diagram showing errors related to a VM pool. 

5.5. Related work 

Some attempts have been made to create Web 3.0 compatible languages. Among those, 

some caught our attention as follows.  

In (BA; AUR; MUSICANTE, 2005) and later (MUSICANTE; POTRICH; 

CARRERO, 2008), a new interface description language, called PEWS, is introduced. It 

uses predicate path expressions to define Web service behaviors. The language represents a 

simple way to describe order and conditional constraints over Web service operations. 

PEWS aims to be used for the specification of simple Web services and also to be a tool 

for describing service composition. PEWS combinators help to define the order in which 

Web services and operations will be performed. Even though, PEWS is a simple and 

expressive language that can be used for service composition, it still lacks some way of 

applying constraints on the already formed compositions. 

In (MAXIMILIEN et al., 2007), the authors try to create a programming model that 

facilitates and accelerates creation and deployment of mashups of diverse services. They 

called it Swashup DSL, a domain-specific language that unifies the most common service 
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models and facilitates service composition and integration into end-user-oriented Web 

applications. The main concepts covered by the language are (1) data and mediation, (2) 

service APIs, their protocols, and choreography; and (3) a means to generate Web 

applications with customized UIs for the resulting mashups. The DSL leverages the Ruby 

on Rails (RoR) as the underlying framework. Despite its claim to be a DSL, Swashup 

embraces RoR syntax, adding “recipe” constructions and defining metadata. The language 

itself can be useful, although it carries on low-level structures of a Turing complete 

language with conditionals and loops. 

In 2008, WebDSL (VISSER, 2008) was developed as a “DSL for Web-applications 

with rich data models”. It is implemented using Stratego/XT (VISSER, 2004) and targets 

high-level Java frameworks for Web engineering. The main focus in WebDSL is describing 

the navigational model of Web-based applications. It does not embrace the integration of 

those applications, using well-known technologies such as REST or SOAP. The language 

also carries on low-level structures such as conditionals and loops, similar to Swashup DSL. 

Actually, WebDSL was created only as a case study on domain-specific language 

engineering. The main purpose of the study was (1) to present a tutorial in the application 

of the specific syntax definition formalism (SDF) and Stratego/XT technology for building 

DSLs and (2) and to describe an incremental DSL development process. 

Moreover, other attempts have been made using higher level architectural models to 

create Web-based apps. In (LÓPEZ-SANZ; CUESTA; MARCOS, 2010), the authors 

propose to formalize the architectural model using a domain-specific ADL which supports 

the description of dynamic, adaptive and evolvable architectures, such as SOA itself. They 

choose π-ADL (OQUENDO, 2004) in order to allow the definition of executable versions 

of the architecture. The study discusses a real-world case study, in which a service-oriented 

messaging system is modelled at the PIM level and then specified using its π-ADL 

counterpart.  

In the same context of the previous paper, the study (GLOAHEC; FLEURQUIN; 

SADOU, 2010) presents a framework for the implementation of best practices concerning 

the design of the software architecture. The authors present an implementation of the 

framework in the Eclipse platform and an ADL dedicated to Web applications, biased by 

the Model-View-Controller (MVC) pattern. Similarly to WebDSL, it does not embrace 

well-known technologies such as REST or SOAP or any high-level abstractions to permit 

relationships between apps. 
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Apart from the aforementioned scientific papers, there are practical examples, such 

as Yahoo! Pipes 
1 and IfThisThenThat 

2 which can be seen as related work. The former uses a 

graphical tool for customizing data flows (pipes) from different sources, as illustrated in 

Figure 5.16. The latter allows end users to program the Web based on pre-defined events 

triggered by a set of channels which demands an action, for example, if someone tags you 

(trigger) on a given social network (channel 1), then save this photo (action) in the person’s 

virtual drive (channel 2). This scenario is shown in Figure 5.17. The user can choose among 

different events from different channels, which are, in practice, Websites that make 

available their APIs. Both projects are built upon predefined data sources and predefined 

rules to combine them. Yahoo! Pipes allow the consumption of data in formats like XMI or 

JSON and presents a small set of rules and filters to process such data. In IfThisThenThat 

there is no way to create a new channel (data source). Also, there is no systematic way for a 

software developer to create a new application, hereby called a Social Machine, and put it 

to interact, i.e. establish a relationship, with IfThisThenThat by means of a new channel.  

 
Figure 5.16 – Yahoo! Pipes illustrated. 

                                                 
1  Yahoo! Pipes - http://pipes.yahoo.com  
2  “If This Then That” - http://ifttt.com/  

http://pipes.yahoo.com/
http://ifttt.com/
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Figure 5.17 – IfThisThenThat Website illustrated. 

Although all this related work presents specific contributions to the state-of-the-art, 

including academic papers and practical (industrial) cases, when it comes to matters of 

programmable Web, there is no commonly accepted model which brings up high level 

abstractions to represent it. In this sense, the Social Machine conceptual model is an 

attempt to fill this gap and, to make possible the practical use of this model, SMADL is one 

effective approach. 

5.6. Concluding remarks 

We have defined SMADL – the Social Machines Architecture Description Language – as 

an attempt to be a completely different way to program the Web, mixing concepts from 

ADLs and DSLs. As an ADL, it allows the description of Social Machines (and networks 

of such) in terms of relationships as high-level abstractions, without the need to specify 

details of communication (protocols) and/or authentication methods. As a DSL, it allows 

the implementation and integration of Web services using a dynamically typed syntax, fully 

integrated to the Java Virtual Machine and Eclipse IDE. In addition, the elements of the 

Social Machine model have been mapped on SMADL constructs and presented here. 
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Throughout this chapter we presented two profiles of SMADL: Textual SMADL (t-

SMADL) and Visual SMADL (v-SMADL). Each of them is mapped to the SM conceptual 

model and demonstrates the applicability of the concept. 

The next chapter evaluates the SM model and the practical uses of SMADL through 

a case study and a survey. 
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Evaluation 
 
  

“Every noble work is at first impossible” 

Thomas Carlyle (1795-1881) 
Scottish philosopher and writer 

6. Evaluation 

“Software engineering has reached a stage that is more resembling of quackery than engineering” 

(JURISTO; MORENO, 2001) - this affirmation may sound awkward but it brings on a bit 

of reality. Since the engineering of software is an abstract activity, it becomes harder to 

evaluate and/or validate its outcomes. Ideas, whose truthfulness has not been tested against 

reality, are continually assumed as evident.  

Software developers are not trained in the importance and meaning of the scientific 

method. There is common fallacy to believe that if something works, a piece of software 

for example, that is good enough to prove or disprove an idea. To avoid these pitfalls, a 

research field that gained significant attention is the last decade is the field of 

experimentation in software engineering. 

The guidelines provided by (WOHLIN et al., 2000) and later revisited in (WOHLIN 

et al., 2012) give us a great insight on how to check our ideas, using different types of 

evaluation for software practices. To help on evaluating our ideas described in the previous 

chapters, we followed some of those guidelines.  

The remainder of this chapter is organized as follows: Section 6.1 presents the basic 

knowledge about experimental software engineering; next, Section 6.2 presents the 

evaluation of t-SMADL through a case study, followed by Section 6.3 with the evaluation 

of v-SMADL through a survey which collects expert’s opinion. And last, Section 6.4 

presents our conclusions. 
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6.1. Introduction 

This section introduces the practices of software engineering experimentation. At first, we 

are going to differentiate case studies from experimental studies and justify the type of 

study chosen for this evaluation. In the sequence, we explain the Goal Question Metric 

(GQM) approach (BASILI; CALDIERA; ROMBACH, 1994), which is going to be used to 

plan our study. 

6.1.1. Case studies vs Experimental studies 

Case studies and experimental studies are essential practices of research from where 

researchers get their information. In an experimental study, variables are added to and 

taken away from an object of examination as the researchers wish in a more controllable 

way (JURISTO; MORENO, 2001). On the other hand, a case study is the analysis of an 

instance of such object of examination that arose by itself or that was intentionally 

produced by without controlling variables. 

Basically, a case study is an in depth study of a particular situation rather than a 

sweeping statistical survey. It is a method used to narrow down a very broad field of 

research into one easily researchable topic. Whilst it will not answer a question completely, 

it will give some indications and allow further elaboration and hypothesis creation on a 

subject. 

The case study research design is also useful for testing whether scientific theories 

and models actually work in the real world and that is the case of a programming language, 

or, in our case, an architecture description language: t-SMADL. Setting up a controllable 

environment, such as an experimental study, for testing the purposes of a language would 

trigger an uncountable number of possibilities according to what wants to be 

demonstrated. Considering that we do not have many human resources available and this 

research is set to be done in a time frame of PhD (4-5 years in Brazil), then we decided to 

investigate the subject using a case study. 

6.1.2. The Goal Question Metric (GQM) approach 

The GQM (BASILI; CALDIERA; ROMBACH, 1994) approach is based upon the 

assumption that for an organization to measure in a purposeful way it must first specify the 

goals for itself and its projects, then it must trace those goals to the data that are intended 

to define those goals operationally, and finally provide a framework for interpreting the 

data with respect to the stated goals. The result of the application of the GQM approach is 
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the specification of a measurement system targeting a particular set of issues and a set of 

rules for the interpretation of the measurement data. The resulting measurement model has 

three levels: 

 Conceptual level (Goal): a goal is defined for an object, for a variety of reasons, with 

respect to various models of quality, from various points of view, relative to a 

particular environment. 

 Operational level (Question): a set of questions is used to characterize the way the 

assessment/achievement of a specific goal is going to be performed based on some 

characterizing model. 

 Quantitative level (Metric): a set of data is associated with every question in order to 

answer it in a quantitative way. 

In summary, a GQM model is a hierarchical structure, as shown in Figure 6.1, 

starting with a goal (specifying purpose of measurement, object to be measured, issue to be 

measured, and viewpoint from which the measure is taken). The goal is refined into several 

questions and each question is then refined into metrics. 

 
Figure 6.1 – GQM hierarchical model (BASILI; CALDIERA; ROMBACH, 1994). 

The evaluation of t-SMADL makes use of the GQM approach. 

6.2. Evaluation of t-SMADL – Generation profile Web Apps: a case 

study 

In order to evaluate t-SMADL, we have basically two options: 1) creating different 

applications from scratch and writing them using t-SMADL as a base language; 2) using an 

application that have already been implemented based on the Social Machine conceptual 

model, and then rewriting it using t-SMADL as a base language. 

In this context, the first option would have been the natural choice, since, to evaluate 

a computer language of any kind, applications need to be written with it and, while doing it, 

many aspects can be observed. However, this scenario adds two challenges: first we would 

need to design the applications using the SM conceptual model; and second, we would 
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need to write boilerplate code for each application as a whole, worrying about aspects of 

user interface and data persistence, for example. What is more, even if we choose to write 

completely new apps using t-SMADL, we would not have a comparison base, unless we 

write two versions of the same apps, one with t-SMADL and other without t-SMADL. In 

this case, the study would have taken much longer to be completed. 

This situation led us to consider the second option, but one pre-condition needed to 

be fulfilled: an application must have been implemented based on the Social Machine 

conceptual model. And that is where the ASSERT research group1, of which the author of 

this work is member, could help. Many members of the research group are acquainted to 

the SM conceptual model and, as a result of a Software Engineering course that took place 

at Informatics Center (CIn) of Federal University of Pernambuco (UFPE), they needed to 

implement SM-based applications. So, their SM-based application could be used for 

evaluating t-SMADL, since their code has been openly distributed under a General Public 

License (GPL).  

Therefore, we have chosen the option 2: using a previously implemented SM-based 

application and reimplement it using t-SMADL.  

To perform this case study, guidelines from (JURISTO; MORENO, 2001) and 

(WOHLIN et al., 2012) were followed and five phases are expected to be executed: 

definition, planning, operation, analysis and interpretation. Conducting such study is a 

labor-intensive task. For defining the goals of the experiment, the Goal Question Metric 

(GQM) approach (BASILI; CALDIERA; ROMBACH, 1994) is followed.  

The purpose of the definition phase is to establish the goals of a study, helping on 

better scoping the activities during its execution. After the study definition, the planning 

takes place. While the definition determines the foundation for the study, i.e., why the study 

is conducted, the planning prepares for how the study is conducted. This phase involves 

activities such as context selection, hypotheses formulation, and selection of subjects. 

After the study has been designed and planned, it must be carried out in order to 

collect the data that should be analyzed and this is the operation phase of the study. After 

preparing the environment, the study is executed and, in this phase the subjects are actually 

involved. At the end of this phase, measurements are collected.  

                                                 
1 ASSERT - Advanced System and Software Engineering Research Technologies Lab: 

http://assertlab.com/  

http://assertlab.com/
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After collecting data in the operation phase, some conclusions are drawn, and so the 

analysis and interpretation phase takes place. The main goal of this phase is to analyze 

the data by hypothesis testing. Each phase is detailed next. 

6.2.1. Definition 

As afore mentioned, the definition phase of this study uses the GQM paradigm (BASILI; 

CALDIERA; ROMBACH, 1994). The following subsections present the goals, questions 

and metrics. In the sequence, and to make it clearer, a brief explanation of the SM-based 

application that is used in this study is presented. The application was named [YOU] 

(BUREGIO et al., 2014). 

6.2.1.1. Goal 

G1. To evaluate t-SMADL in terms of adequacy and productivity for creating 

applications based on the Social Machine conceptual model. 

6.2.1.2. Questions 

Q1. Does using t-SMADL reduce the amount of work for writing boilerplate code? 

Q2. Is t-SMADL adequate to the Social Machine conceptual model? 

6.2.1.3. Metrics 

M1. Percentage of generated code. Considering that the code generated by t-

SMADL rules is basically the boilerplate code related to the underlying communication 

protocols and authorization methods, then if we increase the percentage of generated code, 

we would save development time, consequently increasing productivity. In this context, 

one metric is defined: 

GENSLOC:  %of source lines of code (SLOC) generated in the comparison to the 

total lines of code of corresponding Social Machine wrapper interface and relationships. 

M2. Percentage of elements of the Social Machine conceptual model that are 

mapped into t-SMADL. If every element of the SM conceptual model is directly mapped 

into t-SMADL, then we have an evidence of adequacy to the model. 

EMSM-Lang:  %of elements of the Social Machine conceptual model that are directly 

mapped into t-SMADL. 
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6.2.1.4. The project used in the study: [YOU] Social Machine (BUREGIO et al., 

2014) 

The [YOU] SM was implemented as a personal information retrieval platform in which 

“you" (the information related to you) is wrapped as a composite Social Machine 

(BUREGIO et al., 2014). On top of the [YOU]'s services, we built the [YOU] application - 

a Web-based interface for the [YOU] SM. The adopted approach allows to consume the 

[YOU]'s services with third-party applications that makes viable the creation of an 

ecosystem of applications built on top of its services.  

(BUREGIO et al., 2014) designed the whole system as a composite social machine 

internally formed by the combination of the user's different sources of information (i.e., 

Web platforms like Facebook, GoogleCalendar, Dropbox and others). Each source of 

information was wrapped as an independent and autonomous SM. In this way, it was 

possible to independently deploy each one on a different provider.  

The services provided by [YOU] and its internal SMs were designed as endpoints of 

a REST API. A set of common services was defined for each social machine. Figure 6.2 

illustrates [YOU]’s basic architecture. 

 
Figure 6.2 – [YOU] Social Machine basic architecture. 
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6.2.2. Planning 

After the definition of the study, the planning is started. The definition determines the 

foundations for the study, i.e. the main reason for it exists, while the planning prepares for 

how the study is conducted. 

Context. The objective of this study is to evaluate feasibility of t-SMADL to 

implement Social Machines. This is a single object study, characterized as being a study which 

examines an object on a single team and a single project (BASILI; JR SELBY; 

HUTCHENS, 1986).  

Training. It is assumed that the subjects are already familiarized with the Social 

Machine conceptual model, with the current Web technologies, such as REST, and with 

the underlying programming language Java. 

Subjects. The subjects of the study are all equally supposed to act as software 

developers. The person who is intended to develop t-SMADL code must not have directly 

participated in the development of [YOU] application, who, in case, is the main author of 

this thesis. 

Instrumentation. All the subjects have access to SM-conceptual model. 

Criteria.  Some criteria are used in order to evaluate the benefits of the approach. 

The benefits are evaluated quantitatively according to the metrics defined in Section 6.2.1.3. 

Null Hypotheses. These are the hypotheses that we want to reject with as high 

significance as possible. Therefore, according to the selected criteria, the following 

hypotheses can be defined: 

H0: μGENSLOC < 15% 

H0: μEMSM-Lang < 80% 

Alternative Hypotheses.  These are the hypotheses in favor of which the null 

hypotheses are rejected. Thus, the following hypotheses can be defined: 

H0: μGENSLOC >= 15% 

H0: μEMSM-Lang >= 80% 
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6.2.3. Operation 

Following, we detail the actual operation of the case study:  

Environment. This study was performed in the period from October 2013 to 

November 2013, at Federal University of Pernambuco, Brazil. 

Subjects. The subjects involved were: 5 graduate students from Federal University 

of Pernambuco. Four (2 PhD students and 2 MSc students) of them acted as software 

engineers to develop [YOU] Social Machine without using any support from t-SMADL. 

The last subject (PhD student) acted as a software engineer and architect to reimplement 

part of [YOU] Social Machine, but at this time with support from t-SMADL. 

Summary of Generated Artifacts. By using t-SMADL and [YOU] SM as a starting 

point for development, the main activities and outputs during the execution of this case 

study were:  

 To understand [YOU] SM and its requirements: since one of the subjects did not 

participate on [YOU] SM development, a considerable amount of time has to be 

spent to understand [YOU]’s requirements and architecture. After doing so, parts of 

[YOU] code have been identified to be reimplemented with t-SMADL. 

 To create an OAuth library to abstract details of different OAuth providers and 

generate code from t-SMADL that makes calls to this library. The initial version of 

this library was implemented for the following OAuth providers: Facebook, 

GoogleCalendar and Dropbox. 

 To actually implement t-SMADL code as part of [YOU] SM. 

 To integrate generated code from t-SMADL to already existent code of [YOU] SM. 

 To test [YOU]’s functionalities and observe if the behavior has not been changed. 

After using t-SMADL to reimplement parts of [YOU], some data could be extracted, as 

shown in Table 6.1.  
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Table 6.1 – Comparison of SLOC of some [YOU] SM classes before and after using t-SMADL. 

Original classes  

in [YOU] SM 
#LCNS 

Corresponding  

t-SMADL entity(ies) 

Hand-

written 

#SLOC 

Generated 

#SLOC 
Observations 

Facebook: 

- Peopleyou  

(pkg controllers) 

- Application 

(pkg collectors) 

 

64 

 

162 

 

 

FacebookSMEntity 

 

 

127 

 

 

108 

Only one t-

SMADL entity 

representing 

Wrapper 

Interface and 

relationships 

Dropbox 

- Filyou  

(pkg controllers) 

- Application 

(pkg collectors) 

 

76 

 

136 

 

DropboxSMEntity 

 

DropboxSMConnector 

 

96 

 

129 

 

31 

 

0 

Dropbox was 

implemented 

using a 

proprietary 

OAuth library 

GoogleCalendar 

- Calendaryou  

(pkg controllers) 

- Application 

(pkg collectors) 

 

73 

 

191 

 

 

GCalendarSMEntity 

 

 

207 

 

 

144 

Only one t-

SMADL entity 

representing 

Wrapper 

Interface and 

relationships 

6.2.4. Analysis and interpretation 

After executing the operation phase, metrics could be collected based on the project data 

and then analyzed and interpreted. However, before analysis and interpretation, (WOHLIN 

et al., 2012) suggest to execute a data set reduction in order to remove abnormal or false 

data. As the data set is small in this project, there was no need to execute the data set 

reduction. Therefore, based on the collected metrics, the null hypotheses described in the 

early sections can be analyzed. 

Percentage of generated code. Three main features (relationships) created in 

[YOU] SM were implemented in t-SMADL. They represent connections to: Facebook, 

Dropbox and GoogleCalendar. These connections are split in two classes each in [YOU] 

SM code. To implement these wrapper interfaces and relationships in t-SMADL we used 

only one entity for each feature, except for the Dropbox, because it used a proprietary 

library for OAuth and then our code could not call our in-house OAuth library. To 

calculate the percentage of generated code we added the number of hand-written SLOC to 

the number of generated SLOC and then calculated the percentage of generated SLOC in 

comparison to the total number. In summary, the calculus is done as follows: 

Consider the variables. 
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HL = number of hand-written SLOC 

GL = number of generated SLOC 

GENSLOC = Percentage of generated code 

Then: 

GENSLOC = (GL / (HL + GL))*100 

Table 6.2 summarizes all calculated percentages. 

Table 6.2 – Percentages of generated code after using t-SMADL. 

Features (relationships 

and wrapper interface) 
Percentages of generated code 

Facebook 45,95% 

Dropbox 13,77% 

GoogleCalendar 41,02% 

Mean 33,58 

Null hypothesis μGENSLOC < 15% 

Although the percentage of generated code in Dropbox feature was below the 

expected, the mean percentage of generated code rejects the null hypothesis (μGENSLOC < 

15%), as shown in Table 6.2. It gives us a clue that using t-SMADL may increase 

productivity. In this scenario, we are not considering the language learning curve nor the 

time spent to build a customized OAuth library for a number of OAuth providers. 

Percentage of elements of the Social Machine conceptual model that are 

mapped into t-SMADL. While developing t-SMADL, one of the language’s premises is 

that every element of the SM conceptual model should be mapped to the language. We 

showed this full mapping in Section 5.3.1. To evaluate this metric in our case study, we 

examined each SM entity written in t-SMADL to verify the presence of the SM conceptual 

model elements. Table 6.3 presents our findings. The percentage shown at the bottom of 

Table 6.3 represents the frequency of ‘Yes’ (element present) in the total number of 

possible elements. 
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Table 6.3 – Percentage of elements of Social Machine conceptual model mapped into t-SMADL. 

Features (relationships) 
Presence of the element of  

the SM conceptual model 

Facebook 

- Inf. Proc. System (IPS) 

- Required Services (RS) 

- Provided Services (PS) 

- Relationships (Rel) 

- Wrapper Interface (WI) 

- Constraint (C) 

 

Yes 

Yes 

Yes 

Yes 

Yes 

Yes 

Dropbox 

- Inf. Proc. System (IPS) 

- Required Services (RS) 

- Provided Services (PS) 

- Relationships (Rel) 

- Wrapper Interface (WI) 

- Constraint (C) 

 

Yes 

Yes 

Yes 

No 

Yes 

No 

GoogleCalendar 

- Inf. Proc. System (IPS) 

- Required Services (RS) 

- Provided Services (PS) 

- Relationships (Rel) 

- Wrapper Interface (WI) 

- Constraint (C) 

 

Yes 

Yes 

Yes 

Yes 

Yes 

Yes 

Mean (frequency of ‘Yes’ 

in the total: 16 out of 18) 

88,88% 

Null hypothesis μEMSM-Lang < 80% 

Although some outliers were identified, for instance, in the Dropbox case, our 

findings demonstrated that t-SMADL addresses every SM conceptual element in almost 

any situation. These findings reject the null hypothesis (μEMSM-Lang < 80%). The reason 

why Dropbox presented some elements that are not mapped into the language is because it 

did not use the native constraints of t-SMADL for OAuth handling and, consequently, did 

not add relationship interaction views to any other SM. 

6.3. Evaluation of v-SMADL – Generation profile Infrastructure as a 

Service (IaaS): a survey 

v-SMADL (and its graphical editing tool, uCloud Console) started to be developed in 

November, 2013. From then on, three official versions of uCloud have been released. The 

list of all features is detailed in Section 5.4.  
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Since uCloud software property is owned by USTO.RE company1, we cannot 

provide detailed information on its code and architecture. Therefore, to compare the tool 

and its features to other industry big players, we performed a survey collecting domain 

experts’ opinion. The full questionnaire is available in Appendix B – Expert’s opinion 

form. 

To provide a comparison, four competitors were chosen: OpenNebula2, OpenStack3, 

Apache CloudStack4 and Eucalypts5 (Amazon AWS). 

6.3.1. Interviewees profile 

In order to obtain more accurate answers during the survey, we interviewed two experts in 

cloud computing and datacenter administration. To protect their privacy, their names are 

not revealed here. 

 The first interviewee is a team leader and entrepreneur, and the second is a 

Professor and cloud architect. Both have a very large professional experience in 

Information Technology, affirming to have more than 10 years of experience. Therefore 

their opinion is a valuable asset to consider, mainly because both have already been 

presented to uCloud at some time during its development. 

6.3.2. Answers and interpretation 

Since we are surrounded by the Social Machines concept, the first question made was “Do 

you know the concept of a Social Machine?”. Both interviewees answered that they have 

heard about it, which gives them a good contextualization for the entire survey. 

The second question asked the interviewee to provide a brief definition of what he 

understands by Social Machine. The first answer to that question was: “A SM is an 

autonomous entity which has its own execution context and possesses all needed information to be executed”. 

The second interviewee answered: “It is an area of computer science that is concerned with the 

intersection of social behavior and computational systems”. By seeing these answers, we can realize 

that a standard definition for a Social Machine is still pretty far from being reality. Each has 

a different understanding of what a Social Machine is. That is why defining a standard 

                                                 
1 USTO.RE - http://usto.re/  
2 OpenNebula - http://opennebula.org/  
3 OpenStack - https://www.openstack.org/  
4 Apache CloudStack - http://cloudstack.apache.org/  
5 Eucalyptus - https://www.eucalyptus.com  

http://usto.re/
http://opennebula.org/
https://www.openstack.org/
http://cloudstack.apache.org/
https://www.eucalyptus.com/
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fundamental concept is so important, and that is why we try wide spread out SM 

conceptual model. 

The next question in the form lists the four competitors we have mentioned earlier 

and asks the interviewee which one (or ones) they worked with or have any technical 

knowledge about it. Both, with their vast experience, selected all the options, and one of 

them mentioned uCloud among the competitors. This reveals that, even though the tool is 

pretty young, it transmits a good image to final user. 

Following, another open question asks about the biggest difficulties in using any 

cloud platform for datacenter management. The first interviewee answered that 

“interfaces” are the biggest difficulty while the second answered that he founds more 

difficult to do template management. Both answers put uCloud in a favorite position, 

because, firstly it handles graphical user interface pretty easily as we showed in Section 

5.4.4, with no big problems. And secondly, template management is natively supported by 

the tool. 

The next two questions tries to estimate the time for using any given cloud platform 

for datacenter administration. The first question asks how long would the user take to 

setup and deploy a set of 3 virtual machines in a given datacenter and the second questions 

changes this number of virtual machines to 10. The idea with these two questions is to 

evaluate if the time spent for managing a growing number of virtual machines in a given 

datacenter is linear or exponential. The answers revealed that the time spent grows linearly 

in the same proportion of the growing number of virtual machines. This gives uCloud a 

good position because every login in the tool recovers the datacenter previous state of that 

specific in a visual diagram, helping out the final user to gain time. 

Other question asks if the user has ever used any graphical tool to setup and deploy 

virtual machines in a datacenter. One of the in interviewees answered that the only 

graphical tool for that purpose he has been in touch was uCloud, even though he has a 

large experience and know many other tools. The interviewee has a different opinion. He 

says: “I have used the following graphical tools OpenNebula WebUI and XenCenter. The usability of 

Xen is very natural but it has a set of pre-configured templates and, sometimes, doesn't support a specific 

operating systems. The OpenNebula dashboard is more flexible and customizable but it does not present the 

datacenter structure in a diagram”. 



Chapter 6 – Evaluation | 153 

 

And the last question in the form asks the interviewee to give a personal opinion 

about what is better: “graphical tools or developing specific scripts on your own?” Both 

agree that, in this context of datacenter management, graphical tools are better than writing 

scripts on their own. Moreover, one of them elaborates his answer: “A graphical tools is more 

natural and easy. Developing specific scripts requires low-level knowledge about specific technology. By using 

graphical tools, the user can perform a task with some mouse clicks in few minutes. In contrast, the same 

task may take hours to be completed if you have to develop some scripts.” 

In summary, the expert’s opinion revealed that uCloud Console is useful and valuable 

even compared to big competitors. 

6.4. Concluding remarks 

In this chapter, we evaluated SMADL and its two versions: t-SMADL and v-SMADL. For 

t-SMADL, a case study was performed following the guidelines proposed by (WOHLIN et 

al., 2012). The definition and planning phases of the study were supported by the Goal 

Question Metric approach (BASILI; CALDIERA; ROMBACH, 1994). The main goal of 

the study was “to evaluate t-SMADL in terms of adequacy and productivity for creating 

applications based on the Social Machine conceptual model”. Observing the results 

obtained from the case study execution, it can be noticed that all the null hypotheses have 

been rejected, i.e. using t-SMADL can be more productive than using current Web 

technologies and the language is fully adequate (complaint) to the SM conceptual model. 

For evaluating v-SMADL and its diagraming tool uCloud, a survey to collect expert’s 

opinion has been performed and revealed that uCloud Console is useful and valuable even 

compared to big competitors. 

Next chapter presents the summary and conclusions of this thesis, highlighting 

research contributions and presenting future work. 
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Summary and Further 
Work 

  

“The only true wisdom is in knowing you know nothing” 

Socrates (470 a.C. – 399 a.C.) 
Greek philosopher 

7. Summary and Further Work 

Every major breakthrough in Computer Science comes with an initial lack of 

understanding. Since the first accepted abstract model of a computing machine, named 

Turing machine (TURING, 1937), many tried to define abstract models for almost 

anything in Computer Science many, not to say all, came with a lack of understanding. To 

cite a few, the Object Oriented model appeared in the late 1960’s and was fully designed in 

a language in the early 1970’s with Smalltalk, however, the programming paradigm, initially 

misunderstood, only took off in the 1990’s. Almost the same happened with the Relational 

model for database management.  

The breakthroughs are usually misunderstood because they demand a paradigm shift, 

a totally different and new way of thinking of and solving the existent problems. Another 

interesting fact to point out is that the breakthroughs usually come up in a turbulence of 

innovation, where the new problems society as a whole starts to face cannot be resolved 

with the old solutions anymore. In this sense, it is clear that we are experiencing a moment 

like this. We are getting through a highly innovative phase where the Web is the central 

part of the problems and the solutions. We are not facing bandwidth problems, storage 

restrictions, or lack of computing power anymore. A high end computing device is 

affordable to almost anyone, at anywhere. 

Many examples of this new phase of the web are surrounding us all the time. At no 

other time in humanity history, it was possible do connect more than one billion people all 

around the world and across county boundaries, just as Facebook is doing. This new phase 

of the Web is triggering an infinite number of possibilities and, as we already said, 

demanding the creation of initially “misunderstood” abstract models. 
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In this work, we came up with a new concept we have been working on named 

Social Machine (SM) as an attempt to understand this new emerging Web. A Social 

Machine is “A connectable and programmable building block that wraps (WI) an 

information processing system (IPS) and defines a set of required (RS) and provided 

services (PS), dynamically available under constraints (C) which are determined by, among 

other things, its relationships (Rel) with others.” A SM can literally be anything connected, 

from WhatsApp handling 27 billion instant messages a day to another yet silly game 

running on top of Facebook. 

Based on the SM conceptual model, we developed a new language named SMADL 

(the Social Machines Architecture Description Language) that can describe networks of 

SMs and then can be a real contribution out of this work. Our first results demonstrated 

that SMADL can be used to attend the demand of this new emerging Web of Social 

Machines. 

7.1. Research Contributions 

The main contributions of this work remain on the following aspects: 

 Full literature review on Domain-Specific Languages and on Architecture 

Description Languages: as can be seen in Chapter 2 and 3 respectively, we 

elaborated a complete overview of the state-of-art of both research fields, identifying 

strengths and weaknesses that can be used by other researchers as a starting point for 

further investigation. 

 Realization of the Social Machine conceptual model: the author of this thesis is 

not the original creator of the SM concept, but actually a collaborator. Therefore, one 

of the research contributions of this thesis is the creation of a language to realize the 

conceptual model. The creation of versions of SMADL transforms the abstract SM 

concept into a concrete and practical example artifact. From now it is possible to 

create several real world social machines by using t-SMADL or v-SMADL.  

 Evaluation of SMADL versions: two evaluations have been done in this thesis: 1) 

t-SMADL has been evaluated through a case study following strict guidelines; and 2) 

v-SMADL has been evaluated by a survey which collects experts’ opinion. Both 

evaluations ended up providing meaningful results to demonstrate the practical 

applicability of the languages. 
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 Implementation of a complete tool for v-SMADL - uCloud: even though 

applying research in an industrial environment should be a common practice, it is not 

quite common to see products coming out of a PhD course. In this case, uCloud is a 

proprietary software product, owned by USTO.RE Company, which was 

implemented, tested and is in use in an industrial setting. uCloud is one of the direct 

results and contributions of this PhD thesis. 

7.1.1. Publications 

During its entire execution, this work has yielded some directly and indirectly related 

publications, which are chronologically listed next: 

 MEIRA, S.R.L., BUREGIO, V.A.A., NASCIMENTO, L.M., ET AL. (2011). The 1.

Emerging Web of Social Machines. 2011 IEEE 35th Annual Computer Software and 

Applications Conference, IEEE, 26–27. 

 BRITO, K.S., OTERO, L.E.A., MUNIZ, P.F., NASCIMENTO, L.M., BUREGIO, V.A.A., 2.

GARCIA, V.C., AND MEIRA, S.R.L. (2012). Implementing Web Applications as 

Social Machines Composition: a Case Study. 24th International Conference on 

Software Engineering and Knowledge Engineering (SEKE 2012). 

 NASCIMENTO, L.M., GARCIA, V.C., AND MEIRA, S.R.L. (2012). SMADL: The 3.

Social Machines Architecture Description Language. Proceedings of the 5th 

International Conference on Software Language Engineering (SLE’2012), 45–52. 

 NASCIMENTO, L.M., VIANA, D.L., SILVEIRA NETO, P.A.M., ET AL. (2012). A 4.

Systematic Mapping Study on Domain-Specific Languages. Seventh International 

Conference on Software Engineering Advances (ICSEA 2012), 179–187. 

 SILVA, C.M.R. DA, SILVA, J.L.C. DA, RODRIGUES, R.B., NASCIMENTO, L.M., AND 5.

GARCIA, V.C. (2013). Systematic Mapping Study On Security Threats in Cloud 

Computing. International Journal of Computer Science and Information Security 11, 3, 55–64. 

 SILVA, C.M.R. DA, SILVA, J.L.C. DA, RODRIGUES, R.B., CAMPOS, G.M.M., 6.

NASCIMENTO, L.M., AND GARCIA, V.C. (2013). Security Threats in Cloud 

Computing Models: Domains and Proposals. CLOUD ’13 Proceedings of the 2013 

IEEE Sixth International Conference on Cloud Computing, 383–389. 

 NASCIMENTO, L.M., BUREGIO, V.A.A., GARCIA, V.C., AND MEIRA, S.R.L. (2014). A 7.

New Architecture Description Language for Social Machines. Proceedings of 23rd 

International World Wide Web Conference (WWW’14 Companion). 
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 BUREGIO, V.A.A., NASCIMENTO, L.M., ROSA, N.S., AND MEIRA, S.R.L. (2014). 8.

Personal APIs as an Enabler for Designing and Implementing People as 

Social Machines. Proceedings of 23rd International World Wide Web Conference (WWW’14 

Companion). 

 NASCIMENTO, L.M., DAMASCENO, J.C., ASSAD, R.E., GARCIA, V.C., NEVES, P.H.F., 9.

AND MEIRA, S.R.L. (2014). Uma Ferramenta para Gerenciamento de 

Infraestruturas de Computação em Nuvem (in portuguese-BR). Anais do 

Congresso Brasileiro de Software: Teoria e Prática (CBSoft 2014) - Trilha da Indústria, 55–58. 

7.2. Related work 

Some related work could be identified during this research. Chapters 2, 3, 4 and 5 present 

specific sections for related work. In Chapter 2 and 3 several Domain-Specific Languages e 

Architecture Description Languages respectively have been identified and analyzed, giving 

a full overview of the research field. In Chapter 5, along with the main proposal of this 

thesis, some related work has also been identified which tries to implement automated 

programming platforms for Web 3.0. The key difference between this work and others is 

that we are creating a programming environment based on a fundamental concept called 

Social Machine. Doing it this way, we could make our programming environment easier for 

new comers.  

Moreover, to the best of our knowledge the concept of Social Machines itself had 

not been explored before like we did. Much effort has been done to transform the Web as 

we know into a programming platform, and many succeed on that, such as REST 

(FIELDING; TAYLOR, 2000), for instance. However, no unified, simple and clear 

concept, like the SM model, had been created so far. 

7.3. Limitations and future work 

The focus of this thesis is not to define yet another Web services* language or any type of 

DSL / ADL to deal with the current well-known approaches for data exchanging on top of 

communication protocols like HTTP. Our main goal is to take a step back to define a 

conceptual model, hereby called Social Machine, and then use it as a foundational base for 

a new language.  

As far as we defined SMADL, we realized that it would have a high abstraction level 

but also would need to carry domain-specific information. That was when we decided to 

create two profiles for the language, each of them applicable for different types of problem. 
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SMADL itself is not applicable under all circumstances and in every context even in the 

programming Web. More case studies must be performed giving insights to update the 

language (and each version of it) embracing more and more the nuances of the 

programmable Web. 

In this sense, some opportunities for future work were identified as follows: 

 Create a DSL development process: with the experience gained developing both 

textual (t-SMADL) and visual (v-SMADL) languages and by studying other languages 

already developed, it was possible to identify a number of steps to be done to 

successfully create DSLs, including phases from domain analysis to language testing 

and evaluation. These steps give an idea of a process for creating languages (textual 

or visual). As a future work, we can create a DSL development process, 

systematically organizing this sequence of steps, inputs, outputs, and guidelines, 

helping the DSL developer and user to better explore the domain in question. 

 Define a quality assurance model for textual and visual DSLs: there are many 

important characteristics of DSLs that are worthwhile to be present in any new DSL 

to assure its quality, such as performance, expressiveness, integration, conciseness 

and understandability (HUMM; ENGELSCHALL, 2010), among others. However, 

during the execution of this entire work, we noticed that there are few publications 

mentioning any type of quality assurance model for DSLs which measures those 

cited characteristics systematically classifying it in according levels of quality (or 

maturity). In order to fill this identified gap, a possible future work is to create a 

quality assurance and maturity model for DSLs, making it possible to evaluate already 

existent or newly developed languages using a unique reference model. 

 Create a DNS-like service for social machines: implementing social machines 

involves a basic and primordial activity: integrating SMs to each other. During our 

experiments in this work, we developed social machines which integrate with others 

that are previously known and modelled. One great challenge for future work is to 

make consumer SMs automatically find provider SMs for any specified desired 

service. Assigning providers to consumers would be done just like the Domain Name 

System (DNS). A consumer SM would, for example, perform a search for any URL-

shortener service and then be automatically assigned to an appropriate provider SM 

based on a set of premises, such as, proximity, price, response time, etc. 
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 Develop a start-up code environment for rapidly creating new web 3.0 

compatible organizations: it is possible to notice that a lot of successful ideas 

around web 3.0 depend on accelerating the process of app development and 

deployment. During the implementation and usage of SMADL (both textual and 

visual versions), some popular APIs have been integrated and used involving a prior 

significant effort to understand and model them. One possible extension of this 

work is to make available a complete environment based on SMADL with pre-

configured popular APIs, making it possible to drag and drop any component (visual 

component or code block) reducing the effort to realize web 3.0 start-up companies. 

In addition, part of this future work involves implementing this environment as a 

web platform. 

 SMADL experimentation in large scale: one of our motivations to start this work 

was the scenario described by (PROGRAMMABLEWEB, 2014), where thousands 

of APIs are catalogued and several mashups are built on top of them. This scenario 

stimulates innovation and a more sociable Web. During the execution of this work, 

we performed some experiments, as shown in Chapter 6, in accordance to the 

available time frame of a PhD. As a future work, we intend to experiment SMADL 

(both textual and visual) in large scale, writing industrial-level applications (mashups) 

providing even more accurate results to ensure SMADL as a valid and productive 

approach. 

7.4. Concluding remarks 

Describing the Web as a programming platform is not an easy task, as it may involve 

several variables and many complex elements. However, we believe we found an easy to 

understand and representative model that we call Social Machines. One may question how 

such a simple model could represent such a complex structure. To answer that kind of 

question, we need to think over the fundamentals of computer science. For instance, a 

Turing machine (TURING, 1937) is quite a simple model, but is used as a foundational 

theory for all current digital computers. 

We are not claiming to have defined the new Turing machine, instead we are trying 

to establish a unifying vision to describe Web based information systems in order to deal 

with the complexity of the programmable Web.  

Inspired by the concept of Social Machines, this thesis proposed SMADL – the 

Social Machines Architecture Description Language. SMADL is the first attempt to 
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implement an easy learning language that captures every element of the social machine 

model. SMADL has been developed in two versions: one textual (t-SMADL) and one 

visual (v-SMADL), each of them including specific characteristics.  

t-SMADL delivers to users an abstract way to create connectable, relationship driven 

entities with no need to understand the underlying communication issues. As we previously 

showed, it is possible to map every element of the SM model directly into the language. 

Moreover, t-SMADL presents a set of characteristics that are quite useful in this scenario, 

such as scalability and heterogeneity (see Section 5.3.2 for more details). On the other 

hand, v-SMADL appeals for the graphical representation of software and is used to 

manage datacenters, making possible to automatically deploy a complete datacenter 

infrastructure, only by using its GUI. The SM conceptual model can be directly mapped 

into the language and its visual elements, just as in t-SMADL.  

Both versions, textual and visual, have been evaluated and demonstrated to be good 

solutions for practical problems. Therefore, to the best of our knowledge, SMADL can be 

considered a step forward in the direction of programming this emerging Web of Social 

Machines. 
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Appendix A – t-SMADL Grammar 

Appendix A – t-SMADL Grammar 

/******************************************************************************* 
 * Fair use Copyright (c) 2013. This software is distributed only for research  
 * purposes as part of Leandro Nascimento's PhD thesis. 
 * All rights reserved. This program and the accompanying materials 
 * are made available under the terms of the Eclipse Public License v1.0 
 * which accompanies this distribution, and is available at 
 * http://www.eclipse.org/legal/epl-v10.html 
 *******************************************************************************/ 
grammar org.smadl.SMADL with org.eclipse.xtext.xbase.Xbase 
 
generate smadl "http://www.smadl.org" 
 
SocialMachineNetwork: 
 entities+=SocialMachine* 
; 
  
SocialMachine: 
    'SocialMachine' name=ValidID  
        ('relates to' dependencies+=[SocialMachine|ValidID] (',' 
dependencies+=[SocialMachine|ValidID])*)? '{' 
        (generalConstraints=GeneralConstraint ';'?)? 
        (relationshipGroup=RelationshipGroup)? 
        (constructors+=ComputationalUnit)? 
        (wrapperInterface+=ProvidedService)* 
    '}' 
; 
 
RelationshipGroup: 
    'Relationships' '{'  
        relationships+=(OAuthRelationship|GenericRelationship)+  
    '}' 
; 
 
OAuthRelationship: 
    name=ValidID 'with' target=[SocialMachine|ValidID] '[' 
        'uri' '=' uri=STRING ';'? 
        'api-key' '=' apiKey=STRING ';'? 
        'secret' '=' secret=STRING ';'? 
        'user-token' '=' userToken=STRING ';'? 
    ']' (constraint=RelationshipConstraint)? 
; 
 
GenericRelationship: 
    name=ValidID 'with' target=[SocialMachine|ValidID] '[' 
        (configParams+=GeneralConfigParameter)*         
    ']' (constraint=RelationshipConstraint)? 
; 
 
GeneralConfigParameter: 
    name=ValidID '=' value=(Number|STRING) ';'? 
; 
 
RelationshipConstraint: 
    'type' ':' type=(RelationshipConstraintFullAccess | 
RelationshipConstraintListOfOps) 
; 
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RelationshipConstraintFullAccess: 
    name='FULL_ACCESS' 
; 
 
RelationshipConstraintListOfOps: 
    name='LIST_OF_OPS' '(' operations+=[ProvidedService] (',' 
operations+=[ProvidedService])* ')' 
; 
 
ComputationalUnit: 
    {ComputationalUnit} 
    'constructor' '(' (parameters+=FullJvmFormalParameter)* (',' 
parameters+=FullJvmFormalParameter)* ')' 
    (body=XBlockExpression)? 
; 
 
ProvidedService: 
    {ProvidedService} 
    'op' name=ValidID ('returns' returnType=JvmTypeReference)?  
       '(' (parameters+=FullJvmFormalParameter)* (',' 
parameters+=FullJvmFormalParameter)* ')'  
        (opConstraint=OperationConstraint)?   
; 
 
OperationConstraint: 
    'constraint' type+=OperationConstraintType+ 
; 
 
GeneralConstraint: 
    'general constraint' type=OperationConstraintType 
; 
 
//Four constraint types that can be used in specific or general constraints 
enum OperationConstraintType: 
    UNLIMITED | REQUESTS_PER_PERIOD | PRE_AUTH_SM | REDUCED_RESOURCE  
; 
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Appendix B – Expert’s opinion form 

Expert's opinion - Datacenter management and visual 

languages 

* Required 
Full name * 

 

Job title * 
Briefly describe your main daily activities 

 

Years of professional experience in IT * 

 Less than 1 year 

 From 1 to 3 years 

 From 4 to 6 years 

 From 7 to 9 years 

 10 or more years 

Do you know the concept of a Social Machine? * 

 No, never heard about it 

 Yes, I have heard about it a little 

 Yes, I fully understand the concept 

Please give us a brief definition of what you understand by "Social Machine". 
You can write down your own definition of what can be a Social Machine 
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Select which cloud computing platforms you have worked with or you have any technical 
knowledge * 
Any type of experience is valid 

 OpenStack 

 OpenNebula 

 Apache CloudStack 

 Eucalyptus (Amazon AWS) 

 Other:  

Among the early mentioned cloud platforms, which one is the most familiar for you? * 
If the option is not listed above, write down the cloud platform you are most familiar to. 

 

In your opinion, what are the biggest difficulties in using any cloud platform for datacenter 
management? 
Please explain your answer with examples and, if possible, showing how these difficulties could be 
overcome. Feel free to write about the specific platform you have chosen in the previous question. 

 
 
 
 
 
 
 
 
 
 
 
 
Considering the selected cloud platform, could you estimate how long would you take to 
setup and deploy a set of 3 virtual machines in a given datacenter * 
Please estimate this time in minutes and remember that each virtual machine may have a different 
configuration. 

 

Considering the selected cloud platform, could you estimate how long would you take to 
setup and deploy a set of 10 virtual machines in a given datacenter * 
Please estimate this time in minutes and remember that each virtual machine may have a different 
configuration. 

 

Have you ever used any graphical tool to setup and deploy virtual machines in a datacenter? * 
Briefly describe your experience and in which cloud platform you have used this tool. 
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In the context of datacenter management we would like to hear your opinion: graphical tools 
for managing datacenters are better than developing appropriate (specific) scripts on your 
own? * 
Please elaborate your answer, giving advantages and disadvantages of your choice. 

 

 

 

 

 

 

 

 

 

 

 


