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Resumo

Diante do ambiente complexo e dinâmico encontrado nas empresas atualmente, o sistema tradi-
cional de Workflow não está sendo flexível suficiente para modelar Processos de Negócio.
Nesse contexto, surgiram os Processos Flexíveis que tem por principal objetivo suprir a ne-
cessidade de modelar processos menos estáticos. Processo declarativo é um tipo de processo
flexível que permite os participantes decidirem a ordem em que as atividades são executadas
através de regras de negócio. As regras de negócio determinam as restrições e obrigações que
devem ser satisfeitas durante a execução. Tais regras descrevem o que deve ou não deve ser
feito durante a execução do processo, mas não definem como. Os métodos e ferramentas atual-
mente disponíveis para modelar e executar processos declarativos apresentam várias limitações
que prejudicam a sua utilização para este fim. Em particular, a abordagem que emprega lóg-
ica temporal linear (LTL) sofre do problema de explosão de estados a medida que o tamanho
do modelo do processo cresce. Embora mecanismos eficientes em relação a memória terem
surgido, eles não são capazes de adequadamente garantir a conclusão correta do processo, uma
vez que permitem o usuário alcançar estados proibidos ou que causem deadlock. Além disso,
as implementações atuais de ferramentas para execução de processos declarativos se concen-
tram apenas em atividades manuais. Comunicação automática com aplicações externas para
troca de dados e reutilização de funcionalidade não é suportado. Essas oportunidades de au-
tomação poderiam ser melhor exploradas por uma engine declarativa que se integra com tec-
nologias SOC existentes. Este trabalho propõe uma nova engine de regras baseada em grafo,
chamado de REFlex. Tal engine não compartilha os problemas apresentados pelas aborda-
gens disponíveis, sendo mais adequada para modelar processos de negócio declarativos. Além
disso, REFlex preenche a lacuna entre os processos declarativos e SOC. O orquestrador RE-
Flex é um orquestrador de serviços declarativo, eficiente e dependente de dados. Ele permite
que os participantes chamem serviços externos para executar tarefas automatizadas. Diferente
dos trabalhos relacionados, o algoritmo de REFlex não depende da geração de todos os estados
alcançáveis, o que o torna adequado para modelar processos de negócios grandes e complexos.
Além disso, REFlex suporta regras de negócio dependentes de dados, o que proporciona sensi-
bilidade ao contexto.

Palavras-chave: processo de negócio. processo de negócio flexível. processo declarativo.
regras de negócio. grafo, engine de regras. orquestrador de serviços. contexto



Abstract

Declarative business process modeling is a flexible approach to business process management
in which participants can decide the order in which activities are performed. Business rules are
employed to determine restrictions and obligations that must be satisfied during execution time.
Such business rules describe what must or must not be done during the process execution, but
do not prescribe how. In this way, complex control-flows are simplified and participants have
more flexibility to handle unpredicted situations. The methods and tools currently available to
model and execute declarative processes present several limitations that impair their use to this
application. In particular, the well-known approach that employs Linear Temporal Logic (LTL)
has the drawback of the state space explosion as the size of the process model grows. Although
approaches proposing memory efficient methods have been proposed in the literature, they are
not able to properly guarantee the correct termination of the process, since they allow the user
to reach deadlock states. Moreover, current implementations of declarative business process
engines focus only on manual activities. Automatic communication with external applications
to exchange data and reuse functionality is barely supported. Such automation opportunities
could be better exploited by a declarative engine that integrates with existing SOC technolo-
gies. This work proposes a novel graph-based rule engine called REFlex that does not share
the problems presented by other engines, being better suited to model declarative business pro-
cesses than the techniques currently in use. Additionally, such engine fills this gap between
declarative processes and SOC. The REFlex orchestrator is an efficient, data-aware declara-
tive web services orchestrator. It enables participants to call external web services to perform
automated tasks. Different from related work, the REFlex algorithm does not depend on the
generation of all reachable states, which makes it well suited to model large and complex busi-
ness processes. Moreover, REFlex is capable of modeling data-dependent business rules, which
provides unprecedented context awareness and modeling power to the declarative paradigm.

Keywords: declarative business process. business process flexibility. business rules. graph.
rules engine. web services orchestrator. context awareness



List of Figures

2.1 BPM lifecycle 20
2.2 BPD flow objects: events (start, intermediate, and end), activity, and gateway. 23
2.3 BPD connecting objects: sequence flow, message flow, and association. 23
2.4 BPD swimlanes: pool and lane. 23
2.5 BPMN model for the arrival of new employee 24
2.6 Activity life cycle. 29

3.1 Services roles interaction 36
3.2 SOAP message structure 39
3.3 Services composition 42
3.4 Services composition: choreography and orchestration 43
3.5 WS-BPEL Example 1 44

5.1 Enabled and disabled activities 57
5.2 Obliged activity 58
5.3 Blocked activity 58
5.4 Obligation Arc 59
5.5 Temporary Obligation Arc 60
5.6 Blocking Arc 60
5.7 Temporary Blocking Arc 61
5.8 At Least Arc 62
5.9 At Most Arc 63
5.10 Nodes and Arcs Properties 66
5.11 REFlex example 67
5.12 Status of REFlex graph representation 68
5.13 All graph representations for a deadlock. 69
5.14 Example of Blocking Propagation Adjustment 70
5.15 Example of Enabling Pre-Conditions Adjustment 72
5.16 Enabling Pre-Conditions Adjustment Applied to Deadlock Type 6 72
5.17 An example of Inference 1 73
5.18 An example of Inference 2 74
5.19 Graphical representation for data-dependent rule A 75
5.20 Graphical representation for data-dependent rule B 75

6.1 Elements of a Process Definition XML. 79
6.2 The architecture of the Web-service orchestrator. 81



LIST OF FIGURES

6.3 Overview of the proposed Web-service orchestrator. 83
6.4 REFlex orchestration process. 83
6.5 Reflex orchestrator and rule engine integration 84
6.6 Travel Agency REFlex model 86

7.1 Space bounded computation for the proposed approach. 93
7.2 Case 1 in DCR Graph 94
7.3 Case 1 Execution in Deadlock in DCR Graph 94
7.4 Case 1 in REFlex 95
7.5 Case 2 in DCR Graph 95
7.6 Case 2 Incorrect Execution in DCR Graph 96
7.7 Case 2 in REFlex 96



List of Tables

2.1 Template LTL Formulae 2 32

3.1 Web Service Standards Technologies 37

4.1 SOC Related Work 49

5.1 REFlex rules 64
5.2 ConDec templates x REFlex rules. 65

6.1 Services details 85



Contents

1 Introduction 14
1.1 Motivation 15
1.2 Problem Statement 15
1.3 Research Goals 16
1.4 Summary of Contributions 17
1.5 Structure of the Thesis 17

2 Business Process Management 19
2.1 Workflow 21

2.1.1 Business Process Model and Notation 22
2.1.2 Other modeling languages 25

2.2 Flexible Processes 26
2.2.1 Declarative Processes 27
2.2.2 ConDec 29

2.2.2.1 LTL 29
2.2.2.2 ConDec templates 30
2.2.2.3 State Space Explosion Problem 31

2.3 Concluding Remarks 33

3 Service-Oriented Computing 34
3.1 Service-Oriented Architecture 35

3.1.1 WSDL 36
3.1.2 SOAP 39

3.2 Web Service Composition 41
3.3 Concluding Remarks 45

4 Related Work 46
4.1 Service Oriented Computing 46
4.2 Declarative Processes 50
4.3 Rule Engines 51
4.4 Concluding Remarks 53

5 REFlex Rule Engine 54
5.1 REFlex’ Graph Structure and Semantics 54

5.1.1 Business Process Structure 55
5.1.2 Business Process Instance 56



CONTENTS

5.1.3 REFlex Rules 58
5.1.3.1 Obligation 59
5.1.3.2 Temporary Obligation 59
5.1.3.3 Blocking 60
5.1.3.4 Temporary Blocking 61
5.1.3.5 At Least 61
5.1.3.6 At Most 62

5.1.4 Examples 63
5.1.4.1 Example 1 64
5.1.4.2 Example 2 66

5.2 Liveness-Enforcing Mechanism 67
5.2.1 Liveness-enforcing inferences 69

5.2.1.1 Blocking Propagation Adjustment 70
5.2.1.2 Enabling Obliged Adjustment 71
5.2.1.3 Enabling Pre-Conditions Adjustment 72

5.2.2 Inferred Rules 73
5.2.2.1 Inference 1 73
5.2.2.2 Inference 2 73

5.3 Data-Aware Rules 74
5.4 Concluding Remarks 76

6 REFlex Orchestrator 77
6.1 Process Definition 77
6.2 Architecture 81
6.3 Overview 82

6.3.1 Example 84
6.4 Concluding Remarks 89

7 Evaluation 90
7.1 Experiments 90
7.2 Memory Efficiency 92
7.3 Guarantee of Termination 93

7.3.1 Case 1: Deadlock 94
7.3.2 Case 2: Incorrectness 95

7.4 Concluding Remarks 96

8 Conclusions and Future Works 97
8.1 Future Works 98

References 99



CHAPTER 1

Introduction

The past 20 years have witnessed an increasing interest in the domain of Business Process Man-
agement (BPM) by an ever-growing community of managers, end users, analysts, consultants,
vendors, and academics 3. This is visible in a substantial body of knowledge, an infinitude of
methodologies, tools, techniques, and an expanding scope of its boundaries. While the high
demand for BPM and maturing BPM capabilities unfold, the challenge develops fast to pro-
vide concise and widely accepted definition, taxonomies, and overall frameworks for Business
Process Management.

Business Process Management is a management model where the company’s knowledge
and decision making are driven by the notion of business processes. This management disci-
pline is focused on improving company performance by managing its business processes. The
basis to process management is the business process model. This is a graphical representation
of the company’s processes. Process models are used as a key tool in organizational decisions
making to support the improvement of business processes, improving their efficiency, compli-
ance or reducing its costs 4.

A process model can be a very simple graph or a complex and detailed structure. Towards
representing the necessary information, the models are developed using a modeling language or
notation. Several languages are used for this purpose such as Business Process Modeling No-
tation (BPMN), Business Process Execution Language (BPEL), Petri-nets, Unified Modeling
Language (UML), Event Process Chain (EPC), flowcharts, etc.

Workflow is a traditional and widely used approach for the automation of business pro-
cesses. Its graphical representation models all information necessary for process automation.
A model represents the business activities, the roles assigned to each stakeholder, important
business decisions, and the start and end points of the process flow. Automating the business
process, a company get higher efficiency, less coordination effort, and higher quality to business
processes 5.

To make a business process automated, a workflow needs to know definitions about who is
supposed to execute what, how, when, and the flow of data that it requires. As such, it requires
that the modeler knows in advance every step necessary for producing the desired results, for
every possible situation. Workflow Management System (WfMS) technology has grown in use
in the last decades, and has become a standard technology for the automation and management
of business processes.

14
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1.1 Motivation

Although it provides several positive characteristics, workflow systems are not suitable to man-
age companies in complex and dynamic environments. The number of unforeseen situations
(exceptions) in such scenarios can make it difficult to maintain alignment between the process
and the real environment of the company. Quick react to changes is considered an important
factor of economic success in companies nowadays 6.

When the company tasks are less repetitive and predictable, workflows are not able to prop-
erly represent the possible flows of work 7. They often are either too simple, thus unable to han-
dle the variety of situations that occur; or they are too complex, trying to model every imagined
possible situation but being hard to maintain. In both cases they may cause several problems
to the company. Furthermore, these processes often need to deal with exceptional cases and
unforeseen situations that cause the necessity to deviate from prescribed flows without loosing
control 8.

In this context, several approaches emerged to provide more flexibility to business process
execution 7. The declarative approach provides the desired flexibility by modeling what must
be done but not representing how is must be executed.

While traditional workflows take an inside-to-outside strategy, where all the executions
alternatives must be detailed on the process model, the declarative process take an outside-to-
inside strategy, where the execution options are guided by constraints 9. Adding new constraints
reduces the number of execution options.

In this constraint-based approach, a process model is composed of two basic elements:
activities and constraints. An activity is an action that updates the enterprise status and is
executed by a resource. A constraint is a business rule which must be respected during the
whole execution. Thereby, the permission to execute an activity is controlled by business rules.
In other words, everything that does not violate the constraints established through the rules is
allowed.

A declarative model is executed through a rule engine. It is responsible for evaluating the
business rules to define the process execution status. Based on this information and using the
business rules, the engine enables, disables and blocks process activities. The engine has a
global view of the process and can determine general properties of the process. For instance, it
activates the process termination point after the execution of all required activities.

Engines for declarative processes are particularly useful for companies whose business
logic is constantly changing. Moreover, reading and understanding a rule is very natural for
employees with few or no technical IT skills. Therefore, a declarative process may be easier to
understand and maintain across the different company sectors.

1.2 Problem Statement

The first work to propose the declarative paradigm of process modeling was published by
Pesic 2. Her work also proposes the DECLARE framework, which is a tool for modeling
and executing declarative processes. It offers rule templates that can be used to construct pro-
cess business rules. These templates are mapped into formal expressions described in Linear
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Temporal Logic (LTL) and interpreted through a reasoning engine to identify enabled and pro-
hibited activities during process execution.

ConDec, a graphical template language, is a constraint-based language also developed by
Pesic for modeling business rules in declarative business processes. Its semantics is formally
specified in LTL. Its graphical representation aims at improving its usability by non-LTL ex-
perts. Each constructor of the graphical language corresponds to a constraint template modeled
by an LTL formula.

The analysis of LTL formula rely on the generation of a Büchi automaton representing all
acceptable traces that conform to the LTL formula 10. The problem with this approach is that
this automaton grows exponentially with model size and tends to become very large for com-
plex models. Experiments we have conducted using ConDec showed that the number of states
becomes too large even with a few dozen rules. In real business applications, a business process
may require about thirty to fifty rules or more. This makes the use of ConDec impractical for
most real business processes.

The well known “state space explosion problem” refers to systems where, as the number of
state variables in this system increases as a result of combinatorial considerations, the size of
the system state space grows exponentially. Hence, the analysis of LTL formula is classified as
an example of a state space explosion problem.

Besides that, Service Oriented Architecture (SOC) is a well-established software paradigm
for the design of enterprise applications. In SOC, a number of business activities may be per-
formed by mature services provided by partners and third-party enterprises. These services
deliver functionalities that can be shared and reused across the enterprise. Web service orches-
tration is an essential feature of most business process enactment frameworks. They enable
the construction of automated workflows that explore the benefits provided by SOC. However,
current technologies for declarative business process enactment are focused in the modeling of
manual activities. They lack adequate support for web service integration. This impairs their
use in more complex applications in which both manual and automated activities are necessary.

1.3 Research Goals

The main goal of this work is to propose an engine able to properly execute declarative pro-
cesses. Such engine should:

• be able to handle the execution without generating all the possible execution paths so it
does not have the state space explosion problem;

• ensure that the user will not lead the execution to a deadlock state;

• validate that all the rules are respected and the process will be correctly concluded;

• allow data-aware rules;

• fill the gap between declarative processes and SOC.
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1.4 Summary of Contributions

The main contribution of this work is to propose a engine capable of properly execute declara-
tive processes without sharing the limitations of the current tools. REFlex is a graph-based rule
engine which avoids the generation of all possible execution paths. When a process activity
executes, REFlex dynamically interprets the current state and the business rules to determine
the next process state. During process execution, the graph is a representation of the current
process state and rule compliance. It is updated as the activities are executed and then ac-
tivities can be enabled, disabled, or blocked and edges (rules or behaviors) can be removed
(when accomplished). The main concern of our engine is fourfold: 1) to enable the execution
of activities that does not violate rules constraint; 2) to disable the execution of activities that
temporary violates rules constraints; 3) to block the execution of activities that permanently
violates rules constraints; and 4) to disable the process termination until the execution of all
activities the rules obligate.

The graph is the data structure used to implement the engine. Since the graph is an internal
structure, it is transparent for the user. She can see only the process status: activities enabled,
disabled, or prohibited; and if the process termination is enabled or disabled.

In order to avoid deadlocks (situations where a constraint requires an activity to be executed,
but another constraint prohibits the same activity to be executed), REFlex uses a liveness-
enforcing algorithm to guarantee that the deadlock state is never reached. For that, it makes use
of some inference mechanisms which add new behaviors to the graph without interfering in the
global behavior modeled by the user.

Moreover, the semantics of REFlex supports support data-dependent rules. This kind of
rule is applied only if certain conditions hold. Such data-aware support provide unprecedented
expressive power to declarative business processes. Few engines today are able to model this
type of constraints.

Besides that, REFlex rule engine is integrated to a flexible web service orchestrator. This
integration allows the use of SOC concepts in declarative processes execution. Activities exe-
cution are translated into web services invocations. We defined a language where the user can
define the link between the activities and web service operations, the input and output binding
of each operation, and how this data will be used by the data-dependent rules.

1.5 Structure of the Thesis

This work is structured as follows: Chapter 2 and 3 present background context for this work.
Firstly, the concepts of Business Process Management are explained in Chapter 2 and then
Service-Oriented Computing concepts are presented in Chapter 3. Chapter 4 presents solutions
that are related to this work regarding Service Oriented Computing, declarative processes and
rules engines. Chapter 5 presents REFlex rule engine proposed by this work. This chapter
presents the graph-based engine structure and semantics, the liveness-enforcement mechanism
and the rules that are data dependent. Chapter 6 shows the REFlex orchestrator and how REFlex
integrates declarative processes and SOC concepts. To validate the work proposed, Chapter 7
presents some experiments, comparisons and studies we performed. Finally, Chapter 8 presents
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the conclusions and future works.



CHAPTER 2

Business Process Management

Before defining a business process, the natural place to begin is the definition of the term ”pro-
cess”. The Oxford English dictionary provides the following definitions to the term ”process”:

noun "That which goes on or is carried on”, ”a continuous action, or series of
actions or events”, and ”a course or mode of action, a procedure”.

Business Process is the application of this concept on the business context. So, business
processes are often pictured as components (activities, events) that describe an enterprise busi-
ness. Their main purpose is to help the company to analyze, for instance, what happens with a
service request or an order from the moment of a customer request until the product delivery.
In other words, a business processes is an end-to-end work across an enterprise that creates
customer value 11. An enterprise is composed by several business processes that are interre-
lated. Although each single process may have a different goal, the complete company business
process, which results from the combination of all internal processes, has an unique global pur-
pose. A more precise definition is given by the Association of Business Process Management
Professionals 12. They describe a business process as a set of activities that are executed by
people or machines aiming to achieve a specific goal 12.

Business Process Management is a management model where a company’s knowledge and
decision making are driven by the notion of business processes. This management discipline
is focused on improving company performance by managing its business processes. Dumas et
al. 13 also mentioned the “improvement” of a company when they defined BPM as the art and
science of overseeing how work is performed in an organization to ensure consistent outcomes
and to take advantage of improvements opportunities.

The term “improvement”, in BPM context, may take different meanings depending on the
objectives of the organization. Typical examples of improvement objectives include reducing
costs, reducing execution time, and reducing error rates. Importantly, BPM is not about improv-
ing the way individual activities are performed. Rather, it is about managing entire chains of
events, activities, and decisions that ultimately add value to the organization and its customers.

In order to understand what the BPM represents in practice, it is necessary to study its
lifecycle. BPM involves a continuous cycle of integrated activities. While passing through the
BPM lifecycle phases, the business processes evolve and change in response to environmental,
cultural aspects and priorities changes. Figure 2.1 depicts the essential BPM lifecycle. It
comprises six steps 12:

• Planning: this phase consists in establishing process-driven strategies and goals to the
enterprise. It should focus on adding value to customers. This step is also responsible for
setting the expected performance to the process execution.

19
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Planning

Deployment

ModelingMonitoring

AnalysisImprovement

Figure 2.1 BPM lifecycle

A good plan reduces the number of problems over the lifetime of the process. Whether
or not existing processes are considered, the aim of this step is to ensure that a correct
and efficient theoretical design is prepared.

• Analysis: this phase comprises a set of methodologies for understanding the current
status of the company’s business processes. Performance, goals, environment changes,
and strategic plans are analyzed here.
It also involves running “what-if analysis” on the process to observe how they behave
under load and to measure the likelihood that exception will occur. It is possible to test
capacity planning scenarios like “what if I have 75% of resources to do the same task?”
or “what if I want to optimize my process so I can do the same job in 80% of the original
cost?”.

• Modeling: this phase is responsible for documenting the characteristics of the business
process to be deployed at next step. Business process models are high-level descrip-
tions of processes that define what the corporate wants the process to be. A process
model should have information about the flow of activities, where and how they should
be executed, who should execute them, and the time and resources necessary for their
execution.

• Deployment: the models designed in the previous step are executed in this phase. Here,
work of the employees is aligned with the process model. Some software have been de-
veloped to help this alignment. This kind of system can either use services in connected
applications to perform business operations or, when a step is too complex to automate,
can ask for human input. Compared to either of the previous approaches, directly exe-
cuting a process definition can be more straightforward and therefore easier to improve.
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However, automating a process definition requires flexible and comprehensive infrastruc-
ture, which typically rules out implementing these systems in a legacy IT environment.

Business rules have been used by systems to provide definitions for governing behavior,
and a business rule engine can be used to drive process execution and resolution.

• Monitoring: this phase consists in performance monitoring. The performance can be
measured manually or by software and the results should be conforming to the expecta-
tions previously defined to the model. The results can be used to work with customers
and suppliers to improve their connected processes. These measures tend to fit into three
categories: cycle time, defect rate, and productivity. The degree of monitoring depends
on what information the business wants to evaluate and analyze and how business wants
it to be monitored.

Process mining is a collection of methods and tools related to process monitoring. The
aim of process mining is to analyze event logs extracted through process monitoring and
to compare them with an a priori process model. Process mining allows process analysts
to detect discrepancies between the actual process execution and the a priori model as
well as to analyze bottlenecks.

• Improvement: in this phase, the results of the monitoring phase are analyzed. Based
on the performance measurements, improvements can be proposed to the business pro-
cess model. It includes retrieving process performance information from modeling or
monitoring phase; identifying the potential or actual bottlenecks and the potential oppor-
tunities for cost savings or other improvements; and then, applying those enhancements
in the planning of the process.

As you can notice, the basis to process management is the business process model. This is
a graphical representation of a company’s processes. Process models are used as a key tool in
organizational decisions making to support the improvement of business processes, improving
their efficiency, compliance or reducing its costs 4.

A process model can be a very simple graph or a complex and detailed structure. Towards
representing the necessary information, the models are developed using a modeling language or
notation. Several languages are used for this purpose such as Business Process Modeling No-
tation (BPMN), Business Process Execution Language (BPEL), Petri-nets, Unified Modeling
Language (UML), Event Process Chain (EPC), flowcharts, etc.

Enterprises that adopt BPM usually employ an information system to support it. Such
systems are called Business Process Management Systems (BPMS) and their primary goal is
to provide business process automation. They also provide support to all phases of the BPM
lifecycle by monitoring the activities and data flow during the whole process execution.

2.1 Workflow

Workflow can be defined as a business process model that, besides being a graphical represen-
tation, also presents all the necessary information to automate its execution. The workflow ap-
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proach is widely used by business process practitioners. The automation of business processes
provides higher efficiency, less coordination effort, and higher quality to business processes 5.

In other words, workflow is a representation that describes business process requirements
in such a way that its activities coordination and resources can be automated by a information
system, called Workflow Management System (WfMS).

WfMSs can be also defined as BPMSs that employ workflows. Workflow management in-
cludes everything from the modeling processes to the coordination of the activities, people and
information systems that participate in the process 14. In systems like these, activities can be
performed by software systems, humans, or a combination of both. Activities performed by
humans include interacting with computers at least to indicate the activity status. Workflow
management systems are responsible for the coordination of the process execution. For exam-
ple, it should guarantee that certain data reach the right person at the right time and/or is sent
to the right system at the right moment 15.

A workflow model describes each activity that must be performed during the execution of
a business process, possible execution flows, the participants that execute each activity, and the
information flow between them 16. To make a business process automated, a workflow needs
to know definitions about who is supposed to execute what, how, when, and the flow of data
that it requires. As such, it requires that the modeler knows in advance every step necessary for
producing the desired results, for every possible situation.

Workflow Management System (WfMS) technology has grown in use in the last decades,
and has become a standard technology for the automation and management of business pro-
cesses 17. Several industrial tools are available for workflow modeling and execution. As we
have already mentioned, there are a number of modeling languages currently in use for business
process modeling and automation.

2.1.1 Business Process Model and Notation

The Business Process Modeling Notation (BPMN) is a widely used notation to model business
processes. It was developed by the Object Management Group (OMG) and its main goal is
to provide a graphical notation which can be understandable by both business analysts and
technical developers. Business analysts are the people responsible for creating the process.
On the other hand, technical developers are who actually implement the system to perform it.
Finally, it should also be easy to understand by the people that manage and monitor the results
of the process execution 18.

The Business Process Diagram (BPD) is the graphical representation of the BPMN. Its
language constructs are grouped in four basic categories of elements: Flow Objects, Connecting
Objects, Swimlanes, and Artifacts. The notation is further divided into a core element set and
an extended element set. The core element set supports the requirements of simple notations
and most business processes should be modeled adequately with the core set. The extended set
provides additional graphical notations for the modeling of more complex processes 3.

Flow objects (Figure 2.2) contain events, activities, and gateways. Events are either start
events, intermediate events, or end events. Activities comprise processes, subproceses, and
tasks, denoting the work that is done within a company. Gateways are used for determining
branching, forking, merging, or joining of paths within the process. Markers can be placed
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within the gateway to indicate behavior of the given construct.

EVENTS ACTIVITY GATEWAY

Figure 2.2 BPD flow objects: events (start, intermediate, and end), activity, and gateway.

Connecting objects (Figure 2.3) are used for connecting the flow objects. Sequence Flow
defines the execution order of the activities within a process while Message Flow indicates a
flow of messages between business entities or roles prepared to send and receive them. Associ-
ation is used to associate both text and graphical non flow objects with flow objects.

SEQUENCE FLOW

MESSAGE FLOW

ASSOCIATION

Figure 2.3 BPD connecting objects: sequence flow, message flow, and association.

Swimlanes (Figure 2.4) are used to denote a participant in a process and acts as a graphical
container for a set of activities taken on by that participant. By dividing Pools into Lanes (thus
creating subpartitioning), activities can be organized and categorized.
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Figure 2.4 BPD swimlanes: pool and lane.

Artifacts (not illustrated) are data objects, groups, and annotations. Data Objects are not
considered as having any other effect on the process than information on resources required or
produced by activities. The Group construct is a visual aid used for documentation or analysis
purposes while the Text Annotation is used to add additional information about certain aspects
of the model.
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Figure 2.5 depicts an example of business process model in BPMN. This business process
was modeled using the Bonita BPM tool 19. It is a process model to handle the arrival of
new employee in an enterprise. This process model is graphically placed in a pool. A pool
is a container for separating a process from other pools (other processes). The blue boxes
are the activities of the process. The model depicted in Figure 2.5 is composed by twenty
activities and they are split in different lanes. Each lane usually represents one area or role
of the enterprise and then the activities that it contains must be assigned to these roles. In
this specific process, we have the following lanes: “payroll/accounting”, “human resources”,
“hiring manager”, “IT”, “telecom services”.

Figure 2.5 BPMN model for the arrival of new employee

The events are represented by the green and red circles. The first event defines the start of
the process instance and the second one represents the end of the execution. The flow of the
tasks between these events is defined by the arrows called sequence flows. When an activity A
is performed, the next activities to be executed in the process flow are all the activities B that
has a sequence flow that goes out from A and stops at B. If there is more than one such activity,
they can be executed in parallel.

The gateways are represented by the diamond symbols. This model contains two different
types of gateways: parallel and exclusive. Parallel gateways are the gateways that contain a
+ symbol. They are used to synchronize (merge) or spawn (branch) concurrent threads on
parallel branches. On the oner hand, there are exclusive gateways which are recognized by
the ⇥ symbol. They represent a decision to take exactly one path in the flow. Although they
also have the merging and branching behaviors, they do not allow parallelism. Only one of the
branches can be executed.
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The process presented in Figure 2.5 describes what should be executed when a new em-
ployee arrives. The first activity to be executed is to receive signed contract in the lane Human
Resources. After a participant pertaining to the human resources role performs this step, three
subsequent activities are required. All of them are still in the same lane: notify hiring manager,
prepare new employee packet, and send welcome letter. From this point on, we have three
concurrent flows until they achieve the parallel gateway 4.

A participant that works to the human resources role should begin the new employee file
after the welcome letter is sent. At the same time, three concurrent flows starts when the
hiring manager is notified. These three branches behave just like the previous parallel branches
already described.

These concurrent branches have to be merged before the end of the execution. This is
the role of the merging parallel gateways. These gateways guarantee the joint of the parallel
flows. It indicates that the execution can only continue from this point on if all of the incoming
branches are executed.

One important point is the execution of the activity determine workspace. The next ac-
tivities can not be both executed. The symbol that is on the beginning of the sequence flows
indicates that they are exclusive sequences. Therefore, only one of them can be executed.
Once one is chosen, the other one is not allowed to be executed anymore. This choice is made
throughout the condition checking. In this case the condition is the existence of a workspace
available. Thus, as you can notice in the picture, if there is not any available workspace, the
activity negotiate for workspace has to be executed.

When we have the case where there are exclusive flows, the model has to merge these dif-
ferent flows with an exclusive gateways. This gateway indicates that the execution can continue
from this point one whenever one of the incoming branches is totally executed.

This business process is a good example of how business process are modeled using the
imperative approach: workflows. It presents the most important elements of the BPMN mod-
eling. Besides that, it gives a notion of how this business process have to be executed. As you
can notice, the steps are well defined and the user has very little decision-making power during
the execution since all the possible flows are already defined.

2.1.2 Other modeling languages

There are other established modeling languages for business processes and workflows. Some
of them are subjected here, such as Workflow nets 20, YAWL 21, UML Activity Diagrams 22,
and EPC 23.

Workflow nets are an extension of Petri nets to model business process. Their syntax is
purposefully simple and revolves around two elements: places and transitions. The former
roughly corresponds to BPMN events, while the latter to BPMN activities.

Yet Another Workflow Language (YAWL 21) is a successor of Workflow nets in that it adds
specific constructs to capture the OR-join behavior, multi-instance activities, sub-processes,
and cancellation regions. YAWL retains the simplicity and intuitiveness of Workflow nets,
though it provides a much more expressive language.

UML Activity Diagrams are another model intended to model both computational and or-
ganizational processes (i.e. workflows). They are a special cases of UML state diagrams, which
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in turn are graphical representation of state machines. Activity diagrams support the majority
of the patterns considered in other WfMSs, including some which are typically not supported
by commercial WfMSs 22.

The Event Driven Process Chain (EPC) is a type of flowchart and an widely used Business
Process Modeling Language. The EPC provides modeling elements such as events, functions,
rules, and others. The importance of EPCs in the practice of business process modeling can be
attested by the existence of several successful commercial tools which offer support for these
diagrams 23.

2.2 Flexible Processes

In nowadays dynamic business environment, the success of a company depends on its ability
to react to both foreseen and unforeseen changes. Such changes may happen in customer
attitudes or changes in laws, for instance. This is the context where flexible processes emerged.
When the company tasks are less repetitive and predictable, workflows are not able to properly
represent the possible flows of work 7. They often are either too simple, thus unable to handle
the variety of situations that occur; or they are too complex, trying to model every imagined
possible situation but being hard to maintain. In both cases they may cause several problems
to the company. Furthermore, these processes often need to deal with exceptional cases and
unforeseen situations that cause the necessity to deviate from prescribed flows without loosing
control 8.

To tackle these problems, flexible processes surged as a shift paradigm from traditional
approaches 6. The word flexible in this context means the process is not static, it can change or
get adjusted during its execution according to different situations. The goal of the process is
flexible allowing users to handle unexpected situations safely and with adequate information.

This quality of a process - termed flexibility - reflects its ability to deal with such changes,
by varying or adapting those parts of the business process that are affected by them, whilst
retaining the essential format of those parts that are not impacted by the variations. Indeed, as
has been noted 24, flexibility is as much about what should stay the same in a process as what
should be allowed to change 25.

An example of the need for flexible processes is in the education business. In colleges,
students that have different learning needs and styles works to achieve the same goal: have a
degree. Therefore, each student require a different study path. So, education process models
must be flexible enough to handle the students needs. For example, students of the same course
can attend to different classes ou attend to the same classes but in a different order.

The case-handling paradigm is usually considered as ”a more flexible approach” 26 because
users work with whole cases and can modify to some extent the predefined process model. An
example of such a system is FLOWer, which offers the possibility to open or skip work items
that are not enabled yet, skip or execute enabled work items, and redo executed or skipped
items.

Systems for dynamic process management emerged as a necessity to enable dynamic changes
in workflow management systems 27. As response on demand for dynamic business process
management, a new generation of adaptive workflow management system was developed 28.
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When working with adaptive systems, users can change execution paths (e.g., in ADEPT 29

users can insert, delete, or move tasks in process models).
Both in traditional, case-handling and adaptive systems, process models are presented in a

process modeling language, which defines the “algorithm” for the process execution. Based
on this algorithm, the system decides about the order of the task execution. Because pro-
cess modeling languages precisely prescribe the algorithm to be executed, the resulting models
are imperative. Although case-handling and adaptive workflow systems allow for deviation-
s/changes of models written in imperative languages, the result remains an imperative model.
This can result in many efforts to implement various changes over and over again 9.

Several different implementations of tool support for managing enterprises employing flex-
ible processes have been proposed. They can be split into two categories:

• change-directed: allows the business process change at runtime.

• declarative: is less prescriptive than workflow through the use of declarative languages.

2.2.1 Declarative Processes

The main concept of declarative process is to define the business process behavior by business
rules described through a declarative language. Declarative models only focus on the logic that
conducts the interaction between the tasks in the business process. It describes the activities that
can be performed, as well as restrictions that prevent unwanted behavior. Declarative languages
specify “what” should be done, but do not define “how”. Thus, they allow context-sensitive
decisions should be taken at runtime. When working with declarative model, users are driven
by the system to produce required results. However, the manner in which results are produced
depends on the users’ decisions along the process execution.

While traditional workflows take an inside-to-outside strategy, where all the executions
alternatives must be detailed on the process model, the declarative process take an outside-to-
inside strategy, where the execution options are guided by constraints 9. Adding new constraints
reduces the number of execution options.

In this constraint-based approach, a process model is composed of two basic elements: ac-
tivities and constraints. An activity is an action that updates the enterprise status and is executed
by a resource (people, computer,...). A constraint is a business rule which must be respected
during the whole execution. Thereby, the permission to execute an activity is controlled by
business rules.

The Business Rule Group 30 defines the term “business rule” from two different perspec-
tives. From the business perspective, as

”A Directive, intended to govern, guide or influence business behavior...”

and from the IT perspective as

”An atomic piece of reusable business logic, that is specified declaratively”.
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Declaratively means that business rules do not indicate any particular procedure or process
to enforce them and do not make any reference to any business event.

The Semantics of Business Vocabulary and Business Rules (SBVR) Standard 31 defines a
vocabulary and rules for documenting the semantics of a business vocabulary, business facts
and business rules. In this vocabulary two categories of business rules are distinguished from
the business perspective. According to Schacher 32 these categories are summarized as follows:

• Structural Business Rules specify necessities on business concepts, i.e., they are “true
by definition” and thus represent a form of definitions or conventions. As an example,
a rule that specifies how the total price of an order is calculated is a structural business
rule.

• Operative Business Rules specify business obligations, i.e., they exist in order to pro-
duce (or avoid) some effect in the business. Operative business rules may be violated and
thus are usually enforced by some means. As an example, a rule stating that “blacklisted
customers can not place an order” is an operative business rule.

From the IT perspective there exist many different classification schemes for business rules.
Schacher 32 divided them into three categories:

• Derivation rules specify how to derive some new information from known information.
For example, a derivation rule may define how much of a discount a particular order gets.

• Constraints are expressions that must be true at any time. As an example, a constraint
might state that the sum of the total price of all open orders of a customer may never
exceed the customer’s credit limit.

• Process rules are statements that ensures that some actions must or must not be executed
in some situations. As an example, a process rule may prohibit an order to be placed
from a blacklisted customer.

Declarative business rules can limit several aspects in the business process execution. As
an example, consider a business process model of a factory that contains only two activities:
manufacture product and test product quality. In addition, this model does not have any rule.
The employees who perform such model are free to perform both activities in an arbitrary
number of times and in any order. However, if the rule "if a product is manufactured, then
quality tests are required" was added to this model, the options of execution would be limited.
If the activity manufacture product is executed, this constraint will require the execution of test
product quality activity.

The time required for a resource perform an activity may vary depending on the activity
complexity, the knowledge of the resource, etc.. For example, one activity may take several
minutes to be performed while another may take several hours. Furthermore, some activities
can be performed simultaneous.

Resources perform declarative processes through actions that can be called events. Events
update the status of activities in their life cycle 33. Figure 2.6 presents an example of an activity
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Figure 2.6 Activity life cycle.

life cycle. In this life cycle, an activity can be in one of four states: initial, running, successfully
executed and failed.

At the beginning of its life cycle, an activity is in the initial state. As depicted in Figure 2.6,
each event generates a state update. When a resource starts to perform such activity, the event
start activity is triggered. After being initialized, the activity can be concluded or canceled
by the resource. The execution of a declarative process can be defined as a finite sequence of
events, i.e., the sequence that represents the chronological order of the events that occurred and
were recorded during execution 2.

Hence, each activity can have events of start (when the activity is started), cancel (when
execution stopped) and conclude (when execution is finished). Such events are guided by the
constraints imposed by the declarative model. Thus, events that change the state of an activity
can be blocked or required according to the business rules of the process to guarantee that rules
are obeyed over the flow of the execution.

2.2.2 ConDec

ConDec is a declarative language proposed by Pesic 2 to model business processes in the DE-
CLARE modeling and execution tool. It offers rule templates that can be used to construct a
process’ business rules. These templates are mapped into formal expressions described in Lin-
ear Temporal Logic (LTL) and interpreted through a reasoning engine to identify enabled and
prohibited activities during process execution. ConDec offers a set of graphical representation
based on LTL formulae to describe the activities behavior during process execution.

2.2.2.1 LTL

According to Huth and Ryan 34, the idea of temporal logic is that a formula is not statically
true or false in a model. Instead, the models of temporal logic may contain several states and
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a formula can be true in certain states and false in others. Thus, the static notion of truth is
replaced by a dynamic one, in which the formulas may change their truth values as the system
evolves from state to state. Linear Temporal Logic is a kind of temporal logic where time is
linear, i.e., time is represented as a set of traces, where a trace is a sequence of time instances 34.

The set of well-formed LTL formulae can be inductively defined as in Definition 1.

Definition 1. Given a finite set of propositions P:

• every member of P is a formula;

• if f and y are formulas, then so are ¬f , f ^y , f _y , f ! y , G f , F f , X f , f U y , f
R y and f W y .

The semantics of operators ¬, !, ^ and _ is the same of classical first-order logic, while
temporal operators have a special semantics:

Let a trace s be a sequence of states [s1,s2, . . .].

• Globally (Gy): specifies that y holds at every state si in the trace (always);

• Eventually (Fy): specifies that y holds at least once in the trace;

• Next (Xy): specifies that y holds in the next state si+1 of the trace;

• Until (yUq ): specifies that there is a position in the trace where q holds and y holds in
all preceding positions in the trace;

• Weak until (yWq ) is similar to operator Until (U), but it does not require that q eventu-
ally becomes true.

2.2.2.2 ConDec templates

ConDec semantics is formally specified in LTL. Its graphical representation aims at improving
its usability by non-LTL experts. Each constructor of the graphical language corresponds to a
constraint template modeled by an LTL formula. These templates are classified in four groups:

• existential templates: express the number of times an activity can or must be executed
in the same process instance. This group has four templates: exactly(A, N) – indicates
that an activity A must be executed exactly N times; existence(A, N) – indicates that an
activity A must execute at least N times; absence(A, N) – indicates that an activity A
must execute at most N times; and init(A) – indicates the first activity to be executed in
the process.

• relational templates: express dependencies between activities. This group has five tem-
plates: precedence(A, B) – indicates that an activity B can not be executed before certain
activity A; response(A, B) – indicates that, after the execution of an activity A, a cer-
tain activity B must also be executed; succession(A, B) – corresponds to the conjunction
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of the templates response and precedence; co-existence(A, B) – indicates that, if an ac-
tivity A is ever executed, certain activity B must also be executed and vice-versa; and
responded existence(A, B) – indicates that, if an activity A is ever executed, activity B
must also be executed;

• choice templates: express decisions. ConDec offers two choice templates: NofM(N,
[a1...am]) – indicates that at least N activities from within a group of M activities a1...am
must be executed; and exclusiveNofM(N, [a1...am]) – indicates that at most N activities
from within a group of M activities a1...am can be executed;

• negation templates: refers to a negative version of the relational templates. For example,
the template not response(A, B) indicates that after the execution of certain activity A,
the activity B can not be executed anymore (B cannot be executed after A) and not co-
existence(A, B) – indicates that after the execution of one of these two activities (A or
B), the other one can not be executed anymore.

Table 2.1 presents the LTL formulae for each template.
Besides theses rule templaetes, ConDec contains two variations of the relational rules: al-

ternate and chain. In the alternate templates activities have to alternate. For example, if the
process has a rule alternate response (A, B), then after the execution of the activity A activity,
B has to be executed. Then, The activity A can be executed again only after activity B is exe-
cuted. Chain template are even more strict about the order of the activities. In this template, the
executions of the evolved two activities (A and B) have to be next to each other. For example,
in the chain response template, activity B has to be executed directly after activity A.

2.2.2.3 State Space Explosion Problem

Model checking is an automatic verification technique for concurrent systems that are finite
state or have finite state abstractions. It has been used successfully to verify computer hardware,
software, and temporal properties of systems as well. As the number of state variables in the
system increases as a result of combinatorial considerations, the size of the system state space
grows exponentially. This is called the “state explosion problem”. For this reason, the analysis
of realistic systems in certain fields of application is often impractical 35.

The analysis of LTL formulae rely on the generation of a Büchi automaton representing all
acceptable traces that conform to the LTL formula 10. The problem with this approach is that
this automaton grows exponentially with model size and tends to become very large for com-
plex models. Experiments we have conducted using ConDec showed that the number of states
becomes too large even with a few dozen rules. In real business applications, a business process
may require about thirty to fifty rules or more. This makes the use of ConDec impractical for
most real business processes.

Due to these limitations, although ConDec has reached wide acceptance as a theoretical
basis for declarative processes, it has not reached practical application. While this efficiency
issue is not addressed, ConDec will not be widely used in practice since real business process
can be big and complex. Therefore, there is a gap between the research and practice use of
declarative processes.
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Template LTL Formula

existence(A) F(A)

existence2(A) F(A) ^ X(existence(A))

existenceN(A) F(A) ^ X(existenceN-1(A))

absenceN(A) ¬ existenceN(A)

exactly1(A) existence(A) ^ absence2(A)

exactlyN(A) existenceN(A) ^ absenceN+1(A)

init(A) A W A

precedence(A, B) ¬B W A

response(A, B) G(A ) F(B))

succession(A, B) precedence(A,B)^ response(A,B)

resp._existence(A, B) F(A) ) F(B)

1_o f _2(A, B) F(A) _ F(B)

1_o f _3(A, B, C) F(A) _ F(B) _ F(C)

1_o f _N(A1, ..., AN) F(A1) _ ... _ F(AN)

2_o f _3(A, B, C) (F(A) ^ F(B)) _ (F(A) ^ F(C)) _ (F(B) ^ F(C))

exclusive_1_o f _2(A, B) (F(A) ^ ¬F(B)) _ ( ¬F(A) ^ F(B))

exclusive_1_o f _3(A, B, C) (F(A) ^ ¬F(B) ^ ¬F(C)) _ (¬F(A) ^ F(B) ^ ¬F(C))

_ (¬F(A) ^ ¬F(B) ^ F(C))

exclusive_2_o f _3(A, B, C) (F(A) ^ F(B) ^ ¬F(C)) _ (F(A) ^ ¬F(B) ^ F(C))

_ (F(A) ^ F(B) ^ ¬F(C))

notresponse(A, B) G(A ) F( ¬B))

Table 2.1 Template LTL Formulae 2
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2.3 Concluding Remarks

This chapter introduced the main concepts of Business Process Management (BPM). It pre-
sented how and why companies use business processes to support the enterprise decision-
taking. It also showed the current standard technologies for modeling and executing business
processes.

Moreover, the limitations of the current approach was explained to support the introduc-
tion of the flexible processes. Finally, as declarative processes are the focus of this work, an
overview of this approach, its ideas and goals were presented. Furthermore, the chapter intro-
duced some current problems of declarative tools.



CHAPTER 3

Service-Oriented Computing

Today’s business environment demands that companies have the ability to deal with a high rate
of change. Modern organizations have to cope with rapidly changing market conditions, new
competitive pressures, and new regulatory rules. Therefore, enterprises need to react effectively
and quickly to new scenarios that emanate from today’s ever more competitive and global
markets. This situation creates the need for a business-IT structure that can rapidly respond to
new business models and requirements 36.

Service-Oriented Computing (SOC) emerged under this scenario to address the necessity
for on-demand IT infrastructure. SOC is a computing paradigm in which services are the basic
building blocks. Such services allow for the development of rapid, low-cost and modular dis-
tributed applications 37. Services are autonomous, platform-independent computational entities
that can be described, published, discovered, and executed in combination to build complex in-
formation systems. Due to its flexibility and capacity to integrate multiple platforms, services
are nowadays the most popular paradigm for developing distributed enterprise systems 38.

A service is an IT representation of a business functionality. It can be described as a mech-
anism to enable access to one or more operations. The access is provided through an interface
and is performed according to constraints and policies as specified by the service description 39.
The service description represents all the necessary information to use a service.

The consequence of invoking a service is a realization of one or more real world effects.
These effects can include a state update on a defined entity, the computation of an information
or these two effects combined. However, the entity which invokes the service does not have
any knowledged about how the state is updated or how the information is generated.

Services have the following typical characteristics:

• autonomous: services should be independent from external resources., i. e., they can be
used without requiring extra information;

• reusability: the same service can be used in various scenarios and in different situations;

• composition: a service can be composed with another service;

• platform independent: a service can be used by other systems regardless the program-
ming language or platform they are implement.

34
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3.1 Service-Oriented Architecture

Service-Oriented Architecture (SOA) is a well-established software architecture for the design
of enterprise applications. In SOA, applications are composed of services. Although these
services are independent, they can be combined and sequenced to implement complex business
processes.

SOA is a means of organizing solutions that promotes reuse, scalability and interoperability.
It focuses on delivering functionalities through services that can be reused across an enterprise.
A number of business activities may be performed by services provided by partners and third-
party enterprises.These services deliver functionalities that can be shared and reused across the
enterprise. Not only can SOA deliver on its promises of re-usability and ability (usefulness),
but it can also reduce the overall cost of ownership through the standards-based approach (ease
of use) 40. Moreover, Service-Oriented Architecture provides a complete integration between
data and application.

In modern systems, most of service implementation relies on Web Services (WS) 38. Web
services are an established technology for implementing SOA. A Web service can be defined
as a software system designed to support interoperable machine-to-machine interaction over a
network 41. According to Kreger, the Web Services lifecycle can be divided into four phases:
build, deploy, run, manage. The build phase is where the the service implementation is devel-
oped. The service developers have to implement the operations and interface description. In the
next phase, the service executable and interface are published in a registry. At the run step, the
service is published to allow the invocation of its operations. Thus, the consumer can request
the service operations. Finally, the manage phase is responsible for ongoing management of
the quality aspects about the service availability and performance.

An architecture for applications that relies on SOA has three main components: a provider, a
consumer, and a registry 42. The provider is responsible for publishing the service on a registry.
The consumer can find the published services in the registry and then invoke them. This role
can be performed by a browser used by a person or a program such as another Web service.
The registry contains information about the services available. Hence, it is the place where the
providers should publish and the consumers should search for services.

Figure 3.1 presents these components and the interaction between them. :

• 1: PUBLISH: to make the service accessible, the providers publish the definitions of the
services they offer in a registry. A service description needs to be published so the service
consumer can find it.

• 2: FIND: the consumers have to find the services that offer the functionality they need.
To this end, the consumer queries the service registry for the type of service desired.

• 3: SEND: when the consumer needs a service, it invokes the service at runtime using the
information detailed in the service description to locate, contact and finally invoke the
service.

The model described by this Figure 3.1 presents the most common components when working
with services. However, the registry is optional. The provider can be known by the consumer
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without being published in a registry. If the provider sends the service description directly to
the service consumer, this publication is called direct publish.

To perform these operations in an interoperable manner, there are standard technologies to
describe, publish, and invoke Web services.

These standards are widely used to implement SOA. In this model, the service provider
makes a service description defined in WSDL available in a UDDI. The service consumer,
which is looking for a service that performs a specific function, searches the UDDIs. When
it finds an adequate service, it access its WSDL definition, which contains all the necessary
information to allow for the service invocation. The next step is where the service is actually
invoked through the communication between the service provider and consumer. It takes place
by means of SOAP messages exchanges.

The Universal Description, Discovery, and Integration (UDDI) specifications provides a
unified and systematic method to find services through a centralized repository of services.
This registry is equivalent to an automated online list of Web services. Therefore, UDDI offers
two specifications in order to define the structure and operation of a service registry: a definition
that describes how to provide each service, and an API that allows its update and access 43.

3.1.1 WSDL

Web Services Description Language (WSDL) is an XML format developed by W3C to describe
Web services as collections of communication end points that can exchange certain messages 43.
It describes the location of the service and the operations the service offers.

A complete WSDL service description is comprised by four major elements that belong to
the definitions tag. 41:
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Table 3.1 Web Service Standards Technologies

UDDI Universal Description,
Discovery and Integra-
tion

the standard for Web Service repositories systems. It
is a directory for storing information about Web ser-
vices and uses WSDL to do so.

WSDL Web Services Descrip-
tion Language

the de facto standard language to describe Web Ser-
vices. With this language, it is possible to describe
the operations offered by the service, the endpoint ad-
dress from where the service can be accessed, the type
and format of the data accepted and returned by it, etc.
This language is used at the publish and find opera-
tions.

SOAP Simple Object Access
Protocol

the standard for XML-messaging. This protocol is
used at the bind operation. In other words, it is used to
transfer the messages between the service consumer
and provider.

HTTP Hypertext Transfer Pro-
tocol

the standard protocol used to access Web services on
the Internet.

• <type> : presents the data type definitions. WSDL can use external type systems to
define data type for the messages exchange. WSDL can support any type system, but
most Web services use XSD, the XML schema definitions 43;

• <message> : provides typed data definition sent to and from the services. So, it defines
each input and output parameters of the Web service operations;

• <portType> : presents the set of operations supported by the Web service endpoints.
Each operations describes its input and output by relating them to the messages defined;

• <binding> : specifies the protocol, data format, security and other attributes for each
port type.

In addition to the major tags, a service tag defines general aspects about the service. For
example, inside the the port tag, the binding is associated with the address where the running
service can be accessed.

The XML 3.1 presents an example of a WSDL. This WSDL describe a Web Service that
has an operation that converts GPS coordinates into addresses.
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<?xml version="1.0"?>
<definitions name="AdressesServices"

targetNamespace="http://addressesinfo.com/address.wsdl"
xmlns:tns="http://addressesinfo.com/address.wsdl"
xmlns:soap="http://schemas.xmlsoap.org/wsdl/soap/"
xmlns="http://schemas.xmlsoap.org/wsdl/">

<message name="GetAddressInput">
<part name="latitude" type="xsd:int"/>
<part name="longitude" type="xsd:int"/>

</message>

<message name="GetAddressOutput">
<part name="number" type="xsd:int"/>
<part name="street" type="xsd:string"/>
<part name="city" type="xsd:string"/>
<part name="state" type="xsd:string"/>
<part name="zipcode" type="xsd:string"/>
<part name="country" type="xsd:string"/>

</message>

<portType name="AddressServicePortType">
<operation name="GetAddress">

<input message="GetAddressInput"/>
<output message="tns:GetAddressOutput"/>

</operation>
</portType>

<binding name="AddressServiceSoapBinding"
type="tns:AddressServicePortType">

<soap:binding transport= "http://schemas.xmlsoap.org/soap/http"/>
<operation name="GetAddress">

<soap:operation soapAction="http://addressesinfo.coml/GetAddress"/>
<input>

<soap:body use="literal" />
</input>
<output>

<soap:body use="literal" />
</output>

</operation>
</binding>
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<service name="AddressService">
<port name="AddressServicePort"
binding="tns:AirportServiceSoapBinding">

<soap:address location="http://addressesinfo.coml/addresses"/>
</port>

</service>
</definitions>

Code 3.1 WSDL example

This example presents how the necessary information should be placed in a WSDL. The
tags <message> defines each parameter of input and output that should be used in the SOAP
request and response messages respectively.The <portType> assigns tag contains information
the operations. In this example, we have a single operation GetAddress. The operation assigns
the messages to their respective role (input/output) as we you can relate to the SOAP messages
above. In the <binding> tag, it is specified that the communication is through SOAP. Finally,
the tag <service> defines the address where the service can be found.

3.1.2 SOAP

The well-known SOAP is an XML-based protocol for messaging and remote procedure calls
(RPCs) 43. One of the benefits of using SOA is that it can be used over any transport protocol
such as HTTP, SMTP, TCP, or JMS. A SOAP message structure is a very simple XML that
contains four elements: envelope, header, body, and fault as depicted by Figure 3.2.

SOAPEnvelope 

SOAPHeader 

SOAPBody 

SOAPFault 

Figure 3.2 SOAP message structure

The envelope defines the whole content of the message. The header contains optional at-
tributes related to application-specific information. The content of the body element is the
actual data being sent in the message. The optional element fault provides information about
error during the processing of the message. If the "fault" element is present, it is placed inside
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the body tag and it includes the code of the error, a human readable message, information about
who provoked the error and details.

The XMLs 3.2 and 3.3 are examples of SOAP request and response messages respectively.
The SOAP request message is the message that invokes the Web service operation provided
by the service provider. The Web service provider is responsible for processing the request
message and formulating a response, delivered by a SOAP response message.

This example illustrates a SOAP message of the GetAddress operation described above. In
the XML 3.2, inside the body element, there is a tag which name is the operation name. The
GetAddress operation has two input parameters that should be given inside the GetAddress tag.
If a SOAP method requires an input parameter, and this parameter is not included in the SOAP
request, no value is passed to the service. In this example, the input parameters are latitude and
longitude.

<?xml version="1.0"?>
<soap:Envelope xmlns:soap="http://www.w3.org/2001/12/soap-envelope"

soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

<soap:Body>
<m:GetAddress>

<m:latitude> 37.77 </m:latitude>
<m:longitude> -122.44 </m:longitude>

</m:GetAddress>
</soap:Body>

</soap:Envelope>
Code 3.2 SOAP request message

The SOAP response message presented in the XML 3.3 shows the return of this service
invocation. The result is the address relative to the latitude and longitude given in the request
message. It is placed inside the GetAddressResponse tag and contains all the fields of an
address.

<?xml version="1.0"?>
<soap:Envelope xmlns:soap="http://www.w3.org/2001/12/soap-envelope"
soap:encodingStyle="http://www.w3.org/2001/12/soap-encoding">

<soap:Body>
<m:GetAddressResponse>

<m:number>211</m:number>
<m:street> Henry Street </m:street>
<m:city>San Francisco</m:city>
<m:state>CA</m:state>
<m:zipcode>94114</m:zipcode>
<m:country>USA</m:country>
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</m:GetAddressResponse>
</soap:Body>

</soap:Envelope>
Code 3.3 SOAP response message

Besides SOAP, Representational State Transfer (REST) 44 is an architectural style for the
Web that has become popular . REST uses the concept of resources. A resource is any item of
interest and REST focuses on using the inherent power of HTTP to retrieve representations of
resources in varying states. In the REST style, every resource is represented by a unique URL
which may be operated on by a subset of the core set of HTTP commands: Get, Post, Put, and
Delete 45.

3.2 Web Service Composition

Web services can be composed to create higher level services or applications. Web Service
composition represents the execution of two or more Web services work in cooperation to
enact a business process.Through service composition a complex service can be created by
aggregating component services available. In other words, service composition allows creating
new value from existing parts. Services that are result of composite services can also be used
as basic services in other service compositions or may deliver complete solutions to service
consumers.

Engineering a service-oriented computing system is a process of discovering and compos-
ing proper Web services to satisfy a specification. Most times, a specification is a business
process model. The figure 3.3 depicts service composition playing a key role in the Workflow
definition. Conventionally, the Web service composition specifies what services need to be
invoked, in what order, and how to handle exceptional conditions 46.

Web service composition is an essential feature of most business process enactment frame-
works. They enable the construction of automated workflows that explore the benefits provided
by SOA.

Currently, the terms "orchestration" and "choreography" have been widely used to describe
business interaction protocols to compose services 36. The main difference between these ap-
proaches is the centralized management. In the orchestration, there is a centralized element
responsible for managing the execution of the services. On the other hand, in the choreogra-
phy each service communicates autonomously with the others services. Figure 3.4 presents the
difference between these service composition approaches.

Service composition through choreography does not need a central element that is respon-
sible for arranging the service interaction. Each service service has to know its own role when
other service invokes it and when it invokes other services. The services interaction flows col-
laboratively in order to perform a business process. Choreography is associated with the public
message exchanges that occur between multiple Web services. So, there are some standard
languages to handle the message exchange in a choreography service composition such as WS-
CDL (Web Services Choreography Description Language) [http://www.w3.org/TR/ws-cdl-10/]
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Figure 3.3 Services composition

and WSCI (Web Service Choreography Interface) [http://www.w3.org/TR/wsci/].
On the other hand, the main concept of orchestration is the existence of a element respon-

sible for coordinating each step of the composition. Orchestration refers to an executable busi-
ness process whose interactions are controlled from the perspective of one of the business
parties involved in the process. The business process execution is controlled by the orchestra-
tion engine. A orchestration engine handles the overall process flow, invoking the proper Web
services and deciding what steps are required to complete the process execution. These engines
are important because individual Web service are just individual instruments without them.

Web Services Business Process Execution Language (WS-BPEL) is the standard language
for orchestrating services[http://bpel.xml.org/]. WS-BPEL resulted from the combination of
two workflow languages: Web Services Flow Language (WSFL) e XLANG. WSFL is a lan-
guage created by IBM for describing Web services composition based on the concept of di-
rected graphs. XLANG is a language designed by Microsoft for specifying the messages ex-
change between Web services providing a orchestration approach. Without WS-BPEL, the TI
group of a company must develop complicated interfaces that invoke hidden services 47.

A business process defined in WS-BPEL is also deployed Web service. So, in a typical
scenario, the WS-BPEL business process receives a request, invokes the Web services and
answers to the original caller. WS-BPEL uses an XML-based language that supports the Web
services technology stack, including SOAP, WSDL, and, UDDI, to define business process
activities as Web services, describing how they should be composed to achieve specific goals.
For this purpose, it defines a model and a grammar for describing the behavior of a business
process based on interactions between the process and its partners. A WS-BPEL business
process specifies the exact order in which Web services should be invoked. The services can
be invoked sequentially or in parallel and its execution can have a condition, i.e., it depends on
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the result of a previous Web service execution. In addition, WS-BPEL allows the modeler to
construct loops, declare variables, copy and assign values, define fault handlers, and so on 47.

The WS-BPEL business process is composed by the set of activities. A primitive activity
in WS-BPEL can be one of the following XML tags that represent the primitive WS-BPEL
features:

• <invoke>: invokes a Web service;

• <receive>: receives a request;

• <reply>: answers synchronous operations;

• <assign>: manipulates data variables;

• <throw>: indicates how to handle faults and exceptions.

• <wait>: waits for some time;

• <terminate>: concludes the entire process execution.

The modeler can define activities combination that are called structured activities. The
most important WS-BPEL structured activities are:

• <sequence>: defines a set of activities to be sequentially invoked;

• <flow>: defines a set of activities to be invoked in parallel;

• <switch>: defines branches;

• <while>: defines loops;

• <pick>: allows the selection of one of several paths.
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Besides the activities, the modeler can declare variables and define partner links using the
tags <variable> and <partnerLink> respectively. In WS-BPEL, variables can be used to store,
format and convert messages that are exchanged by the partners. A partner link defines a
communication channel between the business partners by assigning the WS-BPEL process to
the WSDL Web service portType.

Figure 3.5 WS-BPEL Example 1

Figure 3.5 depicts an example of a business process modeled in WS-BPEL presented by 1. It
presents a business travel business process that is executed through a Web service composition.

In this process invocation, the client specifies the name of the employee, the destination,
the departure date, and the return date. The first step of the Web service composition is to
check the employee travel status. We assume there is a existing Web service for this purpose.
This operation returns the travel class that the specified employee can use. It can be economy,
business, or first class. Then, the WS-BPEL process will verify the prices for flight tickets
in tow different airlines. The airlines are American Airlines and Delta Airlines and we also
assume that both provide a Web service to do so. Finally, the WS-BPEL process will choose
the cheapest airline and return the travel plan.
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3.3 Concluding Remarks

This chapter introduced Service-Oriented Computing (BPM) concepts. It presented the advan-
taged provided by this paradigm and the well-established architecture SOA.

In addition to this, the standards to implement SOA were presented: WSDL, UDDI, and
SOAP. The Web Service Composition, key concept of the flexible orchestrator proposed by this
work, was also explained in this chapter.



CHAPTER 4

Related Work

In this chapter we discuss some important works in the areas of service oriented computing,
rule engines and declarative processes. We explain how and why these researches are related
or important to this work.

4.1 Service Oriented Computing

Current Web service solutions are not able to execute flexible processes because their imple-
mentations provide a static execution environment 48. WS-BPEL 49, one of the most important
languages for Web services business process description, is static and not easy to adapt 50.
This language assumes that the composition logic is predefined and does not need to change at
execution time.

One of the challenges faced nowdays is to make such compositions more flexible and able to
dynamically reconfigure themselves. Such reconfigurations can be useful to address the cases
when the component services do not behave as expected, when the execution environment
changes or when unforeseen situations happen. Hence, there is a need for service oriented so-
lutions that are more flexible to cope with rapid changes in business policies and organizational
environments.

In this context, some solutions to this problem have been proposed. A number of them
5152 53 54 5556 aim to make WS-BPEL more adaptive. These solutions makes the WS-BPEL
more adaptive by allowing dynamic composition. The idea is to make the service composition
during runtime. This is less prescriptive than the traditional static composition strategy.

Some works 5152 aim at improving the QoS and prevent SLA violations. They keep the
composition structure and monitor the QoS parameters to decide which service to invoke from
a group of possible services. The main goal is to guarantee that the service composition will be
successfully executed without changing the business process behavior. These approaches came
up with a special adaptation mechanism by means of rebinding of single services at runtime if
the services fail or could not reach the needed QoS level. In this rebinding mechanism, a service
can be replaced by other services only if they have the same interface and behave similarly.

In these works, services cannot be added or removed, the order of the composition cannot
change and the behavior of the business process cannot be modified after the deployment. As
they are focused only in the quality characteristics of the service composition, they cannot
execute declarative processes. Moreover, the implementation of flexible processes is impaired,
since no change in the process structure is allowed during the process’ execution. In declarative
processes, the user can make decisions about the process flow at runtime, a feature that is not

46
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present in these works.
Other dynamic composition solutions 53 54 5556 57 adapt the business process structure to

reflect the current status of the process execution. They allow the business processes to respond
to new needs by modifying its behavior without the need to redeploy them. These approaches
allow the business process defined by the modeler during the modeling phase to be modified
by the user during the process execution. Such approaches do not redeploy the process after
modifying their structure.

VxBPEL 53 is an extension to the standard WS-BPEL language proposed to handle variabil-
ity by providing the variability constructs at the language level. It introduces a new XML tag
to the WS-BPEL definition called VariationPoint. Each VariationPoint can be placed inside the
XML in any place where an activity tag can be placed. It contains a list of Variant tags which
represent a possible WS-BPEL code to be executed. Each Variant tag can have WS-BPEL code
defined in the standard WS-BPEL. Thus, a VariationPoint is a container of possible WS-BPEL
codes available for selection at runtime.

During the process execution, only one of these Variant is selected and then executed. This
selection is made through a manual change in the processes’ configuration via a variability
management interface. The authors also developed a prototype to support deployment, execu-
tion and reconfiguration of variable processes able to interpret and execute processes defined
using VxBPEL . Thus, the user can model the variation points and take decisions at execution
time since he can choose which variant is going to be executed at each given moment.

AO4BPEL 54 is another extension to WS-BPEL language that improves the business process
flexibility. For this purpose, it uses aspect-oriented concepts to controls the business process
changes. Aspect-Oriented programming (AOP) is a paradigm that provides language support
for improving the modularity of crosscutting concerns. AOP introduces a new unit of modular-
ity, called aspect 58. An aspect can change the behavior of a system by inserting a new behavior
or advice in some point of the execution or join points. In AOP, a join point is a well-defined
point in the execution of the program, a point cut is a predicate that refers to one or more join
points, and an advice is the definition of the additional behavior to be inserted at the join points.

In AO4BPEL, join points are well-defined points in the execution of process activities, point
cuts are XPath expressions to select the join points and an advice is a WS-BPEL activity that
executes emphbefore, after, or instead of a join point. XPath is a language for addressing parts
of an XML document 59. Using these definitions, in this work the WS-BPEL definition can be
changed at runtime through the aspects defined by the modeler. Thus, some activities can be
inserted or replaced during the process execution.

AO4BPEL supports both process-level and instance-level aspect deployment. The first is
applied to all instance executions of the process deployed and the second depends on each
instance individually since it can be activated or deactivated at runtime. Thus, the user can
manage instance-level aspect deployment in order to change the Web service flow composition
at runtime since the aspect can be activated dynamically while the respective processes are
running.

Although they let the user take decisions at runtime, VxBPEL and AO4BPEL are extensions
to WS-BPEL and so the user need to define a structure before execution. Both of them aim
at making the service composition more adaptive. However, none of them provide ways to
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execute declarative processes. Since declarative processes do not have any predefined structure
before execution starts, it is not possible to execute them using WS-BPEL or its extensions. In
declarative business processes, each service composition step is defined at runtime by the user
and the business rules. There is not any automatic composition or predefined structure in which
the services must be composed.

CEVICHE 55 is a framework that employs AO4BPEL and Complex Events Processing to
provide flexibility. Its main purpose is to create context-aware business processes that are able
to adapt dynamically to respond to different situations. CEVICHE’s users do not activate the
aspects. Instead, they are activated through a Complex Event Processing (CEP) engine. By
analyzing the current events with CEP and using context information, CEVICHE can automat-
ically decide when and how to adapt the system and then activate the aspects defined.

CEVICHE takes decisions of how to respond to a specific scenario by collecting data from
different sources. The CEP engine filters all the data according to the business rules defined
and then generates complex events. When an adaptation scenario is identified, the aspect man-
ager is notified and selects the corresponding aspect that is activated using AO4BPEL. As we
can notice, the user does not have any influence on the process execution. The adaptation is
performed automatically.

Xiao et al 56 propose a constraint-based framework for supporting dynamic business process
adaptation that employs process fragments. A process fragment is a portion of a process that
can be reused across multiple processes. In this work, processes are dynamically generated
based on the constraints and adaptation policies according to the operating environments. The
fragments are selected and composed based on some business constraints and policies.

Initially, the engine has a process template that is an incomplete process definition. Some
points of the process are not specified and are called place-holders. Fragments constraints
and fragment adaptation policies are defined to generate the content of each place holder at
runtime. Fragments constraints define what kind of fragment can be placed in a place holder.
On the other hand, adaption policies define a set of rules that are responsible for the selection
of the specific fragment that will be executed from a set of possible fragments. The resulting
process is a standard WS-BPEL process, deployable on standard WS-BPEL engines. As the
CEVICHE framework, the user does not make any choice during the process execution.

Another dynamic composition proposal is the SCENE platform 57. SCENE is a service
execution environment that supports dynamic changes controlled by business rules. It allows
the WS-BPEL to be changed at runtime by choosing the correct service to be invoked based
on the business rules defined. In SCENE, service compositions are described in terms of two
parts: the WS-BPEL process definition and the ECA (Event Condition Action) business rules
(declarative rules).

IN SCENE, the ECA rules are responsible for listening to events, checking conditions and,
if a condition is not verified, triggering actions. These rules are used to realize the correct
bindings between the WS-BPEL engine and the services. For this purpose, there is a rule
engine that makes the decisions about the services selection. Rules can be defined at design or
execution time. The second one allows the user take decisions at execution level since he can
add new rules at runtime.

Although they are not WS-BPEL extensions, SCENE and CEVICHE are platforms that still
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Approach Flexibility Level Technology
Rebinding It do not change the process struc-

ture. The service can only be re-
placed by other service if they are
equivalent

Rebind the service for a compatible
service in order to improve QoS

VxBPEL The user can change the process
structure at runtime but he has to
define the possible options before
the execution

Some parts of WS-BPEL XML can
be modified during the execution

AO4BPEL The user can change the process
structure at runtime but he has to
define the possible options before
the execution

The WS-BPEL process model can
be modified by aspects defined by
the modeler that can be activated by
the user during the execution

CEVICHE A CEP engine can change the pro-
cess structure at runtime but the
modeler has to define the possible
options before the execution

The WS-BPEL process model can
be modified by aspects defined by
the modeler that can be activated by
a CEP engine during the execution

Fragments An engine can change the process
structure at runtime if it respect
some policies but the modeler has
to define the possible options and
the policies before the execution

WS-BPEL can be changed at run-
time by a engine that handles the
policies and rules defined by the
modeler

SCENE A CA rule engine can change the
process structure at runtime but the
modeler has to define the possible
options and the policies before the
execution

WS-BPEL can be changed at run-
time by a CA rule engine that han-
dles events and trigger actions to
adapt the process

Table 4.1 SOC Related Work

use WS-BPEL in some steps of the compositions. Their users still have to define any structure
at modeling level. This is one of the limitations that make these approaches not suitable for
declarative processes.

Besides that limitation, to execute declarative processes the user needs to choose the ac-
tivities to be executed at runtime. In these approaches, the user has no participation during
the process execution. Although in some of presented works the user can add business rules
or activate aspects, it is not enough to allow the user to choose the flow of the activities at
runtime. Users are the main decision makers in the declarative processes execution and their
participation during the process execution step is essential.

Table 4.1 presents a summary of the aforementioned related works.
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4.2 Declarative Processes

DECLARE is a rule engine system proposed by Pesic et al. 60 for modeling and executing declar-
ative processes through an extensible graphical language called ConDec 2. This language offers
a set of graphical representations to describe control-flow rules that constrain the execution of
process activities. Process enactment requires the construction of a Büchi automaton that con-
tains all possible states of the process. The state of an instance and enabled events are defined
based on the run of the instance trace on the automaton. Because of this, this strategy leads to
the well known problem of state space explosion, which limits the size and complexity of the
business processes that can be executed using DECLARE. DECLARE uses Linear Temporal
Logic (LTL) as its formalism for the internal representation of business processes.

DECLARE allows the definition of data-aware rules whose applicability depends on the
evaluation of instance data elements. These rules are called conditional constraint. A condition
is a an expression involving data elements from a process model, for example, the user age.
If the condition value is TRUE, the rule is applicable to the specified process instance. Other-
wise, the rule is not applicable and not monitored during the execution. During an execution,
if the value of a condition changes from false to true, then the related constraint is added to the
instance. If the value of a condition changes from true to false, then the related constraint is re-
moved from that instance. To do so, the automaton is rebuilt. This is not a safe implementation
once the rule that is being added or removed can constraint the behavior of an already executed
activity. It may foreclose the the generation of the new automaton if the flow that was possible
before is not a possible path after the addition/removal of a new rule.

Hildebrandt and Mukkamala 61 propose a graph-based model called DCR Graphs to specify
business process rules. At runtime, DCR Graphs control the dynamic evolution of a process’
state. Since the states of a process are updated dynamically, this approach does not require a
prior generation of all possible states.

DCR defines only four different kind of primitive constraints: condition, response, include
and exclude. Condition and response constraints define the relation of precondition and post-
condition between activities. Preconditions are the activities that have to be executed before
other acticity X. Postconditions are the activities whose execution is required if another activity
X is executed. On the other hand, the primitives include and exclude determine that events can
be added or removed from the model depending on the executed activities. For example, if a
certain activity A is executed, another activity B is removed from the model. However, when
an activity is removed, the relations that are related to it are not applicable anymore. If B was
a precondition of C and it was removed, C can be executed although B was not. Moreover, the
influence between these relations is not controlled. For example, pending activities can be re-
moved from the model without being executed. Besides, it is not data-aware, i.e., the activities
and rules do not have the concept of context data. The result of activities execution does not
interfere in the execution of a process.

Other important research is EM-BrA2CE 62. EM-BrA2CE stands for Enterprise Modeling
using Business Rules, Agents, Activities, Concepts and Events’. It is a framework to describe
and execute declarative processes. The vocabulary to describe the models is an extension to
the Semantics for Business Vocabulary and Rules (SBVR). On the other hand, Colored Petri
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Net (CP-Net) are used to control the process execution. The sixteen business rule types defined
consider a broad range of control flow, data and organizational modeling aspects.

In a previous work, we proposed an approach for declarative processes that is based on
event-driven programming 63. This approach aims to minimize the gap between the business
rules and their implementation by systematically moving from business rules described in nat-
ural language towards a concrete implementation of a business process. We use complex event
processing (CEP) to implement such a process. CEP is more expressive than the above men-
tioned languages. It can describe both control-flow and data dependencies. However, this
approach is not based on an underlying formal model that guarantees the correctness of the
resulting process models.

None of these aforementioned works are integrated with service-oriented computing con-
cepts, i.e., the activities are not executed by web service invocation. Although there are several
works that emphasizes the importance of SOC to business processes execution 646536, there is
not any previous work that provide a integration between SOC and declarative processes. The
activities have to be manually executed by the user. Thus, the system is only notified when the
user started, concluded or canceled each activity execution. Although EM-BrA2CE does not
apply service oriented computing concepts, Goedertier et al. 62 have recognized the importance
of this to declarative processes and mention it as future work.

DECLARE, EM-BrA2CE and our former CEP approach have data-aware rules definition.
They allow the user to update the data elements defined during the execution. Then, the rules
can access this data and process this information. As none of these two approaches are inte-
grated with any automation mechanism, the user has to manually inform and update the data.
The elements cannot be automatically updated by the system.

Besides these works, works on process mining have already considered data-aware rules in
declarative processes. Through the SCIFF Checker 66, a set of execution traces can be classified
as compliant or not compliant with a group of business rules. However, SCIFF’s algorithm has
a different goal. It is only useful for verification purposes and is not applicable for business
process enactment. Another related work in process mining is the Declare Analyzer proposed
by Burattin 67, which is a ProM plug-in that is able to measure the conformance of process
execution logs to a set of business rules provided. It verifies the rules that were respected
during the process execution by analyzing the activities execution log.

4.3 Rule Engines

This section presents the well know rule engines that have been used in several works, both
in academic and industrial applications. For each rule engine, we explain the strong and weak
points. Moreover, we discuss reasons that impair their use to control the execution of declara-
tive rules.

A set of rule engines already exists within academic community and for commercial use.
However, most of them are general purpose. They do not focus on a mechanism to handle a
set of business rules. They do not check the inference between different rules, for example.
Hence, some declarative approaches use external systems, such as model checkers and/or rule
inferencing mechanisms to evaluate the business rules.
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Model checkers are verification mechanisms that validate if a given model is correct and
consistent. It explores all possible system states in a brute-force manner. Incompleteness, am-
biguities, and inconsistencies are often failures discovered in informal models. Model checkers
allow the user to detect and repair errors in the model as early as possible 68.

In the context of declarative business processes, model checkers can detect:

• deadlock states: the definition of opposing and contradictory rules do not allow the busi-
ness process start or continue its execution;

• livelock states: the definition of rules that can lead the process execution to a state where
it can not be concluded. For example, an activity whose execution is a precondition to
the process termination can not be executed;

On the other hand, the rules inference mechanism should be able to derive other rules
(logical conclusions) from the rules defined by the user (known premises).

JBoss Drools 69 is a well-known open source rule engine, backed by an industry-leading
company. Its kernel is open source. The latest version of Drools is a Business Logic integration
Platform which provides a unified and integrated platform for Rules, Workflow and Event Pro-
cessing. Drools has a "native" rule language. It supports natural and domain specific languages
via expanders that allow the language to be extended to each problem domain.

Rules defined in Drools follow a condition-action structure expressed by statements of the
type WHEN ... THEN ..., making it very intuitive. A rule specifies that when a particular set
of conditions occur, then a sequence of actions is performed. The use of "when" instead of
"if" indicates that the condition is not evaluated in a specific sequence moment, but it happens
continually. Whenever the condition is met during the life time of the engine, the actions are
done.

Unfortunately, the Drools’ engine is unable to determine how the rules affect each other. For
example, if different rules lead a process execution to opposing states, Drools does not avoid
this situation. Moreover, the rules are verified individually based on the events that triggers
each one. So, the interference between rules is also not analyzed. Thus, it allows deadlock and
livelock states to be reached.

Jess is a rule engine and scripting environment 70. It allows manipulation and reasoning
about Java objects. It is also a Java scripting environment. Since it employs a proprietary
script language, Jess users are supposed to learn such specific language to properly use the
environment. Besides, Jess has no inference mechanism to verify influence between rules.

SweetRules 71 is an integrated set of tools for semantic web rules and ontologies. It adopts
the emerging standard RuleML (Rule Markup/Modeling Language 72) for semantic web rules.
SweetRules capabilities include semantics-preserving translation and interoperability between
a variety of rule and ontology languages, highly scalable inferencing, and merging rule bases/on-
tologies. Although it supports an inference mechanism, a system using the SweetRules engine
must implement its own mechanism. SweetRules has only a core that knows when the infer-
encing mechanism implemented must be invoked.

The aforementioned rule engines adopt the Rete algorithm 73 to process rules. A Rete-
based system builds a network of nodes. Each node (except the root) corresponds to a pattern
occurring on the left-hand side (the condition part) of a rule. The path from the root node to a
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leaf node defines a complete rule condition. The Rete algorithm is designed to sacrifice memory
for increasing speed 74. Some algorithms, such as TREAT 75 and LEAPS 76, were proposed to
optimize the Rete algorithm in very specific scenarios. The Rete algorithm was designed to
scenarios that use forward chaining and inference to calculate new facts from existing facts.
Other approaches, such as decision trees, are already considered as possible alternatives to
perform rule evaluation.

The DECLARE 60 rule engine does not use the Rete algorithm as basis. As explained, it uses
a Linear Temporal Logic (LTL). To support enactment, it automatically constructs automata to
guide (or force) the user to take his decisions during process execution. DECLARE is similar
to our work since it offers the same kind of business rules template. However, as we already
mentioned, DECLARE leads to the well known problem of state space explosion.

4.4 Concluding Remarks

This chapter presented the works related to this research and was split into three sections. The
first section summarized the current proposals of web service orchestrator and explained why
none of them is suitable for executing declarative processes. Subsequently, the declarative
processes tools were introduced and the limitations of each one was highlighted. This work
focus on proposing an engine that does not share these limitations. Finally, the current rule
engines were briefly explained and the reasons why they do not properly execute business rules
were presented.



CHAPTER 5

REFlex Rule Engine

In this chapter, we describe the rule engine used by REFlex to control the execution of declar-
ative processes. This rule engine is able to verify rules at runtime and control the execution of
declarative processes without generating all possible execution paths.

The declarative business process engines primary task is to guarantee that all process in-
stances adhere to the business rules defined for that process. To accomplish this, the engine
must prevent the user from executing activities that violate the rules and must also oblige the
execution of pending activities. Moreover, the engine should not let the user execute a sequence
of activities that blocks the completion of the process. In other words, the engine must guar-
antee that the process never reaches a deadlock state, in which pending activities cannot be
executed.

The REFlex rule engine is an efficient declarative process engine. It does not have the state
explosion problem that is exhibited by DECLARE, since it does not require the previous gener-
ation of the complete set of reachable states 77. The state of the process is updated dynamically.

The main concern of REFlex is fourfold: 1) to enable activities whose execution does not
violate any constraint; 2) to disable the execution of activities that temporary violates rules
constraints; and 3) to block unreachable activities; 4) to disable the process termination until
all the pending activities are executed. To avoid deadlocks, REFlex uses a liveness-enforcement
algorithm that guarantee that a deadlock state is never reached.

5.1 REFlex’ Graph Structure and Semantics

REFlex models are expressed by a graph that represents the current status of a business process
execution. While the process is been executed, the state of the graph is updated to guarantee
that the rules are been complied. We can split REFlex graph description into two definitions
and an auxiliary function. Definition 2 formalizes the structure of the graph and its main com-
ponents. Enabled function defines if an activity is allowed to be executed at the moment. On
the other hand, Definition 3 describes the elements essential to the business process instance
management.

The state of business process instance changes during the process execution in response to
events that are generated. The following events can occur during the execution:

• EXEC(activity): this event represents an activity execution. Every time the user selects
an activity to be executed, this event is thrown. Activity are only allowed to be executed
when they are enabled. Moreover, whenever an activity is executed, it is removed from
the set of pending activities.

54
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• BLOCK(activity): this event blocks certain activity execution. After be blocked, an
activity cannot be executed anymore until the end of the instance.

• PENDING(activity): this event add an activity to the set of pending activities. This
activity will remain in this set until be executed.

5.1.1 Business Process Structure

REFlex models are directed graphs in which nodes represent activities and arcs define the
rules between them. According to Definitions 2, each rule has the following elements:

Definition 2 (Business Process Structure). A business process is represented as a graph

P = (A,R)

where A is a set of vertices that represent the activities and R a set of edges that represent the
rules. A rule is represented as

R = (S,T,t,WI,C)

where S is its source vertex, T is its target vertex, t is its type, WI is its initial weight and C is
its existence condition which can be specified by the modeler.

For example, suppose a rule

X = (A,B,EXAMPLE,2,Wi > 0).

In X , an arc has activity A as its source and B as its target. The type of the rule is "EXAMPLE",
so during the process execution, the arc behavior is defined by this rule template. Besides that,
the initial weight is 2 and the existence condition is if the weight is greater than 0. So, initially,
the arc exists. If, for any reason, the weight is decremented and becomes less than or equal to
0, the arc is dismissed. Below is the definition of each element that comprise a REFlex rule.

1. Source and Target activity
Each arc has exactly one source and one target activity (node). The relationship expressed
by the arc defines the resulting effect of the execution of the activities connected by this
arc.

2. Type
The type defines the kind of relationship between the activities the arc represents. REFlex
types of arc that will be presented in this chapter. Each type has a different purpose and
specific behavior.

3. Initial Weight
Arcs have a weight associated to them. The weight is an integer number usually necessary
to express rules that need to quantify any kind of event. For example, a specific arc can
have its weight decremented every time certain event is sent and be removed when its
weight reaches zero. So, it is a number that is used to quantify any aspect the rule needs
to manager. Each rule has an initial weight that is set when the business process execution
starts. The current value varies during the process execution.
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4. Existence condition
A arc existence condition is a predicate that indicates if the arc actually exists. The
purpose of this condition is allow the dynamic activation and deactivation of rules. If a
rule X has its existential condition TRUE, so it exists. Its existence implies that if the
target or source activity is executed, the related procedure will be processed. Otherwise,
if its existential condition is FALSE, even if any of the related activities is executed, the
procedure will not be processed. By default, all REFlex arcs have an existence condition
TRUE.

The existence condition can check the process instance data, the set of pending activities,
the weight of the arcs, the blocked function and enabled function.

In this context, remove a arc from the graph means setting its existence condition to
FALSE. This makes the arc invisible to the graph. When we say a condition was already
satisfied and then the arc was removed of the graph, we mean the arc FALSE and so the
arc does not exist anymore.

Besides that, if the existence condition of an arc A depends on the condition of another
arc B, A exists if the B existence condition is TRUE. Thus, arc A is dependent on B.

5.1.2 Business Process Instance

Definition 3 (Business Process Instance). A business process instance is represented as a tuple

I = (D,Ar ,B(A),W (R))

where:

• D is the instance data;

• Ar is the set of pending activities, which must be executed before the termination of the
process. We say that the activities in this set are obliged;

• B(A) is the blocking function, which defines which activities are blocked. A blocked
activity is considered to be removed from the graph. An activity A is blocked when
B(A) =TRUE, otherwise it is said to be not blocked;

• W (R) is a function that defines the current weight of each rule. W 0(R) is the notation we
used to represent the new vale assigned to this function after an event.

During the process execution, the graph is updated as long as the activities are executed and
the rules are verified. An activity A can only be executed if and only if E(A) is TRUE. The
function E(A) defines if certain activity A can be executed or not at a specific moment in the
business process execution. If E(A) is TRUE, activity A is enabled to be executed. On the other
hand, if E(A) is FALSE, activity A is said to be disabled.

E(A) is true if A is not the target of a Temporary Blocking rule, as defined in Definition 4.
This rule express pre-conditions and will be further explained later.
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Definition 4 (Enabled function). E(A) is the enabled function, which defines which activities
are enabled to be executed accordirding to the following condition:

E(A) = @r,S : r = (S,A,TEMPORARY_BLOCKING,WI,C)^ (C is TRUE) .

Only enabled activities can be chosen by the user to be executed. The ones that are disabled
cannot be executed by the user until they are enabled again, if ever. In other words, disabled
activities are those that cannot be executed at the current moment, but the execution of other
activities may update their state to enabled in the future. If that happens, then the execution is
allowed.

In the graph representation, Figure 5.1 presents how enabled and disabled activities are
depicted.

Ac#vity(
A(

(a) Enabled

Ac#vity(
A(

(b) Disabled

Figure 5.1 Enabled and disabled activities

According to Definition 3, in order to handle the process instance execution, the graph has
the following elements:

1. Instance Data
The process execution stores the context data related to the instance. The output of the
activities, the quantity of times an activity was executed, how long an activity execution
took are examples of instance data. These data will be useful to the REFlex data-aware
rules that will be explained further in Section 5.3.

2. Pending Activities - Ap

The process instance has a set of pending activities. If an activity belongs to this set, then
it must be executed before the termination of the process instance. This means that the
process execution cannot be concluded while this set is not empty.

During the execution, a pending activity that has not be executed yet is called ’obliged’
because its execution is mandatory. So, an obliged or pending activity is an activity which
belongs to the set of pending activities.

Figure 5.2 presents the graphic representation to pending activities. They have an extra
circle to indicate that they are obliged. In 5.2(a), the activity is obliged and enabled. On
the other hand, in 5.2(b), the activity is obliged and disabled. In this context, there is no
representation to blocked activities once an activity cannot be both blocked and obliged.
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Ac#vity(
A(

(a) Enabled and obliged

Ac#vity(
A(

(b) Disabled and obliged

Figure 5.2 Obliged activity

3. Blocked function - B(A)

This function informs if the activity is blocked. An activity that was blocked cannot be
executed anymore. After an activity A is blocked, the value of B(A) will be FALSE until
the end of the instance. So, when an activity is blocked, it remains disabled until the end
of the process execution.

To represent this situation graphically, activities cannot be executed anymore are depicted
as shown in Figure 5.3.

Ac#vity(
A(

Figure 5.3 Blocked activity

4. Weight function During the process execution, the rules behavior can increment or
decrement the arc weight. This function defines the current weight of the arc. The
existence condition of the rules can use this function to validate if the arc exists.

5.1.3 REFlex Rules

This section presents the REFlex rules. Each rule has a different behavior and is graphically
represented by a different arc. Besides that, the rules can be combined and create even more
different behaviors (or rules). Currently, REFlex comprises of six basic rules types: obligation,
temporary obligation, blocking, temporary blocking, at least, and at most.

Consider a rule R = (S,T,t,WI,C). Every REFlex rule follows this structure but each one
has a different behavior depending on its type. The following subsections define the semantics
of each rule considering this structure.
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5.1.3.1 Obligation

Definition 5 (Obligation Rule). The Obligation is a rule R where S 6= T , t = OBLIGATION,
WI = 0, and C is a condition that can be defined by the user and has the following semantic:

when EXEC(A)^ (C is TRUE) do PENDING(B)

This rule expresses the relation between two different activities, so it has different source
and target nodes. It is denoted by Obligation(A,B), where A and B are activities. And it is
represented graphically by the arc in Figure 5.4.

Figure 5.4 Obligation Arc

The obligation rule defines that whenever a certain activity A is executed, it obliges the
activity B. In other words, the execution of A implies that B has to be executed before the end
of the process. So, every time the event EXEC(A) is received, activity B is added to the set of
pending activities.

Initially, both activities and the process termination are enabled, if no other rule affects it.
If B is executed at this moment, neither the activities nor the rule undergo any change. On the
other hand, if A is executed, B is obliged. Then, B becomes a pending activity and the process
cannot be concluded until B is executed.

An example of an obligation rule can be viewed in the situation where ”check in” obliges
the ”check out”. This is not a temporary rule so that it is true for every time a new costumer
checks in the hotel.

5.1.3.2 Temporary Obligation

This rule is very similar to obligation and also express the relation between two different activ-
ities.

Definition 6 (Temporary Obligation Rule). The Temporary Obligation is a rule R where S 6= T ,
t = TEMP_OBLIGATION, WI = 1, and C is W (R) > 0 in conjunction with a condition that
can be defined by the user. The rule has the following semantic:

when (EXEC(A)_EXEC(B))^ (C is TRUE) do W 0(R) =W (R)�1;
when EXEC(A)^ (C is TRUE) do PENDING(B)

It is denoted by TemporaryObligation(A,B), where A and B are different activities, and it
is represented graphically by the arc in Figure 5.5.
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Figure 5.5 Temporary Obligation Arc

This rule states that, if a certain activity A is executed, the activity B has also to be executed.
Note that the rule does not mention the order that the activities must be executed, consequently
B can be executed either before or after the execution of A.

Considering two activities related by a temporary obligation rule, both activities and the
process termination are enabled initially. If activity A is executed, B is obliged. Then, B
becomes a pending activity and the process cannot be concluded until B be executed. However,
if B is executed before A, the rule is already accomplished and the arc is just removed. That is
why it is called temporary. It only exists while B is not executed. So, the weight is decreased
when A or B are executed and then the rule does not exist anymore once the condition defines
it only exists when the weight is greater then 0.

An example of a temporary obligation rule is when a seller and a warehouse, which stores
the goods of the seller, interact by message. When the warehouse ships a good, then it must
also notify the seller that the amount of stored goods has changed; the notification could be sent
either before or after the shipment.

5.1.3.3 Blocking

Definition 7 (Blocking Rule). The Blocking is a rule R where S 6= T , t = BLOCKING, WI = 1,
and C is W (R)> 0 in conjunction with a condition that can be defined by the user. The rule has
the following semantic:

when EXEC(A)^ (C is TRUE) do BLOCK(B) AND W 0(R) =W (R)�1

The blocking rule also has different activities as source and target nodes. It is denoted by
Blocking(A,B) and Figure 5.6 depicts its graphical representation.

Figure 5.6 Blocking Arc

It defines that if a certain activity A is executed, the activity B cannot be executed anymore.
In other words, the execution of activity A blocks the execution of activity B.

Both activities and the process termination are enabled when the execution starts. If activity
B is executed, nothing is changed in the graph. On the other hand, if activity A is executed, B
is blocked. This rule does not affect the end of the execution, which means that the process
termination continues enabled.

Similar to the Temporary Obligation, after A is executed, the weight is decreased and the
arc is removed from the graph because the validation was already accomplished.
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Considering a rule that says that after sending a message the user cannot cancel it anymore,
this is an example of a blocking rule. Generally, blocking rules give the idea of prohibition.

5.1.3.4 Temporary Blocking

Definition 8 (Temporary Blocking Rule). The Temporary Blocking is a rule R where S 6= T ,
t = TEMPORARY_BLOCKING, WI = 1, and C is W (R)> 0 in conjunction with a condition
that can be defined by the user. The rule has the following semantic:

when EXEC(A)^ (C is TRUE) do W 0(R) =W (R)�1

This rules has a source and a target activity and defines the pre-condition relation between
them. It is denoted by TemporaryBlocking(A,B) and graphically represented as in Figure 5.7.

Figure 5.7 Temporary Blocking Arc

Temporary blocking rules state that while certain activity A is not executed, the activity B
cannot be executed. In this case, the execution of A is a precondition for the execution of B.

To express pre-conditions relationship, this arc is used by the function E(A) that determines
if an activity is enabled. An activity is disabled if it is a target of at least one Temporary
Blocking arc. To this arc be removed and the activity become then enabled, the source activity
has to be executed. Then the weight is decreased, the arc does not exist anymore and E(A) is
TRUE.

This rule is temporary because B is only disabled while A is not executed. Once A is
executed, this rule does not need to be verified anymore since it is already checked and this arc
is then removed from the graph.

Initially, only A and the process termination are enabled, and B is disabled. When A is exe-
cuted, B becomes enabled. However, if A is not executed any time during the whole execution,
the state of B remains disabled. Similar to previous rule, this rule does not affect the end of the
execution.

An example of a temporary blocking rule can be viewed in a situation where a new building
can only be built if the company has a charter. Having the charter is a precondition to start a
new building.

5.1.3.5 At Least

Different from the previous rules, the at least rule has a single activity (node) as both its source
and target. This rule is denoted by AtLeast(A,n), where A is the activity affected. The number
n represents the number of times that A must be executed before the process can be finished.
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Definition 9 (At Least Rule). The At Least is a rule R where S = T , t = AT_LEAST, WI = N,
and C is W (R)> 0 in conjunction with a condition that can be defined by the user. The rule has
the following semantic:

when EXEC(A)^ (C is TRUE) do W 0(R) =W (R)�1
when (C is TRUE)^ (A /2 Ap) do PENDING(A)

Figure 5.8 shows its graphical representation.

n

Figure 5.8 At Least Arc

This rule is valid in a process instance depending on the number of times that A was exe-
cuted. Thus, the arc needs to be associated to a weight that tracks this quantity. In the case of at
least rule, this quantification aims at obliging a certain activity A to be executed a minimum of
n times. Each time A is executed, the value of n is decreased by one and A is obliged. After n
executions of A, this rule does not need to be checked anymore since it is already accomplished.

When the execution starts, this rule makes activity A obliged, the at least arc has its weight
set initially to n, and the process termination is not enabled. Hence, the execution cannot be
concluded at this moment. Each execution of A decrements the At Least arc weight by 1. While
the weight is greater than zero, A remains as a pending activity. For that reason, the process
termination only becomes enabled when A is executed n times.

For exampling the usage of the at least arc, we can consider a travel agency in which the
price of a flight must be checked at least two times (in different airlines), before presenting the
options to the customer. This does not prevent the travel agent to check the price more than the
minimum required, but prevent him from presenting only one price to the customer.

5.1.3.6 At Most

Similar to the previous rule, the at most is only related to one activity (the same for source and
target nodes).

Definition 10 (At Most Rule). The At Most is a rule R where S = T , t = AT_LEAST, WI = N,
and C is W (R)� 0 in conjunction with a condition that can be defined by the user. The rule has
the following semantic:

when EXEC(A)^ (C is TRUE) do W 0(R) =W (R)�1;
when EXEC(A)^ (W (R) = 0) do BLOCK(A)
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Figure 5.9 At Most Arc

This rule is denoted by AtMost(A,n), where A is the activity affected and n is the maxi-
mum number of times A is allowed to be executed. Its graphical representation is depicted in
Figure 5.9.

This rule ensures that certain activity A is executed at most n times in a given process
instance. After A is executed n times, its execution must not be allowed anymore.

This is another rule that needs a weight to quantify the number of executions of a certain
activity A. In the case of at most rule, this quantification aims to prohibit the activity A to be
executed more than n times. After n executions of A (the maximum permitted number), this
activity becomes blocked.

No restrictions to the activity A or to the process termination are imposed by this rule at the
beginning of the execution, and the weight of the at most arc is n. After each execution of A,
n is decremented by 1. When the execution of A makes the weight to reach zero, A becomes
blocked. This prohibits a new execution of the same activity.

In a software development company, for example, the project manager can only be ex-
changed at most twice. It may be restricted to ensure there is no waste of time since a new
project manager requires an adaptation phase.

Table 5.1 summarizes all REFlex rules presenting their definition and how their properties
change during the process execution. Each rule has a description, initial weight, initial setup,
and updating behavior. The description summarizes the rule. The initial weight, when it suits,
is presented; the weight is shown as zero when the rule does not have it. The initial setup
shows the state of each related activity and the process termination at the beginning of the
execution. And the updating behavior indicates how the activities states and process termination
are updated.

Note that the updating behaviors described are the basic one for each rule. They can vary if
there is another rule related to the same activities. For example, consider two different tempo-
rary blocking rules: TemporaryBlocking(A,C), and TemporaryBlocking(B,C). If the activity
A is executed, and then the event EXEC(A) is triggered, the activity C cannot be enabled due to
the another precondition to C be enabled that is the execution of B.

Using these REFlex rules, several ConDec rules can be implemented. Some of them are
the combination of two or more REFlex rules. To present the expressiveness equivalence be-
tween REFLex and ConDec rules, the translation from ConDec to REFlex rules is described in
Table 5.2.

5.1.4 Examples

In oder to better explain how business process van be modeled in REFlex graphs, this section
presents some examples of REFlex arcs and business processes.
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Obligation(A,B)
Description After the execution of an activity A, a certain activity B

must also be executed
Initial Weight: 0
Initial Setup: A, B, and the process termination are enabled
Updating Behavior: when EXEC(A) do PENDING(B)
TemporaryObligation(A,B)
Description: If an activity A is ever executed, activity B must also be

executed
Initial Weight: 1
Initial Setup: A, B, and the process termination are enabled
Updating Behavior: when EXEC(A) do oblige(B), remove

TemporaryObligation(A,B); when EXEC(B) do re-
move TemporaryObligation(A,B)

Blocking(A,B)
Description: After the execution of a certain activity A, the activity B

cannot be executed anymore
Initial Weight: 1
Initial Setup: A, B, and the process termination are enabled
Updating Behavior: when EXEC(A) do BLOCK(B) AND remove

Blocking(A,B)
TemporaryBlocking(A,B)
Description: An activity B cannot be executed before certain activity A
Initial Weight: 1
Initial Setup: A, and the process termination are enabled; B is disabled
Updating Behavior: when EXEC(A) do remove TemporaryBlocking(A,B)
AtLeast(A,n)
Description: An activity A must be executed at least n times
Initial Weight: n
Initial Setup: A is obliged; the process termination is disabled
Updating Behavior: when EXEC(A) do if (n > 0) then n = n - 1 AND PEND-

ING(A) else remove AtLeast(A,n)
AtMost(A,n)
Description: An activity A must be executed at most n times
Initial Weight: n
Initial Setup: A, B, and the process termination are enabled
Updating Behavior: when EXEC(A) do if (n > 1) then n = n - 1 else BLOCK(A)

Table 5.1 REFlex rules

5.1.4.1 Example 1

Figure 5.10 presents an example of a REFlex graph. It is important to emphasize that the state
of the graph changes during the process execution. Therefore, the current state of the graph is
related to a specific moment in the execution. In this example, there are two activities A and
B. In the current moment, activity A is disabled while the activity B is enabled. Between these
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Condec Rules Description Reflex Rules
Existential Rules
init(A) All activities but A are dis-

abled until the execution of
A.

For all activi-
ties (ai) except A,
TemporaryBlocking(A,ai)

existence(A, n) A is obliged until it is exe-
cuted n times.

AtLeast(A,n)

absence(A, n) After n�1 executions of A, it
cannot be executed anymore.

AtMost(A,n�1)

exactly(A, n) A must be executed exactly n
times in a process instance.

AtLeast(A,n) and
AtMost(A,n)

Relational Rules
response(A, B) After the execution of A, B is

obliged.
Obligation(A,B)

precedence(A, B) While A is not executed, B is
disabled.

TemporaryBlocking(A,B)

succession(A, B) After the execution of A, B
is obliged, but it is disabled
while A is not executed.

TemporaryBlocking(A,B)
and Obligation(A,B)

coexistence(A, B) A and B are either both exe-
cuted or not executed at all.

TemporaryObligation(A,B)
and
TemporaryObligation(B,A)

responded ex-
istence(A, B)

If A is ever executed, B must
be executed.

TemporaryObligation(A,B)

Negation Rules
not response(A, B) After the execution of A, B

cannot be executed.
Blocking(A,B)

not coexistence(A,
B)

A and B cannot be both exe-
cuted in the same process in-
stance.

Blocking(A,B) and
Blocking(B,A)

Table 5.2 ConDec templates x REFlex rules.

two activities, only B is a pending activity, and while it remains in the pending activities set,
the execution of this process instance cannot be concluded.

These activities’ behaviors are constrained by two REFlex rules: At most(A, 4) and Obli-
gation(A, B). The At most(A, 4) defines that the activity A only can be executed 4 times. For
this purpose, this arc weight is decremented every time A is executed and when it reaches 0,
activity A is blocked. In other words, A will be blocked after its forth execution. On the other
hand, Obligation(A, B) defines the relation between A and B. This relation guarantee that B is
set obliged every time A is executed. As this arcs has no pre-defined existence condition that
verifies its weight, it is zero.
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B"A"

E(A)%=%FALSE%
BLOCKED(A)%=%FALSE%

W(X)%=%4%

E(B)%=%TRUE%
BLOCKED(B)%=%FALSE%

PENDING"ACTIVITIES:%
[B]%

X

Y

W(Y)%=%0%

Figure 5.10 Nodes and Arcs Properties

5.1.4.2 Example 2

Example 2 consists in an example of declarative process modeled in our graph-based approach
and a description of its execution mechanism. We use a process that doctors should adopt in
a hospital emergency. This is a declarative process expressed using activities and rules. It has
five activities: evaluate patient; discharge patient; order laboratory tests; analyze laboratory
tests; and medicate patient.

These activities execution has some constraints. The doctor can discharge, medicate, or
order some laboratory tests to the patient before evaluating him. After discharging the patient,
the doctor can neither medicate her nor order laboratory tests. If he orders laboratory tests, he
have to analyze them after, but never before.

This process was mapped into the following business rules:

1. Temporary Blocking (evaluate patient, discharge patient);

2. Temporary Blocking (evaluate patient, order laboratory tests);

3. Temporary Blocking (evaluate patient, medicate patient);

4. Blocking (discharge patient, order laboratory tests);

5. Blocking (discharge patient, medicate patient);

6. Obligation (order laboratory tests, analyze laboratory tests);

7. Temporary Blocking (order laboratory tests, analyze laboratory tests);

The compiled graph resulting from this business process is presented in Figure 5.11. This
is how our engine represent a declarative process. The number in the arcs identifies the rules
enumerated above.
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Figure 5.11 REFlex example

During execution, this graph will be updated according to the activities execution. For
example, as soon as process execution starts, only the evaluate patient activity is enabled to the
user (see Figure 5.12(a)) due to the rules 1, 2, 3, and 7. When it is executed, the arcs 1, 2, and
3 are removed and then, the activities discharge patient, order laboratory tests, and medicate
patient are enabled (see Figure 5.12(b)).

Besides that, the user is not allowed to conclude the process execution while there are pend-
ing activities. Thus, if the user executed activity ’order laboratory tests’, the activity ’analyze
laboratory tests results’ is obliged. In this case, the end of the execution is only enabled after
the user executes ’analyze laboratory tests results’.

5.2 Liveness-Enforcing Mechanism

The definition of these six arcs is not enough to guarantee that the user will always execute
the process properly. A deadlock situation may occur, when an activity is both obliged and
blocked, making the termination of the process impossible. To tackle this problem, we devel-
oped a liveness-enforcing mechanism, by which REFlex can ensure the proper termination of
all instances of the process. This idea is also applied to the end of the execution, activities that
are pending cannot be blocked.

An important feature of the graph approach proposed in this work is that we can identify
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Figure 5.12 Status of REFlex graph representation

possible deadlocks through the analysis of the graph structure. For identifying a deadlock, we
look for interrelated edges such that an arc that can oblige an activity (Obligation, Tempo-
raryObligation, or AtLeast) and an edge that can block or disable the same activity (Blocking,
TemporaryBlocking, or AtMost). Based on this principle, we can identify all possible situations
in which an activity can become deadlocked. These situations are illustrated in Figure 5.13. We
describe below each one of these situations:

• Type 1: If both activities a and c are executed, the activity b will be obliged and blocked
at the same time.

• Type 2: Same idea of the previous one: if both activities a and c are executed before b
be executed, the activity b will be obliged and blocked at the same time.

• Type 3: If activity c is executed before b be executed twice, the activity b will be blocked
and obliged at the same time.

• Type 4: If activity a is executed, the activity a will be obliged and disabled at the same
time. If for some reason, the activity c is blocked, the activity b is also blocked. So, it
can become obliged and blocked at the same time.

• Type 5: Same idea of previous one: if activity a is executed before c, the activity a will
be obliged and disabled at the same time. If for some reason, the activity c is blocked,
the activity b is also blocked. So, it can become obliged and blocked at the same time.

• Type 6: If activity c is blocked before b be executed twice, the activity b will be blocked
and obliged at the same time.
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• Type 7: If activity b is executed twice before a be executed, the activity b will be blocked.
Then, if a is executed, b is blocked and obliged.

• Type 8: If activity a is executed once, b is then obliged. When b is executed, it is not
obliged anymore, but it is blocked. However, a has to be executed again since it has an
at least arc. When a is executed once more, b is then obliged and blocked.

a b c

(a) Type 1

a b c

(b) Type 2

b c

N = 2

(c) Type 3

a b c

(d) Type 4

a b c

(e) Type 5

b c

N = 2

(f) Type 6

a b

N = 2

(g) Type 7

a b

N = 1N = 2

(h) Type 8

Figure 5.13 All graph representations for a deadlock.

The only combination that is not presented as a deadlock type is a Temporary Obliga-
tion(A,B) with an At Most(B). As when B is executed, the Temporary Obligation is removed
and to block B, B needs to be executed, this situation does not represent a deadlock, once B will
not be obliged and blocked at the same time.

To guarantee deadlock freedom, i.e., that the process instance never reaches a deadlock
state, REFlex inserts liveness-enforcing rules to the model. The objective of these rules is to
disable execution paths that would certainly result in a deadlock in a future step of execution.

As an example, consider a process with three activities (A, B, C) and two rules: Obli-
gation(A, B) and Blocking(C, B), which corresponds to Type 1, displayed in Figure 5.13(a).
Clearly, after the execution of A, the activity C cannot be executed until B is executed. This
is because if C executes between A and B it would make activity B both obliged and blocked,
which configures a deadlock. A similar situation occurs if A executes after C. Indeed, A can
never execute after C in such a process.

5.2.1 Liveness-enforcing inferences

The idea behind the liveness-enforcing algorithm is to avoid all situations that cause an activity
to be simultaneously blocked and obliged; to avoid a deadlock state. To accomplish that, the
model is analyzed statically and the engine (transparently) inserts new inferred rules that are
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specific to control such situations and that does not alter the sense of the user’s original model.
The model can only be executed after applying the algorithm to analyze the model and insert
the rules to remove deadlock threats.

5.2.1.1 Blocking Propagation Adjustment

The purpose of this adjustment is to propagate the blocked activities. If an activity X is blocked,
all the activities whose execution will cause X to be obliged in a future moment cannot be
executed either. Otherwise, X would be obliged when it is already blocked, causing a deadlock.

Note that this adjustment applies to the deadlock types presented in Type 1, 2, 7 and 8. (See
figures 5.13(a), 5.13(b), 5.13(g), and 5.13(h)).

If an activity C blocks another activity B, it also blocks the set of activities that have an
obligation arc to B. So, following this example, if the execution of an activity A obliges B, A
cannot be executed once B is blocked.

In order to guarantee that these activities will be blocked, we add a new blocking arc from
C to A. This arc guarantee that when B is blocked, all the activities that can oblige it are also
blocked. Figure 5.14 depicts this enforcement rule. The gray edge corresponds to the liveness-
enforcing rule added to Type 1 structures.

a bb c

Figure 5.14 Example of Blocking Propagation Adjustment

This new arc added to the model is dependent on the related arcs. Its existence condition
is defined as the logical conjunction of the conditions that define the existence of both the
obligation and the blocking arcs related. Besides that, in the case when arc that blocks is an at
most arc (Figures 5.13(g) and 5.13(h)), the new rule only exists, if the at most arc weight is 1.

This way, in Type 2, the existence the added liveness-enforcing rule is conditioned to the
existence of the temporary obligation rule and the blocking rule. As long as the temporary
obligation is accomplished and removed, this new arc will not exist anymore.

Following the same idea, in Types 7 and 8, the liveness-enforcing rule only exist if both
the obligation and at most arc exist. However, an at most arc only blocks an activity when
its weight is 0. Because of this, the existence condition of the liveness-enforcing rule is if the
obligation arc exist, the at most arc exist and its weight is 0.

One can note that this verification is recursive. As it adds new blocking arcs, it adds new
arcs to be checked. It is applicable not only for activity A in the example, but for all activities
in the transitive closure function for response rules. So, in Figure 5.14, for each the activities
D that can oblige A, a new blocking arc from C to D will be inserted and so on.
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5.2.1.2 Enabling Obliged Adjustment

This adjustment disables activities that would block other activities that are already obliged.
While an activity X is obliged, all the activities which execution set X blocked cannot be ex-
ecuted. Otherwise, X would be obliged and blocked at the same time. However, after the
execution of activity X, it implies that X is not obliged anymore and the activities that block it
can then be enabled.

In summary, it determines that if an activity is obliged, all activities which execution can
block it are disabled while it is not executed. When this activity is executed, it is not obliged
anymore, hence all activities that block it are enabled again. Note that this adjustment is applied
for the deadlock cases presented in Type 1, 2, 3, 7 and 8. (See figures 5.13(a), 5.13(b), 5.13(c),
5.13(g), and 5.13(h)).

For example, suppose an activity A that obliges another activity B and an activity C that
blocks A. While A is obliged, C should be disabled. Otherwise, if C is executed, B will be
obliged and blocked. In order to guarantee that activities like C are disabled, we initially added
a new verification to the Enabled function.

E(A) = @r,S : r = (S,A,TEMPORARY_BLOCKING,WI,C)^ (C is TRUE)

^

@r2,T2 : r2 = (A,T2,BLOCKING,WI2,C2)^PENDING(T2)^ (C2 is TRUE)

However, in Type 7 and 8 the condition is more complex. When the weight of the at most ar
reaches 0, we have to guarantee that activities that can oblige it will not be executed anymore.
So, before it reaches 0, REFlex has to verify if a pending activity can oblige it. Because of
this, if the weight of the at most rule is 1, B remains disabled while the activity that obliges it
remains pending. So, we added another verification to the Enabled function. The final version
of the enabled function is:

E(A) = @r,S : r = (S,A,TEMPORARY_BLOCKING,WI,C)^ (C is TRUE)
^

@r2,T2 : r2 = (A,T2,BLOCKING,WI2,C2)^PENDING(T2)^ (C2 is TRUE)
^

@r3 : r3 = (A,A,AT_MOST,WI3,C3)^ (C3 is TRUE))
^

@r4,S4 : r4 = (S4,A,OBLIGATION,WI4,C4)^W (r3) = 1^PENDING(S4)^ (C4 is TRUE)
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5.2.1.3 Enabling Pre-Conditions Adjustment

The purpose of this adjustment is to guarantee that the preconditions of an obliged activities
will be accomplished. Thus, it sets obliged the activities that are disabling other activities that
are obliged. If an activity X is obliged, all the activities that are preconditions to its execution
have to be executed. Otherwise, X would never be enabled.

Hence, Enabling Pre-Conditions Adjustment says that, in order to make sure that the pro-
cess execution can finish, if an activity is obliged, all its precedent activities are also obliged.
Note that this adjustment is valid for the deadlock cases presented in Types 4, 5, and 6. (See fig-
ures 5.13(d), 5.13(e), and 5.13(f)). However this adjustment is split into two different solutions:
one to the Types 4 and 5 and other specific to Type 6.

In the Types 4 and 5, if B is obliged, activity C has to be executed in order to remove the
temporary blocking and allow the execution of B. To do so, we add a new temporary obligation
arc from activities that oblige B to C. This arc guarantee that all the activities that can set B
obliged will also guarantee that C will be executed at least once. Figure 5.15 presents this
example. The gray edge is the liveness-enforcing rule added to Type 4.

a bb c

Figure 5.15 Example of Enabling Pre-Conditions Adjustment

This temporary obligation arc is conditioned to the existence of the related arcs. Thus, it
only exists when both the temporary blocking arc and the obligation arc exist.

However, this solution does not solve the Type 6. Different from the other types, the activity
B is obliged since the beginning of the process execution if the at least arc exists. Therefore,
we need to guarantee that as soon as B is obliged, C is also obliged. To do so, we add a new At
least(C,1) arc where its existence is conditioned to the existence of the At least arc in B. This
ensures that C will be executed at least once during the instance and B will be then enabled to
be executed. Figure 5.16 presents this example and the gray edge is the liveness-enforcing rule
added to Type 6.

Figure 5.16 Enabling Pre-Conditions Adjustment Applied to Deadlock Type 6
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5.2.2 Inferred Rules

The liveness enforcement algorithm analyzes the structure of the graph to decide about which
arcs should be added to the model. The problem with this approach is that there are some
indirect relationships between the activities that are not directly expressed by its arcs. However,
it is possible to infer these relationships and add arcs to the model to express them explicitly,
without changing the original behavior of the process. The addition of these inferred arcs makes
it possible for the liveness enforcement algorithm to find and eliminate all eventual situations
of deadlock.

5.2.2.1 Inference 1

This inference identifies the situation of an activity that can never be enabled because one of
its pre-conditions is blocked. Since it can never be enabled in the process instance, it is also
blocked when any of its pre-conditions is blocked. Inference 1 ensures that activities that will
never be enabled will not be obliged either.

For example, suppose there is a temporary blocking arc from an activity B to another activity
A. If B is blocked, activity A will never be enabled. To avoid this situation, we add a new
blocking arc from activities that block B to A. This arc guarantee that all the activities that can
set B blocked will also set A blocked. Figure 5.17 presents this example.

a b c

Figure 5.17 An example of Inference 1

The addition of this arc enables the liveness-enforcement algorithm to compute all the im-
plications of this situation. If an activity X is blocked, all the activities that have X as a precon-
dition must be blocked.

This new arc is conditioned to the existence of the related arcs. Thus, it only exists when
both the temporary blocking arc and the blocking arc exist. If B is executed, the temporary
blocking will be removed. Then, the blocking arc added to the graph will also be dismissed.

5.2.2.2 Inference 2

Inference 2 is responsible for identifying the propagation of obliged activities. If an activity is
obliged, it is known that this activity has to be executed until the end of the process instance
execution. Still, if this activity execution will oblige other activities, they have to be executed
as well. Therefore, obligation arcs are a transitive relation.
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For example, suppose activity A obliges activity B, and activity B obliges activity C. When
activity A is executed, activity B is obliged. Sooner or later, C will also be obliged, since B
needs to be executed. In this situation, C can also be marked as pending immediately after A is
executed. In order to guarantee this transitive relation, a new obligation arc from activity A to
activity C is inserted in the graph.

Figure 5.18 presents this example. This new arc is conditioned to the existence of the related
arcs. Thus, it only exists while both obligation arcs exist.

A B C

Figure 5.18 An example of Inference 2

5.3 Data-Aware Rules

Up to this point, we have not said much about the use of user-defined existence conditions
in rules. However, these conditions are of essential importance to model complete business
processes. This section describes the use of process data to define the existence conditions of
rules.

There are rules that only make sense if some specific situation is reached. For example,
an activity review budget may be required only if the current expenses exceeded the estimated
budget. Moreover, there are activities whose execution result may drive the process execution
to different paths. For example, suppose an activity analyze proposal. The result of this activity
is a decision about the proposal, saying whether it is either accepted or denied. This information
may be essential to the evaluation of the rules from this moment on. For instance, suppose some
activities are only obliged if the proposal was accepted. The rules need to access this activity
result to properly handle it.

In BPMN, this kind of decision is expressed by the gateways. They are responsible for
evaluating a specific condition and determine the path(s) that will be followed by the user. For
example, an exclusive gateway can evaluate if the proposal was approved and, based on that,
lead the execution of a specific path. However, the other paths are completely blocked.

REFlex allows rules to be activated or deactivated during the process execution. Depend-
ing on the results of the activities already executed, the rules can be dynamically inserted or
removed from the process model. Therefore, the process becomes context-dependent and even
more flexible since the model changes during the execution according to the user choices and
outputs of activities.

For this purpose, the semantics of REFlex supports data-dependent rules through the use of
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existence conditions. These rules are applied only if certain conditions hold. Such data-aware
support provide unprecedented expressive power to declarative business processes. Few en-
gines today are able to model this type of constraints 63. Yet, data-dependent rules are ubiquous.
It is difficult to model large, realistic declarative processes without data-dependencies.

Data-dependent rules are constructed following the pattern:

IF predicate THEN rule (...)

Some example of data-dependent rules are:

1. A) A refund for expenses cannot be sent after the grant is cancelled, unless the expenses
are prior to the cancellation date

IF date of expenses > date of cancellation
THEN not after (’cancel grant’, ’send refund’)

2. B) If a rented car is returned after the expected return date, a charge must be issued

IF return date > expected return date
THEN response (’return car’, ’issue charge’)

Graphically, a data-dependent rule is represented by an arc that has an inscription attached.
The inscription corresponds to the predicate that is the condition for the rule. The pictures
below present the graphical representation to the examples described above.

CANCEL&
GRANT&

SEND&
REFUND&

date&of&expenses&>&date&of&cancella;on&

Figure 5.19 Graphical representation for data-dependent rule A

Figure 5.20 Graphical representation for data-dependent rule B

Liveness-enforcement is a challenge for data-dependent rules. The reason is that it is not
always possible to foresee which rules will be activated at runtime. For example, let us assume
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we have a data-dependent response (A, B) and a regular not after (C, B) equivalent to a Type 1
deadlock.. In the moment that A is obliged, if the response rule is active, the engine disables C
until A and B execute. However, if the response rule is not active at this moment, it is ignored.
So the engine lets the user execute C, which blocks B. Suppose that, after the execution of
C, the conditions for activating the response are met. Now we have a situation that leads to a
deadlock, once the execution of A will oblige activity B, which is currently blocked.

The problem just described can be solved if we restrict the action of activity C over the
variables of the process. Once C blocks an activity, we can not allow that the execution of C
itself creates conditions to oblige that activity.

We restrict the variables that can be affected by certain activities of the process, according
to the following instructions:

An activity A is not allowed to change the value of a process variable x if, for any activity
B:

1. the process contains a rule not after (A, B) and

(a) there is one or more conditional rules in the process that depend on x;

(b) the rules that are conditioned to x affect whether B is possibly obliged or not in a
process instance.

2. or the process contains a rule at most(A, 1) and

(a) the rules which existence depends on the evaluation of x affect whether it might set
A as obliged or not in a process instance.

The modeler is responsible for assuring the process’s conformance to these data restrictions.
With such an approach, we guarantee that, if an activity A blocks another activity B in

the process, the latter will never be obliged in the future. If B is obliged before A, the liveness-
enforcing rules already inserted into the model will prevent B from executing while A is obliged.
The liveness-enforcing rules will also guarantee that no activity will ever oblige B after it has
been blocked.

5.4 Concluding Remarks

This chapter introduced REFlex rule engine module. REFlex is the engine proposed by this
work. The rule engine module is responsible for validating the business rules in order to guar-
antee that all of them will be respected until the end of the execution and the user will properly
execute the process instance.

REflex is a graph-based rule engine. Its semantic and rule types were presented in this
chapter. Besides that, this chapter introduced the liveness-enforcement mechanism that ensures
the user will no achieve a deadlock state. Furthermore, rules that depend on data evaluation are
supported by REFlex and this chpater showed how they work.



CHAPTER 6

REFlex Orchestrator

In most business processes, there are several opportunities for the automation of tasks through
the use of Web services. For example, we may want to query a database for product or customer
information, to schedule an appointment into an on-line calendar, or perhaps to register an
authorization for a new employee. We may want to be able to request an operation from a Web
service, send our process’ data to it, and use the data from its response in other activities of the
process.

In the absence of solutions to execute declarative business processes through Web services
composition, we propose the REFlex orchestrator module. This module connects the activities
of a declarative business process to external Web services, allowing the execution of tasks that
involve automatic computation. As a result, the users are able to compose services at runtime in
a flexible way, while the system ensures obedience to the set of business rules that defines the
process. 78. This chapter presents our declarative orchestration mechanism and the architecture
of our solution.

We propose a technological solution to integrate declarative processes and SOC concepts.
Our complete solution is composed by the REFlex rule engine and REFlex orchestrator mod-
ules. As it executes declarative processes, if the business rules do not prohibit the execution
of an activity, it is enabled. Then, the user can choose one of the enabled activities (service
operation) to execute, generating a state transition. The service is then invoked. The REflex
rule engine is responsible for evaluating the process rules and then determine the set of enabled
transition in the next state.

6.1 Process Definition

This sections explains how the user can define the declarative business process to be executed
by REFlex.

We have defined a graph-based notation to specify declarative business processes in REFlex.
This notation, however, is not sufficient to define the complex structures that appear when
we approach Web service orchestration (such as interfaces and URLs). For this reason, we
propose a XML-based language that is capable of representing both the structure of the process
(a REFlex graph) and the metadata associated to this structure (data types and Web service
connections). The user should describe the business process trough this language. The XML
in 6.1 presents an example of a process definition using this language.

Within this XML, REFlex allows the user to set up variables and service bindings. Variables
represent the data that is associated with the process instance. These variables may be global

77
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(accessible in the entire process) or local (accessible in the scope of a single activity). The
user can define any number of variables for a process. Currently, the data types supported
by REFlex are int, float, double, String, boolean and list (an array of elements of any of the
primitive types).

Service bindings, in turn, enable the linkage between an activity in the process and an
external Web service. A service binding describes which Web service is linked to the activity,
the location of its WSDL interface, and the binding, port type, and operation that should be
called when the user wants to execute the activity.

Once activities and variables are defined, the user can define the relation between them: the
business rules. The user can define any number of rules for a process. These rules defined in
the XML will be verified during the process execution by the REFlex rule engine. Thus, they
correspond to an XML representation of the REFlex graph.

The main tag process encloses all the necessary information to the process execution. All
process definitions contain the definition of activities, rules, and data. The tags activities, rules
and globalData are used with this purpose.

The globalData tag contains the list of global variables. These variables are public. Any
activity in the process can access and modify their values during its execution. A variable tag
contains three attributes: name, type, and initialValue. The name and type are required and
refer to the variable name and variable data type respectively. The initialValue is optional and
indicates the variable’s initial value. If it is not defined, the variable is initialized with the
default value for its in the Java language.

The activities tag contains a list of activities. Each one has only one attribute, that defines
its name, and three properties: serviceBinding, dataInputBinding, and dataOutputBinding. The
serviceBinding tag includes all the necessary information to associate this activity execution
with a service invocation. Such information is described through four attributes: operation,
wsdlUrl, portType, and binding. The wsdlUrl informs the URL where the WSDL can be ac-
cessed from; operation is the service’s operation name; and portType and binding determine
which portType and binding defined in the WSDL will be used.

The dataInputBinding specifies the variable binds required for each type of operation. Each
operation input must be a value associated through a variableBinding. Thereunto, the vari-
ableBinding has four attributes: variableName, global, type, and expression. VariableName
indicates the variable’s name. The global attribute is a boolean value used to distinguish global
and local variables. If the value is true, the global variable denoted in variableName will be
selected. Otherwise, a local variable is created with type denoted through the attribute type.
The attribute expression denotes an XPATH expression. It defines the operation’s parameter
the variableBinding refers to. It works for simple or complex types and refers to the SOAP
request message of this operation.

The orchestrator automatically creates a SOAP message which includes the current value
of the referred variables, if they are global. However, when a local variable is used, the user
must provide the value for it at the moment of the execution of the activity.

This process definition is the user input to the system. Fig. 6.1. presents a diagram with all
the elements.

The dataOutputBinding is very similar to the dataInputBinding since it has a list of vari-
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Figure 6.1 Elements of a Process Definition XML.

ableBinding. However, dataOutputBinding represents a global variable update through the
operation response. When an operation is invoked, its returned result is captured by a vari-
ableBinding to update global variables. Hence, in an output binding, all the variables are global
and, because of this, the tags global and type are not necessary. Besides that, the expression
attribute refers to an XPATH expression that will be used to select a value from the SOAP
response message. Then, the referred global variable value will be updated to this value.

The rules tag contains a list of rules. The main attribute of a rule is the one responsi-
ble for identifying the rule behavior. So, the mandatory attribute type defines which REFlex
rule template the referred rule follows. The allowed types are: OBLIGATION, BLOCKING,
TEMPORARY_OBLIGATION, TEMPORARY_BLOCKING, AT_LEAST, and AT_MOST. Besides the
template, the activities which execution is constrained by the rules have also to be defined. So,
the attributes activityA and activityB describes the source and target activities of the REFlex
rules. For the rules that involve only one activity, activityA is enough and activityB does not
need to be declared. Besides, some rules have a property that indicates the quantity called n.
For these rules, the attribute n is required.

In addition, the conditional rules have also to express their condition through the conditon
tag. The rules that do not depend on any data evaluation do not need to define the condition pa-
rameter. The optional condition tag has the following mandatory attributes: type, template and
variable1. The data type of the evaluation is defined by type. The template define the type of
data evaluation that will be done on this condition checking. For example, if the type is numeric
type, i.e., it is an int, float or double, the template can be one of the set EQUALS, GREATERTHAN,
LESSTHAN, GREATER_EQUALS, LESS_EQUALS, DIFFERENT. If the type is boolean, template
can be VALUE, NOT_VALUE. If it is a string, template can be one of the set EQUALS, EMPTY,
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NOT_EMPTY, DIFFERENT. Finally, if it is a list, template can be EQUALS, EMPTY, NOT_EMPTY
or DIFFERENT.

Besides, the variables have to be defined. Each variable relates to a global variable already
defined. If the template is a binary template, variable1 and variable2 must be declared. For
example, EQUALS template requires that two variables are defined so they can be compared.
Otherwise, if the template is unary, only variable1 is required. For example, if a template
VALUE for a boolean is defined, only one variable need to be defined to have its value evalu-
ated.

<process>
<globalData>

<variable name="list" type="STRING_LIST"></variable>
<variable name="outputA" type="INT" initialValue="5"></variable>
<variable name="outputB" type="INT" initialValue="5"></variable>

</globalData>
<activities>

<activity name="activityA">
<serviceBinding operation="operationAName" wsdlUrl="serviceAUrl"

portType="portTypeA" binding="bindingA" />
<dataInputBinding>

<variableBinding variableName="list" global="true"
expression="xpath:/input/list" />

<variableBinding variableName="localVariable" global="false"
type="FLOAT" expression="xpath:/input/test" />

</dataInputBinding>
<dataOutputBinding>

<variableBinding variableName="outputA"
expression="//serviceResponse/return" />

</dataOutputBinding>
</activity>

<activity name="activityB">
<serviceBinding operation="operationBName" wsdlUrl="serviceBUrl"

portType="portTypeB" binding="bindingB" />
<dataInputBinding>

<variableBinding variableName="quantity" global="false"
expression="xpath:/input/list" />

</dataInputBinding>
<dataOutputBinding>

<variableBinding variableName="outputB"
expression="//serviceResponse/return" />

</dataOutputBinding>
</activity>

</activities>
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<rules>
<rule type="OBLIGATION" activityA="activityA"

activityB="activityB"/>
<rule type="AT_LEAST" activityA="activityA" n="2">

<condition template="EQUALS" type="NUMBER"
variable1="outputA" variable2="outputB"/>

</rule>
</rules>

</process>
Code 6.1 Process Definition

6.2 Architecture

The REFlex orchestrator module is to tool that, initially reads the XML defined by the user
and sends the rules to the rule engine so the graph can be compiled. It also manages the
whole business process execution, invoking the web services, composing them and updating
the context data.

Figure 6.2 presents the architecture of the proposed flexible Web-service orchestrator that
handle all the requirements described above .

Process Instance Manager

XML
Parser

Data
Manager

Service
Manager

FLEXIBLE ORCHESTRATOR

Figure 6.2 The architecture of the Web-service orchestrator.

Our orchestrator solution was developed in Java [http://www.oracle.com/technetwork/java]
and contains four main components 79 78:

• XML Parser: responsible for parsing the XML file corresponding to the process defini-
tion. The file is read and converted into Java objects. It builds the graph of the process and
to make it readable by the Process Instance Manager. We employed the Java architecture
for XML Binding (JAXB) to this purpose [https://jaxb.java.net/].

• Data Manager: this component is responsible for managing the process context data. It
stores the global variables and controls their accesses and updates.
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• Service Manager: invokes the service operations. This component is responsible for
all the steps necessary to invoke a Web Service. It creates the SOAP request message
specific to the operation to be invoked, invokes the Web service operation, reads the
SOAP response message returned bu the Web service, and gives the requested results
to the Process Instance Manager every time an activity is chosen to be executed. To
accomplish these purposes, we employed Membrane SOA API []http://www.membrane-
soa.org/soa-model/].

• Process Instance Manager: this is the component that controls the whole flow of a
process instance execution. It is responsible for interacting with the other components
and the user interface. When the execution starts, it interacts to the XML Parser in order
to parse the process definition. After receiving the activities, rules and global variables,
the execution can actually start. First of all, the rules are passed to the rule engine so the
business rules can be compiled into the REFlex graph. After that, the user can choose an
activity to be executed. When the user selects an activity, the Process Instance Manager
requests to the Data Manager the necessary data to the variable bindings and then the
correct bindings are done. In turn, it forwards this information to the Service Manager
and waits for its response. When the Service Manager returns the requested data, the
output bindings are then made. So, it updates the variables stored by the Data Manager.
Besides that, this component interacts with the REFlex rule engine in order to know
which activities are enabled as presented in Section 6.3.

6.3 Overview

This section presents an overview of how the REFlex solution works. It describes how the user
should interact with the orchestrator and how the orchestrator is integrated with REFlex rule
engine. Figure 6.3 shows an overview of the interaction or the orchestrator and the rule engine,
Web services, and users.

As we have already explained, before starting the execution, the user has to define the
process model through a XML file that contains all the necessary information. This file is
parsed into elements readable by REFlex.

Through an user interface, the user can choose the next activity to be executed by the declar-
ative Web-service orchestrator. The user interface shows the enabled activities, the current
states of the global data, and if the process termination is enabled or not.

When the user selects the next activity to be executed, the orchestrator invokes the corre-
sponding service operation. REFlex uses the WSDL interface of the Web service to automat-
ically construct and interpret SOAP messages that are sent/received to/from the Web service.
The variables of the process are filled in the SOAP message body according to the activity’s
data input binding and data output binding. These elements define variable bindings, which
map a variable into an element inside the SOAP body using XPATH expressions. When calling
the Web service, the values of the process’ variables are copied to the SOAP message. Once
the response from the Web service is received, its contents are copied into process’ variables,
according to the variable bindings.
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Figure 6.3 Overview of the proposed Web-service orchestrator.

The process just described is illustrated in Fig. 6.4.
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Figure 6.4 REFlex orchestration process.

After the execution of each activity, the rules need to be checked. To this end, REFLex Web-
service orchestrator interacts with the REFlex rule engine to update the status of the business
rules.

Fig 6.5 depicts how REFlex rule engine communicates with our orchestrator. As REFlex
rule engine knows all the rules, it listens and generates some events expected by the orchestra-
tor module in order to guarantee that all the constraints will be respected by the user. Every
time an activity is executed, the Flexible Orchestrator generates the event DONE(activityName,
data) and sends it to the rule engine. The activtityName represents the activity that was exe-
cuted and the data is the current state of the data stored in the Data Manager after this activity
execution. In order to update the process instance status, the orchestrator expect some events:
ENABLE(activityName), DISABLE(activityName), ENABLE_END(), and DISABLE_END().
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Figure 6.5 Reflex orchestrator and rule engine integration

Hence, REflex is responsible for generating these events for the correct interaction with our
declarative Web service. The events ENABLE(activityName), DISABLE(activityName) update
the value of the function E(A). The user interface is then updated allowing the user interface to
show only the enabled activities to the user.

On the other hand, the events ENABLE_END() and DISABLE_END() informs if the process
instance execution can be concluded. Thus, the user interface can allow the user to conclude
the process instance execution. These events are only sent when this status changes.

6.3.1 Example

This section presents a example that demonstrates the use of REFlex.
A business process of a travel agency is modeled. Common tasks performed by this travel

agency are flight and/or hotel booking. Moreover, currency conversion is often needed for
international trips. These activities compose the Travel Arrangements process.

The agency’s information system offers three Web services whose operations are useful for
the Travel Arrangements process. Table 6.1 details the three services, their operations, and the
input and output parameters of each operation.

The declarative approach is suitable for modeling the Travel Arrangements process. It can
be described by the following rules:

1. It is not possible to book a flight without previously checking its price.

2. If a flight is booked, a payment for this booking is required.

3. If the customer wants to book a flight, its price must be checked at least in two different
airlines.
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Table 6.1 Services details
Operations Input Variables Output Variables

Flight Service

checkFlightPrice from, to, date, airline flightID, price
bookFlight flightID bookID, price
payFlight bookID, value, creditCard confirmation, paymentCode
checkIn bookID, passportNumber, -

email

Hotel Service

checkHotel hotelName, checkInDate, roomsAvailable
checkOutDate

bookHotel hotelName, checkInDate, bookID, bookValue
checkOutDate, persons

payHotelBooking bookID, value, creditCard confirmation, paymentCode
sendVoucher bookID, email -
notifyCostumer email, message -
giveDiscount bookID, discountPercentage finalValue

Currency Service

convertCurrency value, fromCurrency, newCurrency
toCurrency

4. The check-in is only available if the flight payment was confirmed.

5. It is not possible to book a hotel without checking its information before.

6. If a hotel is booked, a payment for this booking is required.

7. If the booking payment was confirmed, then a voucher must be sent to the costumer email.

8. If the booking payment was not confirmed, then the costumer must be notified.

9. A discount must be issued to groups of more than 10 persons that book a hotel.

One can notice that the currency service was not mentioned among the business rules. This
means that the user can choose currency operations at any time while executing the business
process, which characterizes the flexibility provided by declarative processes.

Fig. 6.6 shows how REFlex rule engine represents these rules graphically. Each node is
an activity available in the process. Rules that have any dependency on context data are rep-
resented by arcs annotated with conditions. Thus, rules are activated or not depending on the
context.
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Figure 6.6 Travel Agency REFlex model

To better understand how useful data-aware rules are, note the activities send voucher and
notify costumer are dependent on the result of pay hotel booking. This result can only be
analyzed at run-time. If the business rules were static, it would not be possible to model this
dependency. However, as we propose rules that its existence depends on the we service results,
this behavior can be modeled.

Thus, in this case, there are two response rules that rely on the result of pay hotel booking
activity. Each rule has a condition that expresses what must be checked at run-time. When
this activity is executed, the global data hotelBooked is updated. If the payment is confirmed,
activity send voucher is obliged by the response rule while notify costumer becomes optional.
If the payment is not confirmed, notify costumer is obliged and activity send voucher will be
disabled, due to a precedence on itself.

This example expresses how important is to let the context change the process constraints.
Without data-dependent rules, this behavior would be hard to achieve. Thus, data-aware declar-
ative models are more intuitive and expressive.

After modeling the activities and their relationship, we are able to link activities to their
corresponding Web service operations. The orchestrator uses this information to perform the
service bindings and invoke operations when activities are executed. Code 6.2 presents an
excerpt of the XML definition of our process’ variables and activity bindings. It shows how
the Pay Flight activity is bound to the payFlightBooking operation of the FlightService. This
activity references local variables, whose values are provided by the user prior to its execution.
It also references global variables, which may be set by the user or by other services. For
example the input parameter bookValue is the return of the bookFlight operation.

<process name="TravelProcess">
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<globalData>
<variable name="persons" type="INT"/>
<variable name="flightPaid" type="BOOLEAN"/>
<variable name="flightPaymentCode" type="INT"/>
<variable name="bookID" type="STRING"/>
<variable name="bookValue" type="DOUBLE"/>

<variable name="hotelPaymentCode" type="INT"/>
<variable name="hotelBooked" type="INT"/>
...
</globalData>
<activities>
...
<activity name="Book Flight">

<serviceBinding operation="bookFlight"
wsdlUrl="http://...FlightService?wsdl"
portType="FlightServicePortType"
binding="FlightServiceSOAP11Binding"/>
<dataInputBinding>

<variableBinding variableName="flightID"
global="false"

type="STRING" expression="xpath:/bookFlight/ID"/>
</dataInputBinding>
<dataOutputBinding>

<variableBinding variableName="bookID"
expression="//bookFlight/result/bookID"/>
<variableBinding variableName="bookValue"
expression="//bookFlight/result/price"/>

</dataOutputBinding>
</activity>
<activity name="Pay Flight">

<serviceBinding operation="payFlightBooking"
wsdlUrl="http://...FlightService?wsdl"
portType="FlightServicePortType"
binding="FlightServiceSOAP11Binding"/>
<dataInputBinding>

<variableBinding variableName="bookID" global="true"
expression="xpath:/payFB/bookID"/>
<variableBinding variableName="bookValue"

global="true"
expression="xpath:/payFB/value"/>
<variableBinding variableName="creditCard"

global="false"
type="STRING"
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expression="xpath:/payFB/creditCard"/>
</dataInputBinding>
<dataOutputBinding>

<variableBinding variableName="flightPaid"
expression="//payFB/result/confirmation"/>
<variableBinding variableName="flightPaymentCode"
expression="//payFB/result/paymentCode"/>

</dataOutputBinding>
</activity>
<activity name="Check In">

<serviceBinding operation="checkIn"
wsdlUrl="http://...FlightService?wsdl"
portType="FlightServicePortType"
binding="FlightServiceSOAP11Binding"/>
<dataInputBinding>

<variableBinding variableName="bookID" global="true"
expression="xpath:/checkin/bookID"/>
<variableBinding variableName="passportNumber"

global="false"
type="STRING"

expression="xpath:/checkin/passportNumber"/>
<variableBinding variableName="email" global="false"
type="STRING" expression="xpath:/checkin/email"/>

</dataInputBinding>
</activity>
...
</activities>
<rules>

...
<rule type="OBLIGATION" activityA="Book Flight"

activityB="Pay Flight"/>
<rule type="TEMPORARY_BLOCKING" activityA="CheckIn"

activityB="CheckIn">
<condition template="NOT_VALUE" type="BOOL"

variable1="flightPaid"/>
</rule>
...

</rules>
</process>

Code 6.2 Travel Agency Process Definition
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6.4 Concluding Remarks

This chapter presented REFlex orchestrator module. Besides the rule engine, REFlex is inte-
grated with a flexible orchestrator, filling the gap between SOC and declarative processes. With
this integration, declarative processes can be executed through Web services invocation. This
is a feature not presented in the declarative process related work.

In REFlex, the business process is by an XML detailed in 6.1. This chapter showed the
overview of the orchestrator’s features and explained how it is integrated to the rule engine.
Besides that, REFLEx orchestrator architecture was presented and an example was provided.



CHAPTER 7

Evaluation

The goal of this work is to propose a rule engine able to properly execute declarative process
in practical, large-scale scenarios. This requires (a) memory efficiency, i.e., the engine does
not need to generate all the possible execution paths and (b) the engine guarantees the correct
termination of the process, i.e., it does not allow the user to perform flows that can lead the
execution to a deadlock state.

In Section 4.2, we presented some related work to declarative processes modeling and ex-
ecution. Although some works have deadlock freedom mechanisms, they are not memory
efficient. An example of this case is Declare. Declare does not allow the user to execute paths
that can reach a deadlock. However, to guarantee that, it generates an automaton that represents
all possible paths of execution. This approach leads to the well-known state space explosion
problem. On the other hand, there are works that are memory efficient.This is the case of the
DCR graphs approach, which similar to out solution, represent the current state in a graph.
Nevertheless, it does not avoid deadlocks and allow the user to execute prohibited paths.

In this chapter, we present some evaluations to the proposed work. REFLex is the only solu-
tion that has both memory efficiency and deadlock freedom. To validate this, firstly we present
some experiments that we performed in order to validate the correctness of the rule engine.
Secondly, we present a complexity analysis to compare the memory used by our engine with
LTL-based approach (Declare). Finally, we validate the effectiveness of our deadlock freedom
mechanism through comparing REFlex to other solution that does not have any mechanism to
avoid deadlock situations.

7.1 Experiments

The goal of this section is to describe the experiments conducted to verify the correctness of
our rule engine. To this end, we employed the Declare Analyzer 67, a ProM 80 plug-in that is
able to measure the conformance of process execution logs to a set of business rules provided.
The output of the Declare Analyzer is the healthiness metric.

The healthiness metric is a real number ranging from zero to one that indicates the extent
to which the logs obey the business rules, where zero means ‘not conformant’ and one means
‘fully conformant’. It is calculated based on four characteristics of the log:

• The activation factor represents the sparsity of events that can be part of a rule violation
trigger.

• The fulfillment factor indicates the ratio of executed activities that fulfill obligations im-

90
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posed by the business rules at the time of their execution.

• The violation factor indicates the ratio of executed activities that violate some rule at the
time of their execution.

• The conflict factor represents the ratio of executed activities that may violate or not the
business rules.

Firstly, we chose 15 (fifteen) business process examples and described each one using Con-
Dec language manually. Each business process has a number of activities varying from five to
fifteen activities and the number of rules varying between five and thirty rules. Each business
process was also manually modeled in DECLARE to obtain the XML file that represents the
business process and that is one entry of Declare Analyzer.

The rest of the experiments was divided into three steps and was done for each business
process chosen:

1. In the first step, we ran the compiler and we obtained the graph corresponding to the
business process. This step includes the addition of all liveness-enforcing rules;

2. After that, we ran a simulator (created only for the experiments) and the simulator gener-
ated an MXML file with 50 (fifty) logs of execution for the business process. The MXML
file generated follows the standard of log files for ProM;

3. Finally, we ran Declare Analyzer informing the XML file created using Declare to de-
scribe the rules of the process and the MXML file that contains all logs generated by the
simulator of the REFlex engine.

The simulator created for the experiments randomly chooses and executes activities instead
of having a user choosing them. For each execution step, the simulator is informed about
the enabled activities. The simulator is also informed when the process termination becomes
enabled. The simulator, then, chooses an activity randomly, following a uniform distribution,
which means that each activity has the same probability to be chosen. The process termination,
if enabled, is also considered by the simulator as an activity and has the same probability to be
chosen than any other activity.

This process is repeated until the process termination is chosen by the simulator. This
process characterizes one log of execution. Hence, the simulator returns to the initial status
of the business process (as if it had just been compiled) and repeats the process of choosing
activities to obtain the next log of execution. When the simulator obtains the 50 required logs,
the simulator stops running.

The healthiness of all models of these experiments was computed by the Declare Analyzer
to be one, which means that all logs are in perfect agreement with the business rules of the
corresponding Declare model. The results demonstrated that the engine correctly implements
the REFlex semantics and also that REFlex can reproduce the semantics of Declare models.
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7.2 Memory Efficiency

In this section we analyze the memory requirements of our algorithm comparing it against the
LTL-based approach to prove that REFlex is more efficient.

Space complexity of an algorithm is defined in terms of what limits the number of tape cells
a Turing Machine (TM) needs to use during its computation. Definition 11 presents the formal
definition of deterministic space bounded computation 81.

Definition 11 (Space-bounded computation 81). Let S : N ! N, s 2 S, and L ✓ {0,1}⇤. We
say that L 2 SPACE(s(n)) if there is a constant c and a TM M deciding L such that at most
c⇥ s(n) locations on M’s work tapes (excluding input tape) are ever visited by M’s head during
its computation on every input of length n.

Consider a TM with two tapes (a read-only input tape and a read/write work tape). On the
read-only tape the input head can read symbols but cannot change them. The work tape may
be read and written in the usual way. In this kind of TM, only cells of work tape contribute to
the space complexity 82.

A complexity class is a set of problems of related complexity defined by factors such as:
(i) the model of computation; and (ii) the resources that are being bounded. L is the class of
problems that are decidable in logarithmic space on a deterministic Turing machine 82. In other
words, L = SPACE(log n).

Logarithm space is just large enough to solve a number of interesting computational prob-
lems, and it has attractive mathematical properties such as robustness even when machine
model and input encoding method change. Pointers into the input may be represented in loga-
rithmic space, so one way to think about the power of log space algorithms is to consider the
power of a fixed number of input pointers.

In our case, the input tape stores all activities and rules of a process. Let us say that this
requires n cells. Looking at the declarative problem defined in Section 5.1, the work tape is
used to store: (i) the set of pending activities; (ii) the set of blocked activities; (iii) for each
rule, its weight; and (iv) the instance data. As the sets of blocked and pending activities are
disjoint, the union of these sets has size always equal or less then the number of activities.
Hence, the amount of data stored in the work tape is always smaller then the input tape. Rules
require more than a single cell to be stored in the input tape, and, on the other hand, they require
only one cell in the work tape. Figure 7.1 shows a representation of the TM that represents our
approach. We consider that the existential counters are limited to a number less than infinite,
so they can fit in a single cell if we use a sufficiently large tape alphabet.

Once the size of the work tape is always less than the input n, our algorithm is in the L
complexity class.

Comparing to the LTL approach, it is known that the complexity of model checking for
LTL is in PSPACE complexity class 83. PSPACE is the class of problems that are decidable
in polynomial space on a deterministic TM. This is due to the state space explosion problem.
As our approach does not share this problem, the problem is decidable in logarithmic space
(SPACE(log n)).
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Figure 7.1 Space bounded computation for the proposed approach.

7.3 Guarantee of Termination

This section aims to prove the necessity of the adjustments and inferences presented in Sec-
tion 5.2. Besides the memory improvement if compared with our related solutions, we imple-
mented the inferences to guarantee that the model will be correctly executed without increase
the storage necessity. The inferences guarantee that the process will be properly executed and
concluded.

To demonstrate the necessity for these inferences, we present two examples of situation
where the execution may be incorrect if the engine does not support liveness-enforcement. We
model each example in REFlex and compare with an equivalent model in DCR Graphs 61. DCR
Graphs is also a graph-based engine and does not present the state space explosion problem as
the LTL-based approaches. However, different from REFlex, it does not have any kind of
mechanism that guarantees a correct execution of declarative process.

Before comparing with DCR Graph, it is necessary to get to know the graphic representation
of its graphs. During this process execution, DCR Graph mark the activities states as follow:

• Dashed activities: activities that are removed from the process. They can not be executed
anymore.

• green V symbol: activities that were already executed at least once during this process
instance execution.

• red ! symbol: activities that are pending and should be executed before the process in-
stance is concluded.

• red ↵ symbol: activities that are disabled and can not be executed at the moment.



7.3 GUARANTEE OF TERMINATION 94

7.3.1 Case 1: Deadlock

Case 1 shows an example where DCR graphs let the execution reach a deadlock state. It means
that, using this tool, the user can face situations where activities are both pending and blocked.
Because of this, the process can not be concluded in total conformance to the business rules.

Suppose a business process that handled the resources management of a project. One of the
rules states that every time a new resource is acquired, a payment has to be done. Besides that,
if the project is closed, no payments can be performed anymore. Figure 7.2 presents these two
rules modeled in DCR Graph.

Figure 7.2 Case 1 in DCR Graph

The arc between the activities Acquire resource and Perform payment represents a rule
similar to our Obligation rule. When Acquire resource is executed, Perform payment is marked
as a pending activity. The arc connecting Close project and Perform payment is similar to our
Blocking rule. If Close project is executed, Perform payment is removed from the process. The
symbol % represents this behavior in this tool.

However, DCR Graph does not verify if both Acquire resource and Close project are exe-
cuted and Perform payment becomes an pending activity that was removed from the graph.

Figure 7.3 shows a deadlock state in a running instance of a DCR Graph. As one can notice,
Acquire resource and Close project are marked as executed while Perform payment is marked
as a pending and removed activity at the same time.

Figure 7.3 Case 1 Execution in Deadlock in DCR Graph

This deadlock would never be reached on REFlex models thanks to the Adjustments made
to guarantee deadlock freedom. According to the Blocking Propagation Adjustment presented
in Section 5.2.1.1, when certain activity is blocked, all the activities whose execution would
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oblige it are also blocked. So, a new arc to ensure this behavior is added. The REFlex model
to Case 1 is depicted in Figure 7.4.

Perform 
payment 

Acquire 
resource 

Close 
project 

 

Figure 7.4 Case 1 in REFlex

Besides the addition of Blocking arc, the Enabling Obliged Adjustment presented in Sec-
tion 5.2.1.2 ensures that while Perform payment is pending Close project remains disabled.
Thus, if the user acquire a new resource, while it does not perform the payment, he will not be
able to close the project.

7.3.2 Case 2: Incorrectness

Case 2 present an situation where DCR graphs allow the user to execute a flow that should
be prohibited. As this approach does have any mechanism to handle the interference between
rules, to accomplish certain rule, the engine may ignore other rules accomplishment. Moreover,
in Case 2 it allows the user to execute an activity that should have been blocked.

This example is part of a business process that manage the batches of a company. A batch
can be dispatched if and only if it was released for sale. However, if a batch is faulty, it can not
be released for sale. Figure 7.5 presents these two rules modeled in DCR Graph.

Figure 7.5 Case 2 in DCR Graph

Similar to Case 1, the arc from Notify faulty batch to Release batch for sale implies that if
the first is executed, the second will be removed. On the other hand, the arc from Release batch
for sale to Dispatch batch represents a pre-condition relation. Very similar to our Temporary
Blocking arc, Dispatch batch will remains disabled until the execution of Release batch for
sale.

As DCR graph does not have any kind of inference, the interference between rules is not
handled. If Notify faulty batch is executed, Release batch for sale will be removed. However,
since the pre-condition was removed, the activity Dispatch batch is then enabled. This situation
allows the user to execute a prohibited flow.The user can dispatch the batch even though it is
faulty.
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Figure 7.6 presents this situation in DCR Graph. Notify faulty batch was executed and
Release batch for sale was removed. Then, Dispatch batch became enabled and the user could
execute it. The REFlex model to Case 2 is depicted in Figure 7.6.

Figure 7.6 Case 2 Incorrect Execution in DCR Graph

Using Inference 1 presented in Section 5.2.2.1, this situation would never happen in REFlex.
According to this inference, a new arc is added to guarantee that if certain activity was not
executed yet and is blocked, all the activities that have it as pre-condition are also blocked. So,
the Dispatch batch activity would not be allowed to be executed if Release batch for sale was
removed from the graph as in DCR Graph.

Release 
batch 

for sale 

Dispacth 
batch 

Notify 
faulty 
batch 

 

Figure 7.7 Case 2 in REFlex

Both cases proves that the DCR Graph’s semantics definition are error-prone. It can allow
the user to lead the process instance execution to a deadlock state or a prohibited path while
REFlex guarantees the user will properly execute the process until the end.

7.4 Concluding Remarks

This chapter presented how we evaluate our proposal. It is split into three evaluations. First,
we realized an experiment to ensure REFlex disallows the constrained paths and does not al-
low the user reach a prohibit or deadlock state. After that, we presented a memory efficiency
comparison to validate our algorithm efficiency when compared to LTL-based approaches. In
the end, we compared REFLlex with a related work to evaluate the necessity and importance
of the inferences proposed by REFlex rule engine



CHAPTER 8

Conclusions and Future Works

This work presented an engine for executing declarative business process. This kind of business
process models rely on business rules to describe the behavior of the process and to control the
execution of process instances. Although several business rule engines exist today, they are not
adequate to implement declarative business processes. This is because their algorithms do not
provide the model checking and inferencing mechanisms that are required to ensure the correct
execution of the process models. Due to this reason, works that propose declarative business
process execution engines rely on their own algorithms to implement the business rules. In the
present work, we demonstrate that there are severe limitations in existing engines developed
for this purpose. The goal of this work is to propose a new engine that does not share these
limitations.

Our technique is based on Pesic’s ConDec templates for declarative business processes 2.
However, the original ConDec proposal relies on Linear Temporal Logic (LTL) to model and
execute the process models. This option has the drawback that it is not efficient, since LTL
verification requires the construction of finite automata that often grows exponentially in size
for realistic models. In contrast, the engine proposed in this work does not share the same
inefficiency problems of LTL, since it reduces the problem to the L class of space complexity 77.

Our engine is called REFlex - Rule Engine for Flexible Processes, a graph-based formalism
that is capable of efficiently execute a declarative business process 84. Prior to the execution
of the process, a liveness-enforcing mechanism blocks the execution paths that result in dead-
locks, allowing only valid execution paths. Such mechanism disables or blocks activities at the
necessary moments in order to prevent the user from mistakenly driving the process into unac-
ceptable states. This strategy allows for the efficient execution of large business process models
using the declarative paradigm. Furthermore, a unique feature of REFlex engine among related
work is its capacity to interpret data-aware rules. These rules depend on context information
and enhance the expressive power of the modeling language.

Besides that, this work proposes a Web-service orchestrator for declarative business pro-
cesses. While all professional engines for traditional workflow execution recognize the neces-
sity for integration with Web services, current engines for the enactment of declarative pro-
cesses are not completely integrated with current SOA technologies.

It is our contend that a Web service orchestrator capable of interpreting declarative models
brings enormous benefits to the field. It allows for the construction of semi-automated, flexible
business processes where process participants interact with external tools to exchange data and
reuse functionality. In this way, the flexibility of declarative models can be complemented by
the efficiency offered by automation.

REFlex adopts both a graphical and an XML-based languages for the description of declar-
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ative business models. The graphical notation is useful for communication with business ad-
ministrators. The XML model is used to model the technical details of the process, such as
its data variables and Web service bindings. SOAP messages are automatically constructed at
run-time to perform the service invocations requested by the user.

To demonstrate our approach, we described a declarative business process modeled in RE-
Flex notation. The process make use of Web service bindings and data-dependent rules. Al-
though simple, it illustrates the usefulness of such features for real world applications.

To validate this work, we compared REFlex with other approaches that are not memory
efficient or do not have any liveness enforcement mechanism. Besides that, we performed a
experiment to ensure REFlex is able to avoid deadlock and prohibited states.

8.1 Future Works

Although this work presents several advantages if compared with the current solutions, it still
presents some limitations that can be addressed in future works.. In the business processes
sphere, this work does not present the roles definition. The modeler does not inform who is
responsible for each activity execution. Therefore, any participant can execute every activity.

Regarding the rules definition, the work does not provide any kind of rule to define user
choices. REFlex rules do not conclude any rule similar to Declare’s choice rules. For example,
it is not possible to model that at least one activity among a set of activities must be executed
using REFlex rule templates. These rules were removed from the scope because REFlex could
not provide liveness enforcement for rules like this yet.

Another future work is related to the REFlex orchestrator. It is not possible to perform
arithmetic operations with the data yet. The user can not define variables that are the sum of
another variables for example. Moreover, the user can not manipulate the operations result
before assigning it to a variable. The result value has to be directly assigned.

Besides that, the engine usability would greatly increase if a graphic user interface were
integrated. An interface where the user could model the business process, select activities to
be executed and view the process status and context data during the instance execution would
make the process modeling and execution much easier.
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