
 
 

 

Pós-Graduação em Ciência da Computação 

 
 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

“Kina: an enhanced development model and 

toolkit for Kinect applications” 

 

Por 

 

Bernardo Fonseca Reis de Souza  

 

Dissertação de Mestrado 

 

 

 

 

 

 
Universidade Federal de Pernambuco 

posgraduacao@cin.ufpe.br 

www.cin.ufpe.br/~posgraduacao 

 
 

RECIFE, 05/2013 



 
 

 UNIVERSIDADE FEDERAL DE PERNAMBUCO 

CENTRO DE INFORMÁTICA 

PÓS-GRADUAÇÃO EM CIÊNCIA DA COMPUTAÇÃO 

 

 
 

 

 

 

 

 

 

 

 

 

 
BERNARDO FONSECA REIS DE SOUZA 

 

 

 

 

“KINA: AN ENHANCED DEVELOPMENT MODEL AND TOOLKIT  
FOR KINECT APPLICATIONS" 

 
 
 
 

ESTE TRABALHO   FOI  APRESENTADO  À   PÓS-GRADUAÇÃO  EM 
CIÊNCIA  DA  COMPUTAÇÃO  DO  CENTRO  DE  INFORMÁTICA   DA 
UNIVERSIDADE  FEDERAL   DE  PERNAMBUCO  COMO  REQUISITO 
PARCIAL PARA OBTENÇÃO DO GRAU DE  MESTRE  EM CIÊNCIA DA  
COMPUTAÇÃO. 

 
 
 
 
                                                                             ORIENTADOR(A): DRA. JUDITH KELNER 
 
 
 
 
 
 
 
 

RECIFE, MAIO/2013 
 

  



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
                  
 
 
 
                               
 
                              Catalogação na fonte 

Bibliotecária Jane Souto Maior, CRB4-571 
  

  
 

Souza, Bernardo Fonseca Reis de  
      Kina: an enhanced development model and toolkit for 
Kinect applications. / Bernardo Fonseca Reis de Souza. - 
Recife: O Autor, 2013. 
      x, 61 folhas: fig., tab.  
 
     Orientador: Judith Kelner. 

       Dissertação (mestrado) - Universidade Federal de 
Pernambuco. CIn, Ciência da Computação, 2013. 

 
      Inclui bibliografia. 
    
      1. Interação Humano-computador. 2. Teste de software. I. 
Kelner, Judith (orientadora).  II. Título. 
         
      004.019                     CDD (23. ed.)                     MEI2013 – 064 

 





 
 

To my parents and girlfriend.



IV 
 

Acknowledgments 

First and foremost I would like to thank my parents for their immense dedication 

on raising me with strong moral values and in a peaceful and loving environment. 

Also, for their determination on giving me the best possible education, which has 

been a great foundation for everything I do in my life. I want to thank everyone else 

in my family for the friendship and adventure throughout these years. 

I would like to thank my supervisor Prof. Judith Kelner for her help and guidance 

over the past 7 years, and for giving me the opportunity to work in collaboration 

with great people. Her continuous encouragement led this work into the right 

direction. I would also like to thank everyone I have had the pleasure to work with 

in the Augmented Reality and Multimedia Research Group, which are so many that 

I fear to miss out someone. Our working environment could not be more positive. 

In particular, I would like to thank Joma and Maozinha for all the invaluable 

discussions and shared wisdom. You added a great depth to my research, for which 

I am utterly thankful. I also want to thank Giva, Crystian and Josie, who directly 

helped me developing this work.  

At last, I am especially grateful to my girlfriend Aline, who has taken care of me 

during the stressful moments of the development of this work. I am also grateful 

for all the amazing artwork she has crafted in order to make the presentation of 

this work pleasing to the eye. I love you and that’s all I want to say. 

  



V 
 

Abstract 

Interactive applications are complex systems with regards to test engineering, 

given the large domain of the input mechanisms, which results in a very large test 

space. Body-tracking–based systems impose more challenges, since the human 

body has several degrees of freedom. In order to guarantee the reliability of such 

applications on the development testing phase, the developer faces a series of 

issues during the executions of the tests. In the specific context of the Kinect 

sensor, the developer lacks an input reference mechanism for specification and 

remake of tests, the required standing position becomes tiring after a few 

repetitions and the complexity of simultaneously sharing a device can increase 

substantially the costs of testing. This master dissertation proposes a development 

and testing model based on the use of a record and playback toolkit named Kina, in 

order to promote an efficient development environment for body-tracking–based 

applications. The model and the toolkit were evaluated with undergraduate 

students, which praised the ease of development brought by Kina. 

Keywords: human-computer interaction; test engineering; Kinect;  
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Resumo 

Aplicações interativas são sistemas complexos do ponto de vista da engenharia de 

testes, dado o grande domínio dos mecanismos de entrada, o que resulta em um 

espaço de teste bastante amplo. Sistemas baseados em rastreamento corporal 

apresentam ainda mais desafios, devido aos inúmeros graus de liberdade do corpo 

humano. Para garantir a confiabilidade deste tipo de aplicação na fase de testes de 

desenvolvimento, o desenvolvedor se depara com uma série de dificuldades 

durante a execução dos testes. No contexto específico do sensor Kinect, o 

desenvolvedor não possui um mecanismo de entradas de referência para 

especificação e reaplicação dos testes, a posição de inicialização em pé torna-se 

cansativa após algumas repetições e a complexidade em compartilhar 

simultaneamente um dispositivo aumenta substancialmente os custos dos testes. 

Esta dissertação de mestrado propõe um modelo de desenvolvimento e testes 

baseado no uso de um conjunto de ferramentas de gravação e reprodução 

chamado Kina, com o objetivo de promover um ambiente de desenvolvimento 

produtivo para aplicações baseadas em rastreamento corporal. O modelo e o 

conjunto de ferramentas foram avaliados com estudantes universitários, que 

reportaram ser mais fácil desenvolver aplicações para Kinect com o Kina. 

Palavras-chave: interação humano-computador; engenharia de testes; Kinect; 
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Introduction 

Body-tracking–based interaction has evolved substantially over the past couple of years. 

Properly tracking the full body of a person, being a complex issue, requires great amount of 

computational power and specialized algorithms. Its recent evolution took place by the 

successful release of Microsoft Kinect accessory for Microsoft Xbox 360 video-game (Microsoft 

2010). This device was revolutionary not only because it allowed interaction between user and 

application without touching a game controller, through natural postures and gestures, but 

also as it was available to general public. Soon enough, the scientific community realized that it 

could be applied to a wide range of applications, from robot navigation support (Bouffard & 

Tomlin 2011) to high quality dense 3D reconstruction (Newcombe et al. 2011). 

The acknowledgment of Kinect’s broader possibilities brought up several initiatives for enabling 

the programmability of the device on PCs, including Microsoft’s. This way, some device drivers 

and software development kits were released to public use, providing means to interface with 

Kinect on every major operating system and software platform. These initiatives, although 

extremely praised by the media, were taken experimentally. They provided the basic subset of 

features that enabled interfacing with the device, but they failed to serve some major aspects of 

a proper application development environment, such as, for example, a decent testing utility 

and a suitable development methodology. 

In the context of body-tracking–based interaction, testing is often a hard and time consuming 

activity because it is difficult to redo tests using the same reference input, and, furthermore, it 

requires considerable physical effort from the developers to repetitively perform movements 

and body gestures. Also, some body gestures require specific knowledge of the motion and the 

support of a specialist, such as a sports trainer or a physiotherapist, is needed in order to verify 

whether the movement being used as input is correct. This is an impracticable situation, as the 

presence of a specialist is required during most of development and testing phases. 
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Objectives 

For the purpose of fulfilling these gaps that harden the development of body-tracking–based 

interaction applications, this work proposes the use of a testing toolkit which was planned 

bearing in mind the difficulties faced by developers of an already complex domain. The intent of 

the toolkit is to provide enough amenities, such that interaction designers and programmers 

can focus exclusively on developing the interaction of their projects. In order to achieve this 

goal, the toolkit makes use of a record and playback mechanism, which consists of different 

recording tools and data sources, and a playback utility that integrates seamlessly with the 

software development kit. The toolkit should enable the developer to perform basic testing of 

the user’s application even without the Kinect sensor. A development model based on the 

toolkit is proposed and evaluated with academic projects for two semesters. 

Dissertation Outline 

This dissertation has been structured in order to introduce the concepts involved in the context 

of body-tracking–based interaction development and present the implemented solution. The 

remainder of this document is organized as follows. 

The second chapter presents an overview of human-computer interaction, and the importance 

and challenges of natural interaction. It also introduces basic concepts of Kinect and 

development for it, as well as an overview of test engineering and how is it applied to 

interactive systems. 

The third chapter describes the problem and the state of the art in testing solutions for Kinect. 

The fourth chapter brings in a detailed explanation of the implemented solution and its 

functionalities. It then describes both performance and user experience evaluations.  

The fifth chapter draws a conclusion for this dissertation, shows the contributions of the work, 

and outlines some interesting future works to it.
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Fundamental Concepts 

This chapter will introduce basic concepts regarding some topics related to this dissertation, in 

order to provide the reader with a thorough understanding of the background of the work.  

Human-Computer Interaction 

Computers have been in wide-spread use since the 1980s, helping both enthusiasts and common 

people on their daily tasks. The users, concentrated on getting their tasks done, hardly 

perceive/envision the effort made by interaction designers, user interface designers, user 

experience designers, usability engineers, user interface developers and many other trained 

professionals in order to guarantee that the task completion is achieved in the most effective, 

efficient, easy and enjoyable way (Preece et al. 2002). And so should it be. Otherwise, in case 

there was no concern on how to develop user interfaces, computers would not help so many 

people after all. 

Fortunately, human-computer interaction (HCI) has emerged as a prolific subfield of Computer 

Science (and also other major disciplines) and the systems in use today employ techniques of 

interaction evolved during many years and generations of user interfaces (ACM Special Interest 

Group on Computer–Human Interaction Curriculum Development Group 1992). An application 

for mobile phones can be equally or more useful than a desktop program of similar purpose, 

even given the differences of screen size, interaction styles and available sensors (Livingston 

2004). Notwithstanding, the evolution of computing devices, interaction peripherals and the 

understanding of the user needs and other aspects of the user context require the constant 

development of the field. 

The interest on human performance exists, though, prior to the personal computer. It was 

researched already in 1949 by the Ergonomics Research Society, searching initially for 

improvements on machines to better fit the human body and support the human motion to 

control them (Dix et al. 2004). The necessity for care in human interaction with computers only 
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came forth with the arrival of personal computing in the later 1970s (Carroll 2009). As the 

population of potential users grew significantly, the deficiencies of usability followed 

accordingly. 

By that time, cognitive aspects of human performance were already a science with conceived 

concepts, theories and methods, applicable through what was called “cognitive engineering”. It 

was also at that time that software engineering faced a crisis of unmanageability, where the 

applications grew to a size and complexity in which it became impossible to deal with the 

current development process. Such process required better practices, involving usability, 

maintainability and other non-functional requirements (Carroll 2009). There will be further 

discussion on this subject at the Test Engineering section of this work. 

Another important foundation for HCI was the development of computer graphics techniques, 

which happened since the 1960s and were used for user interfaces in the 1980s, as there were 

finally enough processing power and hardware availability (Bellis 1999). These factors were 

crucial for the engagement of the scientific society into what would become an important 

interdisciplinary field. 

Understanding the concept of interface was essential for the evolution of HCI into what we 

know today. At first, it was understood as the hardware and software with which the users and 

computers could interact with each other – “a place where the contact between two entities 

happens” (Rocha & Baranauskas 2003). The shape of the interface should reflect both physical 

qualities of the entities, and what can be done with it (Norman 1988). However, this definition is 

very limiting, as there is no consideration of contextual aspects of the user, hindering an 

efficient interaction design. And it has an especially less significant meaning when designing 

screen-based virtual user interfaces, which do not need to look and behave like physical objects 

to be easier to learn and use (Preece et al. 2002). 

When considering how the users will interact with a system in development, it is indispensable 

for the HCI professionals to think about the user’s visual, auditory and motion capabilities, how 

and how much the users remember and how their emotion influences their behaviour (and 

therefore, how well they perform) (Dix et al. 2004). What is the users’ cultural background, which 

interaction mechanisms are conventions for them (Norman 1999). It is necessary to develop the 

user’s conceptual model, by describing the system through ideas of what it should do, behave 

and look like in a manner understandable by the users, considering issues of visibility, feedback 

and consistency (Preece et al. 2002). 

These are very general considerations about interaction, which are of a major concern for the 

interaction designer. However, as HCI is multidisciplinary, each one of the disciplines – and their 

professionals – deals with specific portions of HCI. Software developers explore how to 

implement the software side of the interaction devices and new manipulation techniques such 

as direct manipulation, telepresence and augmented reality. Hardware developers search for 

faster, brighter, higher capacity user interface devices and other technologies that enhance the 

possibilities of interaction with computational systems (Rocha & Baranauskas 2003).  
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Usability engineers are concerned with making the user interfaces efficient and effective, 

applying ergonomics and cognitive science principles accordingly. User experience designers 

study how the users react when confronted with a specific interface design, learning about 

their needs, preferences, emotions, motivations and beliefs, and use this knowledge to design 

user interfaces that feel natural and satisfying (First Usability 2012). Graphic designers create 

appealing visual components for user interfaces, and information designers handle how to 

present the data to the audience so that it can be consumed efficiently. These are just a subset 

of the specializations involved with HCI, and, although they are supposed to be responsible for 

different aspects of the human-computer interface, these aspects are so intrinsically related 

that usually their decisions need to be made in conjunction. 

History of Interaction Devices 

The evolution of human-computer interfaces is a very important subject for this dissertation, as 

it can explain how and why we have come so far in interacting with computing devices. The 

following historic perspective intends to motivate the reader to think about the importance of 

developing innovative user interfaces. 

Walkers (1988) states that the means through which the users operate the computer influence 

the way they perceive it, how much knowledge and training is necessary to use it and who has 

access to it. Through this definition, Walkers defines generations of computers in terms of 

modalities of operation. The first generation is defined by knobs and dials, as the users 

themselves were the operators of computers like the ENIAC, without any kind of mediation. 

These users were experts with specialized knowledge of how the computer hardware ran, and 

used it to solve very specific problems. This generation encompasses the very first computing 

machines, up until 1947.  

The second generation is related to the von Neumann architectural model that enabled using 

the same hardware setup to solve different problems, without any reconfiguration. These 

machines were more expensive, so there was a great effort in extending their lifetime, including 

the implantation of a specialist computer operator that would execute the user’s programs. The 

interaction between user and computer happened across the counter, from where the user 

handed the punched card deck with their program and data, and, after some time, would receive 

the printout of the execution. Walkers named this the punched card batch generation, which 

lasted from 1947 until 1962, when emerged the first successful time-sharing system. 

The observation, that chopping every program execution time into tiny slices in order to run 

interchangeably with other programs’ slices would optimize the performance of the computer 

by offering interactive and conversational interaction, gave birth to the third generation, 

represented by the timesharing technique. This enabled an “efficient utilisation of computing 

power by making available a statistical universe of demands on the computing resource which 

would mop up every last CPU cycle and core-second”. Even more interesting, we acquired the 

ability to interact with the computer all the time, monitoring the progress of the execution of 

our programs, in what can be described as the first effort to create responsive computing. This 

generation had its highest point between 1962 and 1973. 
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Walkers’ fourth generation has more to do with the development of hardware than the third 

one. As the computing devices became faster, printing more than 1000 characters per second, it 

was possible to present large amounts of information to the user, and even a selection menu of 

choices. This design was intended to be operated by non-specialists and has been in use ever 

since. The fourth generation ended around 1983. 

The current modality of interaction on desktop computers is based on a yet more expressive 

technique: full screen raster graphics. That was possible due to the low price of computer 

memory and processing power, and eventually it became available in every desktop computer, 

enabling what is called direct manipulation systems – “direct designation of objects on a screen 

without the need to type in names or choose from menus” through the use of a mouse pointer – 

and the WIMP (windows, icons, menus and pointer) interaction style. 
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Table 1. Summary of Walkers’ historic perspective (Walkers 1988), correlating means of 
operation to a specific computer generation (Digibarn n.d.; Morey 2011; Malayali n.d.; AlisonW 
2009; Elliott 2010; DataMystic n.d.; Khan 2008). 
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Walkers’ historic perspective, summarized in Table 1, has been extended by Nielsen (1995), to 

consider other aspects that have also changed accordingly between generations, presented in 

Table 2. It is hard to define what has caused these changes, i.e. which one was the disruptive 

factor, but it is true to say that a complete transformation takes place when such event occurs. 

Although the periods of each generation are approximate and not every aspect has evolved 

synchronously, these are quite accurate considerations of how were these aspects at the time. A 

side-by-side comparison between both historic perspectives can be visualised through the 

timeline presented in Figure 1. 

 

Figure 1. Walkers' (1988) and Nielsen's (1995) historic perspective in a timeline fashion. 

There is a strict correlation between the user interface in vogue and the user type, most 

probably the former influencing who can be the latter. But one generation’s user type 

influences how are the next generation’s programming languages and who are the 

programmers. This is just one link between programming and user interfaces. 

Nielsen points out that, at the time of writing, he was on the fourth generation (it was written in 

1993 and revised in 1995) and WIMP was the main part of most user interfaces. His preview of 

the fifth generation, yet to come, could not be more correct. Everybody uses computers, wilfully 

or not, and most people use more than one. It is in their pockets, backpacks, desks, walls and 

bodies. Different sizes, same content, connected all the time to high-bandwidth internet. The 

content automatically adapts to the screen size, and also to user’s habits. Perhaps 

noncommand interfaces are not as ubiquitous as the other aspects of Nielsen’s prediction, but 

the computers are smart enough to talk to people, discover what they want and what they are 

going to do. 
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Table 2. Nielsen's summary of computer generations correlating with various aspects, such as hardware technology, operating mode and user interface 
paradigm (Nielsen 1995). 

Generation 
Hardware 

technology 
Operating mode 

Programming 
languages 

Terminal 
technology 

User types 
Advertising 

image 
User interface 

paradigm 

0th 

-1945 

Pre-history 

Mechanical, 
electromechanical 
(Babbage, Zuse Z3) 

Not really being 
"used" except for 
calculations 

Moving cables 
around 

Reading blinking 
lights and punch 
cards 

The inventors 
themselves 

None 

None (direct access 
to the hardware 
was the only thing 
that mattered) 

1st 

1945-1955 

Pioneer 

Vacuum tubes, huge 
machines, much 
cooling, short mean 
time between failures 

One user at a time 
"owns" machine 
(but for a limited 
time only) 

Machine 
language 
001100111101 

TTY, typewriter. Only 
used in the computer 
centre 

Experts, 
pioneers 

Computer as 
calculator 

Programming 

2nd 

1955-1965 

Historical 

Transistors; more 
reliable. Computers 
start seeing use 
outside the lab 

Batch ("computer 
as temple" to 
which you make 
offerings to get 
oracle replies) 

Assembler ADD 
A,B 

Line-oriented 
terminals ("glass-
TTY") 

Technocrats, 
professional 
computerists 

Computer as 
information 
processor 

Command 
languages 

3rd 

1965-1980 

Traditional 

Integrated circuits. 
Businesses can cost-
justify buying 
computers for many 
needs 

Timesharing 
(online 
transaction 
processing 
systems) 

"High-level" 
languages, 
Fortran, Pascal 

Full screen terminals, 
alphanumeric 
characters only. 
Remote access 
common 

Specialized 
groups without 
computer 
knowledge (e.g. 
bank tellers) 

Mechanization of 
white-collar 
labour 

Full-screen strictly 
hierarchical menus 
and form fill-in 

4th 

1980-1995 

Modern 

VLSI. Individuals can 
buy their own 
personal computer 

Single user 
personal 
computers 

Problem oriented 
languages, 
spreadsheets 

Graphical displays 
with fair resolution. 
Desktop 
workstations and 
heavy portables 

Business 
professionals, 
hobbyists 

Personal 
productivity 
(computer as 
tool) 

WIMP 

5th 

1996-? 

Future 

Wafer-scale 
integration, computer-
on-a-chip. Individuals 
can buy many 
computers 

Networked single 
user systems and 
embedded 
systems 

Non-imperative, 
possibly 
graphical 

"Dynabook", 
multimedia I/O, 
easily portable, with 
cellular modem 

Everybody 
Computer as 
entertainment 

Noncommand 
interfaces 



10 
 

Interaction Paradigms 

According to Dix et al. (2004), interaction paradigms are forms of interaction that, after being 

used in successful interactive systems, are believed to enhance usability and, therefore serve as 

example to future projects. Preece et al. (2002) think of an interaction paradigm as a set of 

related concerns that an interaction designer should observe while defining the conceptual 

model of an interactive design, in a sense broader than human-computer systems. Different 

paradigms express different concerns for the designer. 

Independently of definition, different paradigms for interaction are indicatives of technological 

advances that have allowed innovation on the relationship between human and computer. 

Walkers’ historic perspective can clearly correlate them. 

Although the literature being able to list more than ten interaction paradigms – Dix et al. 

considered fifteen different paradigms – it does not mean that the older ones have already been 

abandoned. On the contrary, different paradigms should be and are used in conjunction in order 

to provide the users with the best experience available for each specific task they are 

attempting to conclude. 

An application based on a certain paradigm can even exist inside a different application based 

on other paradigm, like running the Terminal (a command-line interface) on a window of the 

Mac OS (a WIMP-based operating system). Although, when designing a system with such a 

mixture of paradigms, it is necessary to take precaution in order to avoid harming the user 

experience with sudden changes of the mechanisms of interaction. 

Before discussing about combining interaction paradigms, it is interesting to actually elaborate 

on individual paradigms, what defines them, which are their purposes and how they have 

increased the usability of computing systems. There will be a brief explanation on the ones 

considered most important to the subject of this dissertation. 

Personal Computing 

Nielsen’s fourth generation depicts the start of an era when users stopped sharing large 

computing machines and started to have access to their own personal computer (Nielsen 1995). 

With very-large-scale integration (VLSI) circuits, there was finally the possibility to create 

computing machines that fit under a desk in an office or inside a study room in an apartment. 

Moreover, there was the possibility for a common person to buy such a machine. Computers 

were not a shared resource anymore, they had unique owners, and therefore these machines 

should have been tailored to them. 

By personalizing hardware and software, the user’s task to be accomplished within the 

computer can be optimized (Dix et al. 2004). There’s enough memory to execute the users’ 

program, the monitor can display enough information to the user and the users’ presets are 

always loaded. This way the users have their work done efficiently. However it is not simple to 

design systems taking into account the differences in individuals, and, more recently, it has 
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become necessary to expand this notion into groups of people, which, furthermore, demands to 

consider how they connect to and interact with each other. 

Windows, Icons, Menus and Pointers - WIMP 

The human being is a “multitasker”, i.e., it is able to handle several tasks at the same time, or, at 

least, switch between contexts so fluently that it appears to do so. This switch of contexts can 

also happen not so frequently, what characterizes interruptions of a work flow in pursuit of a 

different one (Dix et al. 2004). Since the user acts this way, it is necessary for the computer to be 

able to follow such a changeable work focus. This is the motivation to the WIMP interaction 

paradigm. 

In order to follow this alternating work flow, as the computer dialogs with the user, it must 

present the desired context in a distinguishable way. The presentation mechanism chosen by 

the researchers from Xerox PARC for the Xerox Alto (Thacker et al. 1979) and by Douglas 

Engelbart (Engelbart 1975) for the NLS was the windowing system, which still permeates every 

major desktop operating system. It required further interaction mechanisms to support 

window-based presentation, which are listed as the other elements on the paradigm’s name. 

One of these other elements is the icon, which is a small picture that can be related to different 

things: if a specific dialog is no longer a subject of imminent attention, the user can shrink its 

window to save space on the screen up to an icon, which is a remainder of that dialog; or an icon 

can represent a visual trigger of a specific action, since WIMP is an interface based on graphics. 

In order to facilitate acting upon windows and icons, the pointers have been introduced. Making 

use of the point-and-click interaction technique, they allow selecting and triggering things on 

the screen, moving and resizing windows, and also provide feedback of the system’s activity 

status, since it usually is a point of attention. The mouse is the most common input device used 

to control the pointers, but other devices can also be used to the same purpose, like trackballs, 

joysticks, a drawing table’s pen, which perform better at specific contexts. 

And last but not least, the menu is an interaction technique that has been introduced yet on 

command-line interfaces, with the purpose of providing choices of operations that the system 

can perform at a specific time. But with the advent of pointers, they gained a different 

interaction mechanism, which previously relied on pressing combinations of keys on the 

keyboard to appear/activate, using the arrows to navigate, and pressing enter to trigger the 

chosen option. Clicking to appear/activate, pointing to select the option and clicking again to 

choose is far more efficient than the keyboard-based style. Altogether, both interaction 

mechanisms are usually supported on major operating systems menus. 

The observations about user behaviour that lead to the development of the WIMP paradigm 

could precisely determine for decades a set of interaction styles that sufficed to create an 

efficient digital environment in an office. Being able to shift focus quickly, discover and trigger 

the available command options easily and interact with 2D screen elements in a simple manner 

have decisively defined the success of a paradigm that remains as the base of the major 

operating systems in use today. 
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Direct Manipulation 

A paradigm closely related to WIMP is the direct manipulation one. Being introduced by 

Shneiderman (1983), its basic premise is that, just as in an usual dialog between humans where 

one nods after agreeing to the other’s proposition, in the dialog between human and computer 

there should also have mechanisms for rapid feedback, visual or audio, in order to provide 

evaluative information for each user action (Dix et al. 2004). 

Ben devised which principles should be incorporated in the paradigm by observing certain 

interactive systems which “generated glowing enthusiasm among users”. These principles have 

been summarized by Dix et al. (2004) as the following list: 

 visibility of the objects of interest; 

 incremental action at the interface with rapid feedback on all actions; 

 reversibility of all actions, so that users are encouraged to explore without severe 

penalties; 

 syntactic correctness of all actions, so that every user action is a legal operation; 

 replacement of complex command languages with actions to manipulate directly the 

visible objects. 

By the users actually seeing what they are trying to manipulate and acting directly upon it, it 

creates the sensation of operating the objects on the task domain, thus it is much easier to 

comprehend how to execute the desired actions and to remember how to do it in the future. 

Vieira da Rocha & Baranauskas (2003) speculate that this occurs because it does not compromise 

the cognitive resources as much as previous approaches. 

Ubiquitous Computing 

As explained so far, people have interacted with computers through many interfaces. It is 

important, though, to consider that there is also an ownership relation/possessive relationship 

between these two entities. In this regard, Mark Weiser and John Seely Brown (1996) state that 

there are three phases in computing. 

With large mainframes, which means up to the third generation of Nielsen’s timeline, many 

people used and shared a single computer, as one does with scarce resources. Since then and up 

to very recently, there was a one-to-one relationship, in the way that one person had only their 

own machine, the personal computer. Currently, we are in a transition phase, known as “the 

internet and distributed computing” phase. People, using one or several devices, are 

interconnected through a massive-scale network sharing resources in a client-server model. 

The fourth phase, which is a phenomenon that derives from the miniaturization and integration 

of computers, was denominated by Mark Weiser “ubiquitous computing” (Weiser 1991). 

According to him, computers should disappear among the elements of the physical world, so 

seamlessly integrated that they demand no attention to themselves more than the required to 

achieve the desired output. Differently from nowadays devices, which require from the user to 

know its location and have the initiative to begin the interaction (Dix et al. 2004). By invisibly 
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integrating into the environment, it can enhance the world that already exists, extending the 

human capabilities, instead of creating a new, virtual world, such as proposed by Virtual Reality 

(Preece et al. 2002). 

In order to achieve ubiquitous computing, it is important to address several aspects of 

computing. Sam Kinsley highlights the following three points (Kinsley 2010). First, computing 

elements should be context-aware. By knowing where they are, they can communicate with 

close devices (Ullrich 2009), and by knowing who is present in the same room as themselves, 

they can, for example, adjust lightning and heating according to specific user preferences (Heim 

2008). The second aspect is that people and environmental conditions in the ambient should be 

tracked and monitored, so that the computer’s output can adapt accordingly. And finally, the 

third point is that there should be ubiquitous/ambient intelligence, so that “information can 

appear in the centre of our attention when needed and effortlessly disappear into the periphery 

of our attention when not” (Rogers 2006). 

Natural Interaction 

Differently from the previous sections that discussed interaction paradigms, this one is about a 

broader concept of interaction design which still brings on debates on its definition. In this 

dissertation, natural interaction is considered a mode of interaction which creates user 

experiences that make better use of the human capabilities. It is not just about mimicry of the 

real world, it is about how the users interact and feel with the product (Wigdor & Wixon 2001). 

But what is important to this dissertation is that natural interaction is not just a trend, it is a 

reality. It is being researched, developed and applied to many prominent interactive systems. 

The importance of natural interaction is related to the fact that it is a logical step in the 

evolution of HCI. From using the computer through an operator to actually manipulating it, 

from using command-line to engaging with graphical user interfaces, we are getting closer to 

the content and subject of interest, and going towards a scenario where the interface is not 

there anymore (Lim 2012). One should understand this not as if we shall not interact with 

computers, but as we shall not deal with or even perceive the interfaces (Norman 1988 apud Lim 

2012). 

In order to achieve the aforementioned goal, i.e. interacting with machines in a so natural way 

that we cannot even realise that there is an interface in between, it is necessary to model 

human-computer interactions through the interactions people have with each other and with 

other elements of the real world, thus considering “the skills that we have acquired through a 

lifetime of living in the world”, according to Bill Buxton (2010). 

Consequently, given the nature of the base interactions that derives natural human-computer 

interactions, it uses modalities of interaction involving touching, speaking, gesticulating, 

among other actions inherently human. However, even if the technology for detecting inputs 

and expressing outputs through human interfaces is available, it does not guarantee the 

creation of natural user interfaces. It merely enables us to do so (Wigdor & Wixon 2001). The 
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essential step is to use these mechanisms to develop systems that make the users feel natural 

when interacting with. 

Some of these modalities of interaction, such as gestures and speech, however, are considered 

by certain researchers a nonnatural way to communicate. This assumption regards the fact that 

these modalities are based on a type of language, which in principle is an invention of mankind. 

It would, thus, invalidate its use as a mechanism of natural interaction, since only inherently 

human natural mechanisms would provide enough ease and naturalness, such as facial 

expressions. In this work, the definition of natural interfaces is broader, defined by the 

naturalness of the user experience. 

On top of this definition, it is important to notice that natural interaction becomes highly 

dependent on the target audience of the product. In other words, one should design for only 

niche and must guarantee that the used language is a convention for that group, or at least 

well-known and understandable. Donald Norman (2010) highlights this as issues that arise with 

gestures not carefully chosen, which he considers “neither natural nor easy to learn or 

remember”, and capable of possessing different meanings based on context and even in 

different cultures. Malizia and Bellucci (2012) even concern that “gestures that must be learned” 

are regularly used in current gestural interfaces. 

There are other caveats that demand attention when designing systems with natural 

interactions.  For example, it is not easy to notice available options on systems purely based on 

gestures, nor is it simple to discern how to manipulate such system (Buxton & Billinghurst 2012). 

Not everybody is comfortable performing interactional gestures in public (Rico & Brewster 

2010). And the most important is that, when developing applications based on natural user 

interaction (NUI), it is necessary to ignore conventions of the GUI paradigm, since they rely on a 

completely different set of concepts (Wigdor & Wixon 2001). 

Once these problems are circumvented, and it will happen in the course of time, the true 

advantages of NUI can be evidenced, like being: easier to learn and simpler to use (Wigdor & 

Wixon 2001); healthier, due to the use of the whole body (Laikari 2009); and capable of providing 

more pleasure (Norman & Nielsen 2010). 

These advantages should hold true both for command-based interfaces, like with gestures and 

speech commands, when one side of the interface gives orders to the other end; and for 

conversational interfaces (Negroponte 1975), like body-tracking–based interaction or with 

conversational speech, when exists a dialog between each side of the interface. Actually, it 

should hold true for interfaces based on the whole Kendon’s Continuum (Buxton & Billinghurst 

2012). 

Kendon’s Continuum is a sequence of kinds of gestures ordered by levels of utterance (McNeill 

1992), but what is a gesture, anyway? It is defined by Saffer (2008) as any physical movement that 

can be detected and replied to by a computing system without the use of leading devices. Or as 

Kurtenbach and Hulteen (1990) define it: “A gesture is a motion of the body that contains 

information”. Flusser highlights that the gestures must express an intention, in the sense that 

movements, touches or sounds of non-intentional nature should be discarded (Flusser 1994 
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apud Gallud et al. 2010). Buxton and Billinghurst (2012) provide a profoundly explained 

taxonomy of gestures, with emphasis in those classifications used to communicate with a 

computer. 

This way, gesture-based interaction is a style of interaction that makes use of the position and 

actions performed by a human body. But, contrary to body-tracking, it is a command-based 

interface, which means that the user must tell the computer what to do, in a discrete fashion. 

And it does so by taking the motion of the body and interpreting it as a command. It is different 

from previous command interaction styles, because a gesture is much richer and has a higher 

number of degrees of freedom than current approaches. With gestures, it is possible to express 

complex commands through very short and intuitive gestural phrases (Buxton & Billinghurst 

2012) 

Gallud et al. conceptualize gesture-based interaction through non-verbal communication 

languages, leaving behind any form of syntactically structured communication (Gallud et al. 

2010). These languages are: 

 para-language 

refers to acoustic elements that contextualize linguistic information; 

e.g. voice intensity, speed, pitch, rhythm, fluency, respiratory control. 

 body-language  

is based on movement of body parts, especially the extremities and the head; 

e.g. orientation, proximity, pose, motion speed, expression. 

 sound language 

relates to the language of the combination of movements and sounds, that gathers 

unique concepts; 

e.g. emotional, context, internal sound and external sound. 

Each of these concepts is parameterized, and was defined in a descriptive model presented in 

Figure 2. The work of Gallud et al. extends this model by exploring the relationship between the 

concepts and how the combination of them can be used to specify interaction scenarios. Their 

redefinition of gesture is possibly broad enough to encompass most of natural interaction 

modalities. 
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Figure 2. Gallud’s conceptual map of gestures, exploring the relationships between each gestural language through shared parameters (Gallud et al. 2010). By 
extrapolating this to natural interaction, it is possible to visualize the complexity of the subject.
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From Gallud’s concept map it is possible to observe that each form of natural interaction can be 

defined through plenty of parameters. Being able to correctly sense each of the values for each 

parameter still is an open problem, but it is crucial to specify and create promising interactive 

systems. Since this complexity is inherent to natural interaction and it is hard to avoid it when 

designing such systems, other aspects of the development should be made simpler.  

This dissertation is related to the creation of a productive environment for the developer to 

explore interaction based on body-tracking, particularly derived from depth sensing devices, 

given that it is complex to deal with multi-dimensional high-bandwidth demanding interfaces. 

Body-tracking–based Interaction 

Body-tracking is a computer vision technique that essentially detects the presence of humans 

and continuously informs its location inside a determined area with assistance of a sensor, such 

as a RGB camera, a depth camera or a laser range finder (Moeslund et al. 2006). By knowing the 

position, form and actions performed by a human body it is possible to interface with a 

computing device, through what is defined here as body-tracking–based interaction. 

Being a style of the natural interaction kind, the correspondences between the real movements 

executed by the user and the digital actions triggered by it should be as straightforward as 

possible. Usually, the user is mapped onto a virtual avatar1, visible or not, which interacts with 

the virtual objects in a virtual world, reproducing the movements performed by the user, with a 

degree of fidelity according to the application’s purpose. This is the most direct and, perhaps, 

trivial instance of body-tracking–based interaction, since it does not require any interpretation 

of the user’s actions for the sake of comprehending it as an input to the system. This interaction 

style is common on entertainment applications such as exergames (Laikari 2009), or in the 

health assistive segment as physiotherapy rehabilitation applications (Da Gama et al. 2012). 

After receiving the raw input, these applications process the input information, i.e. the user`s 

movement, for their own purpose: detecting collision, checking whether the movement is 

correct, or any other. 

The technology behind such a plain/smooth human-computer interaction is, by no means, 

simple. It involves a series of complex procedures in order to successfully separate the users 

from the background scene, capture the environment three-dimensionally and distinguish body 

parts and positions. In terms of algorithms, they can be classified according to Moeslund et al. 

functional taxonomy, summarized in the work of Sidik et al. (2011) presented in Table 3. 

Moeslund’s taxonomy classifies the algorithms into four classes: initialization, which are used 

to ensure that the system starts with a correct interpretation of the scene; tracking, which 

segments the bodies from the background and tracks them in a sequence of frames; pose 

estimation, which extracts the pose of the user’s body; and recognition, which should uniquely 

identify the users and their actions. 

  

                                                                    
1 Virtual avatar is a metaphor derived from the Hindu concept of avatars (      in Sanskrit), 
which are the manifestation or incarnation of deities on earth (Matchett 2001).  
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Table 3. Functional taxonomy for human body motion algorithms (Sidik et al. 2011). 

Functional 
Taxonomies for 

Human Body Motion 

Initialization 

Kinematic Structure 
Initialization 

 

Shape Initialization  

Appearance Initialization  

Tracking 

Background Subtraction 

Background 
Representation 

Classification 

Background Updating 

Background Initialization 

Motion-based 
Segmentation 

 

Appearance-Based 
Segmentation 

Temporal Context-Free 

Temporal Context 

Shape-Based Segmentation 

Temporal Context-Free 

Temporal Context 

Depth-Based Segmentation  

Temporal Correspondences 

Temporal Correspondences 
Before and After Occlusion 

Temporal Correspondences 
During Occlusion 

Pose Estimation 

Model Free 

Probabilistic Assemblies of 
Parts 

Example-Based Methods 

Indirect Model Use  

Direct Model Use 

Multiple View 3D Pose 
Estimation 

Monocular 3D Pose 
Estimation 

Learnt Motion Models 

Recognition 

Action Hierarchies  

Scene Interpretation  

Holistic Recognition 
Approaches 

Human Body-Based 
Recognition of Identity 

Human Body-Based 
Recognition 

Recognition Based on Body 
Parts 
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These advanced algorithms still demand a lot of processing power in order to be able to execute 

in real-time. That is the reason why only recently, with the evolution of computer components, 

3D body-tracking became widely available. The most prominent body-tracking system is the 

Microsoft Kinect, but it is certainly not the first one. There are other commercially available 

solutions, like GestureTek 3D sensor (GestureTek 2000), Creative Interactive Gesture Camera 

(Creative 2012), and Asus Xtion (Asus 2101), that can perform nearly the same as Kinect; the latter 

is even developed by the same company that develops for Microsoft, but in a smaller shape and 

without the need for external power. However these devices lacked market appeal to become as 

revolutionary as Microsoft’s device. In this dissertation, given the popularity, affordability and 

widespread use, the Kinect was used as instrument for the development of the proposed work.  

Kinect  

The Microsoft Kinect sensor was originally developed as an accessory for the Xbox 360 

videogame console that would allow interaction between the player and the device to occur 

without touching a physical controller, through the use of human motion, natural gestures and 

speech (Microsoft 2010). However, as a real-time, accessible depth-camera and a noise-

suppression microphone, the open-source community could achieve a great deal more than 

previously envisioned by Microsoft (Webb & Ashley 2012).  

Just after its release in the Christmas of 2010, the scientific community realized that it could be 

applied to a wide range of applications, from robot navigation support (Bouffard & Tomlin 2011) 

to high quality dense 3D reconstruction (Newcombe et al. 2011). 

Although it can certainly be considered an innovative interaction device, most of the ideas 

behind the Kinect have been thoroughly studied over the past few decades (Bhuiyan & Picking 

2009). The very earliest system that used speech recognition to any significant degree was a toy 

from 1920 named Radio Rex. Scientific research about it has existed since 1936, when Bell Labs 

studied the concepts of speech technology (Anusuya & Katti 2009). Gesture recognition is also 

not much newer. There are systems with this kind of technology since the 1960s, such as 

Teitelman’s trainable gesture recognizer and Tom Ellis’ GRAIL system for the Rand Tablet (B. A. 

Myers 1998). 

Richard Bolt, Christopher Schmandt and Eric Hulteen have presented in 1980 a research project 

that used both voice and gesture recognition to control a very simple 2D graphical interface 

(Bolt 1980; Schmandt & Hulteen 1982). A refined version of this system was developed in 1993, 

expanding its capabilities to allow eye-tracking input and control over a 3D graphical interface 

(Koons et al. 1993). In 1998, Lucente et al. (1998) developed a similar system, which, instead of 

using wands and gloves to perform gesture recognition, did so through a vision system, just like 

the Kinect itself. 

In the videogame industry, it was not Microsoft who pioneered with natural interaction. 

Nintendo released in 2005 the Wii, its seventh generation console, which has a motion sensing 

wireless controller, called Wii Remote. This controller uses infrared optical sensors to identify 

the direction to which it is pointing and accelerometers to sense acceleration along three axes. 
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It also has a speaker and a vibration motor, to produce audio and haptic feedback to the players 

(Ziesak 2009). The scientific and hacking community has taken great advantage of Wii Remote 

capabilities and affordability, for the development of diverse projects, such as 

physiotherapeutic rehabilitation systems (Leder et al. 2008) and teleoperation of robotic arms 

(Filippi 2009). Johnny Chung Lee can be credited for the initial hacking of the Wii Remote and the 

creation of highly innovative projects using the device (Lee 2008a), such as finger and head 

tracking systems and low cost interactive whiteboards (Lee 2008b). 

Notwithstanding, the Microsoft Kinect still is an innovative device, both from a technological 

and from an interaction point of view. In relation to the technology, the Kinect sensor features a 

groundbreaking algorithm to derive depth data, which can then be processed in real time. It has 

also succeeded in recognizing a human skeleton from that data without any kind of 

initialization. At last, it can suppress background noise and avoid echoing, guaranteeing that 

the speech recognition works even in the case where the microphones are closer to the stereo 

system than they are to the speaker (Webb & Ashley 2012).  

As for the interaction point of view, Microsoft launched the first financially viable commercial 

product that enabled fluid body-tracking–based interaction. It repositioned this mode of 

interaction from a completely experimental and scientific-only status to a solution available off-

the-shelf. A greater evolution came into existence when software development tools became 

broadly available, allowing anyone around the world to create their own applications and 

develop their own interaction techniques with the Kinect. It is something that Microsoft 

dubbed the Kinect Effect (Microsoft News Center 2011). 

The access to software development tools and the creation of highly diverse applications 

cannot be credited to Microsoft, though. Microsoft released their development tools only for 

deployment of Xbox 360 applications and only for licensed partners. It was the open-source 

community that was responsible for the development of the first public driver for the Kinect, 

and that put in motion the whole Kinect Effect. 

This driver was developed after a contest hosted by the Wii-remote enthusiast Johnny Chung 

Lee – who was a Microsoft employer at the time, but failed to get internal support for this – and 

the open-source electronic kits vendor Adafruit (Lee 2011). The contest offered a prize for the 

first person to create a driver for the device and write an application decoding the data streams 

into video and depth streams. After seven days, the computer-science student Hector Martin 

claimed the prize by releasing the successful code, which would in the future become the open-

source library libfreenect (OpenKinect 2012a). 

Owner of the reference design licensed by Microsoft for the Kinect, Primesense release its own 

open-source driver one month later. The driver was integrated with the 3D sensing framework 

OpenNI, which improved libfreenect’s capability of skeleton tracking. Primesense’s intention 

was to promote the interoperability of natural interaction devices and applications (OpenNI 

2010). 

Only six months later Microsoft decided to publically release their software development kit, 

however under a non-commercial license. It featured the drivers to communicate with the 
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device and the libraries that implement most of Kinect capabilities, such as skeleton 

recognition, automatic pose initialization and the acoustic models for speech recognition. The 

toolkit has been updated five times since then, and now exposes infrared and accelerometer 

data and has a limited commercial license (Microsoft 2012e).  

Before delving into development for Kinect, the next subsection will provide an inside view of 

the main Kinect components.  

Components and Operation 

Microsoft Kinect is a brand of, currently, two slightly different sensor devices. The first 

Microsoft Kinect sensor is known as Kinect for Xbox 360, for its specific purpose of being used 

with the videogame console. After the success of the community in the creation of its 

programming kits, Microsoft developed its own SDK and, in sequence, the company released a 

sensor specifically for the development of desktop applications, named Kinect for Windows 

(Microsoft 2012c).  

Apart from the trademark stamp and a shorter cable, they both have virtually identical 

hardware (Eisler 2012b).  The newer one is more expensive, due to the fact that the console 

version is largely subsidized by games and other features of the Xbox ecosystem (Eisler 2012a). 

Kinect for Windows also features a near mode, which enables the detection of skeletons at 

closer distances, to be used with the device over the desk (Eisler 2012b). The major difference 

lies, though, in the licensing aspect. With the Kinect for Xbox 360 the user was only allowed to 

do research, testing and experimentation. Microsoft revamped its licensing with the Kinect for 

Windows, by giving the rights for the creation of final and commercial products (Microsoft 

2012b).  

As presented in Figure 3, the Kinect sensor features a RGB camera, an infrared sensor, a laser-

based infrared projector and an array of microphones. In order to capture the depth map of the 

scene, it uses a continuously projected infrared structured light technique licensed by Microsoft 

and developed by PrimeSense. It projects a pattern of infrared dots and uses the size and 

spacing between dots to derive a depth map, whose calculation is executed by the PS1080 chip 

designed by PrimeSense. This innovative technique is responsible for the ability of the Kinect to 

capture a depth map at 30 frames per second (Webb & Ashley 2012). 

 

Figure 3. Kinect components. 
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With its array of microphones, it is capable of identifying the direction of the source of the 

sound beam, which is used for filtering noise and correlating voice commands to individual 

users. Microsoft already has experience in speech recognition since Windows XP, and its 

research efforts in the subject date back to 1993 (R. Brown 2006). Kinect required a more 

advanced technology, because during its use the device would probably be closer to the 

television and the stereo system than it would be to the user. This was solved by Ivan Tashev’s 

group of the Microsoft Research laboratory, who developed the noise suppression and echo 

cancellation algorithms to be used on the Kinect. They also optimized the audio processing 

pipeline by training the speech recognition system with samples of various American accents, 

resulting in the final acoustical model for the Kinect device (Knies 2011a). 

The last step to produce the interaction device that Microsoft desired was to create a 

responsive body-tracking system with an automatic initialization step. This job was delegated 

to Jamie Shotton, Andrew Fitzgibbon, Andrew Blake, Toby Sharp and Mat Cook of the Microsoft 

Research, who came up with an algorithm capable of breaking up the human body outline from 

a single depth map into 31 body parts (Shotton et al. 2011), as shown in Figure 4. A following step 

provides the full skeleton with temporal coherence (Knies 2011b).  

 

Figure 4. Visual representation of the algorithm proposed by Shotton et al. (2011) and used by 
Microsoft to perform skeleton recognition. 

Development for Kinect 

Given the initial lack of desire from Microsoft to release public development tools for Kinect and 

the persistent restraint for releasing an open-source version of its tools, the open-source 

community has developed their own solutions, which have been quite successful. Therefore, 
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nowadays there are three major SDKs available for development of Kinect applications: the 

open-source OpenKinect’s libfreenect (OpenKinect 2012a), derived from the reverse-engineered 

driver; the also open-source OpenNI + SensorKinect (OpenNI 2010), based on PrimeSense’s code; 

and the proprietary Microsoft Kinect for Windows SDK (Microsoft 2012c). Although these SDKs 

have the same intent, which is to provide means for using the Kinect device on a PC platform, 

they differ significantly and are incompatible among themselves. 

OpenKinect’s libfreenect 

The OpenKinect’s libfreenect is the software drivers and API originated from Hector Martin’s 

initial effort for hacking the Kinect. It still is in a pre-release status and supports access to RGB 

and depth camera, accelerometer, tilt motor and LED. Proof-of-concept code for audio access 

has been released, but not yet integrated into the project’s source code tree, managed through 

the source code hosting project GitHub. It is a cross-platform project that works on Windows, 

Linux and OS X, with binding for the languages C, C++, C#, Java, JavaScript, Python, ActionScript, 

and Lisp (OpenKinect 2012a). 

Its documentation is far from rich, as it should be expected for a top quality library, but there 

are several tutorials on the internet explaining how to install, setup and use libfreenect. There is 

an active mailing list, where users can communicate and ask questions. Libfreenect is available 

under a dual Apache v2/GPL v2 license, which means that it can be used on commercial 

applications (OpenKinect 2012b).  

The OpenKinect community is estimated to have over 2000 members, which contribute to the 

development of the library and creation of a suite of applications. However, in its mailing list, 

the leader of the community states that it is currently lacking people interested in maintaining 

the library, possibly due to stable status of the driver/library and the switch of many users to 

other libraries (J. Blake 2012). 

OpenNI 

One of the libraries that welcomed a great amount of libfreenect users is the framework 

OpenNI, which is the result of the initiative of the not-for-profit consortium of the same name 

with the intention of “standardizing the compatibility and interoperability of natural 

interaction devices, applications and middleware” (OpenNI 2010). Much more organized than 

the OpenKinect community, the OpenNI consortium delivers a very well-established support for 

the development of natural interaction applications by means of a decently documented API, 

many tutorials and examples, and also varied middleware. 

Beyond the fact that it is open-source and has an equally interesting support for Windows, 

Linux and OS X operating systems, OpenNI has attracted attention for its higher level of 

programmability, which simplifies the prototyping and development of visual tracking, object 

recognition, and interaction-focused applications. Nevertheless, it still provides low-level access 

to the data-streams, for those that require the raw data. OpenNI is delivered under the Apache 

license version 2.0 and has API for C++ and C# programming languages. The SDK is organized 

according to the architecture presented in Figure 5. The architecture shows how one can 

connect their own 3D sensor with OpenNI by developing device drivers in agreement with the 
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hardware abstraction layer, which abstracts 3D sensing devices, and also how the community is 

stimulated to develop middleware libraries, which work on every supported device, since the 

libraries only need to make use of a high-level API. 

 

Figure 5. OpenNI SDK architecture (OpenNI 2010). 

A noteworthy middleware is the NITE (Natural Interaction Middleware), which is developed by 

PrimeSense and was released together with the device drivers responsible to interface with the 

Kinect sensor. It performs full-body and hand tracking, background removal, user skeleton joint 

tracking and gesture recognition, based on the fact that it has access to a device at least similar 

to Kinect, which is able to provide depth, colour, IR and audio information. It is in version 2.0 and 

was released in December 2012 (PrimeSense 2012). 

Also in December 2012, the version 2.0 of the OpenNI SDK was released. It was rewritten from 

scratch, in order to better support the latest generation of 3D sensors and multi-sensor 

applications. However, so far, it does not have a C# wrapper and requires the installation of the 

Microsoft SDK to be used with the Kinect sensor, thus limiting the Kinect support for the 

Windows platform only (Fairhead 2012). It is important to remind that, although OpenNI is free 

and open-source, the middleware libraries do not have to, and that is probably what engages so 

many companies into developing them. 

Kinect for Windows SDK 

The last major SDK for development of Kinect applications is the Microsoft’s own alternative, 

which consists of two parts: the Kinect for Windows SDK, containing the drivers, APIs and device 

interfaces; and the Kinect for Windows Developer Toolkit, with resources to help with the 

development of applications, such as samples, the Face Tracking SDK and Kinect Studio 

(Microsoft 2012c).  
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It is, as the name states, only compatible with Windows operating system, currently versions 7, 

8, and their embedded alternatives. The user can program using C++, C# and Visual Basic 

languages, on Microsoft Visual Studio integrated development environment (IDE). It can be 

easily coupled with Microsoft’s graphical subsystem WPF (Windows Presentation Foundation). 

The SDK has been updated five times and its current version is v1.6, released in October, 2012, 

which gives access to the RGB camera stream, including customization of the camera settings, 

depth sensor stream, infrared data stream, user joint-skeleton data, tilt motor control, 

accelerometer data and microphone array audio stream (Microsoft 2012e). It also includes every 

optimization developed by Microsoft previously explained, such as the skeleton recognition 

algorithms, automatic pose initialization, acoustic echo cancellation and the acoustic models 

(Webb & Ashley 2012). 

It is a closed-source, but free solution, and includes a commercial license that enables the 

commercialization of applications that rely on the SDK and the use of the Kinect for Windows 

sensor, excluding its XBOX version (Microsoft 2012d).  It has a very well-organized 

documentation, including programming guides, samples, tutorials and video explanations. 

Microsoft even released a very intuitive human interface guideline to Kinect, explaining how to 

design the interactions and interfaces to be used with the device (Microsoft 2012a). 

As a product of a renowned software company, Kinect for Windows SDK is a very stable toolkit. 

Its superior support for development of Windows applications and key features for 

development of interactive applications have been decisive in the choice for the platform in 

which this work was based. 

Table 4 condenses the main characteristics of the three major SDKs for development of Kinect 

applications in order to provide a comparative overview of their capabilities. The table reflects 

the state of the Kinect for Windows SDK version 1.6, OpenNI SDK version 2.0 and libfreenect 

version 0.1.2, but since modern technology evolves in such a blinding speed, this table was 

different at the time of development of this work. It has been updated for the time of writing, 

but in near future it should become outdated. 
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Table 4. Comparative table displaying the most important differences between each SDK for 
Kinect.  

 

Being able to record and play back sessions on the hard disk drive is a nice feature that deserves 

attention in relation to test Kinect applications. The State of the Art chapter presents a detailed 

description of the recording and playback solutions for each SDK, and explains why they offer 

just a little help to developers. 

Test Engineering 

Testing software is a process as old as coding software. Ever since programmers wrote the first 

software applications, there was need to detect, locate, identify and fix faults (G. Myers 1979). 

This process has changed along with the evolution of software applications into large and 

complex systems, in order to efficiently provide completeness, consistency and correctness for 

applications of growing dimensions. This evolution has even influenced the purpose of testing, 

in which the very definition of testing is also dependent. Testing software became a 

fundamental field of computer science, and its importance is undeniable to every software 

producer company.  

Alan Turing is considered to be the first one who wrote an article about software testing, when 

in 1950 he questioned the correctness of the implementation against its specification, on an 

article about the Turing machine (Turing 1949). In this era, which according to a historical 

classification by Gelperin & Hetzel (1988) lasted until 1956, there was not much difference 

between testing and debugging software, or at least the difference was not clear enough. 

Therefore, it was named the Debugging-Oriented Period. 

Following that historical description, between 1957 and 1978, there was a change on the 

perception of the testing process, which was identified in the review of Charles Baker (1957). For 

the first time there was a distinction between what it meant to have a program running and the 
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program actually solving its problem. Although it still was a very rough understanding of the 

process of testing, it was a necessary first step as computer applications grew in size, quantity 

and complexity. It was also the beginning of the change in the responsibility of performing the 

tests from developers to independent testers, who should be completely unaware of the 

development activities.  

This period is known as The Demonstration-Oriented Period, because, at that time, the purpose 

of testing was to demonstrate that the software satisfied its specification. So, if an application 

passed every test, then it indicated that it could do what it was expected to do. However, it is 

harder to guarantee whether the finite set of tests contemplates every aspect of the 

specification – what would require performing all possible tests – or, instead, if it is a set only 

with tests that the application could pass. 

The opposite would be a better approach, shifting the purpose of testing from demonstrating 

that the application could do the expected to detecting implementation errors, because it is 

much easier to build a set of tests with the intention to check whether an application will fail 

for a set of fault classes; even though this should consider both the normal use of the 

application and the possible but abnormal circumstances which the application might 

eventually face. The problem with this approach is to define how much testing is enough to 

cover a significant amount of possible errors. This approach was observed as a testing process 

model by Glenford Myers (1979), which defined testing as “the process of executing a program 

with the intent of finding errors” in an era called The Destruction-Oriented Period. 

The perception of the importance of testing would still enlarge, since its view as a sequential 

phase on the end of the process of software development would not suffice for large projects. 

When dealing with complex software implemented by several people, testing should be 

performed in every stage of the development. It means that testing should also influence on 

how the requirements are elicited and how the software is designed. The first way that it 

happened was following the previous approach, with the same intent of detecting 

implementation errors, however this time also considering requirement and design faults. 

Thereby, the whole life-cycle of software development is taken into account in the search for 

defects. 

This methodology was derived from the guidelines of the Institute for Computer Sciences and 

Technology of the United States National Bureau of Standards published in 1983 (beginning 

then the Evaluation-Oriented Period), and it also contemplates the definition of which testing 

activities should be used in each stage of the life-cycle to ensure the quality of the resultant 

product. Laycock (1993) suggests that the effort required to create separate tests in each stage 

of the life-cycle is less than the effort to generate a huge one of similar effectiveness in the end. 

At last, Gelperin & Hetzel describe their own innovation on the testing process (Hetzel 1993). 

They evolved the evaluation model by shifting the meaning of testing into preventing the 

existence of errors in each stage of the life-cycle of software development. So, if one can find 

places where faults can be made, then it can be prevented and costs are reduced as the 

products are correct even earlier. 
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Is it important to note that every time period described before is related to a testing process 

model, which is still in use, due either to better suitability to a specific project or to the lack of a 

deeper knowledge from developers. They are part of the validation and verification framework, 

which comprehends varied techniques. 

In this context, software testing is strictly different from static validation and verification 

techniques, such as inspections and reviews. These are called static because they do not need to 

execute the software in order to verify it, therefore it may be applied during varied stages of 

software development and to any representation of the system, for example: requirement 

specification, architecture definition, database schemas and others (Sommerville 2011).  

On the contrary, testing is a dynamic analysis technique, which determines and approximates 

software quality through its execution (Luo n.d.). By that means, “testing can only show the 

presence of errors, not their absence” (Dijkstra et al. 1972). This statement can be clearly related 

to defect testing, which intends to discover and eliminate undesired behaviours. But there is 

also validation testing which tries to demonstrate that the software meets its requirements 

(Scottish Qualifications Authority 2006). 

The difference between static and dynamic validation and verification techniques results in 

advantages of one over the other. For example, Sommerville (2011) presents the following four 

advantages of inspection over testing: 

 beyond searching for faults, inspection can also determine the quality of a program 

through other aspects, such as standard compliance, portability, maintainability and 

good programming styles; 

 through inspection it is possible to verify incomplete versions of the program; 

 during testing, some errors can hide other errors, which does not happen with 

inspection, since it is a static process; 

 and the literature states that inspections are more effective in finding errors than 

testing. 

However, these advantages do not rule out the use of testing techniques, which are actually 

complementary to static ones, since the latter are not effective for identifying errors caused by 

unexpected interactions, timing and system underperformance. Also, static techniques are 

more expensive and may demand more resources than testing, which can undermine the ability 

of small development teams applying them (Sommerville 2011). 

The testing process, including all testing activities required during the development of a typical 

application, can be divided in relation to the evolution of the development of the system. These 

stages of testing are the development testing, the release testing and the user testing 

(Sommerville 2011). 

Development testing is related to the Debugging-Oriented era of Gelperin & Hetzel’s historical 

perspective. The system is tested by system engineers and programmers during the 

development of program, who usually also debug it (McConnell 2004). This phase is also related 
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to test-driven development, a process based on very short cycles of testing and programming 

(Fowler 2007). 

The intermediate stage is the release testing, in which a separate testing team checks whether 

the implemented system is consistent to its specification, just like the purpose of testing during 

the Demonstration-Oriented period. It usually uses a black-box testing methodology, where the 

details of the system cannot be seen and only specification derived tests are employed (Scottish 

Qualifications Authority 2006). 

At last, potential users perform tests in their own environment in order to decide whether or not 

the system is ready to be released. Since the developers perception of the system that they are 

developing are utterly biased and the user’s working environment influences most aspects of 

the quality of the system, user testing is an essential step of the development process 

(Sommerville 2011). 

This work is related to development testing, focused on how developers test the progress of 

interactive applications during the daily coding and testing routine. In spite of that, the 

proposed solution can also be used on release testing. 

Since the main purpose of development testing is to discover bugs, i.e. it is a defect testing 

process, the actual procedure of debugging is usually carried out after that, constituting a part 

of a cyclic methodology. After new code is added to the system, it must be tested and then 

debugged. It is cyclic also in relation to the granularity of the testing, which can be performed in 

three levels: unit, component and system level (Sommerville 2011). 

Unit testing is the lowest of the granularity levels, where the smallest parts of the program are 

tested, such as individual functions and object classes (M. S. Johnson 1996). Each unit should be 

tested to verify all the operations associated with it, all of its attributes, all the states and every 

possible change between states (Sommerville 2011). The automation of unit testing has been 

highly recommended in agile methods and many frameworks have been developed in order to 

achieve that. It is especially important in large projects, in which manually executing and 

reporting each test take a long time. These test suites also enable an easy execution of 

regression tests, which are intended to make sure that the changes have not produced any 

undesired and unexpected side effects (Meszaros 2007). 

When putting together the elements of the program in order to create a whole system, the 

developer needs to take care of how the elements interact with each other so that the system 

acts as expected. Component testing does exactly that, by checking that each component 

interface behaves according to the specification, including parameter interfaces, shared 

memory interfaces, procedural interfaces and message passing interfaces (Sommerville 2011). 

When the interfaces have not been developed in accordance to the specification, one 

component may not make use of another, because either the parameters do not match, or the 

passed parameters have not been properly setup, or even timing issues come up, causing one 

component to receive wrong data. Sometimes this is also known as integration testing (Luo 

n.d.). 
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Once every interface has been tested, the system can be tested in its entirety. During system 

testing the final configuration of the software is verified for security, performance, resource 

loss, reliability, timing issues, maintainability and other factors (McConnell 2004). It differs from 

previous levels in relation to how all the components work together, which may be different 

from simpler parts of the program. Since the whole program is being tested, use case-based 

testing is usually an effective approach, since it tests the system as if the users themselves were 

dealing with it, commonly requiring from every part of the system to interact with each other 

(Sommerville 2011). 

Sommerville (2011) defines these three levels of granularity in which development testing can 

be performed. However, other authors like McConnell (2004) also include integration testing and 

regression testing as ways of performing tests during development. According to him, 

integration testing is the same as Sommerville’s component testing, which in turn has been 

demoted to unit testing where the elements have been developed by different programming 

teams. 

These testing methods are being widely used in the whole industry to verify and validate their 

systems. However, when the systems are interactive, the testing techniques are not sufficient to 

address the reliability of them (Palanque et al. 2006). The vast possible state space of user 

interfaces is, by itself, a problem for covering every aspect during testing. The input domain of a 

device with many degrees of freedom turns verification procedures extremely inefficient (Saini 

2011). Hence, the usability of these systems cannot be addressed either, since the undesired 

behaviours diminish the user performance and increase their frustration (Palanque et al. 2006). 

There are some approaches that aid the testing of interactive applications. Palanque et al. (2006) 

suggest the use of usability evaluation techniques to provide basis for reliability testing, such as 

identifying relevant test cases and assessing the expected state of the user interface after a 

sequence of events. LeBlanc & Mellor-Crummey (1987) observed that, on systems of large state 

space and of difficult execution reproduction, the debugging process is considerably more 

ardours. They propose the use of capture and replay tools in order to automate the test 

execution, which can be supplied with information from usability testing. 

Hammontree et al. (1992) created an event and multimedia recorder and analyzer to be used 

specifically on graphical user interfaces, capable of linking event data to multimedia recordings 

in order to provide qualitative and quantitative information to the tester. Similar tools have 

become popular for testing user interfaces, however Memon & Soffa (2003) suggest that there is 

little support for regression testing with them, causing the test cases to become unusable very 

shortly. 

Saini (2011) then proposes to use model-based testing in order to overcome this limitation of 

capture and replay approaches. Yet, he notices that the interactions performed by the user with 

the interface and the effects of these interactions on the underlying system cannot be 

addressed by the model-based approach, due to the difficulty of generating abstract models of 

the human behaviour. 
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Supported by the belief that record and playback solutions can help the development of 

interactive applications, this work studies the development, testing and debugging of body-

tracking–based applications assisted by such a toolkit. It is important to mention that the 

testing activities which are addressed by the proposed solution have no relation to usability 

testing2 whatsoever, even though usability and reliability are closely related, as stated by 

Palanque et al. (2006). 

                                                                    
2 Usability is related to how appropriate, functional, and effective is the interaction between a 
human and a system (Patton 2005). Therefore, usability testing is a collection of means to 
measure characteristics of the user’s interaction and use this information to quantify how good 
is the interface of the product (Cooper et al. 2007). 
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State of the Art 

This chapter details some of the problems faced when developing body-tracking–based 

applications for Kinect, and presents some of the existing solutions. Although these problems 

are seen when using Kinect and the scope of this work is constrained to this device, any other 

body-tracking sensor would be susceptible to such difficulties, since they are inherent to the 

input mode. 

Challenges 

Testing applications that make use of body-tracking interaction is often a hard and time 

consuming activity. It is difficult to redo tests, especially if it is necessary to use the same input 

as reference. And furthermore, it requires a considerable physical effort from the users to 

perform the movements and body gestures – while the Kinect for Windows is able to detect a 

person who is sitting, the Kinect for Xbox 360 only detects people on a standing position.  

The body gestures are also susceptible to be incorrectly executed, and that can be an issue 

when developing specialist applications such as physiotherapeutic or body training ones, since 

in those the users are not supposed or recommended to perform undesired movements. The 

developer, on the other hand, should implement the correct feedback for the users, but there is 

no comprehensive mechanism so that the specialist can inform the developer which moves are 

acceptable, their range and other details about the desired mobility. 

In addition to that, there is a problem that arises from the fact that is not easy to share data 

from the Kinect device, what encumbers the execution of different and independent tests at the 

same time. This is caused by two reasons. First, the Kinect must be connected to the physical 

machine in order to execute the developer’s code. Second, the device sends a great amount of 

data to the computer at each time interval and such bandwidth is usually not available on inter-

computer networks. 
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Personal experience, public opinion and statements taken during the experiments of this work 

have shown that these issues affect the productivity during development of applications based 

on Kinect. On projects that rely on short-term delivery and low-budget such as start-ups, it can 

be a blocking impediment. Fortunately, there are solutions that intent or can be used to soften 

these issues, which are listed below. 

Sharing Solutions 

In regard to impossibility of using a single Kinect by multiple people at once, one way of sharing 

a regular USB device for more than just one computer is to adopt the concept of virtual USB 

ports (Hirofuchi et al. 2005). This way, the device is connected to a single host computer and 

virtual copies of it are created on computers that are on the same network of the host 

computer. The data streamed to the host computer is passed over the network to any of the 

connected users. Unfortunately, it does not solve the specific problem of simultaneous accesses 

with Kinect, since only one user can receive the data stream at a time. 

Another way is to distribute the data over internet or local networks, such as the approach of 

Lakaemper (2011), which streams Kinect data over TCP/IP in order to be able to make use of the 

data in any programming language of the user’s choice. By using this solution it is also possible 

to share and access the data independently, however there are problems of scalability and data 

transmission, as the number of simultaneous users that can access the device is very limited 

and prohibitive delay is added to transmission. This is due to high amount of data produced by 

the Kinect, which clogs the transmission link when required to send the data to many clients.  

A similar solution is the NI mate program from the Finnish company Delicode (2012). Instead of 

addressing the transmission issue, it focuses on the compatibility of communicating RGB, depth 

and skeleton data. What NI mate does is to convert the motion data into standard messaging 

protocol, such as Open Sound Control (OSC) and Musical Instrument Digital Interface (MIDI). By 

using standard protocols, it becomes able to communicate to plenty of other software that 

already supports those protocols, especially multimedia programs. 

Record and Playback Solutions 

A second approach to solve the aforementioned issues is record and playback solutions (Saini 

2011). As the name says, they capture the data provided by the input device, save it into a 

permanent storage media and, in the future, play it back as if the device itself were being used 

to stream the data. With this approach, a reference instance of the desired body movements can 

be used to solve the issues of redoing tests and, at the same time, soften the physical effort 

required to do the tests. These references also serve as movement specifications, and, while this 

approach does not allow sharing a Kinect sensor, the references can virtually function as 

multiple instances of the device, which no longer are required to be plugged during testing. 
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Fakenect  

A very useful plug-in of libfreenect is a side project known as Fakenect (White 2011), which 

provides the record and playback capability of colour, depth, and accelerometer streams from 

the sensor. Fakenect replicates libfreenect library signatures, so that the decision to use either 

one can be done at run time, and not during the programming stage, using a linking trick. 

Instead of dynamically linking to libfreenect, the developer presets the LD_PRELOAD 

environment variable to the Fakenect library, which is loaded instead of libfreenect. Then it 

loads data from a dump file specified in another environment path variable. The application 

code remains the same, regardless of which library the user wishes.  

The dump is actually a package with header file information enumerating the available data by 

their file name, describing its type and timestamp. Each data frame is stored in a different file 

grouped together in the same folder. A colour frame is stored in the portable pixel map format 

(PPM) and a depth frame in portable greyscale map format (PGM) (Poskanzer 1988), both of them 

without any sort of compression. This lack of compression results in large amounts of data even 

for a few seconds of recording. It grows as big as 30MB/s for 640x480 pixels colour image 

resolution and 320x240 pixels depth data resolution. 

A tool such as Fakenect provides interesting improvements to the development of interactive 

body-tracking applications. One of the most evident is the fact that the developer no longer 

needs to stand up and perform the desired movement repetitively during the tests phase. 

However, it lacks some characteristics that would benefit Kinect-based development, such as a 

dump editing tool, skeletal recognition support and recording while executing the application.  

Fakenect was freely introduced in late November 2010 and has since been merged to the 

libfreenect project. Nonetheless, libfreenect still is a very low level library for Kinect-based 

applications, lacking some important features, as for example, skeletal recognition and 

colour/depth mapping. This way, the development of an interactive application with such 

limited support is time-consuming and complex. 

OpenNI 

The OpenNI SDK also features record and playback capabilities, for similar purposes of 

Fakenect (OpenNI 2011). This mechanism is already included in the core of the framework, but it 

requires some code modifications for recording or using playback in the session. The user must 

explicitly and programmatically create recorders and players in order to make use of these 

capabilities, making the code dirty between changes of production and testing environments. A 

possible workaround is to use conditional compilation as means to avoid changes in the code, 

which is achievable by placing pre-processor directives in the code to decide what to compile. 

By virtue of a complex, but well-structured architecture of the framework, it is possible to 

record the data that is being streamed to the user application, which is an improvement over 

Fakenect. To do so, the developer should place a recorder in the main loop of the program. The 

data is saved in an uncompressed “.oni file”, capable of storing most data streamed by OpenNI, 
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including colour, depth, audio and raw infrared information, in a compressed fashion or not. 

Since the skeleton recognition is a feature provided by software and available on OpenNI, the 

developer has access to that while playing back a recording.  

Although there is no explicit definition of since when such capabilities are part of OpenNI, its 

changelog has mentions to recording since the initial release of the code on the Github 

repository dating back to the beginning of 2010 (OpenNI n.d.). 

Kinect Studio 

During the update of its SDK to version 1.5 and almost a year after its release, Microsoft 

introduced their solution for recording and playing back data from Kinect, which comes 

bundled with Kinect for Windows Developer Toolkit. It is named Kinect Studio (Microsoft 2012f), 

and takes the form of an application – and not a library or modules to be placed in the code, like 

the other approaches – which captures the data directly from the driver. In the same way, it 

interfaces with the driver to play back the recordings, and thus it avoids recompiling the user 

application. 

The users should load the Kinect Studio application after loading their own, and then it will ask 

to connect to the user application. Once connected, the user can make use of the graphical 

interface presented in Figure 6 to record or inject data recorded formerly, which is saved in “.xed 

files”. A timeline slider allows the user to rewind or fast forward, both the previously and the 

data being currently recorded.  

 

Figure 6. Kinect Studio main graphical user interface, which allows the user to freeze, record, 
play back, rewind and fast forward data (Microsoft 2012f). 

The graphical interface also presents both colour and depth streams in separate windows, and 

has a 3D Viewer which allows the user to visualise the point cloud of the projection of colour 

data onto the 3D representation of the depth data from any viewpoint. These elements are 

shown in Figure 7. 
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Figure 7. Kinect Studio visualisation interface elements, showing colour data, depth data and a 
color point cloud with flexible viewpoint, respectively (Microsoft 2012f). 

Somewhat awkwardly, Kinect Studio cannot be used to completely replace the Kinect sensor in 

the testing scenarios. It requires the sensor to be plugged into the computer in order to 

successfully load any previously recorded data. There is no public explanation for this, which 

can be a limitation of the driver or just a commercial strategy. It actually requires the same 

sensor that recorded the data to be connected to the computer so that it can play it back (MSDN 

2012a). Therefore, although it solves the physical effort issue, it does not allow data to be shared 

yet.   

Although Kinect Studio cannot record a streaming session by itself, which would limit its 

usefulness for behaviour specification, the user can still load the application samples provided 

with the SDK in conjunction with the recording tool to do so. Kinect Studio is a very solid tool, 

but it consumes a great amount of memory and CPU processing time (MSDN 2012b).
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Kina 

The intention of this work is to contribute in the development of body-tracking–based 

applications, particularly those that make use of Kinect. Based on my experience both 

developing and tutoring discipline projects that used Kinect, and on public opinions of 

renowned interaction designers (Norman 2010), there was observed a lack of support from the 

SDKs and also a huge necessity in regard to the evaluation of correctness of the interaction 

techniques and usability of the applications. A proper testing mechanism is required due to the 

inherent high-dimensionality of the data provided by the input devices intended to create body-

tracking interaction. 

In order to provide enough means to test and fine-tune body-tracking–based applications, this 

work proposes the definition of a development and test model based on a toolkit that allows 

suitable recording and playback of a sequence of movements by a Kinect device and later using 

it for testing and evaluation purposes. 

The record and playback mechanism softens the necessity of the developers placing themselves 

in front of the device and performing wearisome movements and gestures; it enables the 

development of Kinect applications even without a device available to the programmer; and it 

also presents itself as a specification instrument for body-tracking or gesture-based interfacing, 

dispensing with the presence of a specialist during implementation phases. 

There are some important aspects which required a special attention during the 

implementation of the toolkit, such as the response time for providing frames. Interactive 

applications demand real-time execution, therefore the response time of the Kinect must be 

preserved on the toolkit’s reproduction, being not be less or more. It is also important to provide 

a transparent solution for switching between the toolkit's playback functions and Kinect's 

capturing service, enabling the most efficient testing procedures. 

It is important to mention that this work fits in the body-tracking–based interaction design 

methodology proposed by Breyer et al. (2013) as its prototyping phase. This methodology is 
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based on the interaction design process defined by Preece et al. (2002), which is focused on the 

user experience and describes four phases: requirement identification, alternative design 

development, interactive prototyping and evaluation. The methodology is intended to small 

teams and start-ups, which usually have a small budget and little time to develop their 

solutions. These specifications guided the definition and development of the proposed solution. 

In order to successfully build the development and testing model according to the needs of the 

target group, research on the literature was done aiming to comprehend those demands, what 

has been done so far to fulfil them, and also to acquire general interaction and testing 

engineering understanding. This information enabled the definition of the model and the 

desired features for the toolkit. Further research was required to choose the appropriate 

programmatic approach to develop the toolkit. 

Once ready to use, the toolkit and the development model was tested with success in class by 

graduation students. Organised in small teams and using the toolkit, they developed 

applications that make use of body-tracking–based interaction. Their feedback was taken into 

account for improving the toolkit and for estimating its usefulness. Then, the whole idea and 

the tools were made freely available for public appreciation, gathering important information 

with regard to the use of the Kina Toolkit in non-controlled environments. 

Development Model 

The development models used on applications for Kinect are usually not different from any 

other application development model. Regardless of which one is used and the size of the 

project, it almost invariably requires design, implementation, and evaluation steps. However, 

when applied to Kinect development, it becomes unsuitable, especially for developers. 

The first issue is right at the beginning of a project, as it is not simple for designers and 

specialists to specify input behaviours that the applications should answer to when dealing 

with gestures and body movements. The most common solutions, textual and pictorial 

specifications, are not enough to inform the programmer how the movement should be 

executed. Movies are a better solution, but they lack depth information and cannot be used as 

input for Kinect. All of those fail to be used on the definition of an input reference. 

A second issue arises at the testing phase, when it is necessary to have a Kinect device available 

and attached to the development machine. In order to test a feature, it is required to stand up in 

front of the Kinect and perform the desired movement. This can become physically exhausting 

after several repetitions.  

These issues degrade the process of development in a remarkable way, and therefore I propose 

the use of Kina Toolkit to help solving all of the issues presented previously. Being able to record 

the desired movement and use it as a specification component is a great advancement in the 

design and prototyping of body-tracking interaction systems, as it is useful for designers and 

programmers. Designers may use it as a definitive reference of their input modelling, this way 
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avoiding the need to be present in some evaluations. Programmers take advantage by using it 

as the input of their programs, avoiding the need to place themselves within sight of the sensor 

during tests, thus softening the physical effort required. Additionally, with Kina it is possible to 

perform tests even without a Kinect. 

These adjustments are summarized in the proposed development model as illustrated in Figure 

8. After finishing the concept of the application, the designers specify the input behaviours by 

using Kina Recorder to create dumps and Kina Editor to precisely select what is desired (step 1). 

This procedure requires the use of Kinect, but if it is not available at the moment, the online 

Movement Database may also be used. Dumps are used by the programmer during the 

development and testing of the feature set, being loaded using Kina Emulator (steps 2 and 4), 

without any need for Kinect. Eventually it may be required to perform more captures (step 3). 

When a feature is implemented, it is then taken to be tested (step 4). If the result is not yet 

satisfactory, it goes back to development (step 5); otherwise, it is marked as completed (step 6). 

When a set of features is completed, it shall be taken to be tested with Kinect (step 7) for a real-

world testing scenario. If it fails, it goes back to development (step 8); otherwise, it can be 

pushed to release (step 9). The tools presented in the previous description of the development 

model are detailed in the Kina toolkit section. 

 

Figure 8. The development model for Kinect-based applications using the Kina Toolkit. Each 
numbered arrow is related to one step of the model. 
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Kina Toolkit 

The Kina Toolkit is a group of tools that enhance the development process of applications that 

use the Microsoft Kinect SDK. The Microsoft SDK was chosen because it possesses a simple and 

clean API, has an easy installation procedure and performs automatic skeleton recognition, a 

feature that was considered crucial for body gestures based applications.  

The current version of Kina is compatible with version 1.0 Beta 2 of the Kinect for Windows SDK, 

which is exclusive to Windows OS and is available only in C++ and C#. Accordingly, Kina was 

implemented in C++ and is only compatible with Windows. Any application that makes use of 

Kinect for Windows SDK should be compatible with Kina, given the current version of our 

toolkit. 

The implementation was managed through Atlassian Jira project tracker and the code was 

stored and versioned using Apache Subversion source code repository. Later, Subversion was 

replaced by Git, due to the advantages of a distributed source code manager, such as the speed 

of most operations and the ease of sharing and merging changes between bases. 

Some project goals defined in the beginning of the Kina project have guided its implementation. 

One of them was to reduce the effort of the programmer in every possible way. In this direction, 

it had to be easily interchangeable with the SDK. In order to achieve that, our solution was to 

create a library that replicates the Kinect for Windows API, just as Fakenect did with libfreenect, 

and dynamically links to it instead of to the SDK libraries. It was also expected to have a 

temporal behaviour similar to Microsoft library, so a major effort was done to adjust the 

response times and to synchronize the various data streams. This library is called Kina Emulator, 

a key part of the proposed toolkit.  

The playing mechanism must be supplied with visual information, so a data recorder was also 

implemented. Actually, two recorders were made, as different situations require different 

solutions. The recorded information should also be adaptable, thus Kina Editor was created. 

These tools compose the Kina Toolkit and they interact as illustrated in Figure 9. Detailed 

information describing how each tool works is provided in the following subsections. 
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Figure 9. Kina Toolkit architecture. 

Kina Toolkit is available for download at http://www.gprt.ufpe.br/grvm/kina, along with a step-

by-step tutorial explaining how to use it. 

Kinect Data Recording 

When using the Kinect sensor, it is possible to access three distinct types of data: visual (from 

colour and depth images), audio (from the microphone array), and motor angle. Visual data 

comprehends all information that comes from both colour and infrared sensors. This includes 

colour image, depth image, and detected skeleton information. There is other visual 

information, such as the image that comes directly from the infrared sensor, instead of the 

calculated depth. In the current version, it is not possible to access such information using 

Microsoft Kinect SDK. Audio information comprises the audio stream from the 4 microphones 

located on Kinect and also an approximate direction of the beam that generated the current 

sound. At last, the motor information gives the angle that maps to the current inclination of 

Kinect tilt motor. Since the focus of Kina is on visual information, only this type of data is 

recorded. In case the user tries to access non-visual, the return is null. 

The recording of the information can happen in two different ways. The conventional one, as 

occurs with Fakenect, is to use a specific application to simply record the wanted data. Kina 

offers a recording application capable of capturing and visualizing sensor data at the same 

time, as shown in Figure 10. 
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Figure 10. Kina Recorder capturing data from Kinect (A) and its corresponding RGB(A and D), 
depth(C and D) and skeleton representations (C). 

This approach frees developers of having to code an application for performing the recording, 

just by choosing the desired type of data and resolution. This type of recording is useful for 

establishing an initial data input stream for applications that are in an early stage of 

development. The difficulty of this approach is that, while it presents visual feedback of what it 

is capturing, it does not have any relation to the user application whatsoever. So, in order to 

record a dump that fits the application, the user must be aware of all interactions expected and 

perform the movements simulating the interactions. 

The second way of capturing data from Kinect is through the pass-through recording capability 

of the toolkit. Differently from the previous approach, this one enables developers to first work 

on a subset of their application and only then record the user movements, this time while 

running the application. It means that the application receives data that comes from the sensor 

and this same data is being stored on file, for further use. The synchronization between user 

input and application feedback is significantly easier to perform in this way, because the user 

receives the feedback from the application being developed as the user performs the body 

gestures/movements.  

When using the pass-through recording mode, it is not necessary to initialize the recording with 

specific parameters as done in the conventional recording. The toolkit simply stores all 

information accessed by the application, using the configuration passed as parameter on its 

initialization. As happens with the conventional recording, the result is the same: a file 

containing the dump information. There is no distinction between files generated by the two 

capture modes. Both can serve as input to any application using the toolkit in playback mode. 

Figure 11 illustrates the layout in the dump file for storing a 640x480 pixels colour image and a 

320x240 pixels depth image, together with the corresponding skeleton information. 
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Figure 11. File structure of the dump file, with colour, depth and skeleton information. 

Data Compression 

In order to decrease the amount of memory needed to store the information captured, a 

compression scheme had to be adopted. Instead of using a video compression algorithm, I 

decided to use single image compression for both colour image and depth information. This is 

due to the fact that two video streams, one for colour and other for depth information, would 

generate more overhead to the application that uses the toolkit while accessing the recorded 

dumps in real time. By compressing frame by frame independently, it does not take into 

consideration the temporal relationship between frames for a better compression, but it 

simplifies the file structure and random accessing across the data. 

It is important for the toolkit that it should be as light as possible in a way that it does not 

interfere significantly on the application performance, so that it could be executed almost as if 

it was accessing the data directly from the Kinect device. 

Since the depth data must be as accurate as possible, it is advisable to use a lossless 

compression scheme while processing this type of data; therefore, PNG compression is used for 

the depth data. Differently, artefacts in the colour image result in less damage to the data, when 

using it for visualization purposes, as the human vision cannot perceive some small variations 

in brightness frequency. This way, the colour data is compressed with JPEG, a lossy algorithm, 

which favours reduction over integrity, thus saving a considerable amount of memory space. 

The chosen parameters allowed a compression of about 93% without damaging visualization 

quality, compared to the bitmap file. 
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The data compression, in order to not compromise the Kinect data capture, is only performed 

when the application is finalized, either for the Kina Recorder or the pass-through mechanism. 

This way, the data captured is stored in its original format (raw) on memory. At the end, a 

process iterates over all data and performs the compression using the specific algorithm for 

every frame found (JPEG for colour and PNG for depth image). After compression, the resulting 

data is stored in the dump file. It was not necessary to compress the skeleton information, since 

it represents a small percentage of the entire frame size when compared to both colour and 

depth images. Using 90% of JPEG quality, it was possible to keep a small visual difference 

between original and compressed images with a satisfactory amount of data compression. A 

single block of data containing compressed 640x480 pixels colour image, 320x240 pixels depth 

image, together with the skeleton information, occupies an average of 92KB, against 1350KB of 

the uncompressed data. 

Kinect Data Playback 

A dump file can have up to three types of information: colour image, depth information, and 

skeleton data. According to how the data was captured, some information may not be present. A 

configuration file named “kina.ini”, located at the same folder as the application executable (or 

accessible through the system path), contains information about which dump file should be 

opened and two extra parameters detailing how it should be read. One of the additional 

parameters indicates whether the content in the dump file should be read repeatedly or just 

once. The other parameter provides the toolkit with the size of the read buffer to be used (how 

many frames should be read from file before asked by the application). 

The Kina Emulator possesses a thread that runs in background and is responsible for allocating, 

reading and decompressing the data stored in the dump file. Once initialized, it performs the 

following task sequence: 

 if read buffer is not full, read frame from dump file; 

 decompress information based on its type (JPEG or PNG); 

 store information in the read buffer. 

If the read loop is not activated in the configuration file, once it reaches the end of the dump 

file, it stops feeding the read buffer. After that, the application should receive an error 

indication every time it asks for a new frame.  

The Kina Emulator thread starts working as soon as the application calls the initialization 

function of the SDK. Because of the fact that different frames can have different sizes due to the 

compression scheme adopted, the thread starts by reading the entire dump file and saves the 

initial address of each frame. This information will be used later for fast indexing of the stored 

data. The emulator can return an error signal as result every time one of these situations 

happens: 

 the dump file is not found during initialization; 
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 the SDK is initialized requesting data that is not present in the current dump file (for 

instance, data with different resolutions); 

 a specific data cannot be found inside the dump file (for example, the application asks 

the toolkit for skeleton data, but the file only contains colour image and depth 

information); 

 the application tries to read a frame from the toolkit but there are no more frames 

available (the option that enables the continuous read from the dump file is disabled). 

The timestamp of each data provided by the SDK is essential in order to maintain the temporal 

coherence between sensor and emulator. Based on the timestamps, it is possible to simulate 

the waiting time between two consecutive frame reads. For example, in order to access two 

sequential frames, one must wait until the difference between timestamps is equal or higher 

than the current time. Only then, the information is made available to the application.  

This mechanism is used in order to guarantee the capture frame rate of Kinect data. By using 

this, it is possible to read a certain amount of frames almost at the same time, independently if 

they are read from SDK or Kina Emulator. Microsoft Kinect SDK provides two different ways of 

reading data from the sensor: polling- and event-based. Currently, only the first one is available 

on Kina Emulator. Event-based reading in Kina Emulator is a work in progress and should be 

available soon, as described in the future works chapter. Despite that, the current state of the 

toolkit allows the creation of fully functional Kinect-based programs, such as games and data 

visualization applications (more detail will be given about these applications on the remaining 

sections). 

Dump Editor 

Another important component of the Kina Toolkit is the Kina Editor. It was produced in order to 

help editing a dump that was previously captured using the Kina Recorder tool or the pass-

through mode. One of the tool features is the possibility of removing undesirable frames from 

the dump file, in order to make it smaller and more concise. This procedure occurs by selecting a 

range of frames using the graphical interface of the application and then removing the 

undesired group of frames from the entire sequence. 

 There is no limitation regarding the number of times this operation can be done. Another 

feature is that it also enables users to combine two or more dump files by joining together their 

data. Using only these two operations, “removal” and “join”, it reduces even more the work 

during the test phase, since it is possible to record a single sequence of all user movements and 

later divide the captured data into relevant segments. Based on the Kina Editor, an online 

movement database was created in order to help developers construct their own applications 

without the need of having a real Kinect device available. 

The Kina Editor supports every data format (colour image, depth and skeleton, using any 

resolution) that can be stored in a dump file. In other words, it supports all formats available on 

Microsoft Kinect SDK. The tool was implemented using the Qt library (Qt Project 2011) for the 

graphical interface and specifically the libqxt (Picciani et al. 2011) component for the slider, and 
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libjpeg (Lame & Independent JPEG Group 1988) and libpng (Schalnat et al. 2010) for 

decompressing the compacted data. There is a fixed space on screen for each one of the three 

data types available. The colour image is shown on the left, occupying most of the screen space, 

while depth and skeleton information are shown on the right side of the screen. Apart from the 

resolution being used, the content is adjusted to fit the screen accordingly. The graphical user 

interface of Kina Editor is illustrated in Figure 12. 

 

Figure 12. Kina Editor interface. 

When a dump file is opened by Kina Editor, all frames are decompressed and stored into 

memory. Therefore, it demands a high amount of memory available in order to allow the 

selection and navigation through different frames in a smooth way. After the frames are edited, 

either removed or added to the main sequence, the remaining frames are not re-compressed. 

What happens is a direct copy of the original frames that still are at the new sequence. This 

prevents the loss of image quality by compressing over and over again the same frame with 

JPEG while saves processing time. If necessary, the timestamps are adjusted in order to 

maintain the temporal coherence between frames. 

Seamless Integration 

When designing Kina Toolkit, one of the main concerns was that it should be easy to use and 

require the minimum knowledge as possible from the developer. Assuming that the developer is 

familiar with Microsoft Kinect SDK, the Kina Toolkit requires no additional knowledge to be 

used. This was possible by a direct mapping between Microsoft Kinect SDK and the toolkit 

functions. This way, it is possible to use the toolkit as if the developer was using the SDK itself. 

The expected result of the functions is the same, and all functions regarding visual data are fully 

functional. This is a notorious advantage of the Kina toolkit, because it is possible to switch 

between it and Microsoft Kinect SDK by simply changing which library the application links to, 

what can be done by a drop-down list on a toolbar of the Visual Studio IDE. Consequently, the 

remaining application code does not need to be altered. Once the application has the expected 
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behaviour during tests using the Kina toolkit, the developer can switch back to Microsoft’s SDK, 

in order to perform the final tests using the Kinect device itself. 

In addition to the easiness of use, the toolkit also offers very low overhead to the application 

when executing on playback mode, reading data from the dump file. This happens because an 

internal thread is responsible for reading the dump data, instead of intensively processing the 

depth data looking for skeleton matches, as performed by the SDK. The toolkit is available as a 

dynamic library, containing a respective DLL file (Dynamic Link Library) with the 

implementation, a LIB file for linking with the DLL at compile time, and header file. When in 

recording mode, the toolkit itself accesses the Microsoft Kinect SDK in order to capture data 

from the sensor. Only in this case the SDK is required to be installed at the system as well. 

Movement Database 

It is already known the possibility of using Kinect sensor dumps with Kina Toolkit, which 

relieves the developer from having a Kinect on the majority of the development phase. 

However, dump files are created by using the sensor itself and capturing its data, therefore the 

sensor must be utilized at least once on the beginning of the project. In order to abstract the 

need of a Kinect sensor during the development phase, a movement database was created. It is 

a web application composed by a collection of different dump files, each one representing a 

single body gesture/movement. A consequence of having generic dump files that represent 

common movements is the possibility of using them as reference for different tests and 

projects. 

The movement database is formed by a set of simple movements, which can be combined using 

Kina Editor in order to generate complex sequences of movements. The initial set of movements 

to be part of the database was defined by analysing the most common body 

gestures/movements performed by Kinect-based game players, specifically when using the 

Kinect Adventures game (Good Science Studio 2010). Based on user screenshots, it was possible 

to replicate the most common movements and add a dump containing each one of them to the 

database. Figure 13 illustrates some dump samples that were placed on the database based on 

their similarity to common movements of users when playing Kinect Adventures. 
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Figure 13. Samples found on Kina Movement Database. On the left of each box, images of users 
playing Kinect Adventures that were used as inspiration for populating the database. In the 
middle, there are the corresponding movements captured in a controlled environment. And on 
the right, the available data of each movement. 

Besides the dump files, the database also takes into consideration the specificity of some 

applications (for example, related to health or sports) and provides some textual attributes that 

help classifying and searching for a specific dump file. This is achieved by a tag-based system for 

identifying the nature of the behaviour on the dump file, and some attributes of the person 

performing the movement, such as: number of people performing the movement, gender, 

height, weight, age, etc. There was no exhaustive study as for how to classify the movements, 

but great effort was done to provide sufficient information. Examples of tags are: "circular left 

hand", "raising arms", "jumping".  

The web application was developed using the ASP.NET framework and the C# language, which 

are based on the .NET platform. The Microsoft SQL Server was chosen to be used as the database 

management system, due to its easy integration with the .NET platform. It is currently 

structured according to the diagram presented in Figure 14. 

 

Figure 14. The structure of the Kina Movement Database 
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The Kina Movement Database is currently online and was made to be collaborative, which 

means that other researchers can produce and send their own movements captured using the 

toolkit, in order to make the database even more complete. It can be accessed on the address 

mentioned in the Kina Toolkit section. 

Performance Evaluation 

Kina was designed to help in the development of Kinect-based applications, with emphasis in 

those that make use of body-tracking interaction. In order to fulfil its goals, it addresses a series 

of issues in this development process that is believed to be flawed or that could be enhanced. 

Some of the improvements are already covered by tools for other SDKs, such as the possibility 

to develop without an attached Kinect, the comfort of remaining seated while testing or the 

indispensable deterministic testing procedure. Others, such as the ability to edit large 

sequences of data, the movement database and the development model are contributions of 

this work to Microsoft SDK. 

One of the main concerns when implementing Kina Emulator was that it had to provide a 

temporal response similar to the one of the SDK. The most compute intensive operations 

performed by the toolkit are the compressing and decompressing tasks. The libjpg and libpng 

compression libraries take in average 14.73 ms and 1.45 ms to decompress a 640x480 pixels 

colour image and a 320x240 pixels one, respectively, on a 3.2 GHz Core i7 CPU with 8 GB of RAM. 

That is short enough to supply a real time data stream. This way, the approach chosen was to 

execute the decompression of a buffered frame in a background thread while the user 

manipulates previous data. By doing so, the initialization time of the toolkit is short and the 

temporal response throughout the execution is kept equivalent to the SDK. 

Another concern was the memory overhead of the emulator, as it is desired to be minimal. If the 

whole dump was decompressed and kept in memory, it would have a very fast response, but 

would demand hundreds of megabytes. The current design, by keeping only two buffered 

frames of each type of image, requires only 11 MB of RAM, while the Microsoft Kinect SDK itself 

makes use of 158 MB. It is not clear why the Microsoft Kinect SDK consumes so much memory, 

but it is probably due to the skeleton recognition phase, where it tries to match a segmented 

part of the depth image with a database of body positions (Shotton et al. 2011). 

The simple recorder has milder memory requirement, since it is supposed to be used by itself 

(separate from the user application). The pass-through mode is more complex as it has to share 

memory with the user application. The current solution keeps all the frames in memory and 

hence needs a better memory management. 

User Experience Evaluation 

Kina Toolkit was tested and experimented in the Advanced Topics in Media and Interaction 

discipline of the Computer Science course of the Federal University of Pernambuco in Brazil. The 
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students had to develop a body-tracking interaction project based on Kinect. The purpose of 

this course is to introduce nonconventional interaction systems and techniques, and to provide 

means for the students to develop their own applications in this regard. The experiment 

happened during one semester of the course, and then it was repeated in the following 

semester, with an updated version of the toolkit considering the feedback provided in the 

previous semester. 

The students were supposed to develop a body-tracking–based interaction system using Kinect. 

In order to do so, first they were provided enough knowledge about interaction and 

development of interaction systems. They brainstormed about which features were important 

on such systems and defined a subset of them to include in their projects. Then, each group 

made their proposal, which was discussed and modified until agreed by both students and 

teacher. The projects were developed, with periodic monitoring by the tutors and, in the end, 

the groups had to evaluate the usability of their solutions with at least 20 people, collecting 

their feedback in the form of a semantic differential scale. 

In the first edition of experiment, there were 12 computer science students, from 20 to 27 years 

old, of which only one was a woman. None of them reported previous knowledge of natural 

interaction development, but they were familiar to general purpose programming. They were 

divided in 3 diverse groups, based on acquaintance to each other. The experiment with the 

toolkit lasted for 2 months, but previously the students had other 2 months of classes about 

interaction. During this edition, the toolkit was not yet composed of all the features, lacking the 

movement database and the pass-through recorder. 

The students were not obliged to use the toolkit, but they shortly observed the same difficulties 

that I did when developing for Kinect. Everyone reported that it was used and, as most of the 

students did not own a Kinect device, the toolkit happened to become extremely useful for a 

proper unravel of the projects. Unfortunately, it was not possible to compare the development 

of application with and without Kina, since the quality of the resultant application influenced 

the student's grades, and it could create an unfair situation.  

The outcome of the course were several interesting projects shown in Figure 15, including:  a 

bug-smashing casual game, in which the players gain power-ups if they kill the right sequence of 

insects; a functional training program, that instructs the users to execute functional training 

positions, indicating how well positioned they are; and an art experiment, where the users paint 

in a virtual canvas using their own body as a brush. 
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Figure 15. Example applications developed using Kina Toolkit: (1) a game in which the players 
must use their hands to kill insects; (2) an application for conditioning the user to perform 
functional exercises; (3) an art experiment of painting using body parts. 

In the second edition of the experiment, there were 7 computer science students, from 19 to 25 

years old, of which 5 were men. One of them had basic knowledge of programming for Kinect, 

however not about natural interaction. They were divided in 2 groups and the experiment 

repeated the previous format.  

Only one of the students had a Kinect device, which was used by their group, while another unit 

was provided by the teacher to the other group. Even in possession of a sensor, both teams 

praised the existence of the toolkit. They developed: a sound related game, where the user was 

supposed to catch falling notes which represented the tone they were listening; and a dance 

teaching program, which evaluated whether the user was performing the right movements, 

based on a local rhythm and dance known as Frevo.  

In the end of the course, the students were asked to provide a feedback about their experience 

with the Kina Toolkit. In summary, they reported that the toolkit was indispensable during the 

test phase, where they used it to properly calibrate the response of the program. They were 

pleased by the fact that they could easily develop and test even without the Kinect and that it 

notably relieved the fatigue of testing. They also suggested that in the emulator it should be 

possible to dynamically change its input dump and that the recorder should provide a GUI for 

setting its parameters. 

Although it was not possible to perform comparative evaluation of the performance of the 

students using or not the toolkit, based on their feedback and the fact that the toolkit basically 

provides previously impossible characteristics for the development for Kinect, it is sufficient to 

consider the Kina a useful toolkit. 
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Conclusions 

This dissertation explores the problem of performing tests for body-tracking–based 

applications that make use of the Microsoft Kinect sensor. It was observed that this mode of 

input comes up with a series of issues that do not exist on the most common input devices, such 

as mouse and keyboard, thus hindering the development process altogether. This work was 

focused on the use of a recording and playback mechanism as means to provide an efficient 

development model and a productive environment. 

The work fits in an interaction design methodology (as one of its phases), which is focused in 

small teams and start-ups that develop natural interaction-based applications. Therefore, its 

features were planned with the intention to reduce both effort and time required to develop 

such applications, as desired on this kind of environment. 

The proposed development model regards issues that concern the interaction designer, the 

programmer and also the tester. It is based on Kina, a toolkit developed with the particular goal 

and due care to facilitate the development process. It provides an input specification 

mechanism, an easy switching between Kina and Kinect data sources, a low memory overhead 

during playback, two recorders for both specification and development stages, a movement 

database for sharing and a dump editor. 

The solution was evaluated with undergraduate students developing projects based on natural 

interaction during two semesters of an Advanced Topics in Media and Interaction course. 

Although it was not possible to perform a comparative evaluation, all the students praised the 

abilities provided by Kina and considered that developing without the toolkit was tiresome and 

harder to identify errors. Most of the projects achieved the desired status of development. 

In relation to performance characteristics of the toolkit, it managed to include every planned 

aspect, such as temporal coherence and seamless integration, while maintaining a very low 

memory and processing overhead, usually even less than Microsoft’s SDK itself. With the use of 
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image compression techniques, the dump generated by recording the streams occupies a fairly 

small amount of space on the hard disk for such a high-bandwidth input device. 

Contributions 

The main contributions of this work can be resumed as follows: 

 Kina, an open-source toolkit which provides a recording and playback mechanism to the 

Microsoft Kinect SDK, designed with the intent of softening the tiresome development 

of interactive applications that make use of Kinect. It features several tools which make 

the development less demanding on the sensor, a compression scheme to allow easy 

sharing of data, and an online movement database with freely available data to be used 

with the toolkit. 

 a development model based on the Kina toolkit, which formalizes the use capture and 

replay tools in the testing of natural interaction applications; 

 one full paper accepted on international conference entitled “Increasing Kinect 

Application Development Productivity by an Enhanced Hardware Abstraction” in ACM 

SIGCHI EICS 2012 (Reis et al. 2012); 

 one full paper accepted to be published on the international conference HCII 2013; 

 two full papers accepted on national conference; the first one entitled “Open/closed 

hand classification using Kinect data” in SVR 2012 (Teixeira et al. 2012); and the second 

one entitled on “An open-source tool for distributed viewing of Kinect data on the web” 

in WRVA 2011 (Reis et al. 2011). 

Future Work 

This dissertation has a series of improvements that should be made as a continuation of the 

scientific contribution on the interaction engineering area. Some future works are quite 

practical and important in the short-term, such as the update of the toolkit to become 

consistent to the newest version of the Kinect for Windows SDK (v1.6), which is a recurrent 

necessity for each update of the SDK; a C# wrapper compatible to the C# API of the SDK, 

ensuring full compatibility with applications based on Kinect for Windows SDK; and the 

implementation of some features suggested on the evaluation feedback, like the possibility to 

concatenate dump files and a GUI for the standalone recorder. 

There are other improvements that require an academic approach and seem to expand this 

work significantly. A further evaluation of the development model is of great importance, 

particularly considering different contexts and with people of varied background. The ability to 

combine different data dumps on the editor is an interesting feature, but requires video and 3D 

data merge techniques which are still in very early stages of development. And, as an evolution 

of the current approach of this work, the proposal of a model-based testing mode, which would 

consider a recorded data dump to be the model to the automatic generation of slightly modified 

test cases. 
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