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Abstract

Cloud reliance is critical to its success. Although fault-tolerance mechanisms are employed by cloud 

providers, there is always the possibility of failure of infrastructure components. We consequently 

need to think proactively of how to deal with the occurrence of failures, in an attempt to minimize 

their effects. In this work, we draw the risk concept from probabilistic risk analysis in order to 

achieve this. 

In probabilistic risk analysis, consequence costs are associated to failure events of the target 

system, and failure probabilities are associated to infrastructural components. The risk is the 

expected consequence of the whole system. We use the risk concept in order to present 

representative mathematical models for which computational optimization problems are formulated 

and solved, in a Cloud Computing environment. In these problems, consequence costs are 

associated to incoming applications that must be allocated in the Cloud and the risk is either seen as 

an objective function that must be minimized or as a constraint that should be limited. 

The proposed problems are solved either by optimal algorithm reductions or by 

approximation algorithms with provably performance guarantees. Finally, the models and problems 

are discussed from a more practical point of view, with examples of how to assess risk using these 

solutions. Also, the solutions are evaluated and results on their performance are established, showing 

that they can be used in the effective planning of the Cloud.

Keywords: cloud computing, combinatorial optimization, network virtualization, probabilistic risk 

analysis
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Resumo

A confiança em uma Nuvem é fundamental para seu sucesso. Apesar de mecanismos de tolerância a 

falhas serem utilizados por provedores de Computação em Nuvem, há sempre a possibilidade de 

falha de componentes da infra-estrutura. Conseqüentemente, precisamos pensar proativamente em

como lidar com a ocorrência de falhas, na tentativa de minimizar os seus efeitos. Neste trabalho, 

utilizamos o conceito de risco advindo da Análise Probabilística de Risco, a fim de alcançar este 

objetivo.

Na Análise Probabilística de Risco, conseqüências são associadas a eventos de falha do sistema 

em estudo, e probabilidades de falha são associadas a componentes da infra-estrutura. O risco é a 

conseqüência esperada de todo o sistema. Usamos o conceito de risco a fim de apresentar modelos 

matemáticos representativos, para os quais problemas computacionais de otimização são formulados 

e resolvidos, em um ambiente de Computação em Nuvem. Nestes problemas, as consequências

estão associadas às aplicações de entrada que devem ser alocadas na nuvem e o risco ou é colocado

como parte da função objetivo que deve ser minimizada ou como uma restrição que deve ser 

limitada.

Os problemas aqui propostos são resolvidos ou por reduções a problemas já conhecidos ou 

por algoritmos de aproximação com garantias de desempenho comprovadas. Finalmente, os 

modelos e os problemas são discutidos a partir de um ponto de vista mais prático, com exemplos de 

como avaliar o risco ao usar essas soluções. Além disso, as soluções são avaliadas e resultados 

relativos ao desempenho são estabelecidos, mostrando que tais algoritmos podem ser utilizados no 

planeamento eficaz da nuvem.

Palavras-chave: computação em nuvem, otimização combinatória, virtualização de rede, análise 

probabilística do risco.
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1 Introduction

One of the most important features of the Internet currently is the location transparency that allows 

access to content without any knowledge of the infrastructure where it is hosted. The technologies 

used to provide this kind of transparency leveraged a new model of service provision, called Cloud

Computing. In this model, companies put their applications or virtual machines into the “Cloud” –

a giant set of centralized or distributed servers around the world maintained by the operator of the 

Cloud – without knowing where the services are actually hosted or how they are delivered to end 

users. By accessing this computing power on a scalable network of nodes, companies can outsource 

the tasks of maintenance and management infrastructure required to host services, reducing costs.

Another advantage from the standpoint of the Cloud users, in addition to cost savings, is that 

the Cloud Computing model enables one to provision it in accordance with the organization's 

current needs, in contrast to traditional practices, where resources are often sized to meet peak 

demands getting stranded in the period when demand is low. In this way, companies can request 

resources from the Cloud as they are needed, in a scalable and elastic manner.

On the other hand, from the perspective of Cloud providers, Cloud Computing offers a better 

way to use their own infrastructure. Some authors [5] show that this model uses a form of statistical 

multiplexing, as it allows one to allocate resources to meet the needs of multiple users concurrently. 

This statistical multiplexing of resources in data centers is guaranteed by decades of research in 

various areas of computing such as distributed computing, grid computing, web technologies and 

virtualization. Several authors in the field of Cloud Computing ([5], [51], [9]) agree that among the 

research areas, virtualization brought the key technologies to leverage Cloud Computing.

Although the technology to provide Cloud Computing is already being used in several 

companies (e.g. Google1, Amazon2, Salesforce.com3, etc.), it certainly cannot be said that this 

research area is consolidated. Several lines of research are being developed and several issues are still 

open [26]. In Cloud Computing, reliability of the service is always a major concern and Cloud
                                               
1 http://code.google.com/intl/appengine/appengine/
2 http://aws.amazon.com/ec2/
3 http://www.salesforce.com/platform/
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providers must offer guarantees to its users considering their restrictions. Under this scenario, a 

practical way of providing such guarantees on expected eventual losses is using risk analysis [1], 

which is an approach that is widely used in many distinct environments. This is where this work

seeks contribution.

1.1 Motivation
The Cloud infrastructure is typically implemented in data centers, which usually contain 

thousands of servers that are interconnected through fast switches, routers or other fabrics [40]. 

Nonetheless, a Cloud’s infrastructure may also be geographically distributed among smaller 

datacenters [39]. In both cases, problems, such as link outages, servers’ failures, and many others, 

will be common. Authors in [40] state that typical issues include hardware configuration, fault-

tolerance, traffic management, power and cooling resource management.

In addition, Cloud providers must deal with the fact that, in this computing model, service 

availability is a major goal ([5], [10]). Users expect a contracted service to be available as if it were 

hosted on their own domain.

Howsoever fault-tolerance mechanisms are employed by a Cloud provider, there is always the 

possibility of failures to occur. We consequently need to think proactively of how to deal with their 

occurrence, in an attempt to minimize their effects, i.e., to maximize the Cloud reliance. According 

to [6], a low reliance, can cause significant problems if the control of downtime and outages is out of 

the Cloud provider command. Furthermore, this scenario becomes more complicated if we consider 

that failure time is accounted as revenue loss. 

Table I shows availability estimates of key Cloud services in the years 2008 and 2009. This 

table was produced based on information about Cloud services’ interruptions available in [53]. 

Analyzing this information, one can see that even large Cloud providers with a long history in large 

data centers management are struggling to manage failures in Clouds, suffering sometime up to 

several days of service outages. Also, note that with only few exceptions, these providers were 

unable to provide the expected high levels of availability for critical services.

Table I Availability Estimates

Service Availability in 
2008

Availability in 
2009

Amazon S3 99,86% 100%
Amazon EC2 99,99% 99,86%
Google App Engine 99,75% 99,91%
Google Gmail 99,17% 99,65%
Microsoft Hotmail 100% 99,94%
Microsoft Azure - 99,75%
Salesforce.com 99,93% 99,99%
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When contracting Cloud Computing services, users require a desired priority and quality for 

their applications. In order to stipulate such requirements, Service Level Agreements (SLA) can be 

negotiated [29]. SLAs allow detailed specification of the business relationships between the service 

provider and the service user [3]. When providers have accepted an SLA, they have to be able to 

compensate for resource failures in order to prevent SLA violations.

Central to the development of this work is the concept of risk under Probabilistic Risk 

Assessment (PRA). PRA is a systematic and comprehensive methodology to evaluate risks 

associated with complex systems, largely used in several knowledge areas [30], [1]. Generally, in 

PRA, a potential loss value (also called consequence) is associated to failure events of a system, 

together with probabilities of occurrence of these events. Stated simply, the probabilistic meaning of 

risk is exactly the expected consequence of the whole system.

In PRA, the consequences associated with system failure events can be seen, for example, as 

the amount of cash that will be lost if such failure event occurs. More precisely, under the Cloud

Computing scenario, consequence values can be seen as the compensation agreed in the SLA that 

the provider must pay when a certain resource or application of a Cloud user fails. When using PRA, 

the main objective is generally to minimize the risk of our system by analyzing the decision 

alternatives and deciding which ones must be chosen in order to achieve minimal or a limited risk

for our system.

Considering that little has been researched on the application of PRA for Cloud Computing, 

this dissertation proposes and studies computational optimization problems which apply PRA in 

some distinct Cloud Computing scenarios in order to reduce the likelihood of failures and increase 

the reliability of Cloud infrastructures and the users trust on the Cloud service.

1.2 Objective
The overall objective of this work is to present mathematical models based on the PRA risk 

concept, together with representative computational optimization problems and efficient algorithmic 

solutions for these problems, which can be used in practical real world scenarios on Cloud

Computing infrastructures in order to minimize risks for the Cloud provider. 

The models proposed in this thesis are mainly concerned with optimal resource allocation for 

planning of budget investment on equipaments and technologies together with management of 

infrastructural resources for the Cloud owner, considering that consequences values are associated 

to SLA violations of the developer services hosted in the Cloud.

Specific objectives of this dissertation are:
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 Introduce the use of risk assessment on Clouds as an important valuable practical 

approach;

 Analyze the quality of the proposed solutions and their main strengths;

 Clarify the presented models and solutions from a practical point of view, more 

specifically, showing examples on how to assess risk using the proposed algorithms.

1.3 Work Structure
This dissertation is organized as follows. Chapter 2 presents general state-of-the-art research 

tendencies that concerns failure management and planning techniques that are used on Cloud

Computing, focusing on PRA and works that rely on its concepts.

In chapters 3 and 4, we present representative optimization problems which bring the concept 

of risk to the Cloud Computing environment. For each of the presented optimization problems we 

do a generic analysis and propose an optimal algorithmic solution or an approximation algorithm 

with optimality guarantees. These solutions are either based on the non-trivial reduction of the 

presented problem to an already known well studied computational problem, relating similarities of 

already known algorithms, or the use of an algorithm design technique, based on the problem 

properties. In either way, care is taken in order to formally show the correctness of the algorithms.

The problems presented are based on four distinct models which consider important parameters for 

the Cloud provider and Cloud user. Among these parameters we have capacity of physical machines, 

failure probability of infrastructure components, consequences associated to the Cloud developer 

services that must be allocated, etc.

These two chapters also discuss how objectively a Cloud provider can use the models, 

problems and solutions presented with the objective of minimizing risks in its Cloud. Also, results 

related to each problem are presented. We classify these presented problems in two main categories: 

planning problems and production problems. Chapter 3 introduces the proposed production 

problems, while Chapter 4 presents planning problems.

More specifically, Chapter 3 presents two production problems: the Capacitated Risk 

Assignment Problem, and the Uncapacitated Virtual Network Risk Assignment Problem.

Production problems are those related to how a cloud provider allocates its incoming user requests. 

The Capacitated Risk Assignment Problem focus in minimizing the risk while allocating incoming 

virtual machines in a datacenter infrastructure. The Uncapacitated Virtual Network Risk Assignment 

Problem deals with the allocation of incoming virtual networks.
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Chapter 4 presents two planning problems: Budgeted Probabilistic Risk Problem, and 

Budgeted Risk Assignment Problem. Planning problems are related to how the cloud provider 

invests its budget in its infrastructure in order to minimize future risks. In the Budgeted Probabilistic 

Risk Problem, we suppose to know the probabilistic behavior of the incoming requests in our 

Cloud, and based on that, invest the budget on physical components in order to minimize risks. The 

Budgeted Risk Assignment Problem has characteristics of both planning and production problem, 

as will be seen. As this problem shows to be NP-hard, an approximation algorithm is designed and 

the cost it achieves is compared to the optimal cost via simulation.

Chapter 5 includes discussion about the general parameters of the previously proposed 

problems and how these parameters can be treated by cloud providers in order to use the models 

properly.

Finally, the conclusions, including the enumeration of the contributions of the dissertation 

and possible future works are presented in Chapter 6.
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2 Related Work

In this chapter, we present works that were relevant to this dissertation. These works were relevant 

for many reasons. Some of them are references for basic concepts of Clouds, others for basic 

concepts on PRA, other works served as motivation for this thesis. It is important to state that one 

of the main works which motivated this dissertation was [45]. There, PRA is used in order to assess 

risk in the area of complex networks. We borrowed this idea and applied it in more scenarios, more 

specifically, scenarios of resource allocation in Cloud Computing.

Cloud Computing general concepts are discussed only in an introductory level. For a more 

profound introduction in the area, there is a wide collection of literature material in the references, 

which present Cloud concepts and purposes under several aspects. See, for example [40], [6] and [5].

This chapter is organized as follows: we present a first section with basic Cloud Computing

concepts and what is our point of view about it. Then, we present a section on general concepts on 

PRA and works that focus on the solution of computational problems that assume these concepts, 

mainly [45]. We then present some relevant works that use other techniques other than PRA in 

order to ensure a greater reliance for the Cloud. Finally, we present state-of-art works in fault 

management techniques that can be used on practice for Clouds. These techniques can be used in 

order to decrease the failure probability of the Cloud infrastructural components and are generally 

seem as technologies that can be obtained by the Cloud provider in order to ensure a better 

reliability for his Cloud. In our models, when dealing with failure, we do are not concerned directly 

with how the fault management will be done. Thus, these techniques are only presented for 

completeness of the work and to show how reliability is achieved on practice.

2.1 Cloud Computing
Despite the widespread use of the term Cloud Computing, there is still no formal definition of the 

term. In [51], the authors reviewed the literature of the area to determine a minimum set of features 

that are present on Cloud Computing solutions. The authors found that three features, although not 

common in all settings, appear more frequently: scalability, model pay-what-you-use and 
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virtualization. With these features, they formulated their own definition: “Clouds are a large pool of 

easily usable and accessible virtualized resources. These resources can be dynamically reconfigured

to adjust to a variable load, allowing also for an optimum resource utilization. This pool of resources 

is typically exploited by a pay-per-use model in which guarantees are offered by the infrastructure 

provider by means of customized SLA”. Another similar definition appears in [9]: “A Cloud is a type 

of parallel and distributed system consisting of a collection of inter-connected and virtualized 

computers that  are  dynamically  provisioned  and  presented  as  one  or more  unified  computing  

resource(s)  based  on  service-level agreements  established  through  negotiation  between  the 

service provider and consumers”.

These broader definitions are interesting in the current Cloud Computing market, because it 

does not impose restrictions on the type of service offered by the infrastructure provider, allowing 

encompassing a wide range of types of services such as Software as a service (SaaS), Platform as a 

Service (PaaS), Infrastructure as a Service (IaaS), Data as a Service (DaaS), among others [56].

Even though Clouds are designed differently in order to provide distinct services, we would 

like to stress that the underlying infrastructure ends up by being formed by a set of virtualized and 

physical resources. Cloud providers are currently used to deal only with virtualization of processing 

and storage servers, but we would like to include in our view the virtualization of all types of 

resources, including communication resources such as routers, switches and links. The network 

virtualization can use traditional traffic engineering protocols to provide resource reservation, or 

they can choose to use intelligent nodes with open interfaces for creating new services like the 

emerging OpenFlow switches [32]. Thus, we generally categorize the Cloud infrastructural resources 

into four categories: processing elements, storage elements, communication elements (routers and 

switches) and link elements.

2.2 Probabilistic Risk Assessment
PRA is a general methodology which objective is to enumerate outcomes and quantify their 

likelihoods in order to evaluate risks of a complex system [30]. More specifically, in PRA, 

consequence values are associated to failure events of the system, which have a certain probability of 

happening. Risk may have several meanings in the literature [1], but in this whole dissertation, we 

always use the definition that quantifies risk as the expected consequence of the system under 

consideration [45].

A common practice in PRA is to make use of fault trees [15] which are built based on the 

components of the system in order to define failure probabilities. For each outcome of failure that 

can be obtained through the fault trees, a consequence value is assigned. In this way, the risk of a 
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system can be defined. [45] uses a fault tree in order to define the concept of risk for general 

networks. The risk of a network is defined as the sum of risks of each barbell of the network. A 

barbell is a sub-network which is composed by a link and the two nodes which it connects, as 

depicted in Figure 1, in which we have a network with three barbells, and the barbell (1,2) is 

selected.

Figure 1 A barbell of a network.

Each network component has a consequence and a failure probability assigned to it. The fault 

tree for a barbell is just an OR of the events of failure of either any of the nodes or the link of the 

barbell, i.e. the barbell fails if any of its components fails. To each failure event of the barbell the 

consequence value assigned is the sum of the consequences of the failed components. This ends up 

being equivalent to define the risk of a barbell as p + p + p , where p , p and 

p are the failure probabilities of the left node, the link and the right node of the barbell and C , 

C and C are their respective consequences.

As the total network risk is defined as being the sum of risk of each barbell, the risk of a 

network can be seen as the sum of risk of each component of the network (either link or node) 

considering that the consequence of any node is multiplied by its degree (the number of incident 

links to this node).

Then, authors in [45] define an optimization problem of allocating a certain amount of budget 

to the components of the network in order to minimize the network risk. A linear probabilistic 

model was assumed for each network component, i.e., if we apply a certain budget to a component, 

its probability of failure decreases linearly. Finally, a solution to this problem was given. Also, the 

analysis of a non-linear failure probability model was made and many considerations on threats over 

the network were also analyzed. [46] uses a model based on [45] and adopts probabilistic risk 

analysis in order to allocate a budget to projects that are modeled as a network.

This idea motivated the definition, in this thesis, of other computational optimization 

problems which consider the risk concept applied to Cloud Computing.

1 2

3
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2.3 Survivability and Reliability Related Optimization Problems
There is an intrinsic relation of our study with the study of survivability on virtual networks. In fact, 

one of the problems proposed in this dissertation deals with the assignment of a virtual network 

onto a substrate network under some assumptions of risk minimization. Virtual networks research 

[36] is a relatively recent research trend and its main computational problems deals with the 

allocation of virtual networks onto physical substrate networks, called the Virtual Network 

Embedding problem. 

When considering fault tolerant strategies and backup elements in the infrastructure, the 

Virtual Network Embedding problem is seen as a survivability problem. An example of 

computational problem of this kind can be found in [34]. There, the authors dealt with different link 

survivable policies while efficiently mapping virtual network requests into a substrate network. Their 

main problem was to incorporate substrate link failures under the network embedding problem and 

they presented a model to manage this problem as well as efficient heuristic solutions that 

outperformed baseline heuristics.

In addition to dealing with link failures, [20] proposes distinct survivable strategies for virtual 

network embedding, but its authors focus on recovering node failures. Then, a survivable virtual 

network mapping optimization problem is formulated and two different solutions are given to this 

problem each under a different protection scheme for the nodes. Efficient mixed integer linear 

programming heuristics are used to solve the problem and simulation was used in order to evaluate 

and compare the solutions.

Authors in [52] consider a resource allocation problem in a virtualized architecture where the 

virtualized resources are leased with reliability guarantees. Authors consider physical links and nodes 

capacities in the problem and reliability is guaranteed using redundant virtual nodes in the substrate 

network. The objective of the problem is to allocate incoming requests guaranteeing a reliability of a 

certain value. Under some assumptions, an NP-hard mixed integer programming optimization 

problem is proposed and solved approximately by relaxing the boolean variables of the problem.

Another related work on reliability, considering the analysis of the reliability of overlay networks in 

terms of the overlays’ connectivity can be found on [27].

In [28], authors also propose embedding algorithms with the differential of considering an 

actual implementation of a virtual network embedding problem algorithm with support to reliability. 

Their embedding algorithm uses a graph embedding method based on isomorphism detection. The 

reliability guarantees are deployed by their allocation system, and customized by a language that 

specifies reliable virtual infrastructures.
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2.4 Fault Management
Network management refers to methods and tools that deal with the operation, administration, 

maintenance and provision of network systems. A pattern from international standardization 

organizations ISO/IEC for management systems of information processing [21] divides 

management into five functional areas: Fault, Configuration, Accounting, Performance and Security. 

While competing with other models, this is considered a traditional model being well accepted in the 

area of network management which is known as FCAPS. In this section we present a set of fault 

management techniques that can be used in order to ensure a greater reliability for the underlying 

infrastructure of a Cloud.

Fault management is generally divided into four goals: detect, report, isolate and correct faults 

- automatically, if possible. In this context, a failure is an abnormal operation of a system that 

prevents it from performing its operational objectives. In [50], Trivedi, et al. provide a classification 

of the main threats to computer systems. In this classification, failures are seen as one of the 

categories of threats and are divided into software faults and physical faults. The latter, in turn, are 

subdivided into node failures, power failures and link failure. Software failures can be subdivided 

into Bohrbugs, Mandelbugs, and failures caused by software aging. Details on software failures can 

be found in [18].

In the same article, Trivedi, et al. also provide solutions to the categorized threats. In the 

category of failures, the authors point out that to deal with the occurrence of physical faults the 

main countermeasure is the use of redundancy, in order to avoid single points of failure. As for 

dealing with faulty software, authors list various techniques such as testing, debugging, software 

update, replication and software rejuvenation.

Despite these problems and solutions are common to many computer systems, researchers in 

the field of fault management glimpse new challenges for fault management in Cloud Computing

environments [33]. In such environments, formed by large data centers, there is potential for the 

occurrence of all types of faults listed, forcing their maintainers to find innovative solutions to deal 

with such variety of failures. In addition, operators must deal with the fact that in this model of 

computing one of the major constraints is the availability of the service ([40], [10]), since the Cloud

users expect the contracted service to be available as it would if it were hosted on the user's own 

domain.

As stated in the introduction, the core technology behind Cloud Computing services is 

virtualization. One problem with virtualization is the fact that making better use of the resources of 

a physical machine running multiple virtual machines brings the potential disadvantage to affect all 
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virtual machines in case of system failure or failure of virtualization of the physical machine [42]. On 

the other hand, the virtualization technology opens a new space for the development of techniques 

for redundancy and replication with a lower cost than non-virtualized solutions ([37], [47] and [48]).

In addition to the failures caused by the elements used to provide the Cloud service, failures 

are also result of auxiliary services. Depending on the dependency between the core service of the 

Cloud and auxiliary services, the failure of one of these can lead to unavailability of the service of the 

Cloud as a whole. This was the case when on February 15th 2008 Amazon S3 service was down for 

four hours because of an overload in the authentication system [11].

Another problem worth to be emphasized is that Cloud Computing systems employ various 

solutions for the fault management of their resources. For each resource type of its data center -

server, storage and network - and for each specific application, the Cloud operator uses specialized 

solutions that are not integrated with each other, leading to increased complexity of Cloud

management [33]. It is expected that the next generation of infrastructure Cloud Computing

architectures offer end-to-end management of the Cloud as a whole, including fault management.

2.4.1 Research Trends

Although it is rare to find studies that directly attack the area of fault management in Cloud

Computing systems, it can be observed trends of research in related areas such as data center 

failures, failures in virtualized environments, autonomic systems failures and failures in service 

oriented architectures. Trying to group the trends in these various areas of studies correlating them 

to failure problems in Clouds is a challenge by itself. The following are the main trends of papers 

grouped according to the type of evidence they intend to protect:

a) Fault management of independent nodes: this topic brings together works that attack the 

problem of providing protection to services running on a server. A common feature of these 

works is the application of the technique of virtualization as a tool to reduce the cost of 

providing redundant service replicas increasing availability. A well-known work in this line, 

described in [37] developed a solution for detection, report and correction of faults based on 

the simple migration of virtual machines to handle failures of hardware servers. However, 

other studies ([47] and [48]), while ensuring the availability at the application level, invested 

in redundant virtual machines to propose a solution for software rejuvenation. There is also 

the article by Ramasamy and Schunter [42] who evaluated through an analytical model, the 

impact on the availability through the use of virtualization and offers some solutions to 

compensate for the decreased availability caused by the introduction of virtualization, which 

for the purposes availability can be seen as a new point of failure.
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b) Fault management of clusters of nodes: this other line of research investigates failures in 

environments slightly more complex than those of the previous item, trying to propose 

solutions to mitigate failures in scalable sets of nodes. In the area of high-performance 

computing (HPC), Engelmann et al [16] made a brief overview of techniques for proactive4

fault tolerance for HPC in virtualized data centers and proposed a classification of 

techniques based on the level of refinement of the models used to predict failures. Using 

analytical models, Joshi, Hiltunen and Jung [24] introduce a hybrid model of performance 

and availability to assess the impact of the choice of allocation of physical resources for 

multi-tier virtualized applications. In a more practical aspect, Cully, Lefebvre and Meyer 

developed in [12] a software to provide a transparent high-availability virtual machine, called 

Remus. Its basic idea is to monitor the performance of virtual machines as a sequence of 

checkpoints that are transmitted to different physical machines to maintain application 

availability. Woods, in [54] proposes to use the Remus through virtual private networks 

(VNPs) to provide redundancy between geographically distributed data centers.

c) Fault management of network infrastructure: emerging directly from the area of network 

management in data centers, the proposals in the area of fault management of the network 

infrastructure in Clouds are seeking to develop protocols and architectures to handle 

multiple failures on network elements: routers, switches and links. In general, these 

proposals provide alternatives for the topological organization of data centers and/or

introduce routing protocols for handling failures in large-scale environments. In [19], the 

authors propose an architecture for network organization in data centers, providing greater

scalability, performance and fault tolerance than the traditional topologies. The proposal is 

based on the structure called DCell which is formed by a small set of servers (four to eight 

servers) connected via a mini-switch. Besides the link with your own DCell, each server 

connects to other DCells, providing a richly connected infrastructure. The fault tolerance of 

the proposal is guaranteed through the abundant connectivity at the physical level and a 

protocol for fault-tolerant routing. In [35], Mysore et al proposes a set of protocols for

network management of data centers with focus on flexibility, efficiency and fault tolerant

links. The latter is ensured by constant monitoring of the links and communication of failure 

events for a central entity that maintains the status of all network links and is also

responsible for informing all network elements affected by link failure to modify their

routing tables.

                                               
4 Proactive techniques make use of failure prediction models to aid decision-making before the failures occur. These 
techniques contrast with reactive techniques which postpones decision making to the point of failure. In general, the 
systems tend to employ techniques in both categories to deal with predictable and unpredictable failures.
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d) Fault management of storage infrastructure: data fault management is another prolific

topic of current research. In [4], Abadi exposes the difficulties and challenges in developing

systems to manage data storage in Clouds. The author emphasizes that fault management is

a fundamental service to provide availability and durability of the storage service, but he 

noted that the achievement of reliability can decrease performance. The authors of [55]

argue that traditional Cloud systems use a central body to organize the replicas of data and 

present a proposal for using a distributed peer-to-peer (P2P) based storage architecture. The 

authors validate their idea with a prototype and show that the removal of the central body

increases the time required to find the data, however, although they have not shown any 

results, the authors argue that their P2P architecture provides better scalability and fault 

tolerance. In [8], Bonvin, Papaioannou and Aberer presented a solution to geographically

distributed data replication and self-organizing based on virtual rings that provide different

levels of availability, depending on the need for developer service contractor. Through an

analytical model and extensive simulations, the authors showed that its solution converges to

an equilibrium regime where migrations stabilize and the levels of availability are met. The 

authors also implemented their solution in a laboratory environment and showed the 

effectiveness of their algorithms.

2.5 Final Considerations
This chapter presented some works that were important in the development of this dissertation. 

First, some basic Cloud Computing concepts which are relevant to this work were elucidated. Then, 

an introductory discussion on works that use PRA was made, which showed the main ideas behind 

PRA. Some computational optimization problems on the area of survivability on Virtual Networks 

were presented. Finally, Fault management techniques and research trends which can be directly 

used in Cloud Computing were discussed.
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3 Production Problems

Production problems are concerned with how the Cloud provider can map incoming service 

requests from developers in its infrastructure, based on some restrictions. As we are working with 

PRA, these problems have the overall objective of minimizing risk under the assumption of given

failure probabilities of components of the infrastructure. More specifically, we expect a Cloud 

provider to make use of the algorithms proposed for these problems while operating the Cloud and 

processing incoming requests. This work presents two main production based problems: the 

Capacitated Risk Assignment Problem and the Uncapacitated Virtual Network Risk Assignment 

Problem.

3.1 Capacitated Risk Assignment Problem
In this section we present a basic risk model for virtual machine assignment and an initial and 

important problem that will let the reader get more familiar to the concept of risk and how it is 

applied in this work.

3.1.1 Problem definition

Consider that we have n virtual machines that should be assigned to some of m physical machines 

under some restrictions (for example: data cluster geographical location, requirements of the 

application, etc.). Notice that any restriction like this can be given as a bipartite graph that indicates 

exactly which virtual machines can be assigned to which physical machines.

Suppose that there are weights Wj associated with each virtual machine . These weights 

represent the penalty cost that the provider will suffer if possibly the physical machine to which this 

virtual machine is assigned fails. We may say that these costs are consequences (which can be seen as 

the money lost if this virtual machine fails or may have other interpretations, according to the 

discussion chapter), according to the probabilistic risk assessment terminology [45].

For this problem, we consider that we are given failure probabilities pi, which are associated 

to each physical machine . Also, associated to each physical machine there are capacities Ci which 
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indicates the maximum number of virtual machines that can be allocated to the -th physical 

machine.

Thus, in this problem we want to assign all the virtual machines to each physical machine 

respecting the constraints of capacities of each physical machine and the allocation restrictions given 

by the bipartite graph, while minimizing the risk achieved by the assignment, which is given by 

= ∑ ∑ Wj   . Figure 2 shows an example of the bipartite graph possible 

assignment restrictions, virtual machines being represented by blue circles and physical machines 

represented by red squares.

Figure 2 Instance of Capacitated Risk Assignment Problem. The constraint graph specifies the allocation 
restrictions.

We can state the Capacitated Risk Assignment Problem formally as following. Given: physical 

machines = {1, … , m} and functions C: → ℕ and p: → [0,1]  that respectively assigns each 

physical machine to its capacity Ci and failure probability ; virtual machines = {1, … , n} and 

function W: → [0, ∞) which maps virtual machine to its consequence Wj; a matrix A(m × n)
representing possible assignments, that is Aij = 1 if virtual machine can be associated to physical 

machine and Aij = 0 otherwise; find valid assignments xij in order to:

m n  Wjxij
ji

(1)

subject to:

xij ≤ Aij, ∈ P, ∈ V (2)

xij
i

= 1, ∈ V (3)
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xij
j

≤ Ci, ∈ P (4)

xij ϵ {0,1}, ∈ P, ∈ V (5)

An instance of this problem can thus be encoded as (P, C, p, V, W, A). As stated by restriction 

(5), xij are binary variables, representing whether virtual machine is associated to physical machine 

or not. Restriction (3) must be respected in order to each virtual machine to be assigned to exactly 

one physical machine. Restriction (2) ensures that the assignments will be made according to the 

given bipartite graph restrictions. Restriction (4) ensures that the assignments will respect the 

capacity of each physical machine. Finally, function (1) is exactly the risk minimization function, 

stated in terms of the inputs and variables of the problem.

3.1.2 A Minimum Cost Flow Reduction

As will be shown next, it is possible to reduce the Capacitated Risk Assignment Problem to a 

Minimum Cost Flow problem [25]. To be more clear: this work proposes next a procedure to turn 

any valid instance of the Capacitated Risk Assignment Problem into an instance of a Minimum Cost 

Flow problem and use this to find an optimal solution for the initial instance. In this section we 

establish this reduction, which implies on the creation of a polynomial algorithm for solving the 

proposed problem.

In order to achieve the reduction, given an instance (P, C, p, V, W, A) of our problem, we must 

build a suitable flow network G with a source s and a sink t and assign costs and capacities to each 

edge. For each virtual machine ∈ V we create a vertex in the flow network and add an edge (s, )
from the source s to each of these vertices with capacity 1 and cost 0. For each physical machine 

 ∈ P we create a vertex ′ in the flow network and add an edge ( ′, t) from each of these vertices to 

the sink t with cost 0 and capacity Ci. For each Aij = 1 in the possible assignments matrix we create 

an edge ( , ′) from vertex to vertex ′ with cost piWj and capacity 1.

Figure 3 shows an example of reduction of the instance of Figure 2 to the corresponding 

minimum cost flow problem. In the figure, the source is the vertex s and the sink is the vertex t. 
Numbers in each edge represents the cost/capacity of the edge.
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Figure 3 Reduction of instance on Figure 2 to a minimum cost flow problem.

Given the flow network G, we just need to find a minimum integer flow of value n. This can 

be done in polynomial time using, for example, the minimum mean cycle canceling algorithm [17]. If 

no such flow can be found, the assignment is impossible. Otherwise, the algorithm will find an 

integer minimum cost-flow, which can be used to build a correct feasible optimal solution to the 

Capacitated Risk Assignment Problem, as will be shown in the following theorem:

Theorem 1. There is an optimal feasible solution to a Capacitated Risk Assignment Problem 

instance (P, C, p, V, W, A) if and only if there is an optimal feasible integer flow of value n in the 

corresponding flow network G.

Proof: Suppose there is an optimal feasible integer flow of value n on G. We define the 

variables xij = ( , ′). As is an integer flow, xij are binary variables, thus restriction (5) is 

respected. As there are edges ( , ′) with capacity 1 if and only if Aij = 1, we always have xij ≤ Aij  
and restriction (2) is satisfied. Because has value , we must have ( , ) = 1 for every vertex as 

each of these edges ( , ) have capacity 1 and are the only edges leaving the source . Thus, by 

flow conservation in each vertex , restriction (3) is satisfied. Finally, restriction (4) is also satisfied 

by flow conservation on each vertex ′ and the fact that ( , ) ≤ Ci. The only edges with non-zero 

cost are ( , ′), thus the total cost achieved by the optimal flow is given by  ∑  ∑ Wj ( , ′)ji , 
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considering ( , ) = 0 if edge ( , ′) is not present. As this flow is optimal, ∑  ∑ Wj ( , ′)ji
is minimal and thus the risk = ∑  ∑ Wjxijji is minimized.

Now, suppose we have an optimal solution xij to a Capacitated Risk Assignment Problem 

instance (P, C, p, V, W, A). Building the network G and assigning ( , ) = xij, (s, ) = 1 and 

( ′, t) = ∑ xijj , and verifying conservation and capacities restrictions, we obtain a feasible flow of 

value n, which cost is given by ∑  ∑ Wj ( , ′)ji = ∑  ∑ Wjxijji , which is minimal. 

Thus we have an optimal feasible flow of value n. ∎
This theorem, established in this work, implies in a polynomial algorithm that finds a global 

optimal solution for every instance of the Capacitated Risk Assignment Problem or establishes that 

no solution is feasible and shows that the reduction here proposed is correct.

3.1.3 Discussion

The kind of modeling of this proposed problem fits satisfactorily a scenario of Cloud Computing 

based on data centers, as it considers physical machine capacities, under some given location 

restrictions,  when no link restrictions are presented. The algorithm presented for this problem may 

be applied in basically three ways: on-line, off-line and using both concurrently. 

When using an on-line based strategy of virtual machine mapping, the Cloud owner must 

receive incoming developer requests along with well-defined consequences associated to each virtual 

machine that needs to be allocated. The capacities of each of the physical machines must be 

correctly updated based on the current infrastructure status. In this manner, the algorithm will 

optimally find a valid mapping for the incoming request which minimizes the risk for the current 

request under the present conditions of capacities.

The off-line strategy consists in remapping already mapped requests along with the incoming 

request and using the overall physical machine capacities, instead of only the remaining capacities. 

This may be computationally expensive and may decrease the performance of already running 

developer applications because of the eventual need of using virtual machine migration [40], but will 

always lead to an optimal configuration. Furthermore, this strategy is expected to generally have a 

higher acceptance ratio for incoming requests than the previous one. This happens because, if it is 

possible to allocate the current incoming request using the on-line strategy, then the capacities 

restrictions are fulfilled for the incoming request plus the already allocated virtual machines. Thus, 

there is at least one way to allocate all the virtual machines, and such way will be found by the 

proposed algorithm when using the off-line strategy. The converse is generally not true, as the next 

example shows. On Figure 4 (a), the lines between virtual and physical machines represent the 
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restriction graph and green bold lines represent already allocated machines. The numbers next to the 

physical machines represent the current capacity/total capacity. In this case, an incoming request 

composed only by virtual machine 1 cannot be allocated, as virtual machines 3 and 4 already 

allocated occupy all capacity of physical machine 1.  Figure 4 (b) shows that running the algorithm 

from the scratch for all virtual machines may find solutions not previously feasible.

(a) (b)

Figure 4 Behavior of distinct strategies: (a) on-line strategy; (b) off-line strategy.

Observe that both strategies may also be used concurrently if the Cloud owner keeps the 

status of some metric (or any other kind of trigger) that may inform when an off-line optimization 

of some of the already allocated virtual machine must be made. For example, the Cloud owner may 

choose to use the on-line strategy on its service mapping and, periodically, use the off-line 

optimization strategy in a certain moment of major idleness of the virtual machines.

3.1.4 Evaluation and Results

In order to show the usefulness of our proposed algorithm, in this section we will make an 

evaluation. In this evaluation, we will compare the algorithm proposed against two other algorithms: 

a heuristic based greedy algorithm and a randomized algorithm. Next, we describe both of these 

algorithms.

The randomized algorithm will process the incoming virtual machines in a random order. 

Each virtual machine, will be allocated in a random physical machine in which it can be allocated 

(i.e., does not exceed the physical machine capacity).  This algorithm was chosen because it will 

serve to exemplify how a provider that is not aware of the need of risk minimization will possibly 

work.

The greedy algorithm starts by ordering the incoming virtual machines by their consequences, 

in a largest to smallest consequence order. This will be the order which the algorithm will allocate 

these virtual machines. Now, for each virtual machine, following the order, we allocate it on the 
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physical machine with smallest failure probability which is possible. We proceed until all virtual 

machines are allocated or the algorithm cannot proceed. This algorithm was chosen because it seems 

a fine heuristics that can be applied by a provider that is aware of the need of risk minimization, but 

is not using the algorithm proposed in this thesis.

In the scenarios we are going to present, the metrics that were used to measure the algorithms 

performance were the acceptance ratio of requests and the risk they achieved, because these are the 

relevant metrics that the proposed algorithm seeks to accomplish and optimize. As the data we use 

as input in the simulation is randomly generated, confidence intervals were obtained for these 

metrics at a confidence level of 0.95. These intervals are not shown in the presented plots because 

they are small and would diminish its readability.

In the first scenario, we compare how the proposed algorithms deal when they have to 

reorganize the allocation of many virtual machines. This happens if the cloud provider is using the 

off-line allocation strategy described in the previous section or using the on-line and off-line strategy 

concurrently.

For the experiment proposed here, we varied the connectivity of the bipartite graph 

restrictions of the virtual machine allocation. This connectivity gives the probability that a certain 

virtual machine will be able to be allocated in a certain physical machine. For a fixed connectivity, an

infrastructure of 3000 physical machines is generated, and each physical machine of this 

infrastructure has an uniform random capacity between 1 and 6. A request with a certain amount of 

virtual machines, selected uniformly random between 1000 and 3000 is generated to be allocated in 

the datacenter. Each virtual machine has consequence generated uniformly from the interval 100 to 

120 and each physical machine has failure probability generated uniformly from the interval 0.01 to 

0.25.

In such experiments, each algorithm runs for the same generated infrastructure and requests 

input. For each connectivity value, many samples were generated as defined in the previous 

paragraph. If the three algorithms could successfully allocate the generated incoming request in the 

generated infrastructure, we would accept this experiment. For each connectivity value, 10000 

accepted experiments were generated and the mean risk achieved by each algorithm is shown in 

Figure 5. The connectivity values varied from 0.01 to 1.00, with intervals of 0.01.



21

Figure 5 Mean risk achieved by each algorithm when varying the bipartite graph connectivity considering the 
off-line allocation strategy.

There is no overlap between the confidence intervals in the plot, except for connectivity

values greater than 0.59 for which the risk achieved by the greedy algorithm and the optimal 

algorithm cannot be statistically differentiated with the given samples and confidence levels.

In the graph, the mean risk achieved by the optimal algorithm is always less than the mean risk 

achieved by the greedy algorithm, as it is obviously expected. For any value of connectivity less than 

0.59, the greedy algorithm performs statistically worse than the optimal algorithm, achieving a mean 

risk up to 11% worse than the mean risk achieved by the optimal algorithm. The mean risk achieved 

by the randomized algorithm is almost constant when the connectivity varies as expected, because 

this algorithm is unaware of any risk minimization. The performance of the randomized algorithm

can be 112% worse.

Observe that the tendency of the risk aware algorithms (greedy and optimal) is to obtain better 

performance when connectivity increases. This is because it gets easier for them to work and obtain 

a decreased risk, as there are many more allocation options for the incoming virtual machine 

requests. Notice also, that for small connectivity values, the greedy algorithm is able to achieve more 

easily optimal values, because the virtual machine will almost always have not many different options 

in which they can be allocated.
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We also measured the acceptance ratio for each connectivity and algorithm, during these 

experiments. Figure 6 shows a graph with the acceptance ratio. Observe that the figure shows 

connectivity values only up to 0.5 because the acceptance ratio value was 1 for all the algorithms for 

connectivity values greater than 0.5. This happens because it is much easier for the algorithms to 

successfully allocate the incoming requests when these bipartite graph connectivity constraints are 

relaxed, and this is the case when there is a high connectivity.

Figure 6 Acceptance ratio of the algorithms when connectivity varies considering the off-line allocation 
strategy.

The confidence intervals for this plot were also obtained and they only overlap for the three 

algorithms, for connectivity value greater than 0.41. Observe from the plot that the randomized 

algorithm can obtain acceptance ratio values greater than the greedy algorithm. This happens 

because the greedy algorithm may do some initial greedy options that do not allow the request to be 

completely allocated. Observe also that the optimal algorithm obtains an acceptance ration much 

larger than the other two algorithms. Indeed, if there is any way to allocate the incoming request, the 

optimal algorithm will find it and at the same time, minimize the risk.

There are experiments in which the optimal algorithm has an acceptance ratio at most 2.94 

times better than the greedy algorithm and at most 2.85 times better than the randomized algorithm.

This is a clear advantage of the proposed algorithm.
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In the second scenario, we compare how the proposed algorithms deal when executed using 

the on-line strategy for a long time. Here we are measuring how the algorithms work when used for 

several distinct incoming requests that arrive at distinct times.

In this scenario, we fixed an infrastructure of 100 physical computers and created requests of 

randomly generated virtual machines. The time between arrivals of requests is exponentially 

distributed with mean 10 time units. The lifetime of each request is also exponentially distributed 

with mean 100 time units. The number of virtual machines in each request was uniformly generated 

between 1 and 30. The on-line allocation strategy was used with each of the three algorithms, during 

a 100.000 time units interval. This was repeated 1000 times for a given connectivity value, generating 

1000 samples. The risk and acceptance ration of each algorithm at the end of the simulation time 

interval were recorded for each sample. As previously, the capacity of each physical machine of the 

generated infrastructure was obtained from a uniform distribution in the interval between 1 and 6. 

Each virtual machine has consequence generated uniformly from the interval 100 to 120 and each 

physical machine has failure probability generated uniformly from the interval 0.01 to 0.25.

The connectivity varied at steps of 0.025 from 0.05 to 0.975. Figure 7 shows the mean risk 

achieved by each algorithm for each connectivity value.
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Figure 7 Risk achieved by each algorithm when varying the bipartite graph connectivity considering the on-
line allocation strategy.

The confidence intervals do not overlap for the optimal and greedy algorithms when the 

connectivity is less than 0.2. This means there is no statistical distinction between the mean risk 

achieved by these two algorithms at this confidence level for greater connectivity values. However, 

observe from the figure that the greedy algorithm seems to be a better option when the on-line 

strategy of allocation is being used for several requests. This happens because the optimal algorithm 

tends to accept more requests than the greedy algorithm, as is shown in Figure 8, what increases 

the risk directly. Thus, even though the optimal algorithm has a greater mean risk, it accepts more 

requests and thus may be more profitable, depending on how the users are charged for these 

requests.

Figure 8 Acceptance ratio of the algorithms when connectivity varies considering the on-line allocation 
strategy.

For connectivity values smaller than 0.7, the confidence interval for the acceptance ratio 

between the optimal and greedy algorithms do not overlap. For values greater than 0.7, the three 

confidence intervals overlap what means that in this range there is no statistical distinction between 

the acceptance ratios. This happens because it is much easier for any algorithm to accept new 

requests when connectivity is high.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0.8

0.82

0.84

0.86

0.88

0.9

0.92

0.94

0.96

0.98

1

Connectivity

A
cc

ep
ta

nc
e 

R
at

io

Greedy Algorithm

Optimal Algorithm

Randomized Algorithm



25

As the plot shows, the randomized algorithm tends to accept more incoming requests in this 

kind of scenario than the optimal algorithm. This is because of the natural load balancing made by a 

random selection of allocation nodes. For the optimal and randomized algorithms and connectivity 

values larger than 0.3, the confidence interval obtained overlap.

3.2 Uncapacitated Virtual Network Risk Assignment Problem
We now consider a distinct application of the probabilistic risk assessment. Instead of dealing with 

virtual machines that should be allocated to physical machines, we consider the more general 

problem of virtual networks that should be allocated to a substrate network taking into account 

probabilistic failures of substrate links and nodes. 

Because of the difficulties in dealing with capacities (either with nodes or links) when mapping 

virtual networks, our model does not consider these capacities. More specifically, considering node 

capacities, virtual network embedding problems are harder than the multidimensional knapsack 

problem and the multi-knapsack problem [31]. Considering link capacities, virtual network 

embedding problems are harder than integer multi-commodity flow problems and the multiway 

separator problem [43], [41]. All of these problems are well known NP-hard problems and are out of 

the scope of this thesis. Thus, we propose a simplified, but still NP-hard problem which for a special 

case of virtual networks is solvable in polynomial time.

In this whole section, the words node and vertex will denominate the same entity; edges and 

links will also have the same meaning; these terms will be used interchangeably.

3.2.1 Problem Definition

Because the virtual and substrate networks are easily represented as graphs, next, a graph theoretical 

formulation of the problem will be given. Later, a quadratic programming reduction will be shown, 

and the problem will be formulated as a mathematical programming problem.

We are given: a virtual graph = ( , ) and a function : ∪ → [0, ∞) which 

associates to each virtual graph component (vertex or edge) a consequence; a substrate graph 

= ( , ) and a function : ∪ → [0,1] which associates to each substrate graph 

component a failure probability. Let ( ) be the set of all simple paths on and, given , ∈
consider ( , ) as the set of simple paths from to on . Also, we are given a matrix 

(| | × | |) which restricts which virtual nodes can be allocated on which substrate nodes. We 

want to find a mapping : → from each virtual vertex to a substrate vertex and a mapping 

: → ( ) such that for all virtual edge ( , ) ∈ , we have ( , ) ∈
( ( ), ( )), i.e., if two vertices and are connected in the virtual network, there will be 
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a link in the substrate network in any path between the physical nodes where they were allocated. 

These mappings and must be such that they minimize the risk incurred by the allocation. 

The probability of failure of a virtual vertex is the probability of failure of the node in which it is 

allocated. The probability of failure of a virtual edge is equivalent to the probability of failure of any 

component (substrate vertex or edge) in the path in which it is allocated. The risk, as usual, is the 

expected failure consequence.

Figure 9 represents an instance of this problem. Blue circles represent virtual nodes, linked by 

blue edges, composing the virtual graph. Red squares represent substrate nodes, linked by red edges, 

composing the substrate graph. Each virtual component has a consequence value associated and 

each substrate component has a failure probability associated. The green arrows from virtual nodes 

do substrate nodes represent the substrate nodes to which each virtual node can be assigned.

Figure 9 Instance of Uncapacitated Virtual Network Risk Assignment Problem. 

More formally, supposing independence of failure events, the probability of failure of a virtual 

edge allocated in the substrate path ( ) = 3 … is given by 1 − 1 − ( ) 1 −
( , ) 1 − ( ) 1 − ( , 3) … (1 − (( , )))(1 − ( )), i.e., the 

probability that at least one of the substrate nodes or edges in which it is allocated fails.

3.2.2 Most Reliable Path Problem

The reliability r( ) of a substrate component ∈ ∪ is defined as ( ) = 1 − ( ). In order 

to solve the problem, we first must notice that, when minimizing the risk, if we already know a 

vertex mapping , a virtual edge ( , ) ∈ must clearly be allocated in the most reliable 
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substrate path in the set ( ( ), ( )) of paths between substrate nodes ( ) and 

( ).

We thus propose here a pre-computation of most reliable paths between every pair of 

substrate vertices in a matrix . The most reliable path problem can be easily reduced to a shortest 

path problem with adapted costs [25], as following: suppose we are given a directed graph with 

reliability function , which associates to each edge a reliability. In this problem, a path 3 …
would have as cost the product of reliabilities of each edge, i.e.,

(( , )) (( , 3)) … (( , )) and we would like to find a path 3 … between 

nodes and such that it maximizes (( , )) (( , 3)) … (( , )), which is equivalent 

to maximize log[ (( , )) … (( , ))], and the same as

m n − log[ (( , )) (( , 3)) … (( , ))] =
m n − log[ (( , ))] − log[ (( , 3))] −. . . − log[ (( , ))]

As each reliability is a probability and thus a value in the interval [0,1] we must have − log ( ) as a 

positive number for every edge . Thus we can change the weights from ( ) to − log ( ) and we 

will have exactly a shortest path problem on positive weighted edges. The classical Floyd-Warshall 

all-pair shortest path algorithm [25] can solve the problem in ( 3) where is the number of 

vertices in the graph. Observe that the all-pair shortest path distance resulting matrix is 

symmetric.

Observe in our original problem, that in order to consider also the vertices failure probabilities 

in the path cost and not only the edges failures, we can create a new graph adding new vertices and 

edges, as exemplified in Figure 10 for the substrate graph on Figure 9. For each vertex in the 

original graph, we create an entrance vertex and exit vertex ′, connected by a directed edge which 

cost is the failure probability of vertex of the original graph. An edge ( , ) in the original graph 

will become an edge ( ′, ). Any shortest path algorithm can be used, considering the cost of a 

component ∈ ∪ as − log[1 − ( )]. The shortest path between nodes and ′ is exactly 

the equivalent most reliable path between nodes and in the original substrate graph, considering 

edges and vertices failure probabilities in the path.
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Figure 10 Adapting the substrate graph of Figure 9 in order to compute most reliable paths.

3.2.3 A Quadratic Programming Reduction

The Uncapacitated Virtual Network Risk Assignment Problem can be reduced to a problem that is 

very similar to the Quadratic Assignment Problem [38]. This problem is the Metric Labeling 

Problem, proposed on [23] and can be seen as an Uncapacitated Quadratic Assignment Problem. 

Next we present the Metric Labeling Problem (using virtual nodes and substrate nodes terms, to 

express its similarities to our problem) and the similarities of our problem with it.

We have virtual nodes V that must be allocated to substrate nodes P. We are given three 

matrices: a flow matrix ( × ), a distance matrix ( × ) (which must be a distance metric

[23]) and a cost matrix ( × ). The Metric Labeling Problem is defined as:

m n  
i

+ (1)

subject to:

xij
j

= 1, ∈ V (2)

xij ϵ {0,1}, ∈ V, ∈ P (3)
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The binary variables xij represents whether virtual node ∈ V is assigned to substrate node 

∈ P or not. The constraint (2) implies that a virtual node will be assigned to exactly one substrate 

node. The cost function (1) has two terms. The second one says we pay a cost of when we 

allocate virtual node ∈ V on substrate node ∈ P. The first term means that if we allocate virtual 

node ∈ V in substrate node ∈ P and virtual node ∈ V in substrate node ∈ P and the flow 

value between virtual nodes and is and the distance between substrate nodes and is , 

then we pay .

Our problem is similar to the Metric Labeling Problem in the following aspects: If we cannot 

allocate virtual node ∈ V on substrate node ∈ VS we can set = ∞. Otherwise, we set

= ( ) ( ). We define to be the most reliable path matrix , which is computed as 

previously commented, subtracted from the unit matrix (the matrix which all entries are 1), i.e, 

= 1 − , for all , ∈ VS, in order to have the distances measured in terms of paths with 

minimum failure cost, instead of most reliability. The matrix can be defined as following: If there 

is no edge between virtual nodes and , we set = 0. If there is a virtual edge between these 

nodes, we set  = (( , ))/2. As every edge is counted twice (once from to and once from 

to ) and the most reliable path cost from to is the same as the one from to , this reduction 

is valid. Notice that the only difference of our problem to the Metric Labeling Problem, is that we 

don’t impose the B matrix to be a distance metric.

The Metric Labeling Problem is a considerably well studied NP-hard problem, proposed on

[23]. Approximations schemes have already been proposed [23], [22], [2] and its applicability to our 

problem must be studied, as those approximation schemes rely on the fact that B is a proper 

distance metric. Some authors [31] also considered approximation algorithms for a capacitated 

version of the Metric Labeling Problem, which can be used in a capacitated version of our proposed 

problem, implying a natural substrate node capacitated version. The next section solves our problem 

for a special case, using dynamic programming, with a similar approach to an approximation 

algorithm for the Capacitated Labeling Problem presented on [31].

3.2.4 A Dynamic Programming Solution for Tree Virtual Networks

We consider the special case of the Uncapacitated Virtual Network Risk Assignment Problem in 

which the virtual graph given as input is a tree. In this special case, the problem can be solved in 

polynomial time via dynamic programming as this work proposes next. Here we assume that the 

consequences of edge ( , ) is given in a matrix . The distance matrix is given by matrix and 
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consequence-failure probability of virtual-substrate nodes is given on a matrix , as expressed in our 

previous reduction.

In order to use dynamic programming, we will consider the vertices of the virtual graph in a 

certain order that will allow us to design a recurrence to solve the problem. The order that is better 

appropriated in this case is any order determined by a depth first search (DFS)[49] starting from any

vertex. This order ensures that when finishing processing a certain vertex in the DFS, every vertex 

of the DFS sub-tree that has this vertex as root has already been processed [49]. If a DFS sub-tree 

has the vertex ∈ V as its root (i.e., the first vertex of this sub-tree that has been visited by the 

DFS), this sub-tree is the denoted it by Tj; we also define the position of a sub-tree as the position of 

its root in the substrate graph, i.e., the substrate vertex ∈ VS to which its root is assigned. Let 

ch[ ] denote the total number of children of vertex ∈ V in the DFS tree. Our dynamic 

programming recurrence ( , , ) is defined for ∈ V , ∈ {1, … , ch[ ]} and ∈ VS as the 

minimum cost that can be achieved considering the children 1, … , visited thus far in the DFS when 

allocating the sub-tree T at position in the substrate graph.

Observe that following the DFS order, when we finish processing a certain vertex ∈ V , we 

may assume by induction that (ch[ ], , ) is correctly computed and is the optimal value for the 

sub-tree T when allocated at position ∈ VS, considering all its ch[ ] children. Consider the parent 

[ ] of vertex in the DFS tree. Suppose is the -th child of [ ] visited in the DFS. As has been 

finished, every vertex in the sub-tree T has already been considered when computing the value 

(ch[ ], , ), thus the only dependence of allocating in relation to the sub-tree T [ ] is the edge 

that connects to its parent [ ]. When the sub-tree T [ ] is at location ∈ VS, we may compute

( , [ ], ) for (the -th child of [ ]) in function of ( − 1, [ ], ) (which is correctly 

computed by induction for the − 1 first children of [ ]) by adding to it the cost of allocating in 

the best place possible for all ∈ VS plus the cost of allocating the considered edge with 

consequence [ ] from to , which will cost [ ] .

Figure 11 shows the recurrence computation idea. There, red square nodes represent the 

underlying substrate graph. Orange triangular nodes have already finished being processed in the 

DFS. Blue circular nodes have not been finished yet. All edges in the sub-tree T [ ] incident to node

have already been considered, except the edge linking to its parent [ ] , which is currently being 

considered in order to update the recurrence for ( , [ ], ). Thus, while traversing the tree with 

DFS, this recurrence can be computed as follows:
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( , [ ], ) = ( − 1, [ ], ) + m n∈ (ch[ ], , ) + [ ]

Figure 11 Sketch of the dynamic programming recurrence idea.

This recurrence can be implemented as shown in Figure 12, while performing a recursive (or 

iterative) DFS. The minimal cost that can be achieved by the whole allocation can be found looking 

for the ∈ VS that minimizes [ ][ ], being the selected vertex for starting the DFS, i.e., the DFS 

tree root. The allocation itself can be recovered if we keep references to best computed values along 

the DFS, as usual [49]. Observe that the base case of the recurrence is simply obtained by setting

[ ][ ] = for all ∈ V and ∈ VS.

1 dfs(VirtualVertex j){
2 visited[j] = true;
3 for(VirtualVertex v : adjacency[j]){
4 if(!visited[v]){
5 p[v] = j;
6 dfs(v);
7 }
8 }
9 for(SubstrateVertex k : V_S){
10 best = INFINITE;
11 for(SubstrateVertex l : V_S){
12 best = min(best, f[j][l] + B[k][l]*A[p[j]][j];
13 }
14 f[p[j]][k] = f[p[j]][k] + best;
15 }
16 }

...

...
...

...

...

p[j]

kl

Ap[j]j

Bkl

f(ch[j],j,l) f(i,p[j],k)
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j
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Figure 12 DFS and recurrence computation for Uncapacitated Virtual Network Risk Assignment Problem in 
which the virtual graph given as input is a tree.

This procedure has time complexity (|VS| ) per vertex of the tree. As there are |V | vertices

in the tree, the total time complexity of the proposed algorithm is (|V ||VS| ). At least 

(|V ||VS|) memory is needed. Observe also, that if the virtual graph that must be allocated is a 

forest, we can treat each tree separately, because there are no capacity restrictions (This is always 

valid, i.e., if there are many virtual graphs to be allocated at the same time, we can treat each of them 

separately).

3.2.5 Discussion

This problem does not consider any kind of capacities, neither for physical machines nor for 

physical links. This option was made to keep the problem efficiently tractable: the problem of 

deciding if there is any mapping of virtual networks onto physical networks with bandwidth 

restrictions is NP-complete, even if we already know the best position for the virtual nodes [43], 

[41]. If we consider any kind of coordination of nodes and edges allocation, the problem is even 

harder. Considering physical node only capacities also make the problem NP-hard [31].

Although there are no capacities considerations, we expect this problem to be useful. First, 

this problem can certainly be used to obtain a bound for the minimal cost that can be reached if we 

consider capacities on nodes or links. Thus, it can be used in order to compare how far from this 

bound approximation algorithms or heuristics for the capacitated problem are. 

Another way to see the usefulness of this problem is if we consider that the Cloud provider 

has a distributed infrastructure of data centers [39] and does not consider link capacities. In such 

case, we may see data centers as the physical machines of the modeling (and thus the physical 

machine capacity limitation can be partially dropped) and the Cloud provider can allocate the 

incoming virtual network in its substrate distributed infrastructure using the proposed algorithm. If 

several virtual machines are assigned to the same data center, the provider may then use the 

algorithm proposed for the Capacitated Risk Assignment Problem in that specific data center in 

order to allocate those virtual machines there.

Observe that this work only provided a solution for this problem in the case that the virtual 

graph is a tree, as in the general case the considered problem is NP-hard, as previously noted. The 

algorithmic solution presented may be used as a baseline heuristic for the general case as described 

next: a maximum cost spanning tree algorithm may be used in the virtual input graph, with the 

consequences on the edges as costs to obtain a spanning tree of the virtual graph, which can be 

optimally allocated by the proposed algorithm. This will provide optimal positioning for the virtual 
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nodes and optimal positioning for the virtual edges with largest consequence values. Then, the 

remaining virtual edges not yet allocated should be assigned to most reliable paths between the 

virtual nodes. The optimality of this proposed heuristic in relation to an optimal solution appears to 

be hard to be measured by simulation, because of the intractability (NP-hardness) of the problem. 

Only small instances could run on an appropriate time to measure the optimal achievable value of an 

instance. Thus, the relation of the proposed heuristics with the optimality may be studied in future 

works by analytical means.

3.3 Final Considerations
This chapter presented to the reader two production problems. Each of these may be applied in 

distinct scenarios: the first one should be used for request allocation of virtual machines on a 

datacenter and the second one for allocation of virtual machines. For the Capacited Risk 

Assignment Problem, an optimal reduction was proposed and compared with a greedy heuristics. 

For the Uncapacitated Virtual Network Risk Assignment Problem, a polynomial solution was 

proposed for a special case as the problem is NP-hard.
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4 Planning Problems

Planning problems are generally concerned on how the Cloud provider can plan its investments on 

equipments, human resources, and technologies over a certain period of time. By using planning 

based problems, the main objective of the Cloud owner is to obtain risk minimization based on 

studies of previous statistical behavior of mapping of incoming services. In this kind of problem, the 

overall decision that should be made is where and how much of a limited budget should be invested 

on infrastructural resources. These investments made by the Cloud owner reflect directly or 

indirectly in the failure probabilities of its infrastructure. The problem which fits directly as a 

planning problem proposed here is the Budgeted Probabilistic Risk Problem and its presented 

variations. Here we also present the Budgeted Risk Assignment Problem, which has also some 

properties related to production problem, but is presented in this chapter because one of its main 

properties is the investment of a limited budget in the physical infrastructure. 

4.1 Budgeted Probabilistic Risk Problem and Variations
We now consider a probabilistic model, in which the consequences in each physical machine are 

initially given as random variables. We proceed to show that under some assumptions, only the 

expected consequence values are needed in order to achieve minimal risk. Here, we consider that 

each physical machine has failure probabilities that vary in function of the cloud provider 

investments on it.

4.1.1 Problem definition

Let P be a set of physical machines. Let , , … , be given random variables, such that is the 

value of the consequence of the -th physical machine, ∈ P, during the considered period of time. 

We will show that, for our optimization problem, these distributions are not really necessary. What 

is needed is the expectation ( ) of each of these random variables, which implies in the 

simplification of the task of acquiring this information for the Cloud owner.

Let , , … , be Bernoulli random variables, such that represents the event of failure 

of the -th physical machine during the considered period of time. We consider that the probability 
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of failure of any physical machine is parameterized by the budget invested on it. We suppose here 

that for each physical machine and value that is invested on it we have a function defined as 

( ) = ( = 1| ) which maps the value invested on the -th physical machine to the 

probability of its failure. As this is a Bernoulli random variable, we must have ( = 0| ) = 1 −
( ).

Let be a value of a budget that is available to be invested on the physical machines in order 

to decrease their probability of failure. We are now ready to define our problem formally. We define 

the total consequence random variable as a function of the previously defined random variables:

=
That is, the total consequence is the sum of consequences multiplied by the (occasional) failure of 

each physical machine. In our problem, we wish to minimize the risk of our Cloud, which is 

exactly the expected total consequence: = ( ). Here we assume that for every ∈ P, the 

random variables and are independent. This assumption, together with linearity of the 

expected value of random variables will allow us to make the following simplification in our 

problem:

= ( ) = =

( ) = ( ) ( ) =

( ) ( )
Because the expected value of the Bernoulli random variable  is exactly ( = 1| ) = ( ). 

Defining = ( ), our problem turns essentially to the following budget allocation problem:

m n ( )
subject to:
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≤
≥ 0, ∈ P

Observe that the exact distribution of each random variable is not necessary in order to 

minimize the expected risk of our Cloud. We only need the expected value of each random 

variable, i.e. the mean consequence for each physical machine in the period of time considered.

We now consider how the specification of the functions may affect this problem. If each 

( ) is a linear function of and each is limited by a maximum value that can be invested on 

machine , then the Lemma 2, which is presented in the next problem, provides us with a greedy 

algorithm for solving this problem in polynomial time. In order to generalize this problem, we 

consider, in the next two sections, that the budget and each investment assume only discrete 

values, i.e., ∈ ℕ and ∈ ℕ. Thus, each function can be specified as : ℕ → [0,1]. This 

generalizes our problem such that any discrete function can now be used to describe the failures 

probabilities as a function of the investment on the respective physical machine. Another reasonable 

assumption we make is that is a non-increasing function for all ∈ P.

4.1.2 A Dynamic Programming Solution

Under the previous assumptions, we propose a dynamic programming solution for our problem, 

which is basically a discrete budget allocation problem [14]. First, consider the recurrence ( , ), 

defined as the minimal risk achievable with budget considering physical machines 1,2, … , . 

Observe that in such situation, we can invest any value ranging from 0 to on the -th 

physical machine. If we invest on the -th physical machine, we will have − budget remaining 

to invest optimally in the machines 1, … , − 1 and the risk is increased by ( ) . Thus, we must 

have:

( , ) = m n ( ( − 1, − ) + ( ) )
This recurrence can be implemented with dynamic programming with time complexity 

( ) and using ( ) memory (or even ( ) memory). Thus, depending on the specification 

of the functions ( ) as input, we have an optimal polynomial algorithm for our problem.

1 minCost(p[][], W[], B){
2 f[i][j] = matrix[n+1][B+1];
3 f[0][0] = 0;
4 for(i = 1:n){
5 for(j = 0:B){
6 f[i][j] = INFINITE;
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7 for(k = 0:j){
8 f[i][j] = min(f[i][j], f[i-1][j-k]+p[i][k]*W[i]);
9 }
10 }
11 }
12 return f[n][B];
13 }

Figure 13 Dynamic programming algorithm for the Budgeted Probabilistic Risk Problem.

4.1.3 Similar Problems Considering the Same Model

We now consider a different problem based on the same model described in this current section. 

Suppose again that we are given for each physical machine ∈ P, a function : ℕ → [0,1]. Also, we 

are given for each of these physical machines ∈ P the expected consequences = ( ) for the 

period we are considering. We also assume that the failure of each physical machine is independent 

of its consequence value.

Now, we want to discover the minimum necessary budget B = ∑ that must be invested 

on the physical machines in order to achieve a certain value R for the risk in the current period. 

More formally, we want to

m n
subject to:

( ) ≤
≥ 0, ∈ P

This problem can be seen as the inverse of the Budgeted Probabilistic Risk Problem. Notice 

that this problem in some cases may not be even feasible (even for large values invested in each 

physical machine, the constraint will possibly never be achieved, depending on the behavior of the 

functions ), thus we will add a maximum budget B that we are limited to invest in the physical 

machines, adding the constraint

≤ B
In order to solve it, first observe that for the Budgeted Probabilistic Risk Problem, given a 

certain budget value B, the minimal risk R(B) achieved is a decreasing function of B. Thus, we can 

use binary search in order to find the minimal value B such that the risk achieved is at most a given 
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value R. If B is the optimal solution for the problem, a binary search can be done naively with 

time complexity O( B log B ) or even with complexity O( B ) if we keep previously 

computed values instead of always rebuilding the dynamic programming matrix.

Another interesting problem based on the same model described in this current section is 

presented next. Observe that the consequences of the physical machines described previously can be 

used to represent the amount of cash that the provider will have to pay if that physical machine fails. 

Thus, a problem of minimization of total cash spent by the provider may consider in the 

minimization function both the expected risk together with the investment budget made by the 

provider. This leads us to the following problem:

m n ( ) +
subject to:

≥ 0, ∈ P
Observe that in this problem we did not impose any limitation on the maximum budget that 

must be used or the maximum risk that we allow. Without this kind of restriction, there is no 

dependence between the investments on each distinct physical machine and thus the problem may 

be decomposed in distinct minimization problems of the form

m n + ( )
subject to:

≥ 0
Such problem is naturally approached simply by finding the global minimum for each

univariate function + ( ) in the required interval.

If we also consider in our problem a restriction ∑ ≤ , i.e., a bound on the maximum 

budget we are able to invest, the same dynamic programming solution described previously may be 

applied to this problem. After the recurrence is computed we just need to find m n +
( , ).

4.1.4 Discussion and Related Results

There are many properties that show the relevance of the problems presented under this model. 

First, observe that, when proposing this problem, initially we considered the consequence of the 

physical machines as random variables and concluded that, under some mild assumptions, only the 
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expected consequence for the period considered is relevant. This makes it easier for the Cloud 

provider to obtain the input data for the problem, since the mean consequence of a physical 

machine can be more easily estimated based on consequence values of previous periods than the 

complete consequence probability distribution. The freedom for use of any discrete probabilistic 

investment function also contributes for this model to be used widely.

An important question is which of the presented problem variations is more indicated for a 

Cloud provider to use on its planning. Actually, the distinct problems may be used at the same time, 

as they require the same type of information and are solved by different visions of the same 

algorithm. We present next a small example on how this can be done and discuss it.

Observe that as the consequence values generally represent cash, the problem presented last 

under this model will possibly be the best choice for the task of planning, because in this problem 

the budget and consequences are counted together in the objective function, representing the same 

entity. Observe also that a solution to this problem is of great practical interest for Cloud providers, 

because it will give a good estimative on how much money the Cloud provider will spend (optimally) 

for the period he is planning.

Let’s apply the proposed dynamic programming algorithms for the budget constrained and 

unconstrained problems in an example with ten physical machines. Table II describes each of the 

ten physical machines which are being considered to be invested on. The expected consequence 

values for them are given. The investment constant is a constant used in the probability function of 

the investment: for the five first physical machines, the investment function is linear, given by 

( ) = 1 − , where is the investment constant; for the last five physical machines, the 

investment function is exponential, given by ( ) = , where is the investment constant.

Table II Description of each physical machine.

Machine Expected 
Consequence

Investment 
Constant

1 130 50
2 150 10
3 130 70
4 120 40
5 130 50
6 140 1
7 110 2
8 80 3
9 100 2
10 190 4

Table III presents the results obtaining by running the proposed algorithms to an instance 

with limited budget of 100, one instance with budget limit 200 and to the unconstrained version. 

The expected total spent on each scenario is respectively 481.23, 331.40 and 278.11. Also, observe 
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that in each scenario, the total spent purely on investments was, respectively 62, 114 and 266. In a 

situation like this, there is an obvious advantage on investing as much as possible on the physical 

machines in order to obtain an expected economy in a near future. The optimal investment of 266 is 

not much greater than 200 and must be considered by the Cloud provider. This kind of analysis may 

play a decisive role in the current planning period. 

Table III Availability Estimates

No Investment 
Constraints

Budget ≤ 100 Budget ≤ 200

Machine Value 
Invested

Probability of 
Failure

Value 
Invested

Probability of 
Failure

Value 
Invested

Probability of 
Failure

1 50 0.000 12 0.050 13 0.039
2 10 0.000 6 0.050 7 0.030
3 70 0.000 7 0.097 8 0.069
4 40 0.000 6 0.050 7 0.030
5 50 0.000 4 0.018 4 0.018
6 5 0.007 0 1.000 25 0.500
7 8 0.018 17 0.575 40 0.000
8 10 0.036 0 1.000 0 1.000
9 8 0.018 10 0.000 10 0.000
10 15 0.024 0 1.000 0 1.000

Ideally, the Cloud provider would like to analyze the following type of graph, which can be 

generated from the proposed algorithm of the Budgeted Probabilistic Risk Problem. Figure 14

shows the minimal risk and minimal expected total expense in function of the invested budget on 

the physical machines. Observe that the minimal risk function is monotonically decreasing, as 

expected. The total expenses made have a minimum value of 278.11, obtained when investing 266

on the physical machines, as found previously by the algorithm for the unconstrained version of the 

problem. After this minimum, there is no point in investing more budget on physical machines, as 

the returned risk decrease is negligible and does not compensate the investment made under the 

model assumptions. The Cloud provider may use this kind of graph in order to discover the 

minimum investment needed in order to achieve a risk of less than a certain value. For example, the 

minimum investment needed to achieve a risk less than 100 is 217.
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Figure 14 Minimal risk and minimal expected total expenses for the example in function of available 
investment budget.

4.2 Budgeted Risk Assignment Problem
In this section we model a different situation, in which we still can change the physical machines 

failure probability by investing some amount of money on it, while allocating incoming future 

requests. This problem, called Budgeted Risk Assignment Problem is strongly related to a well-

studied NP-hard problem, the Budgeted Maximum Coverage Problem [44] is a problem with both 

production and planning properties. We prove our proposed problem to be NP-hard and present a 

polynomial greedy approximation algorithm with optimality guarantees.

4.2.1 Problem Definition

In this new model, we will consider again n virtual machines that should be assigned to m physical 

machines under some restrictions given as a bipartite graph, as previously described. Also, suppose 

again that we have consequences Wj associated with each virtual machine . In order to model the 

possibility of hardening the physical machines, making them more robust and less susceptible to 

failures, we say that for each physical machine some amount of money xi can be invested, up to a 

given maximal value ci, so we have 0 ≤ xi ≤ ci. In our model, the sum of investments made on 

each physical machine is limited by a maximum value of L, that is the total budget that the 

infrastructure owner can invest in its physical machines. Then, the probability of failure piof a 

physical machine is a function of the money invested on it, that is pi = fi(xi). For simplicity, we 

will analyze the case in which pi is a linear function of the investment xi given by: pi = 1 − xi ci⁄ . 
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We may now formulate our problem: given a budget L, a set of virtual machines V and virtual 

machine weights Wj, a set of physical machines P and physical machine costs ci, and the restrictions 

for virtual machine assignment on physical machines, find an assignment of virtual machines to 

physical ones and the investment for each physical machine such that it minimizes the overall risk, 

given by ∑ pi ∑ Wjj a i ed  ii . An example of an instance problem with unspecified budget is 

depicted by Figure 15, in which the virtual machines are shown in blue circles with their associated 

weights and physical machines in red squares with associated costs.

Figure 15 Instance of Budgeted Risk Assignment Problem.

A formal formulation of the problem is given below. Given a total budget L ∈ [0, ∞); 

physical machines = {1, … , m} and a function c: → [0, ∞) that assign to each physical machine 

its maximum investment value ci; virtual machines = {1, … , n} and function W: → [0, ∞)
which maps virtual machine to its consequence Wj; a matrix A(m × n) representing possible 

assignments, that is Aij = 1 if virtual machine can be associated to physical machine and Aij = 0
otherwise; find investments xi and assignments yij in order to:

m n Wjyij (1 − xici)
ji

(1)

subject to:

xi
i

≤ L (2)

yij ≤ Aij, ∈ P, ∈ V (3)
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yij
i

= 1, ∈ V (4)

yij ϵ {0,1}, ∈ P, ∈ V (5)

0 ≤ xi ≤ ci, ∈ P (6)

Restriction (5) states that yij are assignment binary variables. Restriction (6) restricts the 

amount xi invested on physical machine to the possible maximum ci. Restrictions (3) and (4) are 

respectively similar to restrictions (3) and (2) of the Capacitated Risk Assignment Problem. 

Constraint (2) limits the total invested budget to the maximum value L. Function (1) is the 

optimization function for the risk, considering assignments yij and investments xi.
Notice that because of the set of restrictions (4), we can rearrange the objective function of 

this problem:

Wjyij 1 − xiciji

= Wj yij
i

−  Wjyij xiciijj

= Wj −  Wjyij xiciijj
And thus, change this to a maximization problem:

m x Wjyij xiciji
Note also that in this whole section we ignore the trivial case in which L ≥ ∑ cii , as in this 

case we can invest the most possible in every physical machines, and the risk zero would be 

achieved.

It should be noticed that our problem is similar to the Budgeted Maximum Coverage Problem

[44], as previously stated. The main differences is that the Budgeted Maximum Coverage Problem is 

discrete in every aspect, and can be modeled as a linear integer program, while the Budgeted Risk 

Assignment Problem is only partially discrete (the probabilistic linear function makes it partially 

fractional) and is modeled as a quadratic integer program. This taken into consideration shows the 
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main differences between the Budgeted Maximum Coverage Problem and the problem here 

proposed. Because of these differences, we cannot trivially use the same algorithms as those used on 

the Budgeted Maximum Coverage Problem (indeed, we do not use the same algorithm) for the 

approximation of the solution, requiring thus a proper (different, but similar) analysis for the 

Budgeted Risk Assignment Problem, as presented next.

4.2.2 Some Insights into the Problem

In this section we show two trivial properties of our problem. The first fact is important as it gives 

some guarantees about the integrality of the solution in some cases. These facts lead to trivial non-

polynomial algorithms for the problem which will be shown to be NP-hard in the next section. The 

first fact comes from [45]:

Lemma 2. If we are given valid assignments yij for all ∈ P, ∈ V, then we can invest greedily 

in the physical machines in order of descending values of ∑ Wjyijj in order to achieve optimality 

under this given assignment.

Proof: if we are given the assignments, we reduce our problem to the following:

m x Bi xi
i

subject to:

xi
i

≤ L
0 ≤ xi ≤ ci, ∈ P

where Bi = ∑ Wjyijj . Without loss of generality, we will make the assumption that all the Bi
elements are distinct (if they are not, we can merge physical machines with the same Bi into only one 

physical machine in which we can invest at most the sum of costs of each merged physical machine). 

Now, notice that in order for an investment to be optimal, we must invest the most possible in the 

physical machine of the largest Bi. To see why this is true, suppose we have an investment in which 

we didn't invest the most possible budget to the physical machine with largest Bi. Then, we could 

remove some of the investments on any other machines with a lower value of Bi and invest in the 

machine with largest Ai, obtaining therefore a larger value for the objective function. By induction, 

the same should be made with the remaining physical machines and remaining budget.
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Lemma 3. If we are given investments xi such that for all physical machines 

0 ≤ xi ≤ ci and ∑ xii = L, then, in order to achieve optimality under this investment, we should 

assign the virtual machine j to a physical machine with the largest xi ci which it can be assigned to.

Proof: In order to minimize risk, for each virtual machine we must just assign it to the physical 

machine with smallest failure probability. This can be done by assigning the virtual machine to the 

physical machine with largest xi ci possible.

Despite the fact that our problem presents these two simple aspects, we can show it to be NP-

hard.

4.2.3 Proving NP Hardness

The maximum coverage problem [13] is a NP-hard problem that can be reduced to our problem. 

The problem is, we are given a collection of sets = { , , … , } which are subsets of E =
{ , , … , }. We must then find a collection ′ ⊆ of at most k sets, covering the largest number 

of elements from E.

In order to reduce the maximum coverage problem to our problem, we can do the following: 

each set is turned into a physical machine of unit cost, each element becomes a virtual machine of 

unit weight, the maximum number of sets that can be selected becomes the budget, the relation 

between elements and sets becomes naturally the relation between virtual and physical machines. 

Once we obtain this description of our problem and solve it, then we have the assignments yij made 

in an optimal solution. Lemma 2 then implies that it is easy to make an integer investment so that we 

maximize the number of covered elements, and thus we can turn this into a solution of the 

maximum coverage problem. This reduction implies that our problem is NP-hard.

4.2.4 The Greedy Algorithm

In this section we propose a greedy algorithm that solves the problem achieving and approximation 

factor of (1 − 1/ ). We use the following terminology, partially based on [44], because of its 

similarities to our problem.

Given an instance of our problem, let G be a partial assignment-investment, more formally 

defined as G = ({yij}, {xi}), such that: 

yij ϵ {0,1}, ∈ P, ∈ V
yij ≤ Aij, ∈ P, ∈ V
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0 ≤ xi ≤ ci, ∈ P
xi

i
≤ L

yij
i

≤ 1, ∈ V
A partial assignment-investment is a partial solution for the problem. Then, we define the 

value of the cost function on G as w(G) = ∑ ∑ Wjyijji . Also, the partial investment in G is 

defined as c(G) = ∑ xii . For each physical machine and a partial assignment-investment G, 

define Wi  as the sum of the weight of the virtual machines not yet assigned to any physical machine 

in G and which can be assigned to the physical machine (the total weight that can still be covered 

by this machine). We say that a physical machine is (partially) covered in a partial assignment-

investment G = ({yij}, {xi}),if xi > 0. If xi = ci, then it is totally covered. Otherwise, it is not 

covered. A virtual machine that is assigned to a (partially or totally) covered physical machine is also 

said to be (partially or totally) covered.

The main idea of the algorithm is greedily selecting the physical machine which Wi /ci is the 

maximum in the current iteration. Then, we update the current assignment-investment G, by 

assigning every remaining possible virtual machine to this selected physical machine and investing 

the most possible on it. The procedure is given in Figure 16.

1 greedyAlgorithm(){
2 while(L-c(G)>0){
3 choose the machine with largest Wi’/ci and invest max(ci, L-c(G));
4 assign to i every possible virtual machine not yet assigned;
5 update the partial assignment and investment G;
6 }
7 return G;
8 }

Figure 16 Greedy Algorithm.

Next, we show the bound on the approximation factor for the algorithm. The proof is mainly 

based on [44] because of its great similarities with the problem treated here. Particularly, Lemma 5

and Theorem 6 are very similar to those in [44]. Lemma 4 proof is different and required some more 

insight into the problem.

First, let’s rename the physical machines by the order they were considered by our algorithm, 

so that th machine is the machine considered in the th iteration. Let I be the total number of 

iterations made by our algorithm. Let xi be the value invested on the ith selected physical machine 
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(xi = ci, except possibly in the last iteration). Let Gi be the current partial solution by the end of the 

ith iteration. Also, let OPT = ({optij}, {optj}) be an optimal feasible solution to the problem.

Lemma 4. After iteration , = 1, … , I, the following holds:

w(Gi) − w(Gi ) ≥ xiL (w(OPT) − w(Gi ))
Proof: Observe that we have

w(OPT) ≤ w(Gi ) + Wjcj optj
j

because if a virtual machine is already assigned to a physical machine in Gi , then it is totally 

covered, as that is the behavior of the greedy strategy. Otherwise, if it is not yet assigned, then in the 

summand of the right hand side of the previous equation it is covered with at least the same 

investment value as in the optimal solution.

We know that, in relation to the partial assignment-investment Gi , we have Wj cj⁄ ≤ Wi ci⁄
for every physical machine , because the physical machine chosen in the ith iteration is chosen to 

be one with largest Wi ci⁄ ratio. Also, because OPT is a feasible solution, we have ∑ optjj ≤ L. 

Then, 

w(OPT) − w(Gi ) ≤ Wjcj optj
j

≤ Wici optj
j

= Wici optj
j

≤ Wici L
By definition, we have, w(Gi) − w(Gi ) = xi Wi /ci. Thus, we can rearrange the previous 

inequalities to obtain:

w(OPT) − w(Gi ) ≤ Lxi (w(Gi) − w(Gi ))
and the lemma follows.∎

Lemma 5. After each iteration , = 1, … , I, the following holds:

w(Gi) ≥ 1 − 1 − xjL
i

j
w(OPT)
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Proof: This can be proven by induction on the number of iterations. For = 1, w(G ) =
x W /c = x  W /c . Thus W ≥ x w(OPT)/L follows from the fact that W /c is maximum 

over all sets, and because the cost of the optimum is exactly L.

Now, suppose the lemma holds for iteration − 1. Next we show it also holds for iteration :

w(Gi) = w(Gi ) + (w(Gi) − w(Gi ))
≥ w(Gi ) + xiL (w(OPT) − w(Gi ))

= 1 − xiL w(Gi ) + xiL  w(OPT)

≥ 1 − xiL 1 − 1 − xjL
i

j
w(OPT) + xiL  w(OPT)

= 1 − 1 − xjL
i

j
w(OPT)

The first inequality follows from Lemma 4. The second one follows from the induction 

hypothesis.∎
Theorem 6. The greedy algorithm achieves an approximation factor of 1 − 1 .

Proof: after the last iteration i, we must have:

w(G ) ≥ 1 − 1 − xjLj
w(OPT)

≥ 1 − 1 − 1I w(OPT)

≥ 1 − 1 w(OPT)
The second and third inequalities can be found in [44]. This proves the approximation 

factor. ∎
4.2.5 Discussion and Related Results

The current problem fits both of the previous cited categories: planning and production. It can be 

seen as a mixed planning-production problem. In the previous problems we generally did not 

assume that while using the proposed planning problems, the Cloud provider was necessarily using 
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the proposed production problems algorithms together (even though the provider may do that). In 

this problem there is a balance and coordination between these two tasks. Observe that this problem 

has some assumptions for the probability investment functions: these functions must be 

approximated using a linear function.

This problem may be used by the Cloud provider if the provider has more detailed 

information about how the incoming requests will be in the period that he intends to plan his 

infrastructure and wants to plan his investments also considering these incoming virtual machines 

requests, not only the expected consequence values of the physical machines. 

Next, we present an analysis about the likelihood of the quality of the proposed solution. 

Even though we already presented and proved approximation guarantees, we show here, that for a 

class of random instances of the problem, the proposed algorithm performs well. We present first 

an optimal algorithm for the problem, which is used in a series of simulations for cost comparison 

with the greedy algorithm proposed.

Lemmas 2 and 3 of the previous chapter imply trivially two simple optimal, but non-

polynomial algorithms for the Budgeted Risk Assignment Problem. The first one is simply to 

consider all possible valid assignments of virtual machines to physical machines and then to invest 

greedily in the physical machines according to Lemma 3. The second one is to consider all 

permutations of physical machines and greedily investing as much as possible according to the order 

given by the permutation. All virtual machines that can be associated to these physical machines are 

assigned to them. Lemma 2 implies that one of these orderings yields an optimal solution.

Here, we used the second suggested optimal non-polynomial algorithm to evaluate the general 

efficiency of our greedy approximation algorithm for random instances of our problem. Next, we 

present the scenarios in which we experimented and evaluated our algorithm. In such scenarios, the 

most important metric considered is the cost ratio value between the solution achieved by the 

approximated greedy algorithm and the optimal solution, because such values can be directly 

compared to the approximation factor of 1 − 1 ≈ 0.6 2.

In all scenarios presented here, we have 8 physical machines to invest and 30 virtual machines 

to allocate on them. These numbers were chosen in order for the optimal non-polynomial algorithm 

to be computationally able to deal with these instances in a larger simulation scenario with many 

samples and setups in a reasonable time. In this way, we can compare the optimal results with the 

approximation algorithm here proposed.
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In the first main scenario, we generated random allocation constraint graphs with an 

intermediate value of 0.2 for the connectivity, because it is generally easy for the greedy algorithm to 

achieve an optimal if the value of the connectivity is large or almost zero, as will be seen in the next 

main scenario. Given a constraint graph, we generated 1000 samples of random virtual machines 

weights, physical machine costs and budget. The random values of weight were generated uniformly 

in the interval between 1 and 10. Also, uniform random values for the costs were generated with 

values between 1 and 50. For each sample, the budget was also uniformly randomly obtained, with 

levels between 1 and the sum of the costs of the physical machines. The objective of this scenario is 

to test if given these random characteristics of the input, how far from the optimum the greedy 

strategy would be. In Figure 17, we show for one of these graphs a histogram of the ratio between 

the value obtained by the optimal solution and the value obtained by our algorithm, i.e., we 

generated the empirical distribution function of this scenario. In this case 78% of the samples 

achieved the optimal cost value, and 89% obtained a ratio larger than 0.99. The general behavior of 

this plot is that most of the instances achieve optimality and the probability of obtaining values far 

from the optimal is low. All ratios obtained were obviously greater than the approximation factor of

0.632. The worst ratio obtained was 0.8862 and is very unlikely to happen.

Figure 17 Histogram of the number of samples and the optimal cost ratio achieved

In Figure 18, we present the percentage of samples which achieved a cost ratio larger than 

0.99 given a fixed scenario and the rate of samples which achieved the optimal cost value. This was 

obtained for a number of 50 distinct constraint scenarios. In the plot, we ordered the scenarios by 

increasing percentage of optimal cost value achieved.
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Figure 18 Percentage of near-optimal and optimal for distinct constraint scenarios

In the second main scenario we seek to establish the correlation between the connectivity of 

the graph with the frequency of optimally achieved allocations under the random instances of the 

problem. For each fixed value of the connectivity, varying from 0.05 to 0.95 at steps of 0.05, we 

simulated 1000 samples with random values generated as in the first scenario, in order to obtain a 

small confidence interval. Figure 19 shows our results.
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Figure 19 Percentage of near-optimal and optimal samples according to the connectivity

Notice that for a connectivity of 0.5, it is hard for our greedy strategy to achieve the optimal, 

but for really low connectivity values, it is easy. If the connectivity is high then it is even easier for 

our proposed algorithm to achieve optimal values. For the obtained samples, a confidence interval 

with confidence of 0.95 was calculated, which largest width had value 8.34e-004, and was not 

plotted.

Our results have shown that graphs generated randomly according to our setups are unlikely 

to achieve the worst case approximation factor. But in fact this worst case can be achieved: [7]

presents a class of instances of the weighted coverage problem in which their greedy algorithm 

achieves the approximation factor. As the weighted maximum coverage can be reduced to our 

problem and its best approximation ratio is achieved in [7], the same class of instances can be used 

in our problem in order to show that the bound on Theorem 6 is tight.

4.3 Final Considerations
In this chapter, we presented two planning problems. In the Budgeted Probabilistic Risk Problem, 

we do the assumption of previous knowledge about the expected consequence in each physical 

machine. Based on that information we show how to invest optimally in the physical machines in 

order to achieve minimal risk. For the Budget Risk Assignment Problem, which is a mixed 

production and planning problem, we provide an approximation algorithm with guarantees of 

optimality and evaluated our proposed solution. The next chapter classifies the problems proposed 
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during this dissertation and discusses each of them under this classification, showing also results 

related to each model.



54

5 Discussion

In this chapter, we make some general considerations about the presented problems parameters: 

failure probabilities, consequences, and capacities, among others. The main topics discussed here are 

those that are common to some or all of the previously presented computational optimization 

problems. During this discussion, we try to establish a relation between these theoretical parameters 

of the problems and how they can be seen in a practical scenario. Also, we point towards some 

limitations of these parameters for the models which they belong.

In order to use the models described in this work, one must have clear understanding about

how the model’s main parameters behave and what they mean: how to relate investments on 

physical machines and its probability of failure, how to assign consequence costs to each virtual 

machine it is supposed to allocate and what exactly the restrictions of virtual machine allocation on 

physical machines are. Another important question is how to obtain these values in order to use 

them as input for the proposed algorithms. This chapter intends to clarify all these aspects.

Observe that all problems presented on this work have consequences associated to the Cloud

developers’ services components and failure probabilities associated to infrastructural components. 

It is worth to mention that a known difficulty in risk management is the fact that measurement of 

both of the quantities in which risk assessment is concerned, the potential loss and the probability of 

occurrence of the loss is very hard [30]. Notice also, that the process of assessing risk must be 

periodically made [30].

The models general parameters considered in this chapter are capacities, failure probabilities 

associated to infrastructural resources and investments, consequence values associated to virtual 

machines and links, and bipartite constraints on the assignment of virtual to physical machines. 

Next, we discuss each one of these topics separately, highlighting important factors that are 

associated to each of them.
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5.1 Failure probabilities
The presented models use failure probabilities in basically two different ways: static and dynamic. 

Production problems consider that these probabilities are static, and the planning problems consider 

that there is the possibility of changing them, by means of investment. In the dynamic case, the

investment made into the infrastructure should take into account many of the techniques which deal 

with failures and fault tolerance that are used in each physical machine, like the use of physical 

machine backups, investments on server maintenance, etc., some of which were surveyed on the 

fault management section in the related work chapter. This is a differential in the present work 

because we do not focus on any pre-defined strategy to deal with the failures. In our planning 

models, we see this problem in a more abstract manner: we have a limited resource (budget) that can 

be invested in acquiring elements in order to increase the Cloud’s infrastructure reliability. The 

relation between failure probability and investment should then be estimated by means of analytical 

statistical study of the behavior of these variables, what is done in [52], for example. This is a hard 

task, but can be done in several ways, for example, by using a probabilistic modeling of the scenario

or simulations. In practice this task is done generally by specialists [1].

Observe that the static assumption for the probability in the production problems may be not 

true in general. For example, if a physical machine is being used in its limit capacity, it may be 

expected to fail with a greater probability. This kind of limitation may be considered in a future 

work.

5.2 Consequences
In order to deal with the assignment of costs to the failure of a virtual machine or service that must 

be allocated, the Cloud owner should think about what these costs mean on practice. The cost of a 

virtual machine could reflect directly the amount of money the Cloud owner will lose if that machine 

fails while running, guaranteed by SLA, or could also mean some priority that some machines must 

have over others, contractual fines, etc. Depending on what the actual meaning of the cost of each 

virtual machine loss is, the minimization function will have different practical interpretation. In a 

first case the expected loss of money would be minimized whereas in a second case, the expected 

failed priority would be minimized in our problem.

In any case, this is a hard task as previously pointed. Authors in [3] present analysis on how 

this can be done when allocating jobs in a grid based computation service, in the context of SLAs

and seeing consequences as penalty costs incurred to the host of the service. Comparative studies

with that work may be made in the future in order to make more precise the hard task of assignment 

of consequence values to incoming requests.
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5.3 Capacities
Capacities are only considered in the model of the Capacitated Risk Assignment Problem. Capacities 

make more sense to be used in production problems. In general, capacity values for physical 

machines, data centers, and link bandwidth are easier to obtain than the other parameters of the 

presented models, but are generally harder to be treated computationally, as was observed when 

discussing the Uncapacitated Virtual Network Risk Assignment Problem.

5.4 Bipartite restrictions
The constraints on the assignment possibilities, generally represented as a bipartite graph, considered 

in some of our models are also an important point of the modeling. They can model several aspects 

under a Cloud environment. For example, if a Cloud provider has data centers distributed around 

the world [39] and the service developers want to geographically restrict the location of their services

that are going to be allocated, the constraints should reflect the relation between possible location

for these services and respective data centers. 

These constraints could also consider special dedicated properties of the physical machines, 

like operating system or some kind of dedicated architecture of the physical machines needed by 

some of the services that must be hosted in the data centers. There is even a possibility of merging 

different restrictions and mapping them all into these constraints. Actually, there are many more 

restrictions for a Cloud environment that can be mapped on these constraints. This will mainly 

depend on what are the services a Cloud want to provide and in the interests of the service 

developers.

5.5 Final Considerations
Given these considerations, we hope that the Cloud provider should be able to use the models and 

the solutions proposed here to obtain efficient ways of planning the allocation and investment over 

a period of time while minimizing risks and thus obtaining a more profitable use of the Cloud

resources. 

It is worth emphasizing that our proposed solutions may be applied in different Cloud service 

levels, i.e., we abstracted some of the planning and production problem to embrace demands as 

diverse as a virtual machine request in an Infrastructure as a Service, a job scheduling at a Platform 

as a Service, or an application at a Software as a Service based Cloud.
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6 Conclusions and Future Work

This work studied the application of the risk concept from probabilistic risk assessment in the 

context of Cloud Computing. Generally in our approach consequence values guaranteed by SLA are 

assigned to virtual infrastructure components that are part of the services that the Cloud users 

(developers) want to provide and failure probabilities are assigned to the physical infrastructure 

components. Computational optimization problems were proposed mainly with the objective of

overall risk minimization.

In this dissertation, four main mathematical models were described in order to define formally 

the problems that are also proposed in this work. The presented problems were divided into two 

main classes: planning problems and production problems. The Capacitated Risk Assignment 

Problem and Uncapacitated Virtual Network Risk Assignment Problem are classified as production 

problems and the Budgeted Probabilistic Risk Problem is a planning problem. The Budgeted Risk 

Assignment Problem is seen as a mixed planning and production problem.

For the Capacitated Risk Assignment Problem a solution based on a minimum cost flow 

reduction was provided. The proposed solution is polynomial. Also, we characterized more aspects 

of this problem in the discussion chapter and how it can be used in order to achieve minimal risk 

given its restrictions, presenting an online and offline strategy of use of the algorithm. These distinct

strategies were compared with a greedy heuristic and randomized algorithm.

For the Uncapacitated Virtual Network Risk Assignment Problem, a dynamic programming 

solution was presented for the case in which the virtual network given as input to be allocated is a 

tree. In that case, the proposed solution is optimal and polynomial. We also discussed that this 

solution can be used as a heuristics to allocate general virtual networks, obtaining first a spanning 

tree of the input virtual network, and then using the proposed algorithm to allocate the incoming 

virtual infrastructure.

The Budgeted Probabilistic Risk Problem was reduced to a limited budget allocation problem, 

which is generally solved via dynamic programming. Similar important versions of this problem are 
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presented, without budget restrictions, minimizing budget application, etc. As part of the discussion, 

we presented a simple example in which this problem shows its usefulness.

The Budgeted Risk Assignment Problem is presented as an NP-hard problem. The NP-

hardness proof is provided and a greedy algorithm is proposed, which has approximation 

guarantees, also shown in this dissertation. In the discussion, we presented experiments with 

random instances of this problem and results showed that for this class of random instances, the 

proposed algorithm is almost always near the optimal cost solution.

6.1 Contributions
The main contributions of this work can be resumed as follows:

 A survey of fault management techniques and research trends which are used in the 

Cloud computer area;

 The proposal of four distinct risk based models for Cloud Computing risk assessment, 

for which optimization problems were provided and solved;

 An approximation algorithm for one of the proposed problems, which may show to 

be important for other related optimization problems;

 Exemplification of the use of the proposed algorithms in order to minimize the risk of 

a Cloud.

 Discussion of each of the presented models and the presentation of related results and 

comparison with other strategies.

6.2 Future Work
The present work may be extended in several aspects. Future work in this context includes

considering the practical efficiency of the proposed algorithms with real world data. Also, a more 

deep study on how to relate failure probabilities, budget investment and the presented fault 

management techniques must be made as well as a thorough work on estimation of failure 

probabilities of infrastructural components on Clouds, in order to allow the proposed models to 

work on practical scenarios.

For the Capacitated Risk Assignment Problem, a comparison of the online and offline 

allocation strategies which are presented in this thesis can be made. This comparison may show if 

using the offline strategy, which is less computationally efficient, is always better than the online 

strategy, or if the online strategy is near optimal in practice.
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Another analysis that can be done is finding out how good the proposed heuristics of using a 

spanning tree of the input virtual network on the Uncapacitated Virtual Network Risk Assignment 

Problem can be. There is a possibility that approximation guarantees can be made by using this 

heuristics. If this cannot be made, a statistical study of the general behavior of this heuristics can

elucidate its advantages over other greedy heuristics.

Finally, many other more complex optimization problems can be formulated using the 

concept of risk applied to Cloud Computing. We hope that this dissertation inspires other researches 

in this scenario.
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